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Preface

These are the proceedings of EUROCRYPT 2003, the 22nd annual EURO-
CRYPT conference. The conference was sponsored by the IACR, the Internatio-
nal Association for Cryptologic Research, www.iacr.org, this year in coopera-
tion with the Institute of Mathematics and Cryptology, Faculty of Cybernetics,
Military University of Technology, Warsaw, Poland. The General Chair, Jerzy
Gawinecki, was responsible for the local organization, and the conference regi-
stration was handled by the TACR secretariat at the University of California,
Santa Barbara, USA.

A total of 37 papers were accepted for presentation at the conference, out
of 156 papers submitted (of which one was withdrawn by the authors shortly
after the submission deadline). These proceedings contain revised versions of
the accepted papers. In addition two invited talks were given: the first was given
by Kris Gaj and Arkadiusz Orlowski, entitled “Facts and Myths of Enigma:
Breaking Stereotypes.” The second invited talk was given by Jacques Stern en-
titled “Why Provable Security Matters?” The conference program also included
a rump session, chaired by Stanistaw Jarecki, which featured short informal talks
on recent results.

The reviewing process was a challenging task, and many good submissions
had to be rejected. Each paper was reviewed by at least three members of the
program committee, and papers co-authored by a member of the program com-
mittee were reviewed by at least six (other) members. The reviews were then
followed by deep discussions on the papers, which contributed a lot to the qua-
lity of the final selection. In most cases, extensive comments were sent to the
authors. It was a pleasure for me to work with the program committee, whose
members worked very hard over several months. I am also very grateful to the
external referees who contributed with their special expertise to the selection
process. Their work is highly appreciated.

The submission of papers was done using an electronic submission software
written by Chanathip Namprempre for CRYPTO 2000 with modifications de-
veloped by Andre Adelsbach for EUROCRYPT 2001. All but two papers were
submitted using this software, while the two others were submitted on paper
and then scanned and entered into the software. During the review process, the
program committee was mainly communicating using a review software written
by Bart Preneel, Wim Moreau, and Joris Claessens for EUROCRYPT 2000. I
would like to thank Orr Dunkelman and Julia Stolin for their help in installing,
solving problems, and adding features to the software. I am also very grateful to
Wim Moreau for his great help in solving some of the problems we had with the
software. The final decisions were made during a committee meeting in Paris. 1
would like to thank Helena Handschuh and Gemplus for organizing and hosting
the meeting. I would also like to acknowledge Elad Barkan and Pnina Cohen for
their help whenever it was required.



VI Preface

On behalf of the General Chair I would like to acknowledge the members of
the local organizing committee in Warsaw. For financial support of the conference
we are very grateful to this year’s sponsors.

It is my pleasure to thank the General Chair, Prof. Jerzy Gawinecki, for all
his work in organizing the conference, and for the pleasant collaboration and
various pieces of advice. I know he spent a lot of effort, during a period of over
two years, organizing the conference.

Finally, but most importantly, I would like to thank all the authors from all
over the world who submitted papers to the conference, and all the participants
at the conference.

February 2003 Eli Biham
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Cryptanalysis of the EMD Mode of Operation

Antoine Joux

DCSSI Crypto Lab
51, Bd de Latour-Maubourg
75700 PARIS 07 SP
FRANCE
antoine.joux@méx.org

Abstract. In this paper, we study the security of the Encrypt-Mask-
Decrypt mode of operation, also called EMD, which was recently pro-
posed for applications such as disk-sector encryption. The EMD mode
transforms an ordinary block cipher operating on n—bit blocks into a
tweakable block cipher operating on large blocks of size nm bits. We
first show that EMD is not a secure tweakable block cipher and then de-
scribe efficient attacks in the context of disk-sector encryption. We note
that the parallelizable variant of EMD, called EME that was proposed
at the same time is also subject to these attacks.

In the course of developing one of the attacks, we revisit Wagner’s gener-
alized birthday algorithm and show that in some special cases it performs
much more efficiently than in the general case. Due to the large scope
of applicability of this algorithm, even when restricted to these special
cases, we believe that this result is of independent interest.

1 Introduction

Very recently, Rogaway proposed in [5] two new modes of operation that are
specifically tailored for applications such as disk-sector encryption. The first
mode called EMD (Encrypt-Mask-Decrypt) mostly consists in two consecutive
passes of CBC encryption/decryption. Thus it is a sequential mode. The second
mode called EME is a parallelizable version of EMD. In an updated version of [5],
written with Halevi, the EMD algorithm is presented under the new name CMC.
In particular, during the First IEEE International Security in Storage Workshop,
held Dec. 11th, 2002 in Greenbelt, Maryland, the algorithm was presented under
this new name.

In order to encrypt disk-sectors, several important properties are often re-
quired. First, when encrypting a single sector, a change in any single plaintext bit
should impact the complete ciphertext sector. Since disk sectors are much larger
than the block-size of usual block ciphers and since ordinary modes of opera-
tion such a CBC encryption do not ensure this property, this requirement calls
for a specific construction. Second, for efficiency reasons, each sector should be
encrypted independently of other sectors. As a consequence, an electronic code
book at the sector level is expected. However, to avoid attacks based on sectors

E. Biham (Ed.): EUROCRYPT 2003, LNCS 2656, pp. 1-[16l 2003.
© International Association for Cryptologic Research 2003



2 A. Joux

switching, it is highly desirable to use a (slightly) different encryption for each
sector. This idea can be rigorously realized by using the notion of tweakable
block ciphers which was recently proposed by Liskov, Rivest and Wagner in [4].
Informally, a tweakable block cipher is a block cipher which possesses an ex-
tra input called the tweak. It should resist distinguishing attacks mounted by
powerful adversaries which are allowed access to encryption and decryption or-
acles and can choose both the plaintext or ciphertext messages and the tweak
parameters.

In order to meet these specifications, Rogaway proposed the modes of oper-
ation EMD and EME in order to build a tweakable block cipher with a large
blocksize of nm bits from an ordinary block cipher with a blocksize of n bits. In
these constructions, m represents the number of blocks that can be fitted into a
single disk sector. In [5], he also stated a security theorem for the EMD mode

In this paper, we show that neither the EMD nor the EME modes of op-
eration are secure tweakable block cipher. We proceed in several steps, first in
section 21 we briefly recall the constructions from [5], then in section Bl we de-
scribe distinguishing attacks against the two modes, finally in section [ we show
practical attacks in the context of disk-sector encryption. In one of the practical
attacks we make use of Wagner’s algorithm for solving the generalized birthday
problem, which he introduced at Crypto’2002 in [6]. In order to improve the
attack, we need to use the algorithm in a special case which was not considered
by Wagner. It turns out that in this special case, the algorithm still works and
moreover it becomes much more efficient than in the general case. An heuris-
tic analysis of Wagner’s algorithm restricted to these special cases is given in
appendix.

2 Description of EMD and EME

In this section, we give brief descriptions of the EMD and EME modes of op-
eration as proposed in [5]. We only describe the forward direction (encryption).
For complete specifications, the reader should refer to the original paper [5].

2.1 The EMD Mode

The EMD (Encrypt-Mask-Decrypt) mode of operation is based on CBC encryp-
tion. In order to simplify the description of this mode, we use two subroutines
CBCEncrypt and CBCDecrypt that respectively perform CBC encryption and
CBC decryption. These routines take as input a keyed block cipher Ex and a
m-uple of input blocks X1, ..., X,;, and output a m-uple Y7, Yo, ... | Y},. There
is a simple but important difference between ordinary CBC decryption and the
CBC decryption as used in EMD. More precisely, in the latter case, individual
blocks are encrypted (by the block cipher Fk) instead of being decrypted (by
its inverse E;{l). The two routines CBCEncrypt and CBCDecrypt are respectively
described in tables [ and [2
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Table 1. The CBCEncrypt subroutine

Input: Ex, X1, Xo, ..., Xm
Yo o"
For 7 from 1 to m do

Y «+ Ex(X; ®Yi—1)
Output: Y1, Yo, ..., Y,

Table 2. The CBCDecrypt subroutine

Input: Ex, X1, Xo, ..., Xm
Xo «~ 0"
For 7 from 1 to m do

Y, « Ex(X:) ® Xi1
Output: Y1, Yo, ..., Y,

Given these two subroutines, the description of the EMD works as follow.
Starting for a plaintext sector Py, Ps, ..., P, first apply CBCEncrypt, then
perform the exclusive-or of the intermediate values with a mask which is com-
puted as a function of the tweak parameter 7" and the first and last intermediate
values. Afterward, reverse the block order and apply CBCDecrypt. This is sum-
marized in table B

Note that the mask computation makes use of a function multx which rep-
resents multiplication by x in the finite field Fy». Furthermore, in order to per-
form decryption, it should be noted that the mask value can also be computed
as a function of CCC4 and CCC,,. Indeed, CCCy & CCC,, is always equal to
PPP, @ PPP,,.

Table 3. The EMD mode of operation

Input: Ex, T, P1, P2, ..., Py,

(PPP,,PPPs,---,PPP,,) < CBCEncrypt(Ek, P1,Pa, -, Pn)

Mask < multx(PPP; & PPPp,)® T

(ccc,,cCCy,--- ,CCCY,) “— (PPP,, & Mask,PPP,_1 &
Mask,--- ,PPP; & Mask)

(Cy,Ca,+++,Cp,) < CBCDecrypt(Ex,CCC1,CCCso, -+ ,CCC,,)

Output: C1, Ca, ..., Cpy
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2.2 The EME Mode

The EME mode is a parallelizable variant of EMD, it makes use of various
techniques that were introduced for parallelizable modes of operations in papers
such as [3J2IT]. In order to simplify the description of this mode, we introduce
two subroutines ParaEncrypt and ParaDecrypt. These routines take as input a

keyed block cipher Fx and a m-uple of input blocks X;, ..., X,, and output
a m-uple Y1, Y5, ..., Y,,. They are described in tables ll and Bl In the two

subroutines, the notation ¢L represents the multiplication in Fy» of the element
L by the element having the same binary representation as the integer i.

Table 4. The ParaEncrypt subroutine

Input: Ex, X1, Xo, ..., Xm
L+ Ex(0™)
For i from 1 to m do

Y; «+ Ex(X; ®iL)
Output: Y1, Yo, ..., Yy,

Table 5. The ParaDecrypt subroutine

Input: Ex, X1, Xo, ..., Xm
L+ EK(On)
For 7 from 1 to m do

Y; «+ Ex(X;) ®@iL
Output: Y1, Yo, ..., Y,

Given these two subroutines, the description of the EME works as follow.
Starting for a plaintext sector Py, Ps, ..., P, first apply ParaEncrypt, then
perform the exclusive-or of the intermediate values with a mask which is com-
puted as a function of the tweak parameter T' and the exclusive-or of all inter-
mediate blocks. Afterward, apply ParaDecrypt and obtain the ciphertext. This
is summarized in table [6l In this table, the equation CCC < PPP @& Mask is
a shorthand notation that means that the exclusive-or with the mask value is
performed, in parallel, on each block of PPP.

3 Distinguishers against EMD and EME

In order to show that the EMD and EME are not secure as tweakable block
ciphers, we propose simple attacks that distinguish these constructions from
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Table 6. The EME mode of operation

Input: Ex, T, P1, P2, ..., Py

(PPP,,PPP,,--- ,PPP,,) + ParaEncrypt(Ex, P1, P2, -, Pn)
Mask + multx(PPP, & - - @& PPPp) & T

CCC + PPP & Mask,

(C1,Cs, -+ ,Cy) « ParaDecrypt(Ex,CCCy,CCCs,--- ,CCCy,)
Output: Ci, Co, ..., Cn

random tweakable permutations. These distinguishing attacks are extremely ef-
ficient, since they require only 3 calls to the encryption/decryption oracle and
succeed with overwhelming probability.

We briefly recall the usual framework for distinguishing attacks. Assume that
we are given access to a black-box oracle that contains either an implementa-
tion of EMD (or EME) or a truly random tweakable permutation (i.e., a family
of truly random permutations indexed by the tweak value). We are allowed to
perform both encryption and decryption queries with the oracle and we fully
control the plaintext/ciphertext values and the tweak values in these queries.
After some queries, we should guess whether the black-box is an implementation
of EMD (resp. EME) or a truly random tweakable permutation. We are consid-
ered successful if our probability of producing a correct guess is significatively
better than 1/2.

3.1 The Case of EMD

In order to attack EMD we proceed as follows. First, choose a random plaintext
PO = (Pl(l),Pz(l)7 e ,anl)), a random tweak value 7' and obtain the corre-
sponding ciphertext C'(V) = (01(1)’ C’él), e ,Cﬁg)). Then, ask for the decryption
of the ciphertext C") with tweak 7' @ 1. Denote by P(® the corresponding
plaintext.

Finally, form the plaintext P as follows:

B D
R B,
- PP =PV a1,
— Foriin {4,--- ,m} let Pi(g) = Pi(l).

Then we ask for the encryption C® of P®) with tweak T and check whether
the following conditions hold.

— Check that Cfy) = C) @ 1,
— No condition to check on Cﬁll.
— For i in {1,--- ,m — 2} verify that C’Z-(3) = Ci(l).
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If the conditions hold, we guess that the black-box oracle contains an im-
plementation of EMD, otherwise, we guess that it is a truly random tweakable
permutation. Clearly, with a truly random tweakable permutation, the conditions
hold with negligible probability 2~ ("~ However, with an implementation of
EMD it is easy to check that they always hold. In order to verify this claim,
assume that the intermediate values PPP and CCC' i 1n the above computations
are respectlvely denoted by PPPM, ccc®, ppP® CcCC® and PPP®),
ccct

Then, remark that CCC®? = CcCC®, and furthermore that PPP(?) =
PPPM @1, where the exclusive-or is performed on every block in PPP™). For
the third call to EMD, we have PPP®) = PPPY | since P*) = PV and

pPPY) = Ex(PY @ PPP)

Ex(
= Ex(P{Y @ PP
= Ex(P® @ 1@ PPPV)
— Ex(P{¥ @ PPP)
= prP? = pPPMY 3 1.

Furthermore

pPPY) = Ex(PSY @ PPPY)

Ex(
= Ex(P{Y @ PPP?)
= Ex(PY @10 PPPV @ 1)
— Ex(P{Y & PPP{M)
= ppP{Y,

We can also check that for all ¢ from 4 to m, we have PPPi(g) = PPPi(l).
As a consequence, CCC®) and CCCM are equal on all blocks except one.
The single block that differs is block number m — 1, which satisfy the relation
C'CCT(Sl1 = CCCf,ill @ 1. The relations between ciphertexts C!) and O
immediately follows.

As a consequence, the attacker we just proposed always outputs the cor-
rect answer when the black box contains an implementation of EMD. Moreover,
when the black box contains a truly random tweakable permutation the answer
is correct with probability 1 — 2~ (™=17"_ Thus the attacker succeeds with over-

whelming probability and the EMD mode of operation does not realize a secure
tweakable block cipher.

3.2 The Case of EME

With EME, a variant of the above attack can be derived. As before, choose

a random plaintext Pl(l), PQ(I)7 , Pf(n1 )7 a random tweak value T and obtain
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the corresponding ciphertext C (1) , Oy (1) , Cmy ) . Then, ask for the decryption
of the ciphertext C(!) with tweak T @ 1. Denote by P(z) PQ(Z), e PS) the
corresponding plaintext. Form the plaintext P®) as follows.

_ P1( ) _ (2)

_ p( ) _ P(2)

— Foriin {3,--- ,m} let P(s) P(l)

Then, ask for the encryption C®) of P(®) with tweak T and check whether the
following conditions hold.

— No condition to check on C§3) and 02(3).
— For i in {3,--- ,m} verify that Ci(g) = Ci(l).

It is easy to verify that the mask values in the first and third encryption
are equal. As a consequence, the above conditions always hold. Therefore, as for
EMD, we obtain an efficient attacker that distinguishes between the EME mode
and a truly random tweakable permutation.

4 Practical Attacks in the Disk-Sector Encryption
Context

In this section, we revisit the attacks on EMD and EME to turn them into
practical attacks that can decrypt any ciphertext present on a disk sector. We
study the security of the modes in the context of disk-sector encryption for multi-
user operating system. We assume that the disk encryption key is fixed, known
to the operating system but protected from malicious users. We also assume that
malicious users can read and write any ciphertext sectors at the hardware level.
However, the operating system ensures that users can read or write plaintext
sectors only when the sector is part of a file which belongs to the user. Note
that the operating system cannot prevent a malicious user to access the disk
at hardware level in all cases. Indeed, with physical access to the machine, it is
possible to reboot using a different system or even to remove the hard disk from
the computer and access it with separate harware. We consider two different
kinds of implementations. In basic implementations, we assume that the tweak
value of a sector is the sector number. Moreover, we assume that a malicious user
can choose the numbers of the sectors that are allocated to his files. In cautious
implementations, we assume that the tweak values are obtained by hashing the
sector numbers to full-size tweaks and that no user can choose his sectors. As a
consequence, the tweak values are known but cannot be controled by malicious
users.

In the system, at least two users are present, the target of the attack Alice
and the attacker Eve. Alice has written sensitive information, say Py, ..., Py,
in a disk sector with tweak value T . Eve has obtained the associated ciphertext
Ci, ..., Cp, by accessing the disk hardware. Her goal is by playing around with
other sectors which she legitimately accesses to fool the operating system and
force it to reveal P.
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4.1 Attack of Basic Implementations

With basic implementations, Eve chooses two convenient values d; and 2. She
asks the operating system to give her ownership of the three sectors numbered
T®d, THo and T &y P s. If the operating system cannot comply, she simply
chooses different values of d; and Jo and she restarts.

Once Eve holds the three sectors, she copies Alice’s ciphertext C in sector
T @& 6, and reads some plaintext P() in the sector. Then she writes P in
sector T' @ do and recovers some ciphertext c®, Finally, she moves C® in
sector T' @ 0, @ 02 and reads a plaintext P®). We claim that P®) is in fact
Alice’s plaintext P.

In order to prove our claim, we denote by PPP, CCC, PPPY), ccCc™,
pPPP@ ccc®, PPP®) and CCC® the intermediate values in the encryp-
tion/decryption calls. Then we check that the following relations hold:

cce =cece,

pPPPY) = PPP & 6,

pPPP®? = pppM),

cCco® =CCC @6 @ b,

cco® =cco® =C0CC @6 @ b,
PPP®) = PPP.

2

The final equality implies that P®) = P and concludes the proof of the claim.

As a consequence, Eve has attained her goal and obtained the decryption of
Alice’s sensitive information. We note that the very same attack also applies to
the parallelizable mode EME.

4.2 Attack of Cautious Implementations

With cautious implementations, Eve can no longer obtain ownership of sectors
whose tweaks satisfy the correct relation. As a consequence, the attack becomes
harder. However, by creating files with many disk-sectors, Eve can obtain a large
set 7 of random looking tweaks. If she could find a subset (of odd size) T3, Tb,
... Thpyq of elements in T satisfying the relation:

T=T1Ta® - &Toxt1,

she could apply a generalization of the attack presented in subsection Tl Indeed,
when decrypting a ciphertext with tweak value T5;11 and re-encrypting with
tweak value Th; 12, we simply offset the intermediate value by an exclusive-or
with To; 11 @ To;42. Thus, by alternatively decrypting and encrypting with 77,
Ty, ..., Tog, we offset the original value of CCC by Ty ®To@- - - Tog, = T B Tog41-
As a consequence, the final decryption with tweak To 1 reveals Alice’s plaintext.

In order to evaluate the efficiency of the proposed attack, we need to explain
how to find a good subset in T. Of course, as soon as 7 has more that n + 1
elements (where n is the tweak size in bits), we expect to find a solution with
high probability. Indeed, in a set 7 with n + 1 elements, there are 2"*! possible
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subsets among which 2" have odd size. Since T is a n-bit value, we expect
that the exclusive-or of at least one of the subsets of odd size will be equal
to T, with constant probabilit. However, to compute such a subset, simple
algorithms such as exhaustive search (with runtime 2") or basic time-memory
tradeoffs (with runtime 2"/2) are too slow to be effective in our case. Indeed, if
the adversary is able to perform computation of the order of 2 (or even 2"/2),
he can try exhaustive search attacks against the key of the elementary block
cipher.

Yet, at Crypto’2002, Wagner presented in [6] an efficient algorithm that ad-
dresses this problem. Given 2! independent lists of elements, Ly, Lo, ..., Lo,
his algorithm outputs 2¢ elements 1, 22, ... , To: (one from each list) such that:

T1 B xaP - B agy =0.

This algorithm runs in time O(2¢-2"/(1+%) and requires lists of size O(2"/(11)).

Wagner’s algorithm can be fitted to our need, by first choosing one arbitrary
element 7" in T, then by constructing the lists in the following way. Divide the
rest of T in 2% lists of equal length, L1, Lo, ..., Lo:. Then, modify one of the
lists by xoring it with T'@® T". Clearly, any solution given by the algorithm of
Wagner can be translated into a equation of the form:

TeT® Ty =TT,

which can be used by Eve to perform our attack.

The next question is to determine the optimal value of ¢t and see how efficient
is the attack derive from this algorithm. A similar problem was already addressed
by Wagner in [6] in order to attack the blind signature scheme of Schnorr. The
optimal choice is ¢ = v/n which leads to a sub-exponential attack with a running
time 0(22\/’7). With a typical block cipher size, i.e. n = 128 the optimal choice is
t = 11 and it leads to a very practical attack, where Eve needs to allocate about
222 gectordd and to perform a computation of the order of 222 operations. As a
result, Eve obtains a relation with 2048 terms and can recover Alice’s plaintext
after 2049 encryption/decryption steps.

In fact, by slightly modifying Wagner’s algorithm, it is possible to obtain
much better performance. The modification is straightforward, however, in order
to verify that it works, it should be analyzed carefully. We perform this analysis
in appendix. The idea of the modification, is to considerer lists Ly, Lo, ..., Lot
which are no longer independent. In that case, we can still apply the algorithm
of Wagner and hope that it will work. Of course, since the lists are no longer
independent, we need fewer elements, moreover, by removing multiple copies of
some computations, we greatly speed up the algorithm. In fact, if some care
is taken, this really works and we obtain an even better version of Wagner’s
algorithm. Details are given in the appendix, and for the sake of simplicity, we
only give the raw results in the present section.

! More precisely, the expected probability tends to 1—e™* ~ 0.63 as n tends to infinity.
2 2 Gbytes with 512 bytes sectors.
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Once the independence condition is removed, we can build the lists as follows.
The first list Ly is simply 7 minus the element 77, all lists from Lo to Lgt_g
are copies of L. Finally, the last list Lot is a copy of L where each element is
xored with T'@® T”. As before, any solution can be translated into a equation of
the form:

oTod - &Ty =ToT,

and can be used by Eve to perform the attack. Due to the improved performance,
several different tradeoffs are now possible. To choose between these tradeoffs,
Eve needs to take into account two parameters, the size of the temporary files she
can create to mount the attack and the number of encryption/decryption she can
perform. Note, that in certain contexts, reading and writing the encrypted disks
sector can be easily done in software, while in other contexts low-level access
to the hardware need to be performed. In the second case, Eve might want to
limit the number of accesses. At one extreme, Eve can choose ¢t = 11, create lists
of 4096 sectord] and perform at most 2049 encryption/decryption steps. At the
other, Eve can choose ¢t = 5, create lists of 8 388608 sectord] and perform at
most 33 encryption/decryption steps. We have implemented the algorithm, set
ourselves a typical challenge (which is precisely described in the appendix) and
run the algorithm for all values of ¢ in the range from 5 to 11. The tradeoffs we
used, the number of solutions found and the runtimes on a 1.5Ghz Pentium 4
are presented in table [l One particular solution for ¢ = 5 in given in table[§ at
the end of the appendix. Since the runtimes range from a few seconds to a few
minutes, we conclude that even careful implementations of disk-sector encryption
using the EMD (or EME) mode of operation are utterly insecure.

Table 7. Possible trade-offs for n = 128 with dependent lists.

t|List size File size Number of |Runtime| Number of
(512 bytes sectors)|En/Decryption solutions found
11 4096 2 Mbytes 2049 0.3s 93
10 8192 4 Mbytes 1025 0.5s 101
9] 16384 8 Mbytes 513 1.1s 18
8| 65536 32 Mbytes 257 425 631
7| 131072 64 Mbytes 129 7.7s 2
6/1048576 512 Mbytes 65| 60.5s 5
5/8388608 4 Gbytes 33| 480.6 s 67

3 2 Mbytes with 512 bytes sectors.
1 4 Gbytes with 512 bytes sectors.
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5 Conclusion

In this paper, we have shown that the modes of operation EMD and EME
proposed by Rogaway in [B] for application such as disk-sector encryption are
not secure. A question of practical interest is to correct these modes of operations
or to find secure alternatives. Indeed, there is a real need for tweakable block
ciphers with large blocksize in practical applications.

As a side bonus, we remarked that Wagner’s algorithm as described in [6]
can also be applied to lists which are not independent. This special case of the
algorithm could be used for many application and when applicable, it performs
even better that the general case.
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A Revisiting Wagner’s Generalized Birthday Algorithm

At Crypto’2002, Wagner presented in [6] a generalized birthday problem which
occurs in many subfields of cryptography. This problem is, given 2¢ lists of n—
bits numbers Ly, Lo, ..., Lot to find xy, x2, ..., xot, each drawn from the
corresponding list such that:

T1Dx2B - Dxor =0.

Wagner also proposed an algorithm to solve this problem, together with some
variants where the @ operation is replaced by addition modulo 2" or modulo g.
However, he only considered the case where the lists L; are built independently
at random. We claim that his algorithm still works when the lists L; up to Lot
are all copies of a small number of basic lists, or even when all the lists are
identical.
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Fig. 1. The EMD mode of operation with 4 blocks

A.1 Overview of Wagner’s Algorithm

The main idea of Wagner’s algorithm is to search for solutions that satisfy extra
conditions. Of course, this means that many solutions of the initial problem are
lost, but on the other hand, the remaining ones can be found quickly. This is
done by dividing n into ¢ 4 1 slices each containing (approximately) the same
number of bits. Then, the algorithm follows a tree of successive reductions. At
the first level of the tree, lists Loy and Log41 are joined into a new list L,(Cl) that
contains all numbers of the form zof, & 2241 Which evaluate to zero on the first
slice of bits. This basic operation is called a join operation and denoted by X
in [6]. When we want to specify the slice of bits on which the join operation
is performed, we add a subscript. With this notation, the first level consists in
operations of the form:
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Table 8. A solution to our self assigned challenge for t =5

Sector number|Hash value (SHA-1 truncated to 128 bits)
-1| 7984BOAOE139CABADB5AFC7756D473FB
0| B6589FC6ABODC82CF12099D1C2D40AB9

513133| C3953CCO9E9A27881177A493460A9D48
545527| 2B1DA5A51E2C3A59021F03E4DF3FC186
680726/ 4D24927467F93ABODIE9C396C9579544
733840 336B7B518C8B5AACF9874F5F3FDA91DD
736225| CAF64CASF17DEE1B0D2167E4DBB7DCCO
741657| 972861966AD02300242C190D04DI96F3A
894941| CBCDOCC6DOB1C32DEAEBFBIDD6C39534
1181280 9728620BB15229A230F0A6A2DF51312E
1322461 347F38B15A6BA92A4952CA3663CB4D2A
1523176/ CBCDOE313BEC474FF993BB6EDC396FF3
2658089| FCEAADODCAAC6C78059C95DCECTF7357
2761557| 95E4AED645DB35E6FA97F4798E95AC49
3146286| F99617106239ACFF5D7FDD47C4B1107B
3200283| C€3953C3615A5BA6F418A1A678D5D7563
3279188| 95E4AC21AE84467D82479DD8DC739DB2
3356233| 3C46230D14A977CABE345A06119BD354
3364940| CF3AE98EBFDCBFCFE7BF30F941B6390B
3370180 3C46239BD89E4767E6A9DBD15A1A0299
3416711| 4D24929BFE4697F0B6899DC6386EBSEQ
3622423| FCEAADFB419BCC66BF027686EAOA1411
4332954| 67CF00C1B868FA617DES15DE2F80077B
5181376| 336B78CC57077035818035A602E754F3
5248208| B67DF5187B3243A42C42039A8CECFB85
5330409| 71B0B404746F3090B6BA5989950E20D5
5593763| 67CF00577457F735D5E6B01BBID134F8
6119129| E4C18A2CCDA5627F2E79AC30EB1ACDA6
6601576| F99616B15999B12D0364F4AFB700CA182
6643369 71BOB5A54FCC432F2145A4F997A46624
6701136| B67DF530350B470B47AB8B3326A17968
6853675| CAF64C8DBF4784D9B5D1423DFF1BC842
7472044| 347F3931E17D76AEODBFA9D5D7D31754
7631272| CF3AE80E04C44070CD5D2B3C321F67F1

LS) < Lo My Logy1.

13

Similarly, the i-th level of Wagner’s algorithm consists in operations of the

form:

At the last level (level number ¢) the join operation is formed simultaneously

it1 i i
Ll(c ) Lgk M; Lék)Jrl‘

of the two slices of bits numbered ¢ and ¢t + 1. By abuse of notation, we will
denote this last join operation by X;, thus implicitely expanding slice number ¢
to include slice number ¢ 4 1.
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Clearly, since all lists in the same level are mutually independent, when the
numbers of bits in each slice are equal to the logarithm (in base 2) of the size
of the initial lists, all join operations except the last one roughly preserve the
sizes of the lists. Moreover, the last join operation outputs a small list of final
solutions.

At explained in [6], the join operation can be very efficiently performed by
sorting the two lists and by reading the partial collisions from the sorted lists.

A.2 The Case of a Single List

When the lists are no longer independent, the analysis of the algorithm’s behavior
is much more intricate. To start this analysis, let us consider the case where all
lists are equal to L(®). Of course, in that case, there are many trivial solutions
obtained by xoring any expression of the form x1®- - -®xo:—1 with itself. However,
we would like the algorithm to output a non-trivial solution. The first step of
the analysis is to determine whether such a non-trivial solution do exist. To
get an expected lower bound on the number of non-trivial solutions, we give an
heuristic evaluation of the number of solutions that do not contain any duplicate
;. Clearly, no such solution may exist when the size Sy of L(®) is smaller than
2¢, thus, in the sequel we assume that Sy > 2!. In that case, the number of
non-ordered subsets of 2¢ chosen from L(®), can be computed as the binomial
of Sy and 2¢. However, the probability that such a subset survives all the join
operations is not easy to compute. Indeed, we need to consider all the possible
orders of the subset and see if one of those do survive. Therefore, we need to
consider many events, which are not independent. As a consequence, exactly
computing the number of expected solutions is not straightforward, and we will
only perform an heuristic analysis.

In order to perform this heuristic analysis, we remove the simplest depen-
dences and then assume that the remaining objects are independent. Simple
dependence between different orders for the same subset clearly arise when join-
ing a list with itself. Indeed, z @z is always 0 and moreover z &z’ is always equal
to ' @ x. To remove these dependences, we can make a simple change to the
join operation and ensure that we never create x @ x and that we create z @ =’
only once. With this change, every non-ordered subset can occur in (2¢)!/ 92 -1
different orders. Moreover, the probability of survival of each order can be esti-
mated as 272 7T, Simplifying the product of these two numbers, we estimate
the probability of success of a single non-ordered subset by:

1
2)F - 20 /t=07"

On the other hand, we also know that the probability of success cannot be better
than the probability of satisfying the xor condition we want to obtain, i.e., 27".

An heuristic analysis of these probabilities shows that Sy should be at least 2
or 3 times 2 and should be of the order of 2!*"/*. As a consequence, the size of
the list is about twice the size of one of the lists in the general case of Wagner’s
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algorithm with similar parameters n and ¢. Moreover, as in the general case, the
optimal tradeoff is roughly for ¢ = n'/2 and ¢ should not be greater than n'/2.

Concerning the performance of the algorithm, note that since all the lists
are equal, all the join operation in a single level are identical. Thus, instead of
performing 2! join operations, we only need to perform ¢ join operations, one per
level of the tree. As a consequence, the algorithm becomes much faster. Indeed,
the runtime is O(¢-2"/*) instead of O(2!+"/*). With the optimal choice, t = n'/2,
we have a runtime of O(t - 2!) instead of O(2%).

A.3 The Case of Two Lists

When all the lists are either L or L', Wagner’s algorithm is also very fast. In
the general case, with an arbitrary repartition between copies of L, 3 join paths
of length t are required. For the sake of simplicity, we only address two of these
cases, where the repartition is either 2¢=1 copies of L and 2!~ copies of L’ or
2¢ — 1 copies of L and a single copy of L’. In these two cases, 2 join paths will
suffice.

The first repartition is the simplest to deal with, it suffices to apply the join
tree for 2¢~! copies of a single list twice, on L and on L’ independently and
finally to join the two resulting lists at the last level.

With the second repartition, let L(® = L and L'(®) = L/, then at each level
but the last, we perform two join operations as follow:

LD () i, L(i)7
Ll(i+1) — L(z) X L/(’L)

At the last level, we terminate by computing the join of L(*~1) and L/(t-1).

Of course, this fast evaluation of Wagner’s trees can be generalized to any
small number m of different lists. Then, the maximal number of join paths is
bounded by 2m — 1. Thus, in all these cases, we get a complexity of O(t - 2t)
elementary operations instead of O(2%) for the original algorithm.

A.4 TImplementation, Practical Challenge

In order to verify that our rough heuristic analysis is indeed correct, we im-
plemented the algorithm and we did set up a practical challenge for ourselves.
This challenge is in the spirit of cautious implementations of disk-sector encryp-
tion as described in section We arbitrarily decided that the tweak values
for sector number i would be generated by truncating to 128 bits the result of
SHA-1 applied on the character string containing the decimal representation of
1. Moreover, we decided to choose to special values of i for the tweak values T'
and T" associated to Alice’s sector and to the final decryption in the attack from
section[Z2l Namely, for T' we choose i = —1 and for T we choose 7 = 0. The rest
of the values range from 1 to the total number of needed sectors. We computed
this total number for various values of the parameter ¢ (see table[]) and ran the
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algorithm. For ¢ = 5, the solutions we found (in 8 minutes) are compact enough
to include in this paper, one of them is given in table [8] The hash values in the
table are written in hexadecimal.

Note: In the implementation, we took care to remove any non-trivial duplicates
appearing during the computation. While very few such duplicates do appear,
this step is important. Indeed, non-trivial duplicates lead to trivial solutions at
the next level. Moreover, a small number of trivial solutions quickly undergoes
an exponential growth, fill the available memory and cause the algorithm to fail.
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1 Introduction

Historically, statistical procedures are indissociable of cryptanalytic attacks a-
gainst block ciphers. One of the first attack exploiting statistical correlations in
the core of DES [24] is Davies and Murphy’s attack [9]. Biham and Shamir’s dif-
ferential cryptanalysis [12]3], Matsui’s attack against DES [17/18], Vaudenay’s
statistical and x? cryptanalysis [29], Harpes and Massey’s partitioning crypt-
analysis [13], and Gilbert-Minier stochastic cryptanalysis [21] are attacks using
statistical procedures in their core.

To the best of our knowledge, Murphy et al., in an unpublished report [22],
proposed for the first time a general statistical framework for the analysis of
block ciphers using the technique of likelihood estimation. Other examples can
be found in the field of cryptology: recently, Coppersmith, Halevi and Jutla [7]
have devised a general statistical framework for analysing stream ciphers; they
use the concept of statistical hypothesis testing for systematically distinguishing
a stream cipher from a random function. Other examples (this list being non-
exhaustive) include Maurer’s analysis of Simmon’s authentication theory [T9/20]
and Cachin’s theoretical treatment of steganography [415].

In a parallel way, some attempts of formalizing resistance of block ciphers
towards cryptanalytic attacks have been proposed: for instance, Pornin [25] pro-
poses a general criterion of resistance against the Davies and Murphy attack;
for this purpose, he makes use of statistical hypothesis testing. Vaudenay, in a

E. Biham (Ed.): EUROCRYPT 2003, LNCS 2656, pp. 17-32] 2003.
© International Association for Cryptologic Research 2003
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sequence of papers (e.g. [3028]) proposes the decorrelation theory as a generic
technique for estimating the strength of block ciphers against various kinds of
attacks. In these papers, he notably derives bounds on the best advantage of any
linear and differential distinguishers, however without using statistical hypothe-
sis testing concepts.

As pointed out by many authors, statistical hypothesis tests are convenient in
the analysis of statistical problems, since, in certain cases, well-known optimality
results (like the Neyman-Pearson lemma, for instance) can be applied.

Contributions of This Paper

In this paper, we consider the resistance of block ciphers against linear and
differential cryptanalysis as a statistical hypothesis testing problem, which allows
us to improve Vaudenay’s asymptotic bounds on the best advantage of any linear
and differential distinguishers and to give optimality results on the decision
processes involved during these attacks.

For this, we recall some well-known statistical concepts in Section §2. In
Section §3, we treat linear distinguishers and we derive a Chernoff-like bound,
which gives the right asymptotic behaviour of the best advantage of such
distinguishers. In §4, we do the same for differential distinguishers. In §5, we
formalize the notion of sequential distinguisher; this kind of statistical procedure
has been recognized quite early as potentially useful (in [22]9], for instance).
We restate this by showing, with help of a toy-example (a linear cryptanalysis
of 5-rounds DES), that sequential sampling procedures may divide the needed
number of plaintext-ciphertext pairs by a non-negligible factor in certain
statistical cryptanalysis. In §6, we discuss potential applications of statistical
hypothesis testing concepts in various attacks, and finally, we conclude in §7.

Notation. The following notation will be used throughout this paper. Ran-
dom variabled X,Y,... are denoted by capital letters, while realizations
x € X,y € Y,... of random variables are denoted by small letters; random
vectors X,Y,... and their realizations x,y, ... are denoted in bold characters.
The fact for a random variable X to follow a distribution D is denoted X <« D,
while its probability function is denoted by Prx[z]. Finally, as usual, “iid”
means “independent and identically distributed”.

2 Statistical Hypothesis Testing

We recall some well-known facts about statistical hypothesis testing, both in the
classical and in the Bayesian approaches; details can be found in any good book
on statistics (e.g. see [26]).

! In this paper, we are only dealing with discrete random variables.
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2.1 Classical Approach

Let Dy and Dy be two different probability distributions defined on the same fi-
nite set X'. In a binary hypothesis testing problem, one is given an element x € X
which was drawn according either to Dy or to D; and one has to decide which
is the case. For this purpose, one defines a so-called decision rule, which is a
function ¢ : X — {0,1} taking a sample of X as input and defining what should
be the guess for each possible x € X. Associated to this decision rule are two dif-
ferent types of error probabilities: a £ Pry, [§(z) = 1] and 8 = Pry, [6(z) = 0].
The decision rule § defines a partition of X in two subsets which we denote by A
and A, i.e. AUA = X; Ais called the acceptance region of §. We recall now the
Neyman-Pearson lemma, which derives the shape of the optimal statistical test
6 between two simple hypotheses, i.e. which gives the optimal decision region

A.

Lemma 1 (Neyman-Pearson). Let X be a random variable drawn according
to a probability distribution D and let be the decision problem corresponding to
hypotheses X < Dy and X < Dy. For 7 > 0, let A be defined by

P

Aé{xe)(:rxom>7'} (1)
Per [ZC]

Let o* £ Pry, [A] and 8* £ Prx, [A]. Let B be any other decision region with

associated probabilities of error o and 3. If a < o, then 3 > 3*.

Hence, the Neyman-Pearson lemma indicates that the optimum test (regarding
error probabilities) in case of a binary decision problem is the likelihood-ratio
test. All these considerations are summarized in Definition [

Definition 1 (Optimal Binary Hypothesis Test). To test X < Dg against

X < Dy, choose a constant T > 0 depending on « and 8 and define the likelihood

ratio

s Prx,[z]
Per [&E]

The optimal decision function is then defined by

P 0 (i.e accept X < Dg) if Ir(z) > 7 3)
°Pt 7 1 (i.e. accept X < Dy) if Ir(z) < 7

Ir(x)

2)

We note that Lemma [l does not consider any special hypothesis on the ob-
served random variable X. In the following, we will assume that we are interested
in taking a decision about the distribution of a random vector X £ (X1, ..., X,,)
where X1,..., X, are iid random variables, i.e. X <— D™ is a random vector of
n independent samples of the random variable X. This is a typical situation
during a known-plaintext attack.

When dealing with error probabilities, one usually proceeds as follows in the
classical approach: one of the two possible error probabilities is fixed, and one
minimizes the other error probability. In this case, Stein’s lemma (we refer to [§]
for more details) gives the best error probability expression. As this approach
lacks symmetry, we won’t describe it in more details.
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2.2 Bayesian Approach

The other possibility is to follow a Bayesian approach and to assign prior prob-
abilities myp and 7 to both hypotheses, respectively, and costs x;; > 0 to the
possible decisions i € {0,1} and states of nature 5 € {0,1}. In this case, we
would like to minimize the exzpected cost. If we assign koo = K11 £ 0 and
Ko,1 = K1,0 £ 1, i.e. correct decisions are not penalized, while incorrect decisions
are penalized equally, then the optimal Bayesian decision rule is given by

N 0 lf 0 PI‘XTL [X] Z T PI‘X{? [X]
5(X) - { 1 if 7o PI"XZL [X] <m Prx{a [X] (4)

Clearly, the overall error probability Pe(n) £ 100 4+ 713" of such an optimal
Bayesian distinguisher must decrease towards zero as the number n of samples
increases. It turns out that the decrease asymptotically approaches an exponen-
tial in the number of samples drawn before the decision, the exponent being
given by the so-called Chernoff bound (see Theorem [T} in the long version [T4]
of this paper, we give some information-theoretic results justifying this bound,
and we refer to [8] for a detailed and complete treatment).

Theorem 1 (Chernoff). The best probability of error of the Bayesian decision
rule defined in (@) satisfies

1. p"
lim —log —— =0 (5)

where v = C(Dg, D1) is the Chernoff information between Dy and D;.

Note that the Bayesian error exponent does not depend on the actual value of g
and 71, as long as they are non-zero: essentially, the effect of the prior is washed
out for large sample sizes.

3 Linear Distinguishers

In this section, we consider the classical model of a linear distinguisher and we
present several new results derived using tools of statistical hypothesis testing.

3.1 Introduction

A linear distinguisher iy is a (possibly computationally unbounded) Turing
machine which can play with an oracle {2 implementing a permutation C'; dyy, is
bounded in the number n of queries to the oracle (2. Furthermore, it uses a linear
characteristic (a,b) which is a pair of boolean vectors. Algorithm [ defines the
classical modelization of a linear distinguisher (see [30]).

2 The Chernoff information between two discrete probability distributions Do and Dy
is

C(Do,D1) & —0r<n/\ir<1110g <Z gg[m])‘ gf[;p]lx>
== zeX



On the Optimality of Linear, Differential, and Sequential Distinguishers 21

Parameters: a complexity n, a characteristic (a, b), an acceptance region A
Input: an oracle {2 which implements a permutation C'
Initialize a counter u to 0.
fori=1...ndo
Pick uniformly at random = and query C(z) to the oracle 2.
if a-z=b-C(z) then
Increment u
end if
end for
: if uw € A™ then
Output 0
: else
Output 1
: end if

Algorithm 1: Modelization of a linear distinguisher iy .

e e
WO 9

The statistical game is the following. One gives an oracle {2 to Algorithm
[ which is with probability mp = % the permutation C or, with probability
™ = %, a permutation C* €y C,,, drawn uniformly at random from the set C,,
of all permutations over inputs of size m (C* is often refereed as the “Perfect
Cipher”). The goal of Algorithm [ is to decide whether {2 implements C or C*.
One measures the performance of a distinguisher dy;, by the expression

Advy, (C,C*) 2| Pr [Bin(x) = 1] = Pr [dun(x) = 1] \ - ’ngm - 1( (6)

where x = (21,...,z,) is the vector of the values queried to the oracle. The
distinguisher’s core is the acceptance region A™: it defines the set of values
(z1,...,2,) which lead to output 0 (i.e. it decides that the oracle implements
C) or 1 (i.e. it decides that the oracle implements C*).

As pointed out by Chabaud and Vaudenay in [6], linear cryptanalysis is
based on the quantity LP(a,b) £ (2-Prx[a- X = b - C(X)] — 1)°. This value
depends of the (fixed) permutation C' and of the distribution of plaintext, which
is usually defined to be uniform. Actually, most of the time, a cryptanalyst
does not possess any information about the permutation (i.e. about the key), so
one is more interested in the average LPC(a, b) over the permutation space C,,
(or, equivalently, over the key space K); this quantity is denoted ELP(a,b) £
E [LPC (a, b)} , where the expectation is taken over the permutation distribution.

When studying linear distinguishers, one is interested in bounding the advan-
tage of any linear distinguisher in terms of ELP(a, b). We review now a known
result of Vaudenay (see [28], for instance).

Theorem 2 (Vaudenay). For any distinguisher in the model of Algorithm [

BestAdvy, (C,C*) <2.78{/n-ELP(a,b) + 2~78\3/K (7)

where m is the block size of the permutation.
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In the case of a practical linear cryptanalysis of DES [18], we have ELP(a,b) =~
4- (1.19 . 2_21)2 ~ 1.288 - 107 !2 and m = 64, which means that () is useful as
long as n < 235, Thus, although of great theoretical interest, we note that ()
is not tight for large n, or, in other words, does not capture the asymptotical
behavior of the advantage. In the next part, we reconsider this problem in the
statistical hypothesis testing framework and we derive an asymptotically tight
Chernoft-like bound on the best advantage of any linear distinguisher.

3.2 New Asymptotic Bounds

First, we note that if oy, is optimal, then Pe(") < % for all n > 0 (otherwise, we
could modify it such that it outputs the opposite decision as defined in Algorithm
[Mand get a smaller error probability). Thus, we have Advy (C,C*) =1 —2p™,
As outlined before, the crucial part of 8y, is the acceptance region A™. The
following lemma, which is a direct application of Lemma [I, gives the optimal
A(()Z%, i.e. the region producing the smallest overall error probability. Without
loss of generality, we assume that E[Prx[a- X =b-C(X)]] £ ;+€ withe >0
where the expectation is taken over a uniformly distributed plaintext space X
and the key space K.

Lemma 2. The optimal acceptance region for Oy, is

(n) _ S log, (1 — 2¢)
Aopt {u €{0,...,n}:u>n oz, (1 — 2¢) — Togy (15 20) (8)

where u is defined in Algorithm/[l

See [14] for a detailed proof. Note that, for e small, one can approximate (8]
with

Aggiz{ue{o,...,n}:u2n~<;+;>} (9)

Using a precise version of Chernoff’s theorem [[] we can bound the advantage of
the best linear distinguisher as follows (see [14] for a detailed proof):

Theorem 3. Let m be the block size of the involved permutations. For any dis-
tinguisher in the model of Algorithm [

(n+1) L
< BestAdv? <l
estAdvs, (C,C7) < (n+1)-2mw-1

1= 2’rw71 -

(10)

where v = C(Dyg, D1) is the Chernoff information between Dy, a binary distribu-
tion having a bias equal to max{ 5=, €} such that ELP(a,b) = 4¢ and the
uniform binary distribution D1.
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Generally, the Chernoff information cannot be expressed explicitely, because
one has to solve a transcendental equation. However, in the case which interests

us, v(A) £272 - (3 +€)* + (3 —¢)*) and

log _lgg(1*2z)
C(Do,Dy) = v(A*) for \* = <11g+(12+2)) (11)
log (1_—2§>

We give now a numerical illustration: for € = 1.19-272% (which is the bias of the
best linear approximation of 14 rounds of DES), we obtain a useful lower bound
only for n > 2482; unfortunately, even if it captures the asymptotic exponential
shape of the best advantage curve, it is not practically useful for “interesting”
values of m; for which concerns the upper bound, it is useful for all n but it is
not tight: one may give a tighter lower bound using Bernstein’s inequality (see
Theorem Hland [I1] for a proof). In the following, we will assume that € is small
and thus that one is using (@) as acceptance region.

Theorem 4 (Bernstein’s Inequality). Let X; be #id discrete random vari-
ables following a Bernoulli law with parameter 0 < p < 1 and let S, = > X
Then

Pr(S, >n(p+e)] < emine fore>0 (12)

This allows to derive in an easy way the following lower bound:

Theorem 5. Let m be the block size of the involved permutations. For any dis-
tinguisher in the model of Algorithm [

-2

BestAdvy (C,C%) >1—e 5 (13)

where € £ max{z=—, €} such that ELP(a,b) = 4¢2.

4 Differential Distinguishers

Similarly, one can study differential distinguishers with the same tools. A dif-
ferential distinguisher dq4; is a (possibly computationally unbounded) Turing
machine which is able to submit chosen pairs of plaintexts to an oracle {2, im-
plementing with probability my = % a fixed permutation C or, with probability
T = %, a permutation drawn uniformly at random from the set C,, of all permu-
tations on m-bit blocks. Although the cryptanalytic settings are quite different
(dair can submit chosen pairs of plaintext), in a statistical point of view, the
distinguishing process is very similar to linear distinguishers. In Algorithm [Z
the classical modelization of a differential distinguisher [30] is given.

If we look at Algorithm[Z, we note that, although the complexity n is given in
advance as input and is (implicitly) fized, the effective number of queries to the
oracle is merely a random variable. In other words, dq;¢ does not make use of all
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the information that it could exploit. In fact, we can see the class of distinguishers
submitting a random number of queries to the oracle as a generalization of
the class of distinguishers submitting a fixred number of queries. We will call
this generalization sequential distinguishers; this new concept is formalized and
studied in Section [Bl

Parameters: a complexity n, a characteristic (a, b)
Input: an oracle {2 which implements a permutation C
fori=1...ndo
Pick uniformly at random x and query C(z) and C(z + a) to the oracle £2.
if C(x+a) = C(z) + b then
Output 0 and stop.
end if
end for
Output 1.

Algorithm 2: Classical modelization of a differential distinguisher daq;g.

In order to better understand the statistical decision processes, we give in Al-
gorithm [3 an “unorthodox” modelization, denoted 0/, which is very similar to
the linear one. As for linear distinguishers, it is well-known [23] that differential

Parameters: a complexity n, a characteristic (a,b), an acceptance region A
Input: an oracle {2 which implements a permutation C
Initialize a counter u to 0.
fori=1...ndo
Pick uniformly at random x and query C(z) and C(z + a) to the oracle £2.
if C(z +a) =C(x)+ b then
Increment u
end if
end for
. if u e A" then
Output 0
: else
Output 1
: end if

Algorithm 3: Unorthodox modelization of a differential distinguisher 6%;4.

== =
R A e =

cryptanalysis depends on the quantity DP (a,b) £ Prx[C(X +a) = C(X) +b],
where the plaintext space X' is uniformly distributed. As this value depends on
the choice of the cipher (i.e. on the key), one defines EDP(a,b) £ E [DP(a, b)],
where the expectation is taken over the permutation space. We note that Al-
gorithm P] outputs 1 if and only if no differential event occurs. As for linear
distinguishers, and considering this time Algorithm [B] one can define the op-
timal acceptance region using Lemma [Il and which is given by Lemma [B As
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EDP(a,b) = 2m171 (where m is the block size of the permutation), and, typi-
cally, DP(a,b) £ s with 0 < € < 2™ — 2, we can note that the optimal

acceptance region will make dq;¢ output 0 if

()ES) (579 =0 6E=) =)

which gives the following result.

Lemma 3. The optimal acceptance region for 64 is

. log(2™ — 2) — log(2™ — 2 —¢) }
log((2m —2)(1+¢€)) — log(2™ — 2 —¢)

A(()Z% = {ue {0,....,n}:u>n
(14)
where u is defined in Algorithm[3

For small €, ([4) may be approximated by

(n) ) ] 1 om—1 _1 )
AoptN{ue{O,...,n}.UZn (27”_1 + @ — 2@ = 1) € (15)

Thus, we have

Corollary 1. dqi is an optimal differential distinguisher submitting n queries
to the oracle if and only if (I4) is satisfied for all uw € N with 1 < w < n and for
all) <e<2m — 2,

It is not difficult to build artificially a situation where Algorithm[2is not optimal:
it is sufficient to take a characteristic (a,b) with DP(a,b) having a very high
probability. In this case, it is not sufficient for dqig to wait for only one differential
event and to stop, since if it is unique during the n samplings, it would have been
better to output 1. However, if we have a look at (1)), we can note that Algorithm
Rlcaptures well real-world situations, where exploited differential probabilities are
only slightly greater than ideal ones.
A very similar proof of Theorem Blleads to

Theorem 6. For any distinguisher in the model of 6/,

n+1 1

1— < BestAdV(;:m(C', Cc*)<1- et 1) 201

gnv—1 — (16)

where v = C(Dg,Dq) is the Chernoff information between Dg, a binary distri-

bution with Prx,[Xo = 0] = 1 — Prx,[Xo = 1] = DP%(a,b), and D1, a binary
1

distribution with Prx, [X1 = 0] = 1 — Prx,[X1 = 1] = 57—

Usually, in the context of differential cryptanalysis, one encounters the concept
of signal-to-noise ratio, which was used by Biham and Shamir in the papers

defining the differential cryptanalysis [IJ2)3]; it is defined as being the ratio
of probability of the right (sub-)key being suggested by a right pair and the
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probability of a random (sub-)key being suggested by a random pair, given the
initial difference. By empirical evidence, they suggested that when this ratio is
around 1-2, about 20-40 right pairs are sufficient for a successful attack; clearly,
this is a (implicitly defined) likelihood-ratio test which turns out to be optimal
in terms of error probabilities.

5 Sequential Distinguishers

In this section, we formalize the concepts of generic sequential mon-adaptive
distinguisher (GSNAD) and of n-limited generic sequential non-adaptive distin-
guisher (n-limited GSNAD). These kinds of distinguishers use sequential sam-
pling procedures as their statistical core. We note that this idea was used earlier
by Davies and Murphy (see Appendix of [9]) in an attempt to decrease the
complexity of their attack against DES.

In the Luby-Rackoff model [16], a non-adaptive attacker (which may be mod-
elized by an n-limited GNAD as described in Algorithm H) is an infinitely pow-
erful Turing machine which has access to an oracle (2. It aims at distinguishing
a cipher C from the “Perfect Cipher” C* by querying {2, and with a limited
number n of inputs. The attacker must finally take a decision; usually, one is
interested in measuring the ability (i.e. the advantage as defined in () to dis-
tinguish C from C* for a given, fixzed amount n of queries. Clearly, in this model,
one is interested in maximizing the advantage given a fixed number of queries.

In a more “real-life” situation, a cryptanalyst proceeds usually in an inverse
manner: given a fixed success probability (i.e. a given advantage), she may look
for minimizing the amount of queries to (2, since such queries are typically expen-
sive. With this model in head, we can now define a n-limited generic sequential
non-adaptive distinguisher (see Algorithm [), which turns out to be more effi-
cient in terms of the average number of oracle queries than Algorithm Ml given a
fixed advantage. In fact, such a distinguisher is adaptive regarding the decision
process.

After having received the i-th response from the oracle, the distinguisher
compare the i responses it has at disposal towards an acceptance set A; and a
rejection set B;, which depend on the number of queries and on the (fixed in
advance) advantage, and can then take three different decisions: either it decides

Parameters: a complexity n, an acceptance set A.
Input: an oracle {2 implementing a permutation C'
Compute some messages X = (T1,...,Tn).
Query y = (C(z1),...,C(zn)) to 2.
if y € A then
Output 0
else
Output 1
end if

Algorithm 4: A n-limited generic non-adaptive distinguisher (GNAD)
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to output “0” or “1” and to stop, or to query one more question to the oracle
and to repeat the decision process, until it has queried n questions. Note that
A; C Y and B; C Y are disjoint sets for all 1 <4 < n and that A, UB, = Y
(i.e. the distinguisher must stop and take a decision at step n). In statistics, this
process is known as a sequential decision procedure.

We note that Algorithm ] can be viewed as a sequential differential distin-
guisher which does not take explicitely into account a decision region, since it
always outputs 0 as soon as it observes a “differential event”.

1: Parameters: a complexity n, acceptance sets A;, 1 < i < n and rejection
sets B;,1 <i<n.

2: Input: an oracle {2 implementing a permutation C'

3 i+ 1

4: repeat

5:  Select non-adaptively a message z; and get y; = C(z;).

6: if (’y1,...,yi) c A; then

7 Output 0 and stop.

8: elseif (y1,...,y:) € B; then

9: Output 1 and stop.

10:  end if

11: 2+ i+1

12: untili =n

Algorithm 5: A n-limited sequential generic non-adaptive distinguisher

5.1 Sequential Statistical Inference

We describe now formally the sequential decision procedure behind Algorithm
Let D be the set of possible decisions.

Definition 2 (Sequential decision procedure). Let X1, Xs,... be random
variables observed sequentially. A sequential decision procedure consists in:

1. a stopping rule o, which specifies whether a decision must be taken without
taking any further observation. If at least one observation is taken, this rule
specifies for every set of observed values (x1,...,xy,), withn > 1, whether to
stop sampling and take a decision out of D or to take another observation

Tp41-
2. a decision rule §,, which specifies the decision to be taken. If n > 1 observa-
tions have been taken, then one takes an action dp(21,...,2,) € D. Once a

decision has been taken, the sampling process is stopped.

If we consider Algorithm [Bl at the light of this formalism, D = {0, 1},

’xn)_{Oif(l‘l,...,xn)eAn (17)

5n($17"' - lif(xh...,l‘n)elgn

and
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(18)

ti ling if
Tn(@1y . n) = {con inue sampling if (x1,...,2,) € A, UB,

"~ | stop sampling if (1,...,2n) € Ay U B,

5.2 Sequential Decision Procedures

We have seen that Lemma [ defines the shape of the optimal acceptance region
for binary hypothesis testing. Theoretically, if one is able to compute the exact
joint probability distribution of the oracle’s responses when it implements both
ciphers, one is able to compute the optimal acceptance region A for a generic
n-limited distinguisher.

A sequential likelihood-ratio test uses exactly the same process to define
two types of acceptance regions, denoted A4 and B, respectively. So, it is always
possible to define a sequential test when one has a classical test at disposal. In
few words, a sequential test has three alternatives once it has received a response
from the oracle: either it can conclude for one of both hypotheses, or it can decide
to query more samples. In its simpler definition, a sequential ratio test has the
possibility to query as many samples as it is needed to take a decision, given
a fixed error probability. The expected number of queries required to reach one
of the two possible decision turns out to be less than it would need in order to
make the same decision on the basis of a single fized-size sample set. Of course
it may happen that the sequential procedure will take more queries than the
fixed-size one, but sequential sampling is a definitely economical procedure.

One may define Algorithm [, as a truncated sequential test, i.e. one fixes an
upper-bound n on the number of queries; it is still clear that such a sequential
procedure cannot be worse than a fixed-size sampling procedure. In the following,
we state some definitions and results about sequential hypothesis tests.

Definition 3 (Sequential Likelihood-Ratio Test). To test X < Dy against
X < Dy, define two constants Typ > Tdown > 0 depending on o and 3, and define
the likelihood ratio

~—

A fxl (X
Ir(x) = ()

The decision function at i-th step is

1 (i.e accept X - Dy) if Ir(x(D) > 7,
Sopt = 4 0 (i.e. accept X ¢ Do) if Ir(x?) < Taown (19)
() query another sample otherwise

When the observations are independent and identically distributed, then sequen-
tial likelihood-ratio tests have the following nice property (we refer to [27] as an
excellent treatment of sequential procedures and for the proof of the following
three theorems):

Theorem 7. For testing a simple hypothesis against a simple alternative with
independent, identically distributed observations, a sequential probability ratio
test is optimal in the sense of minimizing the expected sample size among all
tests having no larger error probabilities.
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The following results relate error probabilities & and 3 to Typ and Tqown, and
give an approximation of the expected number of samples.

Theorem 8. Let be a sequential likelihood-ratio test with stopping bounds Tup
and Tdown, With Typ > Tdown and error probabilities 0 < a < 1 and 0 < B < 1,

17
then Taown = % and Typ < Tﬁ

The approximation Tgown = % and Typ £ % is known as “Wald’s approxi-

mation”. The following theorem gives some credit to this approximation.

Theorem 9. Let us assume we select for given «, 5 €]0, 1], where a+ 3 < 1, the
stopping bounds 74, = % and 7, = % Then it holds that the sequential
likelihood-ratio test with stopping bounds 7}, and 1., has error probabilities o

and (3" where o/ < 1 ﬁ,6’< f(’ and o +ﬂ’<a+ﬂ

By taking into account Wald’s approximation, we can compute approximations
of the expected number of queries:

alog( ) (1—cu)log(1 a)
Ex, [log(fx, (z)) — log(fx, (z))]

Ex, [N] = (20)

and

(1 6)log( )+ﬁlog(1 a)
Ex, [log(fx, (2)) — log(fx, (2))]

Ex, [N] ~ (21)

5.3 A Toy-Example on DES

In order to illustrate advantages of sequential linear distinguishers, we have
implemented a linear cryptanalysis of DES reduced to five rounds which uses a
sequential distinguisher for deciding the parity of the linear approximation, i.e.
the parity of the sum of involved key bits.

Using a static test, we needed 2800 known plaintext-ciphertext pairs in order
to get a success probability of 97 %. Using a sequential strategy and for the same
success probability, only 1218 samples were necessary on average. We give here
both the static and the sequential decision rules.

Let S,, denote the number of times that Matsui’s best linear characteristic
[I7] on 5-rounds DES evaluates to 0, where n is the number of known plaintext-
ciphertext pairs at disposal. This linear approximation holds with probability
% + 0.01907. The static decision rule is given by

Output “key parity = 0”7 if S,, >
{Out ut “key parity = 17 if S, < (22)
p y parity n

INIRINI

With 2800 known pairs at disposal, the static rule is successful in 97% of the
cases.
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For a = 8 £ 0.025, Wald’s approximation gives 7,, = 48 and Tqown = 4—18.
The sequential rule is then defined by
« : 17 3 n __ log 74
Output “key parity =17 if 5, < 5 210g(}jp§§)
Output “key parity = 0” if S, > & + 108 Town _ (23)

2 log( TTae )
Query another sample, otherwise.

where € = 0.01907. We repeated this experiment 1’000°000 times for 5 different
keys and got the following results:

! [Exp. 1[Exp. 2[Exp. 3[Exp. 4[Exp. 5]

[Pr[ static distinguisher successful | []0.9689[0.9687]0.9684]0.9686]0.9638|
Pr[ sequential distinguisher successful ]||0.9686|0.9684|0.9683|0.9682|0.9684
Average number of queries 1218.7|1218.7|1218.3|1219.1|1218.8

6 Links to Other Statistical Attacks

Potential applications in cryptanalysis of sequential distinguishers are numerous.
As soon as one is able to derive underlying probability distributions, it is possible
to define likelihood-ratios, and thus to use a sequential distinguisher. However,
deriving even approximations of probability distributions may not be a trivial
task in certain cases.

Furthermore, even if one has the probability distributions in hand, one should
not neglect the amount of computations necessary to get the information which
will be fed into the likelihood-ratio.

Under the light of the hypothesis testing paradigm, several known statistical
attacks can be summarized (for which concerns their decisional part), and thus
potentially analyzed in a simple way. The x? statistical test, proposed in [29] for
the first time and then used in many cryptanalytic contributions (e.g. see [12]
15110/21]), is closely related to generalized likelihood-ratio tests.

Indeed, as outlined in Section §2, likelihood ratio tests are optimal for testing
a simple versus a simple hypothesis. It is possible to develop a generalization of
this test for use in situations in which the hypotheses are not simple (e.g. one
tests a probability distribution depending of a parameter 6 € wy against 6 € w,
where wp and wy are disjoint subsets of possible parameters). Such tests are not
generally optimal, but they are typically non-optimal in situations for which no
optimal test exists, and they usually perform reasonably well.

It is well-known (see for instance [26]) that Pearson’s x? statistic and a gen-
eralized likelihood-ratio test for a multinomial distribution are asymptotically
equivalent. Thus, the underlying statistical decision processes in linear, differen-
tial, statistical, y2- and stochastic cryptanalysis are all equivalent in a statistical
point of view: they try to distinguish two different (families of) probability dis-
tributions with help of a generalized likelihood-ratio test.

Another interesting attack is Harpes and Massey’s partitioning cryptanaly-
sis [I3]. In such an attack, one defines the imbalance of a random variable as
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being a non-uniformity measure, i.e. as measure of distance between a uniform
distribution and the distribution obtained through the partitioning process. In
[13], two different imbalance measures are considered, namely the peak imbalance
and the squared Euclidean imbalance: one could consider a y2-value or, equiva-
lently, a generalized likelihood-ratio value as well (and maybe slightly improve
its performances). Thus, the statistical problem behind this attack remains the
same.

7 Conclusion

In this paper, we have used the power of some tools proposed by the theory of
statistical tests for considering various situations in well-known cryptanalytic
attacks, like linear and differential cryptanalysis; we improve known bounds
on the asymptotical behavior of the best advantage of distinguishers imple-
menting these attacks. Furthermore, we formalize the concept of “sequential
distinguisher” and we illustrate its potential power in a toy-example. Finally,
we discuss the application of the statistical tools in a couple of known attacks;
this suggests that statistical hypothesis testing theory may be a mean to unify,
to characterize and to analyze most of the known attacks against block ciphers.
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Abstract. This paper presents two algorithms for solving the linear
and the affine equivalence problem for arbitrary permutations (S-boxes).
For a pair of n X n-bit permutations the complexity of the linear
equivalence algorithm (LE) is O(n32™). The affine equivalence algorithm
(AE) has complexity O(n*2*™). The algorithms are efficient and allow to
study linear and affine equivalences for bijective S-boxes of all popular
sizes (LE is efficient up to n < 32). Using these tools new equivalent
representations are found for a variety of ciphers: Rijndael, DES,
Camellia, Serpent, Misty, Kasumi, Khazad, etc. The algorithms are
furthermore extended for the case of non-bijective n to m-bit S-boxes
with a small value of |n — m| and for the case of almost equivalent
S-boxes. The algorithms also provide new attacks on a generalized
Even-Mansour scheme. Finally, the paper defines a new problem of
S-box decomposition in terms of Substitution Permutations Networks
(SPN) with layers of smaller S-boxes. Simple information-theoretic
bounds are proved for such decompositions.
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1 Introduction

In this paper we study invariant properties of permutations (S-boxes) under the
action of groups of linear or affine mappings. By using a cryptanalytic approach
to this problem we provide efficient algorithms for detecting linear and affine
equivalences. Linear/affine equivalence problems are of interest in various areas
of mathematics. It is also a natural problem for a cryptanalyst/cipher designer
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to look at, since basic properties of S-boxes, such as differential [7] and linear
properties [20] are invariant under these transformations. An efficient algorith-
mic tool allows to study the properties of a whole equivalence class by analyzing
a single representative. Further motivations to study this problem are: deeper
understanding of Rijndael (AES) [13] — a block cipher with nice algebraic struc-
ture; recent interest in potential algebraic attacks [I0I122]; and the discovery of a
variety of equivalent representations for the AES [4I5] and other ciphers. Such
representations help to describe ciphers with simpler systems of low-degree equa-
tions, allow more efficient implementations, and are very useful in the design of
countermeasures against side-channel attacks. These problems show that it is
essential to have a toolbox of generic algebraic algorithms for the analysis and
design of block ciphers. This paper makes one step in this direction.

We provide algorithms that can quickly test if two S-boxes S; and S, are
equivalent, i.e., if there exist (linear or affine) mappings Ay, As such that A0S0
A; = S5. The complexity of our linear equivalence algorithm (LE) is O(n32"),
and the affine equivalence algorithm (AE) has complexity O(n®22"). Within
these complexities, both algorithms will either return the mappings A; and As,
or detect that the S-boxes are inequivalent. This should be compared with 0(2"2)
for a naive algorithm that guesses one of the mappings. We solve the affine
equivalence problem by finding unique representatives for the linear equivalence
classes — a method of interest in itself. The efficiency of the given algorithms
allows to find linear equivalences for n up to 32 and affine equivalences for n up
to 17, which covers most of the S-boxes used in modern symmetric primitives
and allows to study partial functions composed of several S-boxes and portions
of the mixing layers. We extend our results for the case of non-bijective S-boxes
with n input bits and m output bits when the input/output deficiency |n — m)|
is small. Another interesting extension is the search for almost equivalent S-
boxes, which is as efficient as the basic algorithms. This tool will be of interest
to the cryptanalyst/cipher designer since it allows to check quickly if a certain
S-box is close to the set of affine functions or if two S-boxes, one with unknown
structure and the other with known algebraic structure are almost equivalent.
This approach induces an interesting metric in the space of affine equivalence
classes of S-boxes.

Using our toolbox of algorithms we find that many S-boxes of popular ciphers
are self-affine equivalent, which allows to produce equivalent representations of
these ciphers. Among the examples are: AES (for which we show more non-trivial
dual ciphers than in “The Book of Rijndaels” [4]), DES, Serpent, Misty, Kasumi,
Khazad, etc. We also compare the original S-boxes of DES and the strengthened
set SDES [18]. It is easy to observe that there is much less variety in the set of
classes of the more recent S-boxes, which is a consequence of the introduction of
additional design criteria.

We also show that our algorithms can be viewed as attack algorithms against
a generalized Even-Mansour scheme (with secret affine mappings instead of
XORs of constant secret keys). Finally we introduce a new S-box decomposition
problem: the problem of finding SPNs with layers of smaller S-boxes equivalent
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to a single large S-box. This problem is natural in the context of algebraic at-
tacks on ciphers and also in the context of efficient hardware implementations
for large lookup tables. We show simple lower bounds for this S-box decompo-
sition problem. For 8-bit S-boxes the bound is 20 layers of 4-bit S-box SPNs,
which may imply that 8-bit S-boxes are too small to withstand potential alge-
braic attacks [I0]. Exactly how relevant the algebraic attacks are and whether
suboptimal S-box decomposition algorithms exist is a matter of future research.

This paper is organized as follows: in Sect. Bl and [B] we describe our linear
equivalence and affine equivalence algorithms. In Sect. f] we describe extensions
of these algorithms to non-bijective S-boxes and to almost-equivalent S-boxes.
In Sect. Bl we discuss self-equivalences found in S-boxes of various ciphers and
corresponding equivalent representations of AES, DES, Camellia, Serpent, Misty,
Kasumi and Khazad. In Sect. Bl we apply our algorithms to a generalized Even-
Mansour scheme. Sect. [[] provides a few results on the S-box decomposition
problem. Finally Sect. Bl summarizes the paper.

2 The Linear Equivalence Algorithm (LE)

In this section we provide an efficient algorithm for solving the linear equivalence
problem for n x n-bit S-boxes. Here and in the rest of this paper, by linear
mapping we mean a mapping L(z) over GF(2)™ that satisfies L(z +y) = L(x) +
L(y). It will be useful to think of L as an n X n matrix. A mapping is called
affine if it can be written as A(x) = L(z) + ¢ with some constant ¢ € GF(2)".
The algorithms we will describe can be generalized to arbitrary fields. Note that
the algorithm in this section is very similar to the “to and fro” algorithm used
to solve the polynomial isomorphism problem for systems of quadratic equations
n [23]. This fact was pointed out to us by an anonymous referee.

Let us consider the problem of checking linear equivalence between two per-
mutations (S-boxes) S; and Ss. The problem is to find two invertible linear
mappings L; and Ls, such that Ly o S; o Ly = S5. A naive approach would
be to guess one of the mappings, for example L;. Then one can extract Lo
from the equation: Ly = S5 o Ll_1 o Sl_l, and check if it is a linear, invertible
mapping. There are 0(2"2) choices of invertible linear mappings over n-bit vec-
tors. For each guess one will need about n® steps to check for linearity and
invertibility using Gaussian elimination. For large n we could benefit from the
asymptotically faster Coppersmith-Winograd’s method [TT] of O(n?37%). How-
ever, for n < 32, which is of main practical interest, we can use 32-bit processor
instructions to bring the complexity to n? steps. In total the naive algorithm
would require O(n32”2) steps (a similar naive affine equivalence algorithm will
use O(n?2"("*t1))), For n = 6 this approach will require about 2** steps.

Improving the naive approach is easy: we need only n equations in order
to check Lo for invertibility and linearity. If one guesses only log, n vectors
from L; one may span a space of n points (by trying all linear combinations
of the guessed vectors), evaluate the results through L, S; and S and have n
constraints required to check for linearity of Ls. If the n new equations are not
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independent one will need to guess additional vectors of L;. Such an algorithm
would require guessing of nlog, n bits of L; and the total complexity would be
O(n32"1°en). Below we will show a much more efficient algorithm, which stays
feasible for much higher values of n (up to n = 32).

Another natural approach to the linear equivalence problem would be to
follow a reduction from a Boolean linear equivalence problem. Recently a new
heuristic algorithm for the Boolean equivalence problem was described by Fuller
and Millan in [15]. They propose an algorithm based on the distribution of
the Walsh-Hadamard transform and the autocorrelation. The complexity of this
algorithm is roughly n”, which is already a higher complexity than for the algo-
rithms we present in this paper. Trying to adapt Fuller-Millan’s approach, one
might decide to build difference distribution [7] (or linear approximation [20])
tables for the two S-boxes and to match the frequencies between the tables after
applying small changes to the S-boxes. However, the construction of a differ-
ence distribution table for a n x n-bit S-box requires O(2%") steps and memory;
creating a linear approximation table takes O(n22") steps and O(22") memory.
Thus an algorithm using frequencies in such tables seems to be lower bounded by
O(2?") steps. Note that for strong ciphers frequency profiles in such tables are
artificially flattened, which will make any such algorithm even harder to apply.

2.1 Our Linear Equivalence Algorithm

In our algorithm we exploit two ideas. The first one we call a needlework effect in
which guesses of portions from Ly provide us with free knowledge of the values of
L. These new values from Ly allow us to extract new free information about L,
etc. This process is supported by a second observation, which we call exponential
amplification of guesses, which happens due to the linear (affine) structure of the
mappings. The idea is that knowing k vectors from the mapping Li, we know
2% linear combinations of these vectors for free. Now we are ready to describe
our algorithm.

In the description we use the following notation: the linear mappings L; and
Ly will be denoted by A and B~! respectively. The sets C4, Cz are the sets of
checked points for which the mapping (A or B respectively) is known. By con-
struction, these sets will also contain all the linear combinations of known points.
The sets Uy, Up are the sets of yet unknown points. The sets N4, Np describe
all the new points for which we know the mapping (either A or B, respectively),
but which are linearly independent from points of C4 or Cp, respectively. The
sets C', N and U are always disjoint. We introduce the following natural notation
for operations on sets:

FW) ={F(z) [z W} (1)
Woc={zdc|zeW}. (2)
Starting with the empty sets C4, Cp (no points known), and the complete un-

known sets Ug, Up, we make initial guesses for the value A(z) for some point z,
and place it into N4. Usually two guesses would be sufficient in order to start
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the exponential amplification process. However we can do better if S1(0) # 0
and thus S5(0) # . In such a case we can add the value of 0 to both N4
and Np. Using the fact that A(0) = B(0) = 0 we can start with less initial
guessing, which saves us a factor of 2" in complexity. The algorithm follows the
implications of the initial guess until we have enough vectors for A or B to ei-
ther reach a contradiction or have n independent vectors completely defining the
mapping. If we obtain a mapping that is either non-invertible or non-linear, we
reject the incorrect guess. Otherwise we check all the points of both mappings
to avoid degenerate cases of “almost” affine mappings (we exploit this feature

in Sect. E.3).

Linear Equivalence (LE)
Us < {0,1}";Up < {0,1}"
Ny <= ;Np <o
Ca<=a;Cg<=o
while (Ua # @ and Up # @) or (All guesses rejected) do
if Ny = @ and Ng = & then
If previous guess rejected, restore Ca,Cp,Ua,Ug.
Guess A(z) for some x € Ua
Set Na < {$}, Ua<=Ugx \ {x}
end if
while N4 # @ do
Pick © € Na; Na <= Nga \ {1‘}, Np < SQ(I‘@CA) \CB
Ca<=CaU(zdCa)
if |Ng| + log, |Cg| > const - n then
if B is invertible linear mapping then
Derive A and check A, B at all points, that are still left in U4 and Ug.
else
Reject latest guess; Na < O; Np < &
end if
end if
end while
while Ng # @ do
Pick y € Ng; Ng <= N\ {y}; Na = S2" ' (y @ Cs) \ Ca
Cp <:CBU(y®CB)
if |Ng| + log, |Cg| > const - n then
if A is invertible linear mapping then
Derive B and check A, B at all points, that are still left in Ua and Up.
else
Reject latest guess; Na <= I; Np < @
end if
end if
end while
Ua < UA\CA; Up <:UB\CB
end while

LIf one S-box maps zero to zero and the other does not, they cannot be linearly
equivalent.
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Fig. 1. The relations between the different sets for the LE algorithm.

The complexity of this approach is about n? - 2" steps (for S-boxes that do
not map zero to zero, and n3 - 22" otherwise). In practice our algorithms are
faster by taking into account 32-bit operations, which reduce the complexity to
O(n?2") as long as n < 32. For 8-bit S-boxes it is about 2!* steps. For 16-bit
S-boxes it is 224 steps. Table Blin Appendix [Allists the complexities for n < 32.

3 The Affine Equivalence Algorithm (AE)

In this section we generalize the equivalence problem to the affine case. This
time we want an algorithm that takes two n x n-bit S-boxes S7 and S5 as input,
and checks whether there exists a pair of invertible affine mappings A; and A,
such that As 0.S7 0 A; = Ss. Each of these affine mappings can be expressed as
a linear transform followed by an addition, which allows us to rewrite the affine
equivalence relation as B~1S;(A -z ®a) ® b = So(x),Vx € {0,1}" with A and
B invertible n X n-bit linear mappings and with n-bit constants a and b.

3.1 Basic Algorithm

As the problem is very similar to the linear equivalence problem, it seems natural
to try to reuse the linear algorithm described above. A straightforward solution
would be:

for all a do
for all b do
check whether Si(x @ a) and Sy(x) ® b are linearly equivalent
end for
end for

This approach adds a factor 22" to the complexity of the linear algorithm, bring-
ing the total to O(n323™). This algorithm is rather inefficient as the linear equiv-
alence needs to be checked for each pair (a, b) In a second approach, we try
2 Another solution is to avoid guessing the constants by considering linear combina-

tions consisting of only an odd number of points. We need three guesses to initiate
this process, hence the total complexity is the same.
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to avoid this by assigning a unique representative to each linear equivalence
class. Indeed, if we find an efficient method to identify this representative for a
given permutation, then we can check for affine equivalence using the following
algorithm:

for all a do

insert the representative of the lin. equiv. class of S1(z @ a) in a table T}
end for
for all b do

insert the representative of the lin. equiv. class of Sa(x) @ b in a table T,
end for
if T1 ﬂTg 7& @ then

conclude that S7 and Sy are affine equivalent
end if

The complexity of this second algorithm is about 2™ times the work needed
for finding the linear representative. If the latter requires less than O(n322"),
then the second approach will outperform the first. Next, we present an algorithm
that constructs the representative in O(n32"). As a result, the total complexity
of finding affine equivalences is brought down to O(n322"). Table Blshows these
complexities for values of n < 32. The same complexity estimation holds for the
case of inequivalent S-boxes.

An additional interesting property of this approach is that it can efficiently
solve the problem of finding mutual equivalences in a large set of S-boxes. Due
to the fact that the main part of the computation is performed separately for
each S-box, the complexity will grow only linearly with the number of S-boxes
(and not with the number of possible pairs).

3.2 Finding the Linear Representative

The efficiency of an algorithm that finds the linear representative Rg for an
S-box S depends on how this unique representative is chosen. In this paper,
we decide to define it as follows: if all S-boxes in a linear equivalence class are
ordered lexicographically according to their lookup tables, then the smallest is
called the representative of the class. With this order the smallest permutation
is the identity, and for example, permutation [0,1,3,4,7,2,6,5] is smaller than
the permutation [0,2,1,6,7,4,3,5].

In order to construct the representative Rg for the linear class containing a
given S-box S, we use an algorithm that is based on the same principles as the
algorithm in Sect. [ZT} after making an initial guess, we incrementally build the
linear mappings A and B such that Ry = B~!0S0A is as small as possible. This
is repeated and the representative Rg is obtained by taking the smallest R over
all possible guesses. When explaining the algorithm, we will refer to the same sets
Ca, Cp, Na, Ng, Uys and Ug as in Sect. ZI] but as their function throughout
the algorithm is slightly different, we first reformulate their definition:
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N/
e

Fig. 2. The relations between the different sets for the AE algorithm.

Sets D4 and Dp — values for which A or B are known respectively. As A is
a linear mapping, any linear combination of points of D 4 will also reside in
D 4. The same is true for Dg. Note that D, and Dp always include 0.

Sets C4 and Cp — points of D4 that have a corresponding point in Dp and
vice versa, i.e., S o A(C4) = B(Cp). For these values, Ry and Rg_l are
known respectively.

Sets N4 and Np — remaining points of D 4 and Dg. We have that SoA (N4)N

Sets Uy and Up — values for which A and B can still be chosen. It is important
to note that the algorithm will update sets D4 and Uy4 in such a way that
d<wuforany de Dy and u € Ug.

The main part of the algorithm that finds a candidate R consists in repeat-
edly picking the smallest input = for which R’ is not known and trying to assign
it to the smallest available output y. Using the definitions above, this may be
written as:

while N4 # @ do
pick £ = minsen, (t) and y = mingey, (¢)
complete B such that B(y) = S o A(z) and thus Ry(z) =y
update all sets according to their definitions
while Ny = @ and Np # @ do
pick = mingep, (t) and y = minge ny, (¢)
complete A such that A(z) = S~ o B(y) and thus Rg(z) =y
update all sets according to their definitions
end while
end while

When this algorithm finishes, N4 and N are both empty. If U4 and Up turn
out to be empty as well, then R’ is completely defined. In the opposite case, we
need to guess A for the smallest point in U,4. This will add new elements to IV 4,
such that we can apply the algorithm once again. To be sure to find the smallest
representative, we must repeat this for each possible guess.

In most cases, we will only need to guess A for a single point, which means
that about 2" possibilities have to be checked. Completely defining R for a
particular guess takes about 2™ steps. However, most guesses will already be
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rejected after having determined only slightly more than n values, because at that
point R will usually turn out to be larger than the current smallest candidate.
Due to this, the total complexity of finding the representative is expected to be
O(n32m).

We now explain how the sets are updated in the previous algorithm. We only
consider the case where Ny # @ and = mingepn, (t), but the other case is
very similar. The first step is to use the value of B(y) to derive B for all linear
combinations of y and Dpg. This implies that:

Dy <= DpU (DD y) (3)
Up <= Up\(Dp®y) . (4)

Next, the algorithm checks whether any new point inserted in Dp has a corre-
sponding point in D4 and updates Cg, Ng, C4 and N4 accordingly:

Ch<=CgUB ' [B(Dp@®y)NSoA(Na)|,
Np <= NgUB ' [B(Dg@y)\SoA(N4)],
Chy<=CrUA oS B(Dp@y)NSoA(NA)|,
Ny <= Na\A oS [B(Dp®y)NSoA(N4)].

The resulting sets are depicted in dashed lines in Fig.

3.3 A Different Approach Using the Birthday Paradox

The efficiency gain obtained in the previous subsections is due to the fact that
the computation is split into two parts, each of which depends on a single S-box
S1 or So only. In this subsection, we apply the same idea in a different way
and present a second algorithm which is directly based on the birthday method
from [23].

In order to explain the algorithm, we will denote the input and corresponding
output values of S; by z¢ and 3%, with yi = S;(x%). For the second S-box
Ss, we use the notations x% and y4. Suppose now that we are given a set of
pairs (z%,%}) and a second set of pairs (x%,y%), and are asked to determine
whether both ordered sets are related by affine transforms, i.e., xi = A (xd)
and yi = Ay ' (y4) for all i. A straightforward method would be to collect n + 1
independent equations x{ = A;(z%), perform a Gaussian elimination in order
to recover the coefficients of A;, and verify if this transform holds for the other
values in the sets. If it does, this procedure can be repeated for A,.

We can as well take a different approach, however. The main observation now
is that any linear relation between different z¢, containing an even number of
terms, must hold for the corresponding values x% as well, given that z¢ = Ay (z%).
This implies that we can first derive linear relations for i and z% separately (or
for i and i), and then check for conflicts. If conflicts are found, we conclude
that the sets are not related by affine transforms.
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This second approach allows to construct an efficient probabilistic algorithm
for finding affine equivalences, given that they exist. For both S; and S5, we start
with 23%/2 sets of 3 random pairs (z%,9%), withi = 1,2,3 and j = 1 or 2 for S; or
Sy respectively. Out of these, two sets are likely to exist, such that z{ = A;(z%)
and thus ¢} = Ay ' (y3) for i = 1,2,3 (due to the birthday paradox). We will call
this a collision. If we were able to detect these collisions, we would immediately
obtain linear equations relating the coefficients of A; and A5 1 and could start
the amplification process described earlier. Applying the approach described in
the previous paragraph to small sets of 3 pairs would result in a lot of false
collisions, however. We therefore first need to expand the sets. In order to do
this, we take all odd linear combinations of the values x{ and compute their
image after applying S;. This will yield new y¢ values. We can then successively
repeat this process in backward and forward direction, until the sets have the
desired size. Note that this process assures that two expanded sets are still related
by the affine transforms A; and A, given that the original sets were.

The algorithm is expected to require about O(n?-23"/2) computations. Note
that this algorithm is probabilistic (it will fail if no collisions occur), though its
success probability can easily be increased by considering a larger number of
random sets. It cannot be used to determine with certainty that two S-boxes are
not equivalent, however, and this is an important difference with the previous
deterministic algorithms. More details about this algorithm will be available in
extended version of the paper.

4 Extensions

This section presents some useful extensions of the LE and AE algorithms.

4.1 Self-Equivalent S-Boxes

The affine equivalence algorithm was designed to discover equivalence relations
between different S-boxes, but nothing prevents us from running the algorithm
for a single S-box S. In this case, the algorithm will return affine mappings Ay
and As such that Ay 0 S o A; = S. The number of different solutions for this
equation (denoted by s > 1) can be seen as a measure for the symmetry of
the S-box. We call S-boxes that have at least one non-trivial solution (s > 1)
self-equivalent S-boxes.

4.2 Equivalence of Non-invertible S-Boxes

So far, we only considered equivalences between invertible n x n-bit S-boxes, but
similar equivalence relations exist for (non-invertible) n to m-bit S-boxes with
m < n. This leads to a natural extension of our equivalence problem: find an
n X n-bit affine mapping A; and an m X m-bit affine mapping A, such that
Ay 08570 A; =85, for two given n x m-bit S-boxes S7 and Ss.
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The main problem when trying to apply the algorithms described above in
this new situation, is that the exponential amplification process explicitly relies
on the fact that the S-boxes are invertible. In cases where the difference n —m is
not too large, slightly adapted versions of the algorithms still appear to be very
useful, however.

The difference between the extended and the original algorithm resides in
the way information about A; is gathered. In the original algorithm, each iter-
ation yields a number of additional distinct points which can directly be used
to complete the affine mapping A;. This time, the S-boxes are not uniquely
invertible and the information obtained after each iteration will consist of two
unordered sets of about 2"~ values which are known to be mapped onto each
other. In order to continue, the algorithm first needs to determine which are the
corresponding values in both sets. This can be done exhaustively if 2”7 is not
too large, say less than 8. Once the order has been guessed, 2"~™ points are
obtained. Since slightly more than n points should suffice to reject a candidate
for the representative, one would expect that the total complexity is:

nd.on. (2nom)Ee (9)

In order to test the extended algorithm, we applied it to the eight 6 x 4-bit
S-boxes of DES. The algorithm showed that no affine equivalences exist between
any pair of S-boxes, with the single exception of Sy with itself. The equivalence
relation was found to be B™1S4(A -2 ®a) ®b = Sy(z) with A =1 and B a
simple bit permutation [4,3,2,1], a = 1011115 and b = 01105. Note that this
specific property of Sy was already discovered by Hellman et al. [I7] by looking
at patterns in the lookup table.

4.3 Almost Affine Equivalent S-Boxes

Another interesting problem related to equivalence is the problem of detecting
whether two S-boxes are almost equivalent. The S-boxes S; and S are called
almost equivalent if there exist two affine mappings A; and A, such that As o
S1 0 Ay and Sy are equal, except in a few points (e.g., two values in the lookup
table are swapped, or some fixed fraction of the entries are misplaced).

A solution to this problem can be found by observing that the linear equiva-
lence algorithm of Sect. 2Tl requires only about O(n) S-box queries to uniquely
determine the mappings A and B that correspond with a particular guess. Af-
ter the mappings are discovered it is a matter of a simple consistency test to
check all the other values, however for the “almost” equivalent case we may tol-
erate inconsistencies up to a given fraction f of the whole space. The algorithm
should make sure that the defect points are not chosen for the construction of
the mappings. If the fraction of defect points is small, it is sufficient to run our
algorithm about (1 — f)7"$!'" times with randomized order of guesses and pick
the mappings with the minimal number of inconsistencies. For example for n = 8
and the fraction of defects 20%, one will need about 10 iterations of our basic
algorithm.
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5 Equivalent Descriptions of Various Ciphers

In this section we apply our tools to various ciphers in order to find equivalent
descriptions.

5.1 Rijndael

When our AE tool is run for the 8-bit S-box S used in Rijndael [T3], as many
as 2040 different self-equivalence relations are revealed (see Appendix [B2). Al-
though this number might seem surprisingly high at first, we will show that
it can easily be explained from the special algebraic structure of the S-box of
Rijndael.

To avoid the confusion of working in GF(28) and GF(2)® simultaneously,
we first introduce the notation [a], which denotes the 8 x 8-bit matrix that
corresponds to a multiplication by a in GF(28). Similarly, we denote by Q the
8 x 8-bit matrix that performs the squaringé operation in GF(2%). Considering
the fact that the Rijndael S-box is defined as S(z) = A(z™!) with A a fixed
affine mapping (not to be confused with A; or As), we can now derive a general
expression for all pairs of affine mappings A; and Aj that satisfy As0S0A4; = S:

Ar(z) =[a]- Q" -, (10)
As(2) =A(Q7"[a]- A7 (z)) , with0<i<8andaecGF(2%)\{0}. (11)

Since i takes on 8 different valuedl and there are 255 different choices for a,
we obtain exactly 2040 different solutions, which confirms the output of the AE
algorithm.

The existence of these affine self-equivalences in Rijndael implies that we can
insert an additional affine layer before and after the S-boxes without affecting
the cipher. Moreover, since the mixing layer of Rijndael only consists of additions
and multiplications with constants in GF(2%), and since [a] - Q° - [c] = [¢*'] - [a] -
Q’, we can easily push the input mapping A; through the mixing layer. This
allows us to combine A; with the output mapping of a previous layer of S-boxes,
with the plaintext, the round constants or with the key. The resulting ciphers
are generalizationsﬁ of the eight “squares” of Rijndael, obtained in a somewhat
different way by Barkan and Biham [4]. By modifying the field polynomial used
in these 2040 ciphers, one should be able to expand the set of 240 dual ciphers
in The Book of Rijndaels [5] to a set of 61,200 ciphers.

Note that these ideas also apply to a large extent to other ciphers that use
S-boxes based on power functions. These include Camellia, Misty and Kasumi

(see Appendix[B.2).

3 Note that this is possible since squaring is a linear operation in GF(2®) (see also [4]).
4 One can easily check that Q% = I and thus Q% = Q%~".
® For a = 1 we obtain the 8 square ciphers constructed in [4].
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5.2 Other SPN Ciphers

All affine equivalences in the Rijndael S-box are directly related to its simple
algebraic structure, but using our general AE tool, we can also build equiva-
lent representations for S-boxes that are harder to analyze algebraically. Two
examples are Serpent [6] and Khazad [2].

An interesting property that is revealed by the AE algorithm is that the
set of eight S-boxes used in Serpent (see Appendix [B:2)) contains three pairs
of equivalent S-boxes ({S2,S6}, {S3,57}, {S4,55}) and one pair of inversely
equivalent S-boxes ({Sp, S; ' }). Moreover, four of the S-boxes are self-equivalent.
This allows to apply specific modifications to the mixing layer and to change the
order in which the S-boxes are used, and this without affecting the output of
the cipher. Notice also that the two inversely equivalent S-boxes (S and S;) are
used in consecutive rounds. The mixing layer probably prevents this property
from being exploited, however.

In the case of Khazad, both 4 x 4-bit S-boxes P and @ are found to be self-
and mutually equivalent. This implies that the complete cipher can be described
using affine mappings and a single non-linear 4 x 4-bit lookup table. Note that
this is not necessarily as bad as it sounds: each cipher can be described with
affine mappings and a single non-linear 2 x 1-bit AND.

5.3 DES

Sect. 1.2 already mentions that one of the 6 x 4-bit S-boxes used in DES (S4)
is self-equivalent and that no other equivalences exist. All DES S-boxes have
the special property that they can be decomposed into four 4 x 4-bit S-boxes.
Hence, it might be interesting to look for equivalences in these smaller S-boxes
as well. This time, many equivalences and self-equivalences are found (we refer
to Appendix B for more details). To our knowledge these were not previously
known.

6 Application to Generalized Even-Mansour Scheme

In this section we apply our algorithms to a generalized Even-Mansour scheme.
In [T4] Even and Mansour proposed the following construction: given a fixed
n X n-bit pseudo-random permutation F', one adds two n-bit secret keys K7 and
K5 at the input and at the output of the scheme, i.e., C = F(K; ® P)® Ks. The
result is provably secure against a known plaintext attack with O(2") steps and
a chosen plaintext attack with 0(2"/ 2) steps. The chosen plaintext attack which
matches the lower bound was shown by Daemen in [I2], and a known plaintext
with the same complexity was given by Biryukov and Wagner in [9].

Consider a generalized Even-Mansour scheme, in which key additions are
replaced by secret affine transforms A;, Ag, i.e., C = Aa(F(A1(P))). It seems
that a standard application of Daemen’s attack, or a slide-with-a-twist attack to
this cipher will not work. However a simple application of our affine equivalence



46 A. Biryukov et al.

algorithm provides an attack on such a construction. Indeed, the attacker is given
two black boxes for which he has only oracle access: the box S; that implements
the cipher S1 = A3(F(A1(P))), and the box Sz that implements the pseudo-
random permutation So = F. The attacker knows that S; and Sy are affine
equivalent, and his goal is to find the equivalence, which is the secret key. In this
formulation it is exactly the problem that can be solved by our AE algorithm.
The complexity of this adaptive chosen plaintext/adaptive chosen ciphertext
attack is O(n322") steps. This compares very favorably to an exhaustive search
of O(2"*) steps.

7 Decomposition of Large S-Boxes Using Smaller S-Boxes

In this section we consider the following problem: given an n X m-bit S-box,
represent it with an SPN network of smaller m x m-bit S-boxes. How many S-
box layers of SPN one has to provide? The natural motivation for this question
is twofold: S-boxes that allow SPN-representations with few layers may allow a
simple representation as systems of low-degree equations, which in term might
be exploited by algebraic attacks or other cryptanalytic approaches. Another
obvious motivation is more efficient hardware/software implementations. This
section gives a lower bound for the number of S-box layers of an SPN network
when representing an arbitrary n x m-bit S-box based on a simple counting
argument. We also show how to solve this problem for SPNs consisting of three
S-box layers separated by two affine layers.

We look for representations of an n x n-bit S-box by an SPN of k smaller m x
m-bit S-boxes. We derive a relation between n, m, k, and the number [ of S-box
layers of SPN, which gives us a lower bound for the number of S-box layers one
has to provide. An SPN network with [ layers, each layer consisting of k parallel
m X m-bit S-boxes and an affine transformation, gives rise to approximately

1 2| F ) o
(Qm!)k (/ﬂ' <22m(2m —om-1)2...(2m _ 1)2) 2"(2r =2 (20 - 1)>

different S-boxes. This number is obtained by first taking k arbitrary m x
m-bit S-boxes. In each of the following I — 1 rounds there are 2"(2" —
2n=1)... (27 —1) different choices for an affine transformation and approximately
sz@m_WQ_T)QM(Qm_UQ different choices for an S-box because the S-box has to

belong to a different affine equivalence classf If we compare this number with
the total number of n x n-bit S-boxes 2"!, we get a lower bound for the number
of S-box layers. Results for the most typical cases are shown in Table [Tl

One of the conclusions that may be drawn from this table is that popular
8-bit S-boxes might be vulnerable to simple representations with 4-bit S-boxes.

5 Here we use the approximation for the number of equivalence classes, however for
small m the approximation is not valid and we used exact values, found by careful
counting of equivalence classes (see Table Bl in Appendix [C]).
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Table 1. Number of SPN layers for various choices of parameters n and m.

Original S-box size : n 6 8 9 10 12 12 12 16 16
Small S-box size :m 3 4 3 5 3 4 6 4 8
Small S-boxes ck=n/m 2 2 3 2 4 3 2 4 2
Layers of SPN 1l 8 20 43 39 276 246 75 3196 285

On the other hand, 12-bit and 16-bit S-boxes look less vulnerable to S-box
decomposition.

If we know that a large S-box has the internal structure of an SPN with
three S-box layers, we can apply a very efficient multiset attack described by
Biryukov and Shamir in [§] to recover the hidden structure. Such an attack uses
22m queries to the S-box and k23™ steps of analysis and is very efficient for all
m-bit S-boxes of practical importance. For example this approach would be able
to recover the structure of the S-boxes of Khazad [2] and Whirlpool [3] if these
S-boxes would be presented just by an 8 x 8-bit lookup table. Extension of this
approach beyond five layers is still an open problem.

8 Summary

In the view of rising interest in algebraic properties of various symmetric primi-
tives, this paper provided several generic algorithms for the toolbox of a crypt-
analyst /cipher designer. We developed very efficient algorithms for detecting
linear and affine equivalence of bijective S-boxes. We also studied extensions of
these algorithms for the case of non-bijective S-boxes with small input/output
deficiency, and to the case of checking for almost equivalence between S-boxes.
This notion of almost equivalence introduces an interesting metric over S-box
equivalence classes. We have shown that our affine equivalence algorithm may be
viewed as an attack on a generalized Even-Mansour scheme with XORs replaced
by secret affine mappings. We also described new equivalences found in many
popular ciphers: Rijndael, DES, Camellia, Misty, Kasumi, Khazad. Finally, we
discussed the problem of S-box decomposition into small S-box SPN (a property
of interest to some algebraic attacks and to hardware designers) and provided
simple lower bounds for this problem.

Acknowledgements. We would like to thank Jasper Scholten for his helpful
advice as well as the anonymous referees, whose comments helped to improve
this paper.
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Table 2. Complexities of linear and affine algorithms.

Dimension n 4 5 6 7 8 9 10 12 16 24 32
LE 2o oF ol0 oIT 913 9ld 915 917  oI0 524 533 5az
AE . p292n 912 915 917 920 922 924 927 93l 940 957 974
AE (n—m = ,2nn2(2|)£ 910 912 9ld 916 918 920 922 925 932 945 958

n—m=1) 2
AE (n—m =2) : 27n?(221)37 213 15 918 921 923 926 928 933 942 961 979
n—m=3) )35 216 919 923 926 929 933 936 92 955 979 9103

A Complexities of LE and AE Algorithms

In this appendix we compute the complexities of the LE and AE algorithms
together with complexities of the AE algorithm for the non-bijective case, which
are shown in Table[2. Note that we use n? for the complexity of the Gaussian
elimination since n < 32 and we assume an efficient implementation using 32-bit
operations.

B Equivalent S-Boxes in Concrete Ciphers

In this appendix we briefly discuss the affine equivalences found between S-boxes
of various ciphers.

B.1 DES and S°DES

As mentioned in Sect. 2] there are no affine equivalences between the 6 x 4-bit
S-boxes of DES, except for S;. However, when each S-box is decomposed into
its four 4 x 4-bit S-boxes, then additional equivalences appear. The relations are
summarized in the extended version of the paper. The most noticeable properties
are the fact that all 4 x 4-bit S-boxes of Sy (S0, S4,1, Sa,2 and Sy 3) belong to
the same class, and that a relatively large number of S-boxes are equivalent to
their inverse.

After the introduction of DES, different sets of alternative S-boxes have been
proposed. In 1995, Kwangjo Kim et al. suggested to use the so-called S°DES
S-boxes, which were designed with additional criteria in order to achieve immu-
nity against differential, linear, and Improved Davies’ cryptanalysis. The table
showing how this influences the equivalence relations is omitted due to space
limits and can be found in the extended version of the paper. A first conclusion
is that the new set contains considerably more equivalent 4 x 4-bit S-boxes[] In
addition, there is a clear increase of s, the number of self-equivalences. Given the
fact that the size of an equivalence class is proportional to 1/s, we conclude that
the new design criteria considerably reduce the space from which the S-boxes or
their inverses are chosen.

" Note that none of these S-boxes is equivalent to any of the original DES S-boxes due
to the additional design criteria.
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B.2 Serpent, Khazad, Rijndael, Camellia, Misty, and Kasumi

The affine equivalences found in the 4 x 4-bit S-boxes of Serpent and Khazad
are shown in Table Bl Note that there are no equivalences between these S-boxes
and the 4 x 4-bit S-boxes of DES or S°DES.

Table 3. Serpent and Khazad. Table 4. Rijndael, Camellia, Misty and Kasumi.

Cipher Members S Cipher Members S
Serpent  So, Sy " 4 Rijndacl/Camellia S, S™T 2040 = 8 x 255
S5, S 4 Misty /Kasumi Sy 889 = 7 x 127
So, S3t, S, S5t 4 So 4599 = 9 x 511

Ss, St S7, S

S4, S5 1

Syt st 1

Khazad P, P 1, Q,Q ' 4

Table 5. Number of linear and affine equivalence classes of permutations.

Dimension 1 2 3 4 5
#Lin. Eq. Classes 2 2 10 52,246 2,631,645,209,645,100,680,144
#Af. Eq. Classes 1 1 4 302 2,569,966,041,123,963,092

Table [ lists the number of self-equivalences s for the 8 x 8-bit S-box of
Rijndael and the 7 x 7-bit and 9 x 9-bit S-boxes of Misty (which are affine
equivalent to the ones used in Kasumi). An explanation for the large number of
self-equivalences in Rijndael is given in Sect. 5.1l A similar reasoning applies to
S7 and Sy, as both are designed to be affine equivalent with a power function
over GF(27) and GF(2%) respectively.

C The Number of Equivalence Classes

Another problem related to linear and affine equivalences is the problem of count-
ing equivalence classes. This problem was solved in the 1960s by Lorens [19] and
Harrison [I6] using Polya theory, by computing the cycle index polynomial of
the linear and affine groups. Results were given for n <5 (see Table [B)).

We implemented a similar algorithm for counting the number of equivalence
classes for larger n and verified that this number is very well approximated by
2"1/|G|?, where |G| is the size of the linear or affine group. These results were
used in Sect. [7] for the computation of Table [T} for S-box sizes 3 and 4 we used
exact values and for the larger sizes we used the approximation.
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Abstract. Classical distributed protocols like broadcast or multi-party
computation provide security as long as the number of malicious players
f is bounded by some given threshold ¢, i.e., f < t. If f exceeds ¢ then
these protocols are completely insecure.

We relax this binary concept to the notion of two-threshold security:
Such protocols guarantee full security as long as f < t for some small
threshold ¢, and still provide some degraded security when ¢t < f < T for
a larger threshold T'. In particular, we propose the following problems.
o BROADCAST WITH EXTENDED VALIDITY: Standard broadcast is
achieved when f < t. When t < f < T, then either broadcast is achieved,
or every player learns that there are too many faults. Furthermore, when
the sender is honest, then broadcast is always achieved.

o BROADCAST WITH EXTENDED CONSISTENCY: Standard broadcast is
achieved when f < t. When t < f < T, then either broadcast is achieved,
or every player learns that there are too many faults. Furthermore, the
players agree on whether or not broadcast is achieved.

o DETECTABLE MULTI-PARTY COMPUTATION: Secure computation is
achieved when f < t. When t < f < T, then either the computation
is secure, or all players detect that there are too many faults and abort.
The above protocols for n players exist if and only if ¢t = 0 or t+ 27T < n.

1 Introduction

1.1 Broadcast

A broadcast protocol allows a sender to distribute a value among a set of players
such that even a malicious sender cannot make different players receive different
values, i.e., a broadcast protocol must satisfy two properties: validity, meaning
that an honest sender’s intended value is received by all players, and consistency,
meaning that all players receive the same value even when the sender is malicious.

The first broadcast protocols were proposed by Lamport, Shostak, and
Pease [LSP82], once for the model with n players connected with bilateral au-
thenticated channels where at most ¢ < n/3 players are corrupted, and once for

* Partially supported by the Packard Foundation.
** Supported by the Swiss National Science Foundation, project no. 2000-066716.01/1.

E. Biham (Ed.): EUROCRYPT 2003, LNCS 2656, pp. 51-67] 2003.
© International Association for Cryptologic Research 2003



52 M. Fitzi et al.

the model with a public-key infrastructure (PKI) and at most ¢ < n corruptions.
Both bounds are tight [LSP82IKY84]. The first efficient broadcast protocols were
given in [DS82/DFFT82|. Note that a PKI setup can also allow for unconditional
security, as shown by Pfitzmann and Waidner [PW96]. More generally, a precom-
putation phase where broadcast is temporarily achievable can be exploited such
that broadcast unconditionally secure against any number of corrupted players
is achievable after the precomputation [BPWIIPW96).

1.2 Multi-party Computation

Secure multi-party computation (MPC) protocols allow a set of n players to
securely compute any agreed function on their private inputs, where the following
properties must be satisfied: privacy, meaning that the corrupted players do not
learn any information about the other players’ inputs (except for what they
can infer from the function output), and correctness, meaning that the protocol
outputs the correct function value, even when the malicious players misbehave.

The MPC problem was proposed by Yao [YaoR2] and first solved by Gold-
reich, Micali, and Wigderson [GMWZRT7|. This protocol is secure with respect to
a computationally bounded adversary corrupting up to ¢t < n/2 players, which is
optimal. When secure bilateral channels are available, security is achievable with
respect to an unbounded adversary that corrupts up to ¢t < n/3 players [BGWSKS|
CCDSS|; also this bound is tight. For a model assuming broadcast, non-robust
protocols for MPC computationally secure against ¢ < n corrupted players are
given in [GMWS87/BGR9allGol01].

Broadcast is a key ingredient for MPC protocols, and must be simulated with
a respective subprotocol. It fact, the necessary conditions for MPC are due to
the requirement of broadcast simulation. When secure broadcast channels are
given, then unconditionally secure MPC is achievable even for ¢t < n/2 |[Bea&9)
RBRICDD'99]. Recent results [FGMOTIFGMRO02| imply that MPC uncondi-
tionally secure against ¢t < n/2 corruptions is achievable even without assuming
broadcast channels in a way that all security conditions are satisfied except for
robustness, so called detectable MPC.

1.3 Previous Work on Multi-threshold Security

The first steps towards multi-threshold security were taken by Lamport [Lam83]
by analyzing the “weak Byzantine generals” problem, where standard broadcast
must be achieved when no player is corrupted (¢ = 0), but agreement among the
recipients must be achieved for up to T' corruptions. He proved that, determin-
istically, even this weak form of broadcast is not achievable for T' > n/3.

In [FGMOILIFGMRO02] a probabilistic protocol called detectable broadcast was
given that achieves broadcast when no player is corrupted (¢ = 0), but when
any minority of the players is corrupted (T' < n/2) still guarantees that either
broadcast is achieved or that all correct players safely abort the protocol. This
bound was improved to 7' < n in [FGHT02|.
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In another line of research, Vaidya and Pradhan [VP93| proposed “degrad-
able agreement”, where broadcast must be achieved when up to ¢ players are cor-
rupted, and some weakened validity and consistency conditions must be achieved
when up to T players are corrupted, namely that all players receive either the
sent value or 1. However, even when f < t, the players do not reach agreement
on the fact whether or not all players have received the sent value. Degradable
agreement is achievable if and only if 2t + T < n.

1.4 Contributions

We generalize the standard notion of threshold security to two-threshold security
where, for two thresholds ¢ and T with ¢ < T, full security must be achieved
when at most f < t players are corrupted, and some alleviated form of security
must be achieved when f < T players are corrupted. This notion is applied to
broadcast, resulting in two-threshold broadcast with the following two variants:

— BROADCAST WITH EXTENDED VALIDITY: Standard broadcast is achieved
when at most f < t players are corrupted. When up to f < T players
are corrupted then still validity is guaranteed, i.e., that a correct sender can
distribute a value of his own choice among the players.

— BROADCAST WITH EXTENDED CONSISTENCY: Standard broadcast is achieved
when at most f < ¢ players are corrupted. When up to f < T players are
corrupted then still consistency is guaranteed, i.e., that all players receive
the same value, even if the sender is corrupted.

We prove that two-threshold broadcast among n players is achievable if and
only if t = 0 or t + 2T < n, and construct efficient protocols for all achievable
cases (solutions for the special case ¢ = 0 were known before [Hol0OTIEGHT02)
GL02]). Moreover, the proposed protocols additionally achieve detection for the
case that full broadcast cannot be achieved. The protocol with extended validity
additionally achieves that, in case that consistency has not been reached, all
players learn this fact (consistency detection); and the protocol with extended
consistency additionally achieves agreement about the fact whether or not va-
lidity has been achieved (wvalidity detection).

Finally, we apply the generalized notion to secure multi-party computation
(MPC), respectively to detectable precomputation [FGMOTIEFGMRO2]: If up to
t players are corrupted then the precomputation succeeds and all correct play-
ers accept the precomputation. If up to T' players are corrupted then all correct
players either commonly accept or commonly reject the precomputation, whereas
acceptance implies that the precomputation succeeded. If such a precomputa-
tion succeeds then broadcast with full resilience (¢t < n) and secure multi-party
computation for ¢ < n/2 will be achievable from now on. In other words, with
help of detectable precomputation, any protocol in a model with pairwise com-
munication and broadcast can be transformed into a non-robust protocol in the
corresponding model without broadcast. Detectable precomputation is achievable
ifand only if t =0 or t + 27T < n.
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2 Preliminaries

2.1 Models

We consider a set P = {p1,...,pn} of players, connected by a complete syn-
chronous network of pairwise authenticated (or secure) channels. There is no
PKI set up among the players and we assume the presence of an adaptive active
adversary. The adversary’s computational power is assumed to be unlimited —
however, our results are proven tight even with respect to a non-adaptive prob-
abilistic polytime adversary. The model with authenticated channels is denoted
by Mut; the model with secure channels is denoted by Mge.. When referring
to their corresponding models from the literature where broadcast channels are

additionally given among the players we use the notations MPS, and MPES.

2.2 Definitions

A broadcast protocol allows a player (the sender) to consistently send a message
to all other players such that all correct players receive the sender’s intended
value if the sender is correct, but guaranteeing that all correct players receive
the same value even when the sender is corrupted.

Definition 1 (Broadcast BC). Let P = {p1,...,pn} be a set of n players
and let D be a finite domain. A protocol W among P where player ps € P (called
the sender) holds an input value x5 € D and every player p; € P finally decides
on an output value y; € D achieves broadcast (or is a broadcast protocol) with
respect to threshold t, if it satisfies the following conditions:

Validity: If at most t players are corrupted and the sender ps is correct
then all correct players p; decide on the sender’s input value, y; = x;.

Consistency (or Agreement): If at most t players are corrupted then all
correct players decide on the same output value, i.e., if p;,p; € P are
correct then y; = y;. o

In this paper, we focus on binary broadcast (domain D = {0, 1}) since broad-
cast for any finite domain D can be efficiently reduced to the binary case [TC84].

Our first generalization of standard broadcast demands validity even when
the number f of corrupted players exceeds t, called broadcast with extended
validity. We directly give a strengthened definition that allows the players to
learn whether or not consistency has been achieved. For this we have the players
p; decide on an additional binary grade value g¢;, ¢; = 1 implying (but not
being equivalent with) the fact that consistency has been achievedl] It can be
guaranteed that consistency is always detected if f < ¢ (“completeness”) but
never incorrectly detected if f < T (“soundness”).

! Note that, for the interesting case T' > n/3, it is not possible to achieve that g; = 1
is equivalent with having achieved consistency since this would immediately imply
standard broadcast for T' > n/3.
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Definition 2 (ExtValBC). A protocol W among P where player ps € P (called
the sender) holds an input value xs € D and every player p; € P finally decides
on an output value y; € D and a grade value g; € {0,1} achieves broadcast
with extended validity and consistency detection (ExtValBC) with respect to
thresholds t and T (T > t) if it satisfies the following conditions:

Broadcast: If at most f <t players are corrupted then every correct player
p; decides on the same pair of outputs (y,1), i.e., y; = y and g; = 1.
Furthermore, if the sender ps is correct then y; = x;.

Extended Validity: If f < T and the sender ps is correct then every cor-
rect player p; decides on the sender’s input value, y; = xs.

Coumnsistency Detection: If f < T and any correct player p; computes
gi = 1 then every correct player p; computes y; = y;. o

Our second generalization of standard broadcast demands consistency even
when the number f of corrupted players exceeds t, called broadcast with extended
consistency. Again, we directly give a strengthened definition that allows the
players to learn whether or not validity has been achieved. In contrast to the
inherently non-common consistency detection in ExtValBC for T' > n/3, here
we require that the players decide on the same grade output g;. If f < ¢ then
validity is always detected (“completeness”), and if f < T then the detection of
validity always implies validity (“soundness”).

Definition 3 (ExtConsBC aka Detectable Broadcast). A protocol ¥
among P where player ps € P (called the sender) holds an input value x5 € D
and every player p; € P finally decides on an output value y; € D and a grade
value g; € {0,1} achieves broadcast with extended consistency and validity de-
tection (ExtConsBC) with respect to thresholds t and T (T > t) if it satisfies
the following conditions:

Broadcast: If at most f <t players are corrupted then every correct player
p; decides on the same pair of outputs (y,1), y; =y and g; = 1. Further-
more, if the sender ps is correct then y; = xs.

Extended Consistency: If f < T then every correct player p; decides on
the same pair of outputs (y,q), y: =y and g; = g.

Validity Detection: If f < T, the sender ps is correct, and any correct
player p; computes g; = 1, then y; = x;. o

Along the lines of [BPWI1/PW96| detectable broadcast can be turned into a
“detectable precomputation” for future broadcast unconditionally secure against
any number of corrupted players, t < n.

Definition 4 (Detectable Precomputation). A protocol among n players
where every player p; € P computes some private data A; and finally decides on
a decision bit g; € {0,1} achieves detectable precomputation for broadcast (or
detectable precomputation, for short) with respect to thresholdst and T (T > t)
if it satisfies:
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Validity (or Robustness): If at most f < t players are corrupted then
the correct players accept (g; = 1).

Consistency (or Correctness): If f < T then all correct players com-
monly accept (g; = 1) or commonly reject (g; = 0) the protocol; moreover,
if the private data A; held by all correct players is inconsistent in the sense
that it does mot guarantee for arbitrarily resilient broadcast then the correct
players reject (g; =0).

Independence (or Fairness): At the time of the precomputation, a cor-
rect player does not yet need to know the value to be broadcast later. o

2.3 Protocol Notation

Protocols are specified with respect to player set P (where |P| = n) and stated
with respect to the local view of player p;, meaning that all players p; € P
execute this code in parallel with respect to their own identity . Player p;’s
input is called x;. Player p;’s output value is written as y;, or g;, or pair (y;, g;)
and will always be obvious from the context. For simplicity, it is not explicitly
stated how to handle values received from corrupted players that are outside the
specified domain. Such a value is always implicitly assumed to be replaced by a
default value inside the specified domain.

3 Broadcast with Extended Validity

In this section, we present an efficient solution for broadcast with extended
validity and consistency detection, ExtValBC. The model is M, and the given
protocol achieves perfect security. Since, for the special case ¢t = 0, efficient and
optimally resilient protocols were already given in [HolOTFGH™ 02|, we focus on
protocols for ¢ > 0.

The construction in this section works along the lines of the phase-king
paradigm of [BG8IbBGPKI|. An important building block for phase-king pro-
tocols is graded consensus, a derivative of graded broadcast [FM97].

Definition 5 (Graded Consensus GC). A protocol among P where every
player p; € P holds an input value x; € D and finally decides on an output
value y; € D and a grade g; € {0,1} achieves graded consensus with respect to
threshold t if it satisfies the following conditions:

Validity (or Persistency): If at most t players are corrupted and all cor-
rect players p; hold the same input value x; = v then all correct players p;
decide on it, y; = v, and get grade g; = 1.

Consistency Detection: If at mostt players are corrupted and any correct
player p; gets grade g; = 1 then all correct players p; decide on the same
output value, y; = y;. o
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We now generalize graded consensus to ExtValGC in the same way as broad-
cast was generalized to ExtValBC in Section[2.2] Since graded consensus already
involves a grade g; for consistency detection, we do not add an additional grade
value for ExtValGC but simply extend the grade range to g; € {0, 1,2} whereas
g; = 1 implies consistency detection if at most f < t players are corrupted and
g; = 2 implies consistency detection if at most f < T players are corrupted.

Definition 6 (ExtValGC). A protocol among P where each player p; € P
holds an input value x; and finally decides on an output value y; and a grade value
gi € {0,1,2} achieves graded consensus with extended validity and consistency
detection (ExtValGC) with respect to thresholds t and T (T > t) if it satisfies
the following conditions:

Validity: If at most f < T players are corrupted and every correct player
pi enters the protocol with the same input value ©; = v then every correct
player p; computes outputs y; = v and g; > 1, and in particular, g; = 2 if
at most t players are corrupted.

Counsistency Detection: If f <t and any correct player p; computes g; >
1 then every correct player p; computes y; = vy;. If f <T and any correct
player p; computes g; = 2 then every correct player p; computes y; = y;.0

Protocol 1 ExtValGC(P,x;,t,T)
1. SendToAll(z;); P: Receive(x},...,zV);
. 8Y = {je{l,...,n}\xZ:O}; Sti= {je{l,...,n}|xg:1};
.if |S7'| > n — T then z; := x; else z; :=1 fi;
. SendToA11(z;); P:Receive(z},...,z");
LUP = {je{l,...,n}| zsz}; U}l = {je{l,...,n}|zf :1};
. if |U?| > |U}| then y; := 0 else y; := 1 fi;
Lif |U}i| > n—t then ¢; := 2
. elseif |U/|>n—T then g; :=1
. else g; :=0 fi;
. return (Yi, Gi);

© % N Dy G L e

~
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Lemma 1 (“Two-threshold weak consensus”). In model My, if t+2T <
n, Protocoll satisfies the following properties.

VaLpITY: If at most f < T players are corrupted and every correct player
pi holds the same input value x; = v then every correct player holds value
z; = x; = v after step 3 of the protocol.

CONSISTENCY: If f <t and any correct player p; holds value z; € {0,1} after
step 3 then every correct player p; holds value z; € {z;, L} after step 3.

Proof. If at most f < T players are corrupted and every correct player p; holds
the same input value x; = v then, for every correct player p;, it holds that
|S¥] > n — T and hence every such p; computes z; = x; = v.
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If f <t and any correct player p; holds value z; € {0,1} after step 3 then
|S7] > n—T and thus, for every correct player p;, it holds that |sz >n—T-—t>
T and thus z; € {z;, L} after step 3. O

Lemma 2 (ExtValGC). In model Mayt, if t+2T <n (and T > t), Protocol [l
achieves perfectly secure ExtValGC with respect to thresholds t and T .

Proof.

VALIDITY: Suppose that f < T, and that every correct player p; enters the
protocol with the same input value z; = v. Then, by Lemma [ (validity), every
correct player p; holds value z; = v at the end of step 3 and thus value v is
redistributed by all correct players in step 4. Thus |[U?Y| > n—T > T, and every
correct player computes y; = v and g; > 1. Furthermore, if only f < ¢ players
are corrupted then |UY| > n — ¢, and every correct player p; computes g; = 2.
CONSISTENCY DETECTION: Suppose that f < ¢, and that some correct player
p; computes g; > 1 and y; = v € {0,1}.

Let C be the set of corrupted players, S¥ be the set of correct players who
sent value v in step 1, and let " be the set of correct players who sent value v
in step 4. Note that SV = SY\C and U” = U}\C for any j.

Since g; > 1 we have that |[U?| > n — T and thus that [UY| > n —T —t.
Since a correct player p; can only change to z; :=1, it follows that [V < |SY].
Therefore, for every player p;, |S¥| > |S”| > n — T —t. The bound n > 2T + 1t
now implies that |S;7”| < T+t <n—T and therefore that 1=% = (). Thus,
U}l <|C| <tand |UY| > |SY[>n—T—t>T, and y; = y;.

Assuming that at most f < T players are corrupted and that g; = 2, it
follows that [U4?| > n —t — T. This implies that #17% = () and that, again,
Uyl >|U;7". 0

The final protocol for ExtValBC can now be built from ExtValGC according
to the phase-king paradigm [BG8IH/BGP89|. The only difference to the stan-
dard phase-king structure is an additional round of ExtValGC at the end of the
protocol in order to allow for consistency detection.

Protocol 2 ExtValBC,, (P, z1,t,T)
1. if i =1 then SendToAll(z1) fi; P: Receive(y;);
2. for k:=2tot+1do
3. (yi, hs) := ExtValGC (P, y;,t,T);
4. if i =k then SendToAll(y;) fi; P: Receive(yF);
5. if h; =0 then y; := y} fi;
6. od;

7. (yi, hi) := ExtValGC (P, ys, ¢, T);

.if h; = 2 then g, := 1 else g; := 0 fi;

8
9. return (yi, g:);
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Theorem 1 (ExtValBC). In model My, if t + 2T <n (and T > t), Proto-
col [ efficiently achieves perfectly secure ExtValBC (with sender p1) with respect
to thresholds t and T .

Proof. To prove that the conditions for broadcast and extended validity hold,
we show that validity holds for f < T, and consistency for f < t.

VALIDITY: Suppose that at most f < T players are corrupted and that the
sender p; is correct. Then, by the validity property of ExtValGC, every correct
player p; finally computes y; = x1 at the end of the protocol.

CONSISTENCY: If f < ¢ then there is a player py € {p1,...,pr+1} that is correct.
At the end of phase k = ¢, every correct player p; holds the same value y; = yy =
v which, by the validity property of ExtValGC, stays persistent until step 7 of
the protocol and every correct player finally computes y; = v, h; = 2, and thus
gi =1

CONSISTENCY DETECTION: Assume that f < T and some correct player p;
computes g; = 1 at the end of the protocol. This implies that h; = 2 after the
invocation of ExtValGC in step 7, and by the consistency-detection property of
ExtValGC, that every correct player p; computed y; = y; during this invocation
and thus terminated the protocol with y; = y;. a

Theorem 2 (Impossibility of ExtValBC). In standard models Mg and
Moaus, ExtValBC among a set of n players P = {po,...,pn—1} s impossible
if t > 0 and t + 2T > n. For every protocol there exists a value xg € {0,1}
such that, when the sender holds input xg, the adversary can make the protocol
fail with a probability of at least Y if it is computationally bounded, and with a
probability of at least Y5 if it is computationally unbounded.

Proof. Assume ¥ to be a protocol for ExtValBC among n players po, . .., Ppn—1
with sender py that tolerates t > 0 and ¢ + 27 > n.

Let IT = {mg,...,mn—1} be the set of the players’ corresponding processors
with their local programs. As follows from the impossibility of standard broad-
cast it must hold that ¢ < n/3, and thus, that T' > n/3. Hence, it is possible to
partition the processors into three sets, [1gUIT1UIl; = IT, such that 1 < |IIo| < t,
1 < |II1] < T, and hence 1 < |II3] < T. Note that, hence, [IIo UIl1| > n —T,
[II; Ul > n—t,and |IIo UIly| >n—T.

Furthermore, for each ¢ € {0,...,n — 1}, let w4, be an identical copy of
processor ;. For every 7; (0 < i < 2n—1) let the type of processor 7; be defined as
the number ¢ mod n. Finally, for each k € {0,1,2}, let ITyy3 = {mijn | m € )}
form identical copies of the sets I1j.

Along the lines of [ELMS86], instead of connecting the original processors as
required for the broadcast setting, we build a network involving all 2n processors
(i-e., the original ones together with their copies) by arranging the six processor
sets Il in a circle. In particular, for all sets IT; (0 < k < 5), every processor
m; € IIj, is connected (exactly) by one channel with all processors in II;\ {m;},
I (;—1)mod6, and Il(x11ymods- Hence, each processor m; in the new system is
symmetrically connected with exactly one processor of each type (different from
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Fig. 1. Rearrangement of processors in the proof of Theorem [l

his own one) as in the original system. We say that IT; and II, are adjacent
processor sets if and only if £ = k £ 1 (mod 6).

Now, for every set II U Il(;41)mode (0 < k < 5) in the new system and
without the presence of an adversary, their common view is indistinguishable
from their view as the set of processors I mod3 U Il (r+1)moas in the original
system with respect to an adversary who corrupts all (up to either ¢ or T)
processors of the remaining processor set Il(;12)moq3 in an admissible way.

Let now 7y and m, be initialized with different inputs. We now argue that,
for each run of the new system, there are at least two pairs ITx U Il (j41)mod6
(0 < k <5) such that the conditions of ExtValBC are not satisfied for them:

By the extended-validity property of ExtValBC, the at least n —T processors
pi € Iy UIl; must compute y; = xq, the processors p; € Il U II5 must compute
y;i = T, and the processors p; € II3 U Ils and p; € I3 U II, must compute
y;i = x, = 1 — x9. By the broadcast property of ExtValBC, the at least n — ¢
processors p; € I} UIl; must compute the same value y; = v and the processors
p; € 114 U II5 the same value y; = w.

Hence, for any possible run of the new system on inputs zg and =, = 1 —
o, chosen a pair (Ily, II(;41)moas) Of Processor sets uniformly at random, the
probability that the conditions for ExtValBC are violated for this pair is at least
Ys. In particular, there is a pair (I, I} 41)mod6) in the new system such that,
over all possible runs on inputs o = 0 and z,, = 1 the probability that the
conditions for ExtValBC are violated for (ITy, I} 41y mode) is at least .

If the adversary is unbounded, given any protocol ¥, it can compute such
a pair (ITg, I(141)mod6) and act accordingly by corrupting the processors in
II(}:42) moa 3 in the original system, hence forcing the protocol to fail on input

_J0,if0e{kk+1}, and
To = 1, else,

with a probability of at least Y3. If the adversary is computationally bounded
then it can still make the protocol fail with a probability of at least Y. a

4 Broadcast with Extended Consistency

We directly present an efficient solution for detectable precomputation which is
strictly stronger than broadcast with extended consistency. Since, for the spe-
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cial case t = 0, efficient and optimally resilient protocols were already given
in [FGH'02|, we focus on protocols for ¢ > 0. In order to achieve unconditional
security, model Mge. is required

Recall that the Pfitzmann-Waidner protocol [PW96], in model MPES., effi-
ciently precomputes for future broadcast in plain model Mye. (without broad-
cast) unconditionally secure against any number of corrupted players. Our pro-
tocol for detectable precomputation basically consists of an instance of this pro-
tocol (designed for model MPS,) wherein each invocation of a broadcast channel

is replaced by an invocation of ExtValBC (designed for model M,yt).

Protocol 3 DetPrecomp(P)

1. Ezecute the Pfitzmann-Waidner protocol for b + n future broadcasts wherein
each invocation of broadcast is replaced by FxtValBC Protocol [2 with respect
to thresholds t and T. Of these instances, b are computed with respect to the
intended senders s € {1,...,n} of the future broadcasts. Of the other n in-
stances, one is computed with respect to each player p; € P as a future sender.

2. Every player p; computes I := G; = /\,C g% where the g¥ are all grades received
during an invocation of ExtValBC in step 1.

2
Synchronize: Wait and start executing the next step at round \_MJ + 1.

3. Send value G; to each other player; receive the values G, ..., G?.
4. For every player p; € P an instance of Pfitzmann-Waidner broadcast with
resilience T is invoked based on the (not necessarily consistent) PKI consisting

of the information exchanged during step 1 of the protocol — where p; inputs
I'jasa senderf Store the received values I’ Ge{il,...,n}).

5. Compute gi = 1 if {j| GI =1} >T A {j| IV =1} >n—t and g; = 0,
otherwise.

Theorem 3 (Detectable precomputation). In model Mgec, for any integer
b > 0 and security parameter £ > 0, if t + 2T < n (and T > t), Protocol &
achieves unconditionally secure detectable precomputation for b later broadcasts
among n players with respect to thresholds t and T with the following properties:

Protocol [3 has computation and communication complezities polynomial in
n, b, and linear in k. The error probability of any future broadcast is € < 27".
The correct players all terminate the protocol during the same communication
round. Furthermore, the computation and communication complezities can be
reduced to polynomial in n, logb, and linear in k.

Proof.

VALIDITY: Suppose that f < t players are corrupted. Hence, according to the
definition of ExtValBC, all invocations of Protocol Bl achieve broadcast (when
neglecting the grade outputs) and that every correct player p; computes g; = 1.

2 For the case of computational security, there is a simpler solution for model M.

3 Note that such an instance does not necessarily achieve broadcast. However, even
then, it will always efficiently terminate after 7'+ 1 rounds as can be seen by exam-
ination [DS82].
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Thus, the players share a consistent PKI, all correct players p; compute G; = 1,
and all broadcast invocations in step 4 indeed achieve broadcast. Thus, in steps 3
and 4, the players p; compute values G7 and I'/ such that |[{j | G! = 1}| > n—t >
T and |{j | Fij = 1}| > n — t. Finally, all correct players p; compute g; = 1.

CONSISTENCY: Suppose f < T. If every correct player p; rejects by computing
g; = 0 then consistency is satisfied. Thus, suppose that some correct player p;
accepts by computing g; = 1, implying that some correct player p; computed
G, = 1. Thus, according to the definition of ExtValBC, all invocations of Pro-
tocol [2 achieved broadcast (when neglecting the grade outputs), and the players
share a consistent PKI. Hence, all broadcast invocations in step 4 indeed achieve

broadcast and all correct players p; compute the same set of values I jl, con I

Since g; = 1, for every correct player py it holds that |{j | Fej =1} >n—t and
thus that {7 | Gi =1} >n—t—T > T, and all players p, compute gy = 1.
INDEPENDENCE, ERROR PROBABILITY, AND COMPLEXITIES: Independence fol-
lows from the structure of the Pfitzmann-Waidner protocol.

Executing the Pfitzmann-Waidner protocol with security parameter « guar-
antees each single of the b + n broadcasts to have an error probability of
e < 27" [PW96]. The error probability of each of the b “net” broadcasts is
given by the probability that one of the n broadcasts during step 4 fails and the
probability that the one broadcast fails given that those n broadcasts reliably
worked, which is bounded by (n + 1) times the error probability of one sin-
gle broadcast precomputed for with the Pfitzmann-Waidner protocol. Executing
the Pfitzmann-Waidner protocol with security parameter ko > x + [log(n + b)]
hence bounds the error probability of any single “net” broadcast to ¢ < 27%.

Efficiency follows from [PW96] and the construction of Protocol Bl That all
players terminate the protocol during the same communication round is en-
sured by the synchronization procedure at the end of step 2: in the Pfitzmann-
Waidner protocol, the worst-case number of rounds for any player is at most

LMJ [PW96]. Finally, in order to get polylogarithmic dependence on b,
the regeneration techniques in [PW96] can be applied. O

The above construction for detectable precomputation immediately allows
for broadcast with extended consistency and validity detection:

Theorem 4 (ExtConsBC). In model Mg efficient unconditionally secure
ExtConsBC with respect to thresholds t and T is possible if t + 2T < n (and
T>1t)

Proof. In order to achieve ExtConsBC, the players first execute a detectable pre-
computation with Protocol Bl If the precomputation fails (there are more than
t corrupted players), then every player p; sets his output value to y; =1 and his
grade to g; = 0. If the precomputation succeeds (which is guaranteed if at most ¢
players are corrupted), then a valid setup for further Pfitzmann-Waidner broad-
cast is established. Then the players invoke an instance of Pfitzmann-Waidner
broadcast (using this setup), which tolerates any number of corrupted players,
and set g; = 1. a
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Theorem 5 (Impossibility of ExtConsBC). In standard models Mg and
Maut, ExtConsBC among a set of n players P = {p1,...,pn} is impossible if
t >0 and t + 2T > n. For every protocol there exists a value x5 € {0,1} such
that, when the sender ps holds input x, the adversary can make the protocol
fail with a probability of at least Y if it is computationally bounded, and with a
probability of at least Y5 if it is computationally unbounded.

Proof. Note that a direct proof similar to the one for Theorem Blwould be pos-
sible. However, here we use a reduction argument: For the sake of contradiction,
assume that ExtConsBC is possible with respect to thresholds ¢ and T such that
t > 0 and t + 2T > n (and error probability below Y, respectively Y5). Such
a protocol can be transformed into a broadcast protocol with extended validity
(with the same error probabilities) as follows: If ExtConsBC with sender ps suc-
ceeds (which can be consistently detected by all players) with player p; receiving
i, then p; outputs y; and terminates. If ExtConsBC fails (there are more than ¢
corrupted players), then the sender p, sends his input x4 to all players, and every
player outputs the received value. Obviously, this protocol achieves broadcast for
up to t corrupted players and extended validity with consistency detection for
up to T corrupted players. According to Theorem [Z, such a protocol cannot
exist with respect to the stated thresholds ¢t and T. Hence ExtConsBC is not
achievable with respect to these thresholds. a

5 Detectable Multi-party Computation

Detectable precomputation immediately allows to turn any protocol ¥ (e.g., a
protocol for multi-party computation) in model MPS, (or MPES) into a “de-
tectable version” for standard model Myt (or Mgee) without broadcast chan-
nels. For the case that f <t players are corrupted this transformation preserves
any security properties of ¥ except for zero-error. For the case that f < T play-
ers are corrupted the transformation still preserves any security properties of
¥ except for zero-error and robustness. Robustness is lost since detectable pre-
computation cannot guarantee validity for T' (at least for the interesting cases
where T > n/3). Zero-error is lost since there is no deterministic protocol for
detectable precomputation as follows from Lamport’s result [Lam&3].

In particular, it is possible to define the “detectable” version of multi-party
computation along the lines of [FGMR02].

Definition 7 (Detectable precomputation for MPC). Let ¥ be an MPC
protocol among P in a model assuming broadcast, model MP¢ € {MPb¢, MPe 1,
and let M, € {Maut, Msec} be the same model as MPC but without broadcast. A
protocol among P where every player p; € P computes some private data A; and
finally decides on a decision bit g; € {0,1} achieves detectable precomputation
for MPC with ¥ with respect to thresholds t and T (T > t), and t', if it satisfies
the following conditions:

Robustness: If at most f <t players are corrupted then the correct players
accept (g; =1).
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Correctness: If f < T then all correct players commonly accept (g; = 1)
or commonly reject (g; = 0) the protocol; moreover, if the private data
A; held by all correct players is inconsistent in the sense that it does not
guarantee for MPC secure against t' corrupted players in model M, then
the correct players reject (g; = 0).

Independence: At the time of the precomputation, a correct player does
not yet need to know his input values for the later multi-party computa-
tions. o

Together with [Bea8IRBRICDDT99), detectable precomputation for broad-
cast trivially allows for detectable MPC such that only robustness is lost since
non-zero error is necessary for multi-party computation secure against ¢t > n/3
corrupted players [DDWY93]. The following theorem follows immediately from
Theorem [3}

Theorem 6 (Detectable precomputation for MPC). Let ¥ be the MPC
protocol in [CDD*99] for model MEE, unconditionally secure against a faulty
manority of corrupted players. In model Mgec, detectable precomputation for un-
conditionally secure MPC with W among n players with respect to thresholds t
and T (T > t), and t', is efficiently achievable if (t+2T <n VvV t=0) and
t'<n/2.

For the case thatt > 0 and t + 2T > n, and t' > n/3, detectable precompu-
tation for MPC' is not even achievable with respect to computational security.

Proof. Achievability follows from [Bea89/RB89,CDD'99] and Theorem [3. Im-
possibility follows from Theorem [5] together with the impossibility of broadcast
for t > n/3 if no consistent PKI is given. m]

Alternatively to this theorem, there are protocols for non-robust MPC with-
out fairness for model MPS, [GMWSZIBGRIA/Gol01] computationally secure
against any number of corrupted players. These protocols can be detectably
precomputed with help of Protocol Bl (or its more efficient computational ana-
logue), which directly leads to corresponding protocols for the weaker model

Mt without broadcast (and without need for a PKI setup).

6 General Adversaries

In contrast to threshold adversaries, general adversaries are characterized by the
possible subsets of players which might be corrupted at the same time. More
precisely, a general adversary is characterized by a collection Z of subsets of the
player set P, i.e., Z C 2P, A Z-adversary can corrupt the players of one of the
sets in Z. It is known that broadcast secure against a Z-adversary is achievable
if and only if no three sets in Z add up to P [HM97/FM98]. Under the same
condition, secure multi-party computation is possible [HM97]. When no PKI is
set up these bounds are tight.
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Our results on two-threshold security can immediately be generalized to gen-
eral adversaries. We consider two adversary structures Z and Z*, where Z C Z*,
corresponding to the threshold case with ¢t and T', where ¢t < T. A protocol is
(Z, Z*)-secure if it provides full security against an adversary corrupting a set
Z € Z, and degraded security against an adversary corrupting a set Z € Z*. A
broadcast protocol with extended validity (consistency) achieves normal broad-
cast when any set Z € Z is corrupted, and still provides validity (consistency)
when a set Z € Z* is corrupted. (£, Z*)-secure broadcast is achievable if and
only if

VZlez, ZQEZ*, Z3€Z*221UZQUZ'3,7£P.

Given the constructions for two-threshold broadcast in this paper, the construc-
tion of such a protocol with respect to general adversaries is straight-forward.
The above results immediately generalize to detectable multi-party computation.

7 Conclusions

We generalized the standard notion of broadcast to two-threshold broadcast, re-
quiring standard broadcast for the case that f < t players are corrupted and
either validity or consistency when ¢t < f < T. We showed that, for both cases,
(efficient) unconditionally secure two-threshold broadcast is achievable among n
players if and only if £ = 0 or ¢t + 27 < n. Our protocol with extended validity
additionally achieves that, when consistency is not reached, all players agree on
this fact (consistency detection); our protocol with extended consistency addi-
tionally achieves agreement about the fact whether or not validity is achieved
(validity detection).

In the same way, detectable precomputation can be generalized with respect
to two thresholds ¢ and T'. In a model with pairwise channels but without broad-
cast (and no PKI among the players), such a protocol achieves the following;:

— if f < T players are corrupted then either all correct players accept or they
all reject the protocol outcome. If the correct players accept the protocol
outcome then broadcast secure against t’ < n corrupted players and MPC
secure against ¢’ < n/2 corrupted players are achievable from now on.

— if f <t then all correct players accept the protocol outcome.

Detectable precomputation is (efficiently) achievable if and only if ¢t + 27 < n or
t=0.

Acknowledgments. We thank the anonymous referees for their helpful com-
ments.
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Abstract. The recently proposed universally composable (UC) security
framework, for analyzing security of cryptographic protocols, provides
very strong security guarantees. In particular, a protocol proven secure in
this framework is guaranteed to maintain its security even when deployed
in arbitrary multi-party, multi-protocol, multi-execution environments.
Protocols for securely carrying out essentially any cryptographic task in a
universally composable way exist, both in the case of an honest majority
(in the plain model, i.e., without set-up assumptions) and in the case of
no honest majority (in the common reference string model). However, in
the plain model, little was known for the case of no honest majority and,
in particular, for the important special case of two-party protocols.

We study the feasibility of universally composable two-party function
evaluation in the plain model. Our results show that very few functions
can be computed in this model so as to provide the UC security guar-
antees. Specifically, for the case of deterministic functions, we provide a
full characterization of the functions computable in this model. (Essen-
tially, these are the functions that depend on at most one of the parties’
inputs, and furthermore are “efficiently invertible” in a sense defined
within.) For the case of probabilistic functions, we show that the only
functions computable in this model are those where one of the parties
can essentially uniquely determine the joint output.

1 Introduction

Traditionally, cryptographic protocol problems were considered in a model where
the only involved parties are the actual participants in the protocol, and only a
single execution of the protocol takes place. This model allows for relatively con-
cise problem statements, simplifies the design and analysis of protocols, and is a
natural choice for the initial study of protocols. However, this model of “stand-
alone computation” does not fully capture the security requirements from cryp-
tographic protocols in modern computer networks. In such networks, a protocol
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execution may run concurrently with an unknown number of other copies of the
protocol and, even worse, with unknown, arbitrary protocols. These arbitrary
protocols may be executed by the same parties or other parties, they may have
potentially related inputs and the scheduling of message delivery may be adver-
sarially coordinated. Furthermore, the local outputs of a protocol execution may
be used by other protocols in an unpredictable way. These concerns, or “attacks”
on a protocol are not captured by the stand-alone model. Indeed, over the years
definitions of security became more and more sophisticated and restrictive, in
an effort to guarantee security in more complex, multi-execution environments.
(Examples include [GKSSINYIOBIGDDNOOIDNSIRRKIIGMONCKOT] and many
more). However, in spite of the growing complexity, none of these notions guar-
antee security in arbitrary multi-execution, multi-protocol environments.

A recently proposed alternative approach to guaranteeing security in arbi-
trary protocol environments is to use notions of security that are preserved
under general protocol composition. Specifically, a general framework for defin-
ing security of protocols has been proposed [COI]. In this framework (called the
universally composable (UC) security framework), protocols are designed and ana-
lyzed as stand-alone. Yet, once a protocol is proven secure, it is guaranteed that
the protocol remains secure even when composed with an unbounded number of
copies of either the same protocol or other unknown protocols. (This guarantee
is provided by a general composition theorem.)

UC notions of security for a given task tend to be considerably more stringent
than other notions of security for the same task. Consequently, many known
protocols (e.g., the general protocol of [GMWRT], to name one) are not UC-secure.
Thus, the feasibility of realizing cryptographic tasks requires re-investigation
within the UC framework. Let us briefly summarize the known results.

In the case of a majority of honest parties, there exist UC secure protocols for
computing any functionality [COI] (building on [BGWSSRBIIICFGNIG]). Also,
in the honest-but-curious case (i.e., when even corrupted parties follow the pro-
tocol specification), UC secure protocols exist for essentially any functionality
[cLos02]. However, the situation is different when no honest majority exists and
the adversary is malicious (in which case the corrupted parties can arbitrarily
deviate from the protocol specification). In this case, UC secure protocols have
been demonstrated for a number of specific (but important) functionalities such
as key exchange and secure communication, assuming authenticated channels
[cOT]. However, it has also been shown that in the plain model (i.e., assuming
authenticated channels, but without any additional set-up assumptions), there
are a number of natural two-party functionalities that cannot be securely re-
alized in the UC framework. These include coin-tossing, bit commitment, and
zero-knowledge [COTICEOT]. In contrast, in the common reference string model,
UC secure protocols exist for essentially any two-party and multi-party func-
tionality, with any number of corrupted parties [CLOS02].

A natural question that remains open is what are the tasks that can be
securely realized in the UC framework, with a dishonest majority, a malicious
adversary and without set-up assumptions (i.e., in the plain model). We note
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that previous results left open the possibility that useful relaxations of the coin-
tossing, bit commitment and zero-knowledge functionalities can be securely re-
alized. (Indeed, our research began with an attempt to construct UC protocols
for such relaxations.)

OUR RESULTS. We concentrate on the restricted (but still fairly general) case
of two-party function evaluation, where the parties wish to evaluate some pre-
defined function of their local inputs. We consider both deterministic and prob-
abilistic functions. Our results (which are mostly negative in nature) are quite
far-reaching and apply to many tasks of interest. In a nutshell, our results can be
summarized as follows. Say that a function g is efficiently invertible if there exists
an inverting algorithm M that successfully inverts g (i.e., M(g(z)) € g~ (g(x)))
for any samplable distribution on the input z. Then, our main results can be
informally described as follows:

1. Let f(-,-) be a deterministic two-party function. Then, f can be securely
evaluated in the UC framework if and only if f depends on at most one of
its two inputs (e.g., f(z,y) = g(z) for some function g(-)) and, in addition,
g is efficiently invertible.

2. Let f(-,-) be a probabilistic two-party function. Then, f can be securely
evaluated in the UC framework only if for any party, and for any input z
for that party, there exists an input y for the other party such that f(x,y)
is “almost” deterministic (i.e., essentially all the probability mass of f(x,y)
is concentrated on a single value).

These results pertain to protocols where both parties obtain the same output.
Interestingly, the results hold unconditionally, in spite of the fact that they rule
out protocols that provide only computational security guarantees. We remark
that UC-security allows “early stopping”, or protocols where one of the parties
aborts after learning the output and before the other party learned the output.
Hence, our impossibility results do not (and cannot) rely on an early stopping
strategy by the adversary (as used in previous impossibility results like [C86]).
Our results provide an alternative proof to previous impossibility results re-
garding UC zero-knowledge and UC coin-tossing in the plain model [COTICEOT].
In fact, our results also rule out any interesting relaxation of these functionali-
ties. We stress, however, that these results do not rule out the realizability (in
the plain model) of interesting functionalities like key-exchange, secure message
transmission, digital signatures, and public-key encryption (see [COTICKO2]). In-
deed, as noted above, these functionalities are realizable in the plain model.

TECHNIQUES. Our impossibility results utilize in an essential way the strong re-
quirements imposed by the UC framework. The UC definition follows the stan-
dard paradigm of comparing a real protocol execution to an ideal process involv-
ing a trusted third party. It also differs in a very important way. The traditional
model considered for secure computation includes the parties running the pro-
tocol, plus an adversary A that controls a set of corrupted parties. In the UC
framework, an additional adversarial entity called the environment Z is intro-
duced. This environment generates the inputs to all parties, reads all outputs,
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and in addition interacts with the adversary in an arbitrary way throughout the
computation. A protocol securely computes a function f in this framework if for
any adversary A that interacts with the parties running the protocol, there ex-
ists an ideal process adversary (or “simulator”) S that interacts with the trusted
third party, such that no environment can tell whether it is interacting with A
and the parties running the protocol, or with S in the ideal process.

On a high level, our results are based on the following observation. A central
element of the UC definition is that the real and ideal process adversaries A and
S interact with the environment Z in an “on-line” manner. This implies that S
must succeed in simulation while interacting with an external adversarial entity
that it cannot “rewind”. Given the fact that here is no honest majority and
that there are no setup assumptions that can be utilized, it turns out that the
simulator S has no advantage over a real participant. Thus, a corrupted party
can actually run the code of the simulator.

Given the above observation, we demonstrate our results in two steps. First,
in Section Bl we prove a general “technical lemma,” asserting that a certain
adversarial behavior (which is based on running the code of the simulator) is
possible in our model. We then use this lemma to prove the characterization
mentioned above, in several steps. Let us outline these steps. First, we concen-
trate on functions where only one of the parties has input, and show that these
functions are computable iff they are efficiently invertible. Next, we consider
functions where both parties have inputs, and demonstrate that such functions
are computable only if they totally ignore at least one of the two inputs. This is
done as follows. First, we show that functions that contain an “insecure minor,”
as defined in [BMM99)], cannot be realized. (A series of values aq, o, g, o consti-
tute an insecure minor for f if f(a1,as) = f(af, az) but f(ay,ab) # f(af, ab);
see Table [1 in Section IE) Next, we show that functions that contain an
“embedded-XOR” cannot be realized. (Values aq, o, as, af form an embedded-
XORif f(au, a2) # flof, a2) # fla, a3) # f(ar,ah) # f(oa, az); see Table
in Section [£3]) We then prove that a function that contains neither an insecure
minor nor an embedded-XOR must ignore at least one of its inputs.

IMPOSSIBILITY FOR RELAXED VERSIONS OF UC. The impossibility results pre-
sented in this paper actually also rule out two natural relaxations of the UC
definition. First, consider an analogous definition where the environment ma-
chine Z is uniform. (We remark that the UC theorem has been shown to hold
under this definition [EMS(O3].) In this case, some variations of our results hold
(for example, an almost identical characterization holds in the case that the
functions are defined over a finite domain). Next, consider a relaxed definition of
security, where the relaxation relates to the order of quantifiers. The actual UC
definition requires that for every adversary A, there exists a simulator S such
that no environment Z can distinguish real executions with A from ideal process
executions with S (i.e., VAISVZ). Thus, a single simulator S must successfully
simulate for all environments Z. A relaxation of this would allow a different
simulator for every environment; i.e., V.4, Z3S. (We note that the UC composi-
tion theorem is not known to hold in this case.) As above, the characterization
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remains almost the same even for this relaxed definition. Due to lack of space,
we present our results only for the standard UC definition, however, similar
impossibility results do hold for the relaxed definitions above; see [CKLO3].

RELATED WORK. Characterizations of the functions that are securely com-
putable were made in a number of other models and with respect to different no-
tions of security. E.g., in the case of honest-but-curious parties and information-
theoretic privacy, characterization of the functions that can be computed were
found for the two-party case [CK89IKR9], and for boolean functions in the multi-
party case [CKR9]. In [BMM99], the authors consider a setting of computational
security against malicious parties where the output is given to only one of the
parties, and provide a characterization of the complete functions. (A function is
complete if given a black-box for computing it, it is possible to securely compute
any other function.) Some generalizations were found in [K00]. Similar complete-
ness results for the information-theoretic honest-but-curious setting are given in
[KEMOOQ]. Interestingly, while the characterizations mentioned above are very
different from each other, there is some similarity in the type of structures con-
sidered in those works and in ours (e.g., the insecure minor of [BMM9Y] and the
embedded-OR of [KKMOO0)]).

2 Review of UC Security

We present a very brief overview of how security is defined in the UC framework,
restricted to our case of two parties, non-adaptive adversaries, and authenticated
communication. For further details see [CO1ICKLO3].

As in other general definitions (e.g., [GLOOIMRITIBI1]), the security require-
ments of a given task (i.e., the functionality expected from a protocol that carries
out the task) are captured via a set of instructions for a “trusted party” that ob-
tains the inputs of the participants and provides them with the desired outputs
(in one or more iterations). Informally, a protocol securely carries out a given
task if running the protocol with a realistic adversary amounts to “emulating”
an ideal process where the parties hand their inputs to a trusted party with the
appropriate functionality and obtain their outputs from it, without any other
interaction. We call the algorithm run by the trusted party an ideal functionality.

To allow proving a universal composition theorem, the notion of emulation
in this framework is considerably stronger than in previous ones. Traditionally,
the model of computation includes the parties running the protocol and an
adversary, A, that controls the communication channels and potentially corrupts
parties. “Emulating an ideal process” means that for any adversary A there
should exist an “ideal process adversary” (or, simulator) S that results in a
similar distribution on the outputs for the parties. Here an additional entity,
called the environment Z, is introduced. The environment generates the inputs
to all parties, reads all outputs, and in addition interacts with the adversary in an
arbitrary way throughout the computation. A protocol is said to securely realize
a given ideal functionality F if for any “real-life” adversary A that interacts with
the protocol and the environment there exists an “ideal-process adversary” S,
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such that no environment Z can tell whether it is interacting with A and parties
running the protocol, or with & and parties that interact with F in the ideal
process. In a sense, here Z serves as an “interactive distinguisher” between a
run of the protocol and the ideal process with access to F. A bit more precisely,
Let REAL; 4,z be the ensemble describing the output of environment Z after
interacting with parties running protocol m and with adversary A. (Without
loss of generality, we assume that the environment outputs one bit.) Similarly,
let IDEALfr s z be the ensemble describing the output of environment Z after
interacting in the ideal process with adversary S and parties that have access to
ideal functionality F.

Definition 1 Let F be an ideal functionality and let 7 be a two-party protocol.
We say that w securely realizes F if for any adversary A there exists an ideal-
process adversary S such that for any environment Z, the ensembles IDEALF s z
and REAL 4 z are indistinguishable.

NON-TRIVIAL PROTOCOLS AND THE REQUIREMENT TO GENERATE OUTPUT. In
the UC framework, the ideal process does not require the ideal-process adversary
to deliver messages that are sent by the ideal functionality to the dummy parties.
Consequently, the definition provides no guarantee that a protocol will ever
generate output or “return” to the calling protocol. Indeed, in our setting where
message delivery is not guaranteed, it is impossible to ensure that a protocol
“terminates” or generates output. Rather, the definition concentrates on the
security requirements in the case that the protocol generates output.

A corollary of the above fact is that a protocol that “hangs”, never sends any
messages and never generates output, securely realizes any ideal functionality.
However, such a protocol is clearly not interesting. We thus use the notion of a
non-trivial protocol. Such a protocol has the property that if the real-life adversary
delivers all messages and does not corrupt any parties, then the ideal-process
adversary also delivers all messages (and does not corrupt any parties). In the
rest of this work we concentrate on non-trivial protocols.

3 The Main Theorem — Deterministic Functions

In this section, we prove a theorem that serves as the basis for our impossibility
results. To motivate the theorem, recall the way an ideal-model simulator typ-
ically works. Such a simulator interacts with an ideal functionality by sending
it an input (in the name of the corrupted party) and receiving back an output.
Since the simulated view of the corrupted party is required to be indistinguish-
able from its view in a real execution, it must hold that the input sent by the
simulator to the ideal functionality corresponds to the input that the corrupted
party (implicitly) uses. Furthermore, the corrupted party’s output from the pro-
tocol simulation must correspond to the output received by the simulator from
the ideal functionality. That is, such a simulator can “extract” the input used by
the corrupted party, and can cause the corrupted party to output a value that
corresponds to the output received by the simulator from the ideal functionality.
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The following theorem shows that, essentially, a malicious P> can do “what-
ever” the simulator can do. That is, consider the simulator that exists when Py
is corrupted. This simulator can extract P;’s input and can cause its output to
be consistent with the output from the ideal functionality. Therefore, P> (when
interacting with an honest Py) can also extract P;’s input and cause its output
to be consistent with an ideally generated output. Indeed, P, succeeds in doing
this by internally running the ideal-process simulator for P;. In other models of
secure computation, this cannot be done because a simulator typically has some
additional “power” that a malicious party does not. (This power is usually the
ability to rewind a party or to hold its description or code.) Thus, we actually
show that in the plain model and without an honest majority, the simulator
for the UC setting has no power beyond what a real (adversarial) party can do
in a real execution. This enables P, to run the simulator as required. We now
describe the above-mentioned strategy of Ps.

STRATEGY DESCRIPTION FOR Ps: The malicious P, internally runs two separate
machines (or entities): Py and PY. Entity P§ interacts with (the honest) P; and
runs the simulator that is guaranteed to exist for Pj, as described above. In
contrast, entity P} emulates the ideal functionality for the simulator as run by
Pg. Loosely speaking, when P§ obtains P;’s input, it hands it to P?, who then
computes the function output and hands it back to Ps'. Entity Ps then continues
with the emulation, and causes P; to output the value that P§ received from P.
We now formally define this strategy of P». We begin by defining the structure
of this adversarial attack, which we call a “split adversarial strategy”, and then
proceed to define what it means for such a strategy to be “successful”.

Definition 2 (split adversarial strategy): Let f : X x X — {0, 1}* be a function
and let I be a protocol. Let Xo C X be a polynomial-size subset of inputs (i.e.,
| X2| = poly(k), where k is the security parameter), and let xo € Xa. Then,
a corrupted party P is said to run a split adversarial strategy if it proceeds as
follows. Py internally runs Pg and PY. Next:

1. Upon input (Xa,x2), party P, internally gives the machine PY the input
pair (Xa,x2). (P§ does not receive the input value. This fact will become
important later.)

2. An ezecution between (an honest) Py running Iy and P> works as follows:
a) P§ interacts with Py according to some specified strategy (to be fized).
b) At some stage of the execution Ps hands P} a value /.

c) When P? receives xy from P§, it computes y = f(z!,2%) for some x, €
X5 of its choice
d) P% hands P$ the value y, and P$ continues interacting with P;.

Informally speaking, a split adversarial strategy is said to be successful if the
value x| procured by Pg is essentially (the honest) P;’s input. Furthermore, Pg

! The choice of 25 can depend on the values of both z} and x5 and can be chosen by
any efficient strategy. The fact that x5 must come from the polynomial-size subset
of inputs X5 is needed later.
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should succeed in causing P; to output the value y that it received from PY. As
mentioned, P§ does this by internally running the simulator that is guaranteed to
exist for a corrupted P;. This means that step Rblabove corresponds to the ability
of the simulator (as run by P§) to extract Py’s input, and step [2d] corresponds
to the simulator’s ability to cause the output of P; to be consistent with the
ideally computed output. Formally,

Definition 3 Let Z be an environment who hands an input x1 € X to Py
and a pair (Xo,x9) to Pa, where X9 C X, |X3| = poly(k), and x93 €r Xo.
Furthermore, Z continually activates Py and P in succession. Then, a split
adversarial strategy for Py is said to be successful if in a real execution with the
above Z and an honest Py, the following holds:

1. The value xy output by P§ in step [2H of Definition[@is such that for every
T2 € X, f(2,22) = f(z1,22).
2. Py outputsy, where y is the value that Py gives P$ in stepl2d of Definition[2

Loosely speaking, the theorem below states that a successful split adversarial
strategy exists for any protocol that securely realizes a two-party function. In
Section ] we will show that the existence of successful split adversarial strategies
rules out the possibility of securely realizing large classes of functions. We are
now ready to state the theorem:

Theorem 4 Let f be a two-party function, and let Fy be the two-party ideal
functionality that receives x1 and xo from Py and Ps, respectively, and hands
both parties f(x1,x2). If Fy can be securely realized by a non-trivial protocol
II;, then there exists a machine Ps such that, except with negligible probability,
the split adversarial strategy for Py = (Pg, PY) is successful.

Proof: The intuition behind the proof is as follows. If F; can be securely
realized by a protocol ITz, then this implies that for any real-life adversary A
(and environment Z), there exists an ideal-process adversary (or “simulator”) S.
As we have mentioned, this simulator interacts with the ideal process and must
hand it the input that is (implicitly) used by the corrupted party. That is, S
must be able to extract a corrupted party’s input. Now, consider the case that A
controls party P; and so § must extract P;’s input. The key point in the proof
is that S must essentially accomplish this extraction without any rewinding and
without access to anything beyond the protocol messages. This is due to the
following observations. First, S interacts with the environment Z in the same
way that parties interact with each other in a real execution. That is, Z is a
party that sits externally to S (or, otherwise stated, S has only black-box access
to Z) and S is not able to rewind Z. Now, since Z and A can actively cooperate
in attacking the protocol, Z can generate all the adversarial messages, with A

2 Recall that a non-trivial protocol is such that if the real model adversary corrupts no
party and delivers all messages, then so does the ideal model adversary. This rules
out the trivial protocol that does not generate output. See Section 2 for details.
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just forwarding them to their intended recipients. This implies that S actually
has to extract the input from Z. However, as mentioned, S interacts with Z in
the same way that real parties interact in a protocol execution. Given that S can
extract in such circumstances, it follows that a malicious P interacting in a real
protocol execution with an honest Pj, can also extract P;’s input (by using S).
Thus, P§’s strategy is to run the code of the simulator S (and the role of Py is to
emulate S’s interface with Fy). The above explains the ability of P§' to extract
Py’s input. The fact that P$ causes the honest P; to output y = f(a),x}) also
follows from the properties of S. We now formally prove the above, by formalizing
a split adversarial strategy, and proving that it is successful.

First, we formulate the simulator S mentioned above. Assume that F; can
be securely realized by a protocol II¢. Then, for every adversary A there exists
a simulator S such that no environment Z can distinguish between an execution
of the ideal process with & and F; and an execution of the real protocol IT; with
A. We now define a specific adversary A and environment Z. The adversary A
controls party P, and is a dummy adversary who acts as a bridge that passes
messages between Z and P». Now, let X5 be some polynomial-size set of inputs
(chosen by Z), and let (z1,22) be P, and P»’s respective inputs as decided by
Z, where 25 €g Xa. Then, Z writes (X2, 22) on Py’s input tape and plays the
role of honest P; on input x; by itself. That is, Z runs P;’s protocol instructions
in IT; on input x; and the incoming messages that it receives from A (which
are in turn received from Ps). The messages that Z passes to A are exactly
the messages as computed by an honest P; according to IIy. At the conclusion
of the execution of IIy, the environment Z obtains some output, as defined by
the protocol specification for P; that Z runs internally; we call this Z’s local
Pi-output. Z then reads P»’s output tape and outputs 1 if and only if Z’s local
Pi-output and Py’s output both equal f(x1,x2). Observe that in the real-life
model Z outputs 1 with probability negligibly close to 1. This is because such
an execution of IIy, with the above Z and A, looks exactly like an execution
between two honest parties P, and P> upon inputs x; and s, respectively. Now,
since I is a non-trivial protocol, in an ideal execution with no corrupted parties,
both parties output f(z1,z2). Therefore, the same result must also hold in a real
execution (except with negligible probability).

We now describe the strategy for Pgy. By the assumption that IT¢ securely
realizes Fy, there exists an ideal process simulator S for the specific A (and
Z) described above, where P; is corrupted. P§ invokes this simulator S and
emulates an ideal process execution of S with the above A and Z. That is, every
message that Py receives from P; it forwards to S as if S received it from Z.
Likewise, every message that S sends to Z in the emulation, Ps forwards to P;
in the real execution. When S outputs a value z/ that it intends to send to Fy,
entity P§ hands it to P. Then, when P§ receives a value y back from P?, it
passes this to S, as if S receives it from Fy, and continues with the emulation.
(Recall that this value y is computed by P? and equals f(x},25).)

We now prove that, except with negligible probability, the above Pj is such
that Py = (P$, PJ) is a successful split adversarial strategy. That is, we prove
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that items (1) and (2) from Definition [3 hold with respect to this P>. We begin
by proving that, except with negligible probability, the value 2} output by Pg
is such that for every xy € Xo, f(z},22) = f(x1,22). First, we claim that S’s
view in the ideal process with the above A and Z is identical to its view in the
emulation with P, = (P$, PY). (Actually, for now it suffices to show that this
holds until the point that & outputs z.) To see this, notice that in the ideal
process with A and Z, the simulator S holds the code of A. However, all A
does is forwarding messages between Z and P,. Thus, the only “information”
received by S is through the messages that it receives from Z. Now, recall that in
this ideal process, Z plays the honest P; strategy upon input x;. Therefore, the
messages that S receives from Z are distributed exactly like the messages that
S receives from the honest P in the emulation with P, = (Pg, PY). Since this is
the only information received by S until the point that S outputs z}, we have
that its views in both cases are identical. It remains to show that in the ideal
process with A and Z, simulator S must obtain and send F; an input 2} such
that for every x4 € Xo, f(a),z2) = f(x1,22), except with negligible probability.
(Item (1) follows from this because if S obtains such an z/ in the ideal process,
then it also obtains it in the emulation with P, = (P§, P?Y) where its view is
identical.) This can be seen as follows. Assume, by contradiction, that with non-
negligible probability 2/ is such that for some Zy € Xo, f(2],%2) # f(z1,Z2).
Now, if in an ideal execution, P»’s input equals Z> and S sends 2 to Fy, then
P, outputs f(x},z2) # f(x1,22). By the specification of Z, when this occurs
Z outputs 0. Now, recall that X5 is of polynomial size and that P»’s input is
uniformly chosen from X5. Furthermore, the probability that S sends z} such
that f(z},Z2) # f(x1,T2) is independent of the choice of x4 for P,. Therefore,
the overall probability that Z outputs 0 in the ideal process is non-negligible.
However, we have already argued above that in a real protocol execution, Z
outputs 1 with overwhelming probability. Thus, Z distinguishes the real and
ideal executions, contradicting the security of the protocol. We conclude that
except with negligible probability, item (1) of Definition [3 holds.

We proceed to prove item (2) of Definition Bl Assume, by contradiction, that
in the emulation with P, = (P, P?), party P, outputs ¢’ # y with non-negligible
probability (recall that y = f(x},z5)). First, consider the following thought
experiment: Modify P? so that instead of choosing z}, as some function of z/
and xo, it chooses z), €g X, instead; denote this modified party 152b . It follows
that with probability 1/|X5|, the value chosen by the modified P? equals the
value chosen by the unmodified P?. Therefore, the probability that P; outputs
Yy # y in an emulation with the modified P, = (P§, P?) equals 1/|X5| times the
(non-negligible) probability that this occurred with the unmodified PY. Since Xo
is of polynomial size, we conclude that P; outputs y’ # y with non-negligible
probability in an emulation with the modified P, = (Pg, P?). Next, we claim
that the view of S in the ideal process with Z and F; is identical to its view in
the emulation by P, = (P§, PY). The fact that this holds until S outputs #, was
shown above in the proof of item (1). The fact that it holds from that point on
follows from the observation that in the emulation by P, = (Pg, 132”), simulator
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S receives f(z],xh) where a, €g Xs5. However, this is exactly the same as it
receives in an ideal execution (where Z chooses xo €g Xo and gives it to the
honest Py). It follows that the distribution of messages received by P in a real
execution with Py = (Pg, P?) is exactly the same as the distribution of messages
received by Z from S in the ideal process. Thus, Z’s local Pj-output is identically
distributed to P;’s output in the emulation with P, = (Pg, P{). Since in this
emulation P; outputs 3y’ # y with non-negligible probability, we have that Z’s
local Pj-output in the ideal process is also not equal to y with non-negligible
probability. By the specification of Z, it follows that Z outputs 0 in the ideal
process with non-negligible probability. This is a contradiction because in a real
execution Z outputs 0 with at most negligible probability. Thus, Z distinguishes
the real and ideal processes. This completes the proof. [l

4 A Characterization for Deterministic Functionalities

This section provides a characterization of two-party deterministic functions with
a single output that can be securely computed in the UC framework without any
set-up assumptions. More specifically, let f : X x X — {0,1}* be a deterministic
function. Say that f is realizable if there exists a protocol that securely realizes
the ideal functionality F that obtains a value x; € X from P;, a value x3 € X
from Py, and hands f(x1,x2) to both P, and P,. We provide a characterization
of the realizable functions f.

This section is organized as follows: We first present a characterization for the
case of functions that depend on only one of the two inputs. Next, we present
two different impossibility results for functions that depend on both inputs.
Finally, we combine all results to obtain the desired characterization. All the
impossibility results here are obtained by applying Theorem Bl to the specific
setting.

It is stressed that the functionalities that we consider provide outputs to both
parties, and that our results do not rely in any way on the fact that a corrupted
party can always abort the computation after it has learned the joint output, and
before the other party does. Indeed, the UC framework explicitly permits such
behavior, by stating that even in the ideal process, parties are not guaranteed
to obtain output (if the ideal-model adversary chooses to do so).

4.1 Functions of One Input

This section considers functions that depend on only one party’s input. We show
that a function of this type can be securely computed in a universally composable
way if and only if it is efficiently invertible. Formally,

Definition 5 A function f : X — {0,1}* is efficiently invertible if there exists
a probabilistic polynomial-time inverting machine M such that for every (non-
uniform) polynomial-time samplable distribution X over X,

Pr, [M(*, f(x)) € fH(f(2)] > 1 = u(k)

for some negligible function pu(-).
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DiScUSSION. A few remarks regarding Definition Bt First, note that every func-
tion f on a finite domain X is efficiently invertible. Second, note that a function
that is not efficiently invertible is not necessarily even weakly one-way. This is
because the definition of invertibility requires the existence of an inverter that
works for all distributions, rather than only for the uniform distribution (as in
the case of one way functions). In fact, a function that is not efficiently invertible
can be constructed from any NP-language L that is not in BPP, as follows. Let
Ry, be the NP-relation for L, i.e., x € L iff Jw s.t. Rp(xz,w) = 1. Then, define
fo(z,w) = (z, Rp(z,w)). It is easy to see that f; is not efficiently invertible
unless L € BPP (this holds only when the distributions X are allowed to be
non-uniform).

Finally, note that a function f; as defined above corresponds in fact to the
ideal zero-knowledge functionality for the language L. That is, the ideal func-
tionality F, as defined above is exactly the ideal zero-knowledge functionality
}"5;’* for relation Ry, as defined in [COTICLOSO2]. Consequently, the character-
ization theorem below (Theorem B) provides, as a special case, an alternative
proof that fgf cannot be realized unless L € BPP [c(T].

We now show that a function f that depends on only one party’s input is
realizable if and only if it is efficiently invertible.

Theorem 6 Let f : X — {0,1}* be a function and let F; be a functionality that
receives x from Py and sends f(x) to Py. Then, Fy can be securely realized in a
universally composable way by a non-trivial protocol if and only if f is efficiently
invertible.

Proof: We first show that if f is efficiently invertible then it can be securely
realized. This is done by the following simple protocol: Upon input z and security
parameter k, party P; computes y = f(z) and runs the inverting machine M on
(1%,%). Then, P; sends P, the value 2’ output by M. (In order to guarantee
security against an external adversary that does not corrupt any party, the
value z’ will be sent encrypted, say using a shared key that is the result of a
universally composable key exchange protocol run by the parties.) Simulation of
this protocol is demonstrated by constructing a simulator who receives y = f(x),
and simulates P; sending P, the output of M (1%, y). Details are omitted.

Let f be a function that is not efficiently invertible. Then, for every non-
uniform polynomial-time machine M there exists a polynomial-time samplable
distribution X over X such that Pr,, ¢[M(1*, f(z)) # f~'(f(z))] is non-
negligible. We now show the impossibility of realizing such an f. Assume, by
contradiction, that there exists a protocol IIy that securely realizes f. Consider
a real execution of ITy with an honest P, (with input ), and a corrupted P,
who runs a successful split adversarial strategy. (By Theorem[2 such a successful
strategy exists.) The adversary A, who controls Ps, is such that at the conclusion
of the execution, it hands Z the value z’ obtained in step of Definition
Finally, define the environment Z for this scenario to be so that it samples a
value z from some distribution X and hands it to P;. Then, Z outputs 1 if and
only if 2’ € f~1(f(z)), where 2’ is the value that it receives from A. Observe
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that by item (1) of Definition Bl f(z’) = f(z) with overwhelming probability
and so in a real execution, Z outputs 1 with overwhelming probability. (Here,
the set X5 described in Definition P] contains the empty input.)

Next, consider an ideal execution with the same Z and with an ideal-process
simulator Sy for the above Py. Clearly, in such an ideal execution Sy receives f(x)
only (because all it sees is the output of the corrupted party P»). Nevertheless,
Sy succeeds in handing Z a value 2’ such that f(z') = f(x); otherwise, Z would
distinguish a real execution from an ideal one. Thus, S5 can be used to construct
an inverting machine M for f: Given y = f(x), M runs S, gives it y in the name
of Fy, and outputs whatever value S; hands to Z. The fact that M is a valid
inverting machine follows from the above argument. That is, if there exists an
efficiently samplable distribution X for which M does not succeed in inverting
f, then when the environment Z chooses x according to X , it distinguishes the
real and ideal executions with non-negligible probability. This contradicts the
fact that f is not efficiently invertible, concluding the proof. [l

Table 1. An Insecure Minor (assuming b # c)

o2 o

ailla b
Q| a

4.2 Functions with Insecure Minors

This section presents an impossibility result for realizing two-input functions
with a special combinatorial property, namely the existence of an insecure minor.
In fact, this property was already used to show non-realizability results in a
different context of informational-theoretic security [BMM9Y].

A function f: X x X — {0,1}* is said to contain an insecure minor if there
exist inputs aq, o, as and o) such that f(ag, as) = f(a), az) and f(ag,ab) #
f (), ab); see Table[ (In the case of boolean functions, the notion of an insecure
minor boils down to the so called “embedded-OR”; see, e.g., [KKMOO(].) Such a
function has the property that when P, has input as, then party P;’s input is
“hidden” (i.e., given y = f(x1, as), it is impossible for P, to know whether P;’s
input, 1, was a1 or «}). Furthermore, a; and o} are not “equivalent”, in that
when P, has «f for input, then the result of the computation with P; having
x1 = oy differs from the result when P} has x; = o) (because f(ay,ab) #
f(af, ab)). We stress that there is no requirement that f(ay,as) # f(a1,ab) or
flay,a2) # f(a),ab) (i-e., in Table[d, a may equal b or ¢, but clearly not both).
We now show that no function containing an insecure minor can be securely
computed without set-up assumptions. (In the treatment below the roles of P;
and P, may be switched.)
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Theorem 7 Let f be a two-party function containing an insecure minor, and
let F¢ be the two-party ideal functionality that receives x1 and xo from P and
P, respectively, and hands both parties f(x1,x2). Then, Fy cannot be securely
realized by a non-trivial protocol.

Proof: We prove this theorem using Theorem 2] and item (1) of Definition
As we have mentioned above, a function with an insecure minor hides the input
of P;. However, by Theorem [2 P can obtain P;’s input. This results in a
contradiction.

Formally, let f be a function and let oy, o, ag, o form an insecure minor in
f. Assume by contradiction that F; can be securely realized by a protocol 1.
Then, consider a real execution of IIy with an honest P; and a corrupted P,
who runs a successful split adversarial strategy. (By Theorem[2], such a successful
strategy exists.) The environment Z for this execution chooses a pair of inputs
(z1,22) where 21 €r {aq,0]} and z2 €R {ag,a’z} (T.e., in this case the set
Xy described in Definition B equals {ao,ab}.) Z then gives P; and P, their
respective inputs, 1 and zo. Now, since P, is successful, P§ must output
such that for every xzo € Xo, f(2],22) = f(z1,22). When A receives the value
x} (from Py), it checks if f(z],z2) = f(a1,x2) or if f(z],22) = f(o], z2) (recall
that A knows x2). Note that since oy € Xo, the value 2} must match only one
of @y and o). A then hands Z the value a; or o appropriately (i.e., according
to which input matches x/). Finally, Z outputs 1 if and only if the value that it
receives from A equals x1. Observe that by item (1) of Definition 3], in the above
real execution, Z outputs 1 with overwhelming probability.

Next, consider an ideal execution with the above A and Z. By the assump-
tion that F is secure, there exists an appropriate ideal process simulator Sy for
the corrupt P. Now, S is given the output f(z1,22) and must provide £ with
the value x; with overwhelming probability. (Recall that in the real execution,
A provides Z with this value with overwhelming probability.) We conclude by
analyzing the probability that S can succeed in such a task. First, with proba-
bility 1/2, we have that zo = . In this case, f(a1,22) # f(af, x2). Therefore,
Sy can always succeed in obtaining the correct z;. However, with probability
1/2, we have that z9 = as. In this case, f(a1,22) = f(), x2). Therefore, infor-
mation theoretically, S can obtain the correct zy with probability at most 1/2.
It follows that Z outputs 0 in such an ideal execution with probability at least
1/4. Therefore, Z distinguishes the ideal and real executions with non-negligible
probability, in contradiction to the security of IT;. [l

4.3 Functions with Embedded-XOR

This section presents an impossibility result for realizing two-input functions
with another combinatorial property, namely the existence of an embedded-XOR.

A function f is said to contain an embedded-XOR if there exist inputs

aq,0d,00 and of such that the two sets Ag def {f(a1,a2), f(cf,ab)} and

3 Since Z is non-uniform, we can assume that it is given an insecure minor of f for
auxiliary input.
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Table 2. An Embedded-XOR — if {a,d} N {b,c} = 0.

g ab

aila b
ol e d

A {f(aq,ahy), f(af,a9)} are disjoint; see Table Bl (In other words, the

table describes an embedded-XOR if no two elements in a single row or col-
umn are equal. The name “embedded-XOR” originates from the case of boolean
functions f, where one can pick Ag = {0} and A; = {1}.) The intuitive idea is
that none of the parties, based on its input (among those in the embedded-XOR
sub-domain), should be able to bias the output towards one of the sets Ag, A; of
its choice. In our impossibility proof, we will in fact show a strategy for, say, P,
to bias the output. We now show that no function containing an embedded-XOR
can be securely computed in the plain model.

Theorem 8 Let f be a two-party function containing an embedded-XOR, and
let F¢ be the two-party ideal functionality that receives x1 and xo from P and
P, respectively, and hands both parties f(x1,x2). Then, Fy cannot be securely
realized by a non-trivial protocol.

Proof: Again, we prove this theorem using Theorem 21 However, the use here
is different. That is, instead of relying on the extraction property (step RH of
Definition 2] and item (1) of Definition B)), we rely on the fact that P> can
influence the output by choosing its input as a function of P;’s input (step [I),
and then cause P; to output the value y that corresponds to these inputs (step 2d]
and item (2) of Definition[3). That is, P, is able to bias the output, something
which it should not be able to do when a function has an embedded-XOR.

Formally, let f be a function and let oy, af, ag, o form an embedded-XOR
in f with corresponding sets Ap, A; (as described above). Assume by contra-
diction that Fy can be securely realized by a protocol II¢. Then, consider a
real execution of IIy with an honest P; and a corrupted P, who runs a success-
ful split adversarial strategy. (By Theorem 2] such a successful strategy exists.)
The environment Z for this execution chooses a pair of inputs (x1,z2) where
x1 €r {a1,a)} and 29 €R {aq,ab}. (Le., in this case, the set X5 from Def-
inition [ equals {2, ab}.) Z then gives P, and P, their respective inputs,
and xo. Now, by item (1) of Definition Bl except with negligible probability, Pg
must output x such that for every zo € X, f(2),22) = f(x1,22). Given this
o', machine PY chooses o so that f(x},25) € Ag. (Such an 2 exists by the
definition of an embedded-XOR. Also, recall that any efficient strategy by which
P} chooses ), is allowed, see step [l of Definition 1) At the conclusion, Z out-
puts 1 if and only if the output of P; is in the set Ay. Observe that by item
(2) of Definition 3, Z outputs 1 with overwhelming probability in the above real
execution.

Next, consider an ideal execution with the above A and Z. By the assumption
that F is secure, there exists an appropriate ideal process simulator S, for the
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corrupted Ps. In particular, the result of an ideal execution with & must be that
Py outputs a value in Ag with overwhelming probability. We now analyze the
probability of this event happening. First, notice that in an ideal execution, Ss
must hand the corrupted P’s input to Fy before receiving anything. Thus, Sy has
no information on x1 when it chooses z3 € {ag, ah}. Since 1 € {a1, )} and
since, by the definition of embedded-XOR, exactly one of f(z1,as), f(x1,0a%) is
in Ap (and the other is in Ay), it follows that no matter what Sz chooses as Py’s
input, it cannot cause the output to be in Ag with probability greater than 1/2.
Therefore, Z outputs 1 in an ideal execution with probability at most negligibly
greater than 1/2; while in the real execution Z output 1 with overwhelming
probability; i.e., Z distinguishes the real and ideal executions. This contradicts
the security of ITy. [l

4.4 A Characterization

Let f: X x X — {0,1}*. Each of Theorems [[land 8 provides a necessary condi-
tion for Fy to be securely realizable (namely, f should not contain an insecure
minor or an embedded-XOR, respectively). Theorem[f gives a characterization of
those functionalities F that are securely realizable, assuming that f depends on
the input of one party only. In this section we show that the combination of these
three theorems is actually quite powerful. Indeed, we show that this provides a
full characterization of the two-party, single output deterministic functions that
are realizable (with the output known to both parties). In fact, we show that
the realizable functions are very simple.

Theorem 9 Let f : X x X — {0,1}* be a function and let Fy be a functionality
that receives x1 and xo from Py and P, respectively, and hands both parties
f(x1,22). Then, Fy can be securely realized in a universally composable way
by a non-trivial protocol if and only if f is an efficiently invertible function
depending on (at most) one of the inputs (x1 or xz3).

Proof: First, we prove the theorem for the case that f contains an insecure-
minor or an embedded-XOR, (with respect to either P; or P). By Theorems []
and [§, in this case F; cannot be securely realized. Indeed, such functions f do
not solely depend on the input of a single party; that is, for each party there is
some input for which the output depends on the other party’s input.

Next, we prove the theorem for the case that f does not contain an insecure-
minor (with respect to either P, or P2) or an embedded-XOR. We prove that in
this case f depends on the input of (at most) one party and hence, by Theorem [6]
the present theorem follows. Pick any z € X and let a = f(x,x). Let By =
{z1|f(x1,2) = a} and By = {xs|f(z,22) = a}. Since f(x,x2) = a then both
sets are non-empty. Next, we claim that at least one of By and Bj is empty;
otherwise, if there exist a; € By and as € By, then setting o = af, = x gives
us a minor which is either an insecure minor or an embedded-XOR. To see this,
denote b = f(a1,z) and ¢ = f(x, as); by the definition of By, By both b and ¢ are
different than a. Consider the possible values for d = f(a1,a2). If d =bor d = ¢,
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we get an insecure minor; if d = a or d ¢ {a,b,c}, we get an embedded-XOR.
Thus, we showed that at least one of By, By is empty; assume, without loss of
generality, that it is Bs. There are two cases:

1. By is also empty: In this case, f is constant. This follows because when
By = By = ¢, we have that for every z1, xo, f(z1,7) = f(x,22) = a. Assume,
by contradiction, that there exists a point (x1,z2) such that f(z1,22) # a
(and so f is not constant). Then, x,x1,x, xo constitutes an insecure minor,
and we are done.

2. By is not empty: In this case, we have that for every z; € B, the function
is fixed (i.e., f(x1,-) is a constant function). This follows from the following.
Assume by contradiction that there exists a point xo such that f(zq,z) #
f(z1,22) (as must be the case if f(x1,-) is not constant). We claim that
x,%1,T,Te constitutes an insecure minor. To see this, notice that f(z,z) =
f(x,z2) = a (because By = ¢). However, f(x1,z) # f(z1,22). By definition,
this is an insecure minor.

We conclude that either f is a constant function, or for every x;, the function
f(x1,-) is constant. That is, f depends only on the input of P, as needed. [

5 Probabilistic Functionalities

This section concentrates on probabilistic two-party functionalities where both
parties obtain the same output. We show that the only functionalities that can
be realized are those where one of the parties can almost completely determine
the (joint) output. This rules out the possibility of realizing any “coin-tossing
style” functionality, or any functionality whose outcome remains “unpredictable”
even if one of the parties deviates from the protocol. It is stressed, however, that
our result does not rule out the realizability of other useful probabilistic func-
tionalities, such as functionalities where, when both parties remain uncorrupted,
they can obtain a random value that is unknown to the adversary. An important
example of such a functionality, that is indeed realizable, is key-exchange.

Let f = {fi} be a family of functions where, for each value of the security
parameter k, we have that fi : X x X — {0,1}* is a probabilistic function.
We say that f is unpredictable for P, if there exists a value x; € X such that
for all zo € X and for all v € {0,1}* it holds that Pr(fi(z1,22) = v) < 1 —,
where € = ¢(k) is a non-negligible function. (We term such z; a safe value.)
Unpredictable functions for P; are defined analogously. A function family is
unpredictable if it is unpredictable for either P; or Ps.

Theorem 10 Let f = {fi} be an unpredictable function family and let Fy be
the two-party functionality that, given a security parameter k, waits to receive
x1 from Py and xo from P, then samples a value v from the distribution of
fr(x1,22), and hands v to both P1 and Py. Then, Fy cannot be securely realized
by any non-trivial protocol.

The proof can be found in the full version of this paper [CKLO3|, and follows
from a theorem for the probabilistic case that is analogous to Theorem
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Abstract. We demonstrate a transformation of Yao’s protocol for se-
cure two-party computation to a fair protocol in which neither party
gains any substantial advantage by terminating the protocol prematurely.
The transformation adds additional steps before and after the execution
of the original protocol, but does not change it otherwise, and does not
use a trusted third party. It is based on the use of gradual release timed
commitments, which are a new variant of timed commitments, and on a
novel use of blind signatures for verifying that the committed values are
correct.

1 Introduction

Yao [30] introduced the concept of secure computation, and demonstrated a
protocol that enables two parties to compute any function of their respective
inputs without leaking to each other any additional information. Yao’s protocol
is both generic and efficient. The protocol is applied to a circuit that evaluates
the function, and its overhead is linear in the size of the circuit (furthermore, the
number of public key operations is only linear in the number of input bits). The
actual running time of the protocol might be high if the circuit is very large, but
it can be very reasonable if the circuit is of small to moderate size, as is the case
for example with circuits that compute additions and comparisons (see e.g. [30,
24] for applications that use secure computation of small circuits). One of the
disadvantages of this protocol, however, is that it does not guarantee fairness if
both parties should learn an output of the protocol (be it the same output for
both parties or a different output for each of them). Namely, one of the parties
might learn her output before the other party does, and can then terminate the
protocol prematurely, before the other party learns his output.

In Yao’s protocol one party constructs a circuit that computes the function,
and the other party evaluates the circuit. Let us denote the parties as the Con-
structer (known also as Charlie, or simply C), and the Evaluator (known also as
Eve, or E). A malicious E can use the non-fairness “feature” and disguise the
early termination of the protocol as a benign communication problem. The early
termination gives E considerable illegitimate power. Consider for example the
case where the parties run a protocol to decide on the terms of a sale of an item,
owned by E, to C. E has a reserve price x, and C gives an offer y. The protocol

E. Biham (Ed.): EUROCRYPT 2003, LNCS 2656, pp. 87-[105] 2003.
© International Association for Cryptologic Research 2003
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defines that if y >  then C buys the item and pays (z+y)/2. Suppose that the
parties run a secure protocol to compute the result of the protocol. The output
of the protocol is the same for both parties, and is (z +y)/2 if y > «x, or 0 oth-
erwise. Now, if E is first to learn the result of the secure computation and if the
result is higher than the reserve price x, she could terminate the communication
between her and C. If C returns and tries to run the protocol again E changes
her reserve price to be C’s previous bid. This maximizes E’s profit assuming
that C uses the same bid. The protocol could be changed to enable C to learn
his output before E does. In this case, though, a corrupt C could terminate the
protocol once he learns his output, compute the value of E’s reserve price, and
rerun the protocol with a bid that is equal to the reserve price.

A possible approach for solving the fairness issue is for the output of the
protocol to be commitments to E’s and C’s respective outputs. The commitment
that becomes known to F is made using a key known to C, and vice versa. After
exchanging the commitments the parties open them bit by bit, ensuring that
none of them gains a significant advantage over the other party. This procedure
can be performed by gradually revealing the bits of the keys that were used
to generate the commitments, but this approach gives an unfair advantage to
a more powerful party that can invest more resources in a parallel brute-force
attack on the remaining bits of the key. This issue is solved by using the timed
commitments of Boneh and Naor [§], or the subsequent work of Garay and
Jakobsson [21]. In this paper we describe and use a new primitive, called a
“gradual release timed commitment”, which combines timed commitments with
a gradual release of the commitment key (the gradual release property was not
supported by [821]).

The remaining problem: A protocol that uses gradual release timed commit-
ments does not solve the fairness problem completely. Nothing ensures E that
the commitment given to her by C is a commitment to the actual output of the
circuit. A malicious C might as well provide E with a commitment to random
data, and then follow the protocol and release the key that enables E to open
this useless commitment. Likewise, E could take the same approach to cheat C.
Previous solutions to the fairness problem (see Section for details) solved
this issue in a rather inefficient way: they changed the way each gate of the
circuit is computed (and added costly proofs to gate evaluations), or changed
the circuit so that it computed the result of a trapdoor function applied to one
of the outputs. These constructions result in a fair protocol whose overhead is
considerably higher than that of computing the original circuit. Our goal is to
design a solution that does not add substantial overhead. This goal is important
since Yao’s basic protocol can be implemented rather efficiently if the circuit
representation of the function is of reasonable size.

1.1 Our Contribution

The main technical focus of this work is the design of a “compiler” that trans-
forms a secure two-party protocol into a fair and secure two-party protocol. The
compiler solves the commitment verification problem, namely verifies that the
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commitments that are used at the last step of the protocol are indeed com-
mitments to the actual outputs of the computed function. This can of course
be guaranteed using zero-knowledge proofs, but this straightforward solution
has considerable overhead. The protocol that is output by the compiler ensures
the correctness of the commitments in an efficient way. It enjoys the following
advantages:

— It does not require any third party to be involved.

— The computation of the function is performed by running the original two-
party protocol. (More specifically, in order to reduce the probability of a fairness
breach to be exponentially small in £, it runs ¢ invocations of the circuit eval-
uation protocol.) This feature has two advantages: First, the resulting protocol
is more efficient than previous suggestions for generic fair protocols, which re-
quired adding a proof to the computation of every gate of the circuit. Second,
the construction can use any efficiency improvement to the original protocol
(for example, use oblivious transfer protocols with low amortized complexity, as
suggested in [28]).

On the other hand, our solution has the following disadvantages. First, the
number of rounds in the final stage of the protocol is proportional to the security
parameter of the commitment scheme (say, k& = 80). This is essential for the
gradual release of the committed valued!l Second, the protocol requires the use
of blind signatures. It is only known how to prove these to be secure assuming
the use of a hash function that is modeled as a random function (i.e. in the
random oracle model) [4]. The other tools we use do not depend on the random
oracle assumption.

1.2 Related Work

The “fairness” problem was introduced by Blum [6]. A detailed discussion of
early solutions appears in Franklin’s dissertation [19]. Early work concentrated
on fair coin-tossing and bit-exchange [25T4T5|, and Damgard [17] describes an
efficient protocol for gradually and verifiably releasing any secret. Constructions
that achieve fairness for general two-party and multi-party protocols were in-
troduced by Yao [30], Galil, Haber and Yung [20], Brickell et al. [10], Ben-Or
et al. [5], Beaver and Goldwasser [2], and Goldwasser and Levin [24]. These
constructions concentrate on generic properties rather than on efficiency. Most
of these constructions apply a transformation to the computation of every gate
rather than taking our approach of leaving the circuit evaluation as it is. The
constructions of [30J20] do not change the computation of every gate, but rather
work by (1) the parties generating a trapdoor function, (2) the circuit computing
an output encrypted by that function, and (3) the parties gradually revealing
the bits of the trapdoor key. This solution is not very efficient due to overhead
of secure distributed generation and computation of the trapdoor function. A

! The large number of rounds is not surprising given the lower bound of Cleve [15]
for the number of rounds for fair exchange of secrets, and the lower bound of Boneh
and Naor [§] for the number of rounds in fair contract signing.
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more efficient construction was given in [9] for a specific two-party function —
testing the equality of two inputs. That construction is tailored for the equal-
ity function. All the constructions require a final phase in which the outputs
are revealed bit by bit in order to prevent one party from obtaining an unfair
advantage. Note that unlike our protocol these constructions do not use the
more recent timed commitments of Boneh and Naor [§], or the variant suggested
by Garay and Jakobsson [2I], which prevent a more powerful adversary from
running a parallel attack for breaking the commitments.

An alternative approach for achieving fairness is to use an “optimistic” pro-
tocol which involves an offline trusted third party. If E sends the required infor-
mation to C then this third party does not participate in the protocol (this is
the optimistic case). However, if C does not receive her outputs from E she can
contact the third party and obtain this information. The idea of using optimistic
fair exchange for implementing generic secure protocols was suggested by [127].
Cachin and Camenisch [I1] designed an efficient optimistic fair protocol for this
task, using efficient proofs of knowledge. The advantage of the optimistic ap-
proach is that the number of rounds is constant and does not depend on the
security parameter. The disadvantages are the requirement for a third party,
and a major degradation in the efficiency of the original protocol (even in the
protocol of [IT] public key operations and zero-knowledge proofs are required for
every gate in the circuit).

2 Two-Party Protocols and the Fairness Issue

2.1 Fairness

We consider two-party protocols with the following parameters:

Input: E’s input is z, C’s input is y. There are also two public functions,
Fg and Fg, with two inputs. To simplify the notation we define F(x,y) =
(Fg(z,y), Fo(x,y)) and refer to F' throughout the paper.

Output: E should learn Fg(x,y) while C learns Fo(z,y). (Of course, it might
be that F'g = F¢, or that one of the parties should learn no output).

The definition of fairness that we use follows that of Boneh and Naor [8],
and states that no party has a significant advantage over the other party in
computing his or her output. Namely, the definition uses parameters ¢ and € and
states that if a party that aborts the protocol can compute his or her output in
time ¢t with probability ¢, the other party can compute her or his output in time
c -t with probability at least g — e.

Definition 1 ((c,e¢)-Fairness). A protocol is (c, €)-fair if the following two con-
ditions hold:

For any time t smaller than some security parameter and any adversary E
working in time t as E: let E choose a function F and input x and run the
two-party protocol for computing F. At some point E aborts the protocol and
attempts to recover Fg(x,y). Denote by q1 the difference between E’s probability
of success, and the probability that a party that knows only F and x succeeds in
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computing Fg(x,y). Then there is an algorithm that C can run in time c -t for
computing Fo(x,y) after the protocol is aborted, such that if qo is the difference
between this algorithm’s probability of success and the probability of computing
Feo(z,y) given only F and y, it holds that ¢1 — g2 < €.

The same requirement holds with relation to C. Namely, where we exchange
between the roles of E and C, x and y, Fg(x,y) and Fo(z,y), and ¢1 and go.

Note that the definition does not compare the probabilities of E and C success-
fully computing their outputs of F' , but rather compares the advantages they
gain over their initial probabilities of computing the result. This is done since
the a-priori (i.e. initial) probabilities of E and C successfully computing their
outputs might not be equal, for example, if the outputs of the two parties are
of different lengths, and are each uniformly distributed given the other party’s
input.

2.2 The Basic Secure Two-Party Protocol

Known protocols for secure two-party computation follow a structure similar
to that of Yao’s original protocol. Following is a high-level description of this
protocol (for more details see [30/20022]T9]).

Input: E’s input is z, C’s input is y.

Output: E should learn Fg(z,y) while C learns Fe(x, y).

Goal: E must not learn from her protocol interaction with C anything that
cannot be directly computed from x and Fg(x,y). Similarly, C must not learn
anything which cannot be directly computed from y and Fe(z,y).

The protocol:

(1) C prepares a combinatorial circuit (using gates such as “or” and “and”) with
binary wires, whose inputs are x and y and whose outputs are Fg(z,y) and
Feo(x,y). The circuit contains gates, and also input wires, internal wires, and
output wires.

(2) C “scrambles” the circuit: he generates for every wire two random values
(which we denote as the “garbled” values) to replace the 0/1 values, and every
gate is replaced by a table that enables the computation of the garbled value
of the output wire of the gate as a function of the garbled values of the input
wires, and otherwise gives no information. These tables do not divulge any other
information. (The details of this construction are not important for our purpose
and we refer the interested user to [30l20/22]).

(3) For every bit of E’s input x, E and C run an oblivious transfer protocol in
which E learns the garbled value that corresponds to the value of her input bit.
(4) C sends to E the tables and the wiring of the gates (namely, the assignment
of output wires of gates to input wires of other gates), and the garbled values
that correspond to C’s input values. He also sends to E a translation table from
the garbled values of the output wires of Fg(z,y) to their actual 0/1 values.
(5) E uses the tables to “propagate” the garbled values of the computation
through the circuit. Namely, for every gate for which knows the garbled values
of the input wires she computes the garbled values of the output wire. At the
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end of this process E computes the garbled values of her output, which she
can translate to 0/1 values using the translation tables. She also computes the
garbled output values of Fe(z,y).
(6) E sends the garbled output values of F(x,y) to C. C can translate these to
the 0/1 values of his output.

This protocol is clearly unfair, as E can simply not send to C the values of
his output wires.

Comment 1 In this paper E can verify that the circuit that C constructs for
computing F is correct. Namely, that it does indeed compute F' and not some
other function. The correctness of the circuit is verified using the cut-and-choose
procedure suggested in Section[3.1], whose error probability is exponentially small.

Perquisites for the generic transformation: The fairness transformation
can be applied to any two-party protocol with a structure similar to that of
Yao’s protocol. The element of the protocol which is essential for the fairness
transformation is that C can set the garbled output values of the circuit for both
his output and E’s, and that E learns both her own output values and those of
C. To be more precise, the fairness transformation depends on the following
properties of the protocol:

Structure: (1) The output of the protocol is defined as a set of output wires,
each having a binary value. (2) C can set random values to represent the 0 and 1
values of every output wire of the circuit, and can construct a translation table
from these values to the original 0/1 values. (3) At the end of the protocol E
learns the values of the output wires of the circuit and sends to C the values of
the wires that correspond to C’s output.

Privacy: When the protocol is stopped (either at its defined end of execution,
or prematurely) the parties do not learn more than the defined outputs of the
function. Namely, anything that a party can compute given his or her input and
output and given his or her view of the interaction in the protocol, he or she can
also compute given the input and output alone.

2.3 Gradual Release Timed Commitments

For the fair exchange protocol the two parties use a variation of the “timed com-
mitments” suggested by Boneh and Naor [8]. The timed commitment protocol
is a “timed cryptography” protocol (see e.g. [I83129]) for generating commit-
ments while ensuring the possibility of forced opening, which can be achieved
using some “large but achievable” amount of computation. The commitments
are also secure against parallel attacks, preventing a powerful adversary that
has a large number of machines from achieving a considerable advantage over
a party that can use only a single machine (the only previous timed construc-
tion supporting this property was that of [29]). The Boneh-Naor construction
was later improved by Garay and Jakobsson [2I], who showed how to reuse the
commitments and reduce their amortized overhead (this improvement can also
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be applied to our gradual release timed commitments). Mao [26] showed how to
improve the efficiency of the proof that the commitment is correctly constructed.

Timed commitments have the following properties: (1) Binding: the generator
of a timed commitment (the "sender”) cannot change the committed value. (2)
Forced opening and soundness: The receiver of the commitment can find the
committed value by running a computation of 2* steps (denoted as "forced
opening”), where a typical value for k is in the range 30,...,50 and enables to
open the commitment by applying a moderately hard computation. The details
of the construction guarantee that this computation cannot be parallelized, and
therefore a party that can invest in many processors is not much stronger than a
party that can only use a single processor. Furthermore, at the end of the commit
phase the receiver is convinced that the forced opening algorithm will produce
the committed value. (3) Privacy: Given the transcript of the commit phase, it
is impossible to distinguish, with any non-negligible advantage, the committed
value from a random string.

Our construction requires an additional property: the commitment must re-
quire an infeasible amount of work for forced opening (say 28° computation
steps), and in addition supports gradual opening. Namely, the sender of the
commitment should be able to send to the receiver a sequence of “hints”, where
each of these hints reduces the computation task of opening the commitment by
a factor of 2. Moreover, the receiver can verify that each hint message indeed
reduces the effort of opening the commitment by a factor of 2. The commitment
is therefore essentially gradually timedB We describe in Appendix [A] two con-
structions of a gradual release timed commitment protocol, which are based on
the timed commitment protocol of [g].

The motivation for using gradual release commitments: One might expect that
the protocol could use simple timed commitments. After all, they support forced
opening that requires a moderately hard effort, and therefore if one of the par-
ties aborts the invocation of Yao’s protocol the other party could apply forced
opening to the commitments made by the first party. This solution is wrong
since there is a point in time, right after E computes the output of the circuit
and before she sends the commitments to C, where E knows the commitments
made by C but C has no information about the commitments made by E. At
that point E can run a forced opening procedure and learn her outputs, while C
cannot learn any information about his outputs.

In order to solve this problem we must use timed commitments that, un-
like those of [§], require an infeasible computation for forced opening — say, 2"
modular squarings where k equals 80 (compare this to the Boneh-Naor protocol
where k is typically in the range of 30, ...,50). This property ensures that when
E has the commitments but C does not, E has no advantage over C since she

% Note that the timed commitment construction of [§] does not enable gradual opening.
That paper uses timed commitments in order to design a contract signing protocol
that has the gradual release property. However, the commitment protocol itself does
not have this property.
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cannot open the commitments. Consequently, the parties must somehow grad-
ually reduce the amount of computation that is needed in order to open the
commitments, until they can be opened using a feasible computation. This is
where the gradual release property is required.

2.4 The Basic Transformation — Randomizing the Outputs

The first transformation towards achieving fairness involves the following steps:
(1) C randomizing the output values, (2) E and C running a protocol that
lets E learn the randomized outputs of both C and herself, and (3) E and C
performing a fair exchange in which E sends to C his outputs, and C sends to E
a derandomization of her outputs.

Transformation 1: We now describe the transformation in more detail. Given
a two-party protocol that follows the structure of Yao’s original protocol, the
transformation applies to it the following modifications:

— Before running the two-party protocol C randomly permutes the order of the
output entries in the tables defining the 0/1 values of the output wires. For each
translation table corresponding to a binary wire i, C chooses a random binary
key k; € {0,1}. If k; = 0 then the table is not changed. If k; = 1 the order of
the entries in the table is reversed. The resulting tables are sent to E instead of
the real tables.

— At the end of the protocol E learns the permuted 0/1 values of all output
wires. She should then exchange values with C by receiving from C the keys
k; of the wires that correspond to E’s output, and sending the output bits of
the wires that correspond to C’s output. (E does not know the corresponding
original values since she does not know the required k; values.) C can use these
values to compute his original output since he knows how he randomized each
wire.

— E and C use gradual release timed commitments in the following natural
way, suggested in [§]. E sends to C a commitment to each of the values she
should send him (namely the values of C’s output wires), and C sends to E
commitments to each of the values he should send her (namely the keys used
to permute the values of E’s output wires). Then the parties perform gradual
opening of the commitments: E sends to C the first “hint” messages for each of
the commitments she sent him. C verifies that these hints are valid and if so
replies with the first hint messages for each of the commitments he sent to her.
The parties continue sending and verifying alternate hint messages for k& rounds,
at the end of which both of them can open all the commitments they need to
open.

Suppose that at some stage E defaults and does not send the required hint
messages to C. Then the amount of work that C has to invest in order to open
the commitments he received is at most twice the amount of work that E has to
invest in order to open the commitments she received from C (since C received
one less round of hint messages than E). On the other hand, if C defaults then
the amount of work that he has to invest is at least the work that E has to do.
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Claim 1 If the commitments sent by the parties at the end of the protocol are
for the correct values (namely E sends to C commitments to the values of each
of C’s output wires, and C sends to E commitments to each of the keys used
to permute the values of E’s oulput wires), then the protocol is (2,€)-fair, for
a negligible €. (Assuming that a computation of 2% steps is infeasible for both
parties, where k is the security parameter of the timed commitments.)

Proof: (sketch) The privacy property of the two-party protocol ensures that
with overwhelming probability the protocol execution reveals nothing to the
parties until the step where E learns the values of the output wires. Since these
values are randomly permuted by C, E learns nothing from observing them, too.
Therefore no information is learned until the commitments are exchanged, and
thus no party gains any advantage by terminating the protocol before that step.

The timed commitments ensure that the receiver of a commitment needs to
invest a computation of 2¥ steps, which cannot be parallelized, in order to find
the committed value. The party that is the first to receive the commitments can
open them in 2F steps, while the other party (who at this stage does not have
the commitments) might have to invest considerably more computation in order
to break the privacy of the two-party protocol and learn his or her output. We
therefore assume that a computation of 2F steps is infeasible for both parties.
(To get rid of this assumption we can set k to be such that 2* is equal to the
work needed in order to break the privacy property of the two-party protocol. In
that case the party that receives the commitments first has no advantage over
the other party.)

After both parties have their respective commitments, they run the gradual
opening protocol. The largest advantage that one of the parties can gain by
terminating the protocol is a factor of 2, achieved by the party that received one
more “hint” than other party. a

The remaining challenge is enabling the parties to verify that the timed
commitments they receive are commitments to the actual values that are defined
in the protocol, which enable the computation of F'.

3 Verifying the Commitments

The main technical focus of this paper is the design of a method that enables the
two parties to verify that the commitments they receive commit to the values
defined by the protocol. The verification of the commitments sent by C (the
constructor) can be done using a cut-and-choose method with an exponentially
small error probability. The verification of the commitments sent by E (the
evaluator) is less straightforward and involves a novel use of blind signatures.
The difficulty in verifying these signatures arises from the fact that E learns an
output value of the circuit, which was defined by C, and must provide C with a
commitment to this value. We must ensure that E sends a commitment to the
right value, but simultaneously we should make sure that C, who generated the
circuit, cannot recognize the commitment.
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Section describes how to transform the protocol into a protocol that lets E
verify the commitments sent to her by C. Section [3.2] describes a transformation
that lets C verify the commitments sent to him by E. Both transformations
have an exponentially small error probability. Both transformations, as well as
Transformation 1 (Section[2.4]), must be applied in order to ensure fairness.

3.1 Verifying C’s Commitments

E should learn commitments to the random permutations that C applies to the
wires of E’s output bits, namely the k; values that correspond to E’s output
wires. The protocol should be changed to let E verify that the commitments
are to the correct values of the permutations. This is done using the following
cut-and-choose technique:

Transformation 2:

— Let £ be a security parameter. Before the protocol is run C prepares 2¢ differ-
ent circuits that compute the required function. Let m be the number of output
wires in the circuit. For every output wire in each circuit C chooses a random bit
k; that defines a permutation of the order of the output bits. L.e., every output
bit of the new circuit is equal to the exclusive-or of the corresponding k; and the
original output bit.

— C sends to E the following information: (1) the tables that encode each
circuit, (2) gradual release timed commitments of all k; values corresponding to
the output wires, and (3) commitments to the garbled values of the input wires,
ordered in two sets. Namely, a set I that includes the commitments to all the
2¢m garbled values of “0” input values, and a set I; of the commitments to all
the 2¢m garbled values of “1” input values.

— E chooses a random subset of ¢ of the 2¢ circuits. She asks C to open the
commitments of the garbled values that correspond to both the 0 and 1 values
of each of the input wires of these circuits, as well as open the commitments
to all the permutations k; of the output wires of these circuits. She uses this
information to verify that all ¢ circuits compute the function F. If this is not
the case E aborts the protocol.

— E and C run the two-party protocol for each of the remaining ¢ circuits. In
the first step of the protocol, C sends to E the garbled values of the input wires
that correspond to C’s input in all the remaining ¢ circuits. C then proves to E,
that C’s input values are consistent in all the evaluated circuits. Namely, that
for each of his input wires either all of the ¢ garbled values correspond to a 0
input, or all of them correspond to a 1 input. This can be done by proving that
either all of them are taken from the set Iy or they are all taken from the set
I, and this proof can be done using the “proofs of partial knowledge” method
of Cramer et al [16] (the full version of this paper contains a more elaborate
discussion of this proof and more efficient constructions). E can then compute
the circuit and learn the permuted output values of all output wires in each of
the circuits, and commitments to the random permutations of these wires.

— E and C then run a gradual opening of their commitments. At the end of this
stage E can compute her actual output in each of the circuits.
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— For each output wire E finds which is the most common output value in the
£ circuits that she computed (i.e. computes the majority of the ¢ bits that were
output), and defines it to be her output value. (If not all £ circuits have the same
output value then it is clear that C cheated. Still, since this is found after the
commitments were open it is too late for E to abort the protocol, and therefore
we must define an output for her.)

Comment 2 This transformation only verifies that a malicious C cannot pre-
vent E from learning the output of F. The transformation does not ensure that
a malicious C cannot learn an output different from F. This issue is discussed
in Section [T

Claim 2 F computes the right output value with probability at least 1—(3/4)3¢/2.

Proof: (sketch) E computes the wrong output value only if there are at least £/2
circuit evaluations that do not compute F correctly. A circuit evaluation does
not compute F correctly if (1) the function encoded in the circuit itself is not
F, or (2) the commitments to the permutation values are wrong, or (3) C did
not provide the correct garbled input values for the computation of the circuit.
Each of these events is detected by the test run at the beginning of the protocol.
C also proves that the inputs he provides to all £ copies of the circuit are taken
from the same set of inputs. Consequently, a wrong final output is computed
if there are £/2 circuit evaluations that result in an incorrect evaluation of F,
and none of them was chosen by E among the ¢ circuits she opens. This event
happens with probability at most (32/2)/(2;) ~ (3/4)3¢/2. O

Overhead: The transformation increases C’s overhead of generating the circuit,
and also the communication between the parties, by a factor of 2¢. The parties
should compute ¢ circuits, but the computation overhead involved in that might
not increase substantially since the oblivious transfer step (which is the major
computation task and is done in the beginning of the circuit evaluation in Yao’s
protocol) can use only a single public key operation per bit of E’s original input.
This is done by E using a single oblivious transfer to learn, for each of her
input bits, either all £ garbled values of a 0 input, or all those of a 1 input. The
computational overhead of the partial proofs of knowledge protocol is O(¢m)
exponentiations. The gradual opening of the circuits requires k steps, and k
public key operations per output bit.

3.2 Verifying E’s Commitments

At the end of the circuit evaluation E should provide C with commitments to
the permuted values of C’s output wires. This step seems hard to implement:
On one hand if E generates the commitments from the permuted output values
of the circuit, nothing prevents her from generating commitments to incorrect
values. On the other hand if C generates the commitments when he constructs
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Step E C
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Q|| S Ot

learns majority of results

Fig. 1. The verification of E’s commitments.

the circuit he might be able to identify, given a commitment, the value that is
committed to. This gives him an unfair advantage in the protocol since he does
not need to wait for E to open the commitments for him.

The solution we suggest is based on the use of blind signatures (see e.g. [12]).
Loosely speaking, the solution operates in the following way, described in Fig-
ure[I} (1) C prepares several copies of the circuit. For every wire corresponding
to a bit of C’s output, E generates a set Sy of commitments to 0, and a set S7 of
commitments to 1. She asks C to blindly sign each of the commitments in these
sets. (2) C then asks E to open a random sample of half of the commitments
in each set, and verifies that the opened commitments from Sy are to 0 values,
and the opened commitments from S; are to 1 values. (3) If all commitments
are correct then C signs each of the remaining values, and puts them in the
permuted output tables of the circuit, replacing the 0/1 output values. (4) After
E evaluates the circuit and obtains the output values she unblinds the signatures
and obtains signatures of C to commitments of the permuted output values. (5)
E then sends the signed commitments to C. (6) C can verify that he indeed
signed the commitments, and therefore that he has placed them in the correct
place in the output tables and that they are committing to the correct values.
Since the signature was blind he cannot, however, know what are the values that
are committed to in each commitment. (7) The parties run a gradual opening
of their commitments. (8) For each of his output wires, C learns the majority of
the output values (each output value is defined by applying the permutation to
the committed value).

Blind signatures: Our construction uses blind signatures. A blind signature
protocol is run between a data owner A and a signer B. The input to the protocol
is an input = known to A, and the output is a signature of z done by B. Blind
signatures were introduced by Chaum [12], and a formal treatment of them was
given in [4], where Chaum’s signature was shown to be secure given the random
oracle assumption and a slightly non-standard RSA assumption.

The public key in Chaum'’s blind signature scheme is a pair (V,e), and his
secret key is d, as in the RSA scheme. The system also uses a public hash function
H whose range is Zj . A signature of a message M is defined a (H(M))%mod N,



Fair Secure Two-Party Computation 99

and a message-signature pair (M,Y) is considered valid if H(M) = Y*mod N.
The blind signature protocol is run in the following way:

— Given an input z, A picks a random value r €r Zj;, computes z = r°¢ -

H(z) mod N, and sends it to B.
— B computes § = 2 mod N and sends it back to A.
— A computes y = g/r. The pair (z,y) is a valid message-signature pair.

To be concrete we describe our construction using Chaum’s blind signatures,
rather than referring to a generic blind signature scheme.

Blind MACs: The blind signatures in our protocol are generated and verified
by the same party. This means that, at least potentially, message authentication
codes (MACs) could be used instead of signatures. We do not know, however,
how to construct a MAC which has the blindness property.

3.3 A Protocol with an Exponentially Small Cheating Probability

The basic idea of the transformation to a protocol that verifies E’s commitments
was described above. A subtle issue that must be addressed is ensuring that
the only information that C learns is the result of computing the majority of
the output values of the ¢ circuits. Otherwise, a corrupt C could, with high
probability, learn additional information about E’s input. See discussion below.

In more detail, the protocol operates in the following way: Let (N, e) be a
public RSA modulus and an exponent, and let d be the inverse of e that is known
only to C. Let H be a hash function whose range is Z3;, which is modeled in the
analysis as a random function.

Transformation 3: Note that Transformation 2 required the parties to evaluate
{ circuits, in order to ensure E that the output of the protocol is the correct value
of F. We now describe a transformation that is applied to every output wire of
each of these circuits.

Pre circuit evaluation stage: Before C constructs the output tables of the
circuits he runs, for each of the circuits, the following protocol with E:

— Assume that C’s output is m bits long. The basic step involves E generat-
ing, for every output wire i of C' in circuit j, a commitment ¢y to the tuple (i, j,0),
and a a commitment ¢; to the tuple (7,7,1). She then chooses random values
r €r Zj, and hashes and randomizes the commitments, to generate (modulo
N) values of the form ¢ = r¢ - H(cp), or ¢ = r¢ - H(c1). Let n be a security
parameter. E generates for every output wire a set Sy of 2n randomized hashes
of commitments to 0, and a similar set S; of commitments to 1. E assigns a
different identification number to each set and sends them to C.

— C chooses a random subset of n commitments from each set and asks E
to open them. He verifies that all commitments to 0 (1) indeed commit to a 0
(1) value, and include the correct circuit and wire identifiers. (Namely, given a
value ¢y, E should present to C a commitment ¢y to 0 and to the circuit and
wire indenifiers, and a value r such that ¢y = r- H(cg). E should also open the
commitment cy. If one of the tests fails then C aborts the protocol.)
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— C signs each of the remaining 2 x m x n ¢ values by raising them to the dth
power modulo N, generating for each of his output wires n signed commitments
for the 0 entry, and n signed commitments for the 1 entry.

— As in the basic protocol, C chooses random bit permutations k; for the
order of the values of each of his output wires. C then maps the n values of Sy,
and this set’s identification number, to the 0 entry of the permuted table, and
the n values of Sp, and this set’s identification number, to the 1 entry of the
permuted table.

Post circuit evaluation stage:

— The parties evaluate all the circuits. There are ¢ circuits, each of them
has m wires that correspond to C’s output, and for each of these wires E learns
n values, as well as the corresponding identification number.

— E uses the identification number to locate the random r values that she
used to blind the commitments, and divides each one of them by the correspond-
ing r value. The result is a set of n signatures of commitments per wire.
Comment: The protocol computes the result of ¢ circuits, which were con-
structed by C. As we explain below, it is insecure to let C learn the outputs of
all these circuits, since in this case an adversarial C can construct circuits that
disclose illegitimate information to him, even after the cut-and-choose test done
by E in Transformation 2 (which only assures, with high probability, that the
majority of the ¢ circuits that are computed are legitimate). The following step
is done in order to prevent a corrupt C from learning illegitimate information.
(This also means that in the analysis of this step we should mostly be concerned
of adversarial behavior of C, and not of E.)

— Before the parties run a gradual opening of their commitments they should
compute the majority of the output values for each of C’s output bits, and find
a circuit whose output agrees with this majority decision. In order to do that
the parties run the following procedure:

— E generates a new circuit with 2mf inputs. For each output wire of the
original circuit there are ¢ inputs, corresponding to the output values of this
wire in the copies of the original circuit that are evaluated by E. There are
also ¢ inputs that correspond to the permutations (k; values) that C applied
to this wire in each of these circuits.

— For each output wire, the new circuit computes the exclusive-or of each
pair of E’s and C’s inputs corresponding to the wire. It then computes the
majority of these ¢ results. Finally, it outputs an index 1 <4 < ¢ such that
the output of the ith copy of the original circuit agrees with all the majority
results computed above. (Such a circuit exists with high probability, since,
with high probability, at least £/2 circuits compute the correct function.)

— Since we are worried that C might cheat in this protocol, we must ensure
that the input values that he uses are indeed the permutations that were
used in constructing the circuits. To achieve this, C prepares in advance
the encoding of his input to the majority circuit (i.e. his messages for the
oblivious transfer step of computing this circuit), and stores commitments
to these messages together with the other commitments that he provides to
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E in the protocol described in Transformation 2. When E chooses a set of ¢
circuits to examine, she also verifies that the commitments to C’s input to
the majority protocol corresponding to these circuits, are the same as the
permutations he used in constructing the circuits.

— The parties evaluate the majority computation circuit. The output is the
index of one of the original circuits, that all of its m output values corre-
spond to the majority results. Note that the size of the circuit computing
the majority function is small, O(m/flog¥¢).

The parties now run the gradual opening of the commitments, where E only
opens the nm commitments that are output from the circuit chosen by the
above procedure. At the end of this stage C has a set of n opened commitments
for each of his m output wires. He takes the majority value of each of these sets
as the output value of the corresponding wire.

Claim 3 An honest C computes a wrong output with prob. at most m - (%)3”/2,

Proof: (sketch) The decoding of a specific output wire in a specific circuit fails
only if E provided at least n/2 corrupt values, and none of them is checked
by C in the initialization stage. The probability that this event happens is
(*"/2)/(>") =~ (3/4)*/>. The probability that in a specific circuit there are one
or more undetected corrupt output wires is therefore at most m - (2)3"/2. Now,
if C is honest then he can compute his correct output given the output of any
of the £ copies of the original circuit. Even if E inputs an incorrect input to the
majority computation circuit, the output of this circuit would still be an index
of one of the ¢ copies of the original circuit. The gradual opening phase therefore
enables C to compute the output of this copy, which is the correct output with
probability 1 —m - (3)37/2,

Claim 4 C cannot learn any of the committed values before the beginning of the
gradual release stage.

Claim 5 If E is honest then with probability at least 1 — (3/4)3¢/? C cannot
compute anything but the output of F.

Proof: (sketch) As described in Section B E verifies that a in randomly selected
sample subset of £ of the original 2¢ circuits F' is evaluated correctly, and the
majority circuit computation receives a correct input from C. In addition, C
proves that she uses the same input in the evaluation of the remaining ¢ circuits.
Therefore, with probability 1 — (3/4)3¢/2, at least £/2 of the computed circuits
compute C’s output as defined by F' (we are assured that E’s input to the circuits
is correct, since we assume E to be honest). When this event happens, the result
of the majority circuit that is run at the post-processing stage is an index of one
of these circuits, and C’s output is the output of this circuit.

Note that if C were learning the output of all ¢ circuits then he was able
to cheat with high probability. For example, he could have generated 2¢ — 1
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legitimate circuits and a single circuit that computes a function different from
F (say, a circuit that outputs E’s input). This circuit has a probability of 1/2 of
avoiding examination by E. Furthermore, C could have learned information even
if the protocol was comparing the outputs of the circuits and refusing to provide
C with any output in the case that not all circuits have the same output. For
example, C could have generated one circuit whose output agrees with that of
the other circuits if E’s input has some property, and disagrees with the other
circuits if this property does not hold. C could then learn this property based on
observing whether he receives any output at all at the end of the protocol. We
avoid these problems by making sure that the only information that C learns is
the majority the outputs of the ¢ circuits.

Overhead: In the initialization stage E sends to C 2nm{ commitments. C per-
forms nf blind signatures for each of his m output wires. The size of the tables
of the output wires increases by a factor of n, but, unless the ratio between the
number of gates and the number of input wires is small, this has little effect
on the overall communication overhead of sending the tables, since the internal
tables of the circuit do not change. The unblinding and signature verification
stages have negligible complexity compared to the signature generation.

4 Open Problems

As noted in Section[3.2] the transformation can use blind message authentication
codes (MACs) instead of blind signatures. It would be interesting to come up
with a construction of a blind MAC. Another interesting problem is to find
whether the number of rounds at the end of the protocol can be o(k), where k
is the security parameter of the commitment scheme.
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A Gradual Release Timed Commitments

We describe a variant of the Boneh-Naor timed commitment scheme, which
enables the committer to perform a gradual release of the comitted value.

A.1 The Boneh-Naor Construction

The timed commitments construction of [8] is defined in the following way:
Setup phase: Let n be a security parameter. The committer chooses two primes
p1, p2 of length n, such that they both equal 3 mod 4. He publishes N = p;ps, and
keeps p; and py private. Let k be an integer, typically in the range (30, ...,50).
Commit phase:

— The committer picks a random h € Zy, computes g = h'Ti=1(%)" mod N,
where the ¢;s are all the primes smaller than some bound B. He sends g and
h to the receiver, who verifies the computation of g.

— The committer computes u = gzzk mod N, using her knowledge of ¢(IV).

— The committer hides the committed value M, using a BBS pseudo-random
generator [7] whose tail is u. Namely, he xors the bits of M with the least

significat bits of the successive square roots of u. In other words, he creates
k_j
a sequence S = S1,..., S|y where S; = M; © lsb(g22 )fori=1,...,|M|.
The commitment is (h, g, u, S).
— In order to prove that w is constructed correctly, the committer constructs
the following vector W of length k and sends it to the receiver

ot ok
W = <b0;"'abk> = <92594791679256a-'-7g2 7'-'792 > (mOd N)

For every ¢ the committer proves in zero-knowlede that the tuple (g, b;—1, b;)
is of the form <g,gw,g$2>. These proofs, together with a verification that

k
br = u, convince the reciever that u = 922 . The proofs themselves are based
on the zero-knowledge proof that a Diffie-Hellman tuple (g, g%, g°, g%) is
correctly constructed, and are very efficient, see [1318] for details.

Open and forced open phases: We only describe here the main ideas of

these phases, and refer the reader to [8] for more details. In the open phase the
k_

committer provides the reciever with a value B2 ™™ from which the receiver

k_
can easily compute 922 Wl, reveal the BBS sequence, compare the last element
to u and decrypt M.

The forced open phase is run by the receiver if the commiter refuses to

k_
open the commitment. The receiver computes 922 ™ from g, or better still,
2k—1

from by_1 = ¢2° . This computation requires — |M]| squarings modulo N

(recall that k is typically at most 50). The security is based on the generalized

BBS assumption, which essentially states that given the first k—1 elements of W
k

the task of distinguishing between 922 and a random residue is not significantly
easier for a parallel algorithm than it is for a sequential algorithm.
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A.2 Gradual Release

We describe two methods that enable gradual release, i.e. enable the committer
to send “hints” to the receiver, such that each hint reduces by a factor of two
the amount of work required for forced opening.

The halving method. This method is based on using the same commitments

as in the Boneh-Naor scheme, and defining a sequence of hints, each halving the
distance between the last known element of the BBS sequence and g22k7‘M‘

Before the first hint is sent, the receiver knows by,_1 = g22k71, and can com-
2ol using dy = 2¥~! — |M| squarings modulo N. The first hint is

g2k =1qak=2

pute g2
therefore the value hy = ¢ that reduces the number of squarings to
dy =21 —2F=2 _|M| = 2F=2 — | M| ~ dy/2 (we assume that |[M| < 2F~1). In
k=1, ok—2_ .  ok—i—1
the same way, the following hints are defined as h; = 922 [ . The
required work of forced opening after the ith hint is d; = 28771 — |M| =~ d;_ /2
The committer must also prove to the receiver that each of the hints is
correctly constructed. This can be easily done using the Diffie-Hellman tuple
zero-knowledge proofs that were used in constructing the sequence W.

A method based on the square roots of the sequence W. This method is
based on the seqeunce W = (b, .. ., by) itself (which is also used in the signature
scheme suggested in [§]). The gradual release timed commitment is defined in
the following way:

— Define, 7; = v/b; (mod N), for i = 1,..., k. Namely, this is a seqeunce of the
square roots modulo N of the elements of W.

— Define a bit ¢;, for i = 1,...,k, to be a hard-core predicate of r; (for a
discussion and construction of hard-core predicates see [23]).
— Define a k bit key as ¢ = ¢1,...,ci. Use this as a key to a committment

scheme, and commit to the value M (note that the bits that are used here
as the key of the commitment scheme are different than those used in []]).

In the opening phase, the committer reveals the values r;, which can be easily
verified by the receiver using simple squarings. The key ¢ can then be computed
from the hard-core predicates. The forced opening phase is identical to the forced
opening phase in the Boneh-Naor protocol.

The gradual release is performed by revealing the sequence of r; values start-
ing from rj. Each value is verified by the receiver by comparing its square to
the corresponding b; value from W. Each value r; reduces the computational
overhead of forced opening by a factor of 2.
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Abstract. In spite of a relatively large number of publications about breaking
Enigma by the Allies before and during the World War 11, this subject remains
relatively unknown not only to the genera public, but aso to people
professionally involved in cryptological research. For example, the story of
Enigmaisrarely apart of a modern textbook on cryptology or a modern course
on cryptography and network security. There exist multiple reasons for this
situation. First, there are still afew unresolved issues, resulting from conflicting
reports, the lack of reliable sources, and along period required for declassifying
documents related to any cryptological activity during the World War 1.
Secondly, the issue is highly political, and there is little consensus in weighing
the contribution of all involved countries. Thirdly, many contemporary
cryptologists honestly believe that thereislittle to learn from the analysis of old
cryptosystems, because of the tremendous progress in theory and practice of
cryptography and a little similarity between old and modern ciphers. In this
paper we confront these opinions by presenting a look at the current state of
knowledge about cryptological methods and devices used to break Enigma. We
introduce al major players involved in these activities, and we make an effort
to weigh their origina contributions. Finally, we show that the story of Enigma
can dill provide contemporary cryptographers with many useful lessons
regarding the way of organizing and building any large-scale security system.

Keywords. Enigma, cipher machine, rotor, cryptanalytical bombe, code-
breaking.

1 Beginningsof Enigma

Enigma belongs to a group of rotor-based crypto machines. The first such machines
were developed and patented independently by severa inventors from different
countries in the period from 1917 to 1921. The first designers included American
Edward Hugh Hebern, German Arthur Scherbius, Dutchman Hugo Alexander Koch,
and the Swede Arvid Gerhard Damm [1]. Arthur Scherbius bought Koch's patent, and
improved his design. He hoped to sell his machine, named Enigma, to the world's
business community, but appeared to be much more successful in a different market.
In 1926 German Navy, and in 1928 German Army introduced Scherbius cipher
machines that were simple modifications of the commercia version of Enigma. In
1930, a military version of Enigma was developed. The most important innovation

E. Biham (Ed.): EUROCRY PT 2003, LNCS 2656, pp. 106-122, 2003.
© International Association for Cryptologic Research 2003
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was an introduction of the plugboard, a component that significantly increased the
number of possible settings of the machine, and thus also a total number of cipher
keys. Since mid 1930’s, Enigma became universally used in all German armed forces.
It is estimated that a total number of Enigma machines used in the period 1935-1945
exceeded 100,000 [13].

2 Machine Construction

Enigma was a small portable electromechanical machine equipped with a battery. It
had dimensions and looks of a typical typewriter. Its major components and the way
of connecting them together are shown schematically in Fig. 1. A keyboard of Enigma
included 26 characters of the Latin alphabet. There were no digits, no punctuation
characters, no function keys. Instead of type, Enigma had a panel with 26 bulbs of the
type used in flashlights. Small windows of the panel were marked with 26 Latin
letters, the same as the keys in the keyboard.

When a key of the keyboard was pressed, a bulb associated with a different |etter
of the alphabet lit. When the pressed key corresponded to a letter of the plaintext, the
highlighted letter represented the corresponding character of the ciphertext. Similarly,
when a key representing a ciphertext letter was pressed, the corresponding letter of
the plaintext lit.

Reflecting Left Middle Right Entry
rotor rotor rotor rotor drum

Rotors s e o -
T —
_—
e PEEAOO00O | | =
of bulbs CACRCACICACKCKC,
PO®ORG® ®® O
K
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Keyboard A 5 ) 6 ¢ ] O K
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Fig. 1. Functional diagram and the dataflow of the military Enigma.
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The main encryption portion of Enigma used in the German army consisted of
three variable-position rotors (drums), one fixed reflecting rotor, and one fixed entry
drum. Each of the three variable-position rotors had 26 fixed contacts on one side, and
26 spring-loaded contacts on the other side. Internaly, contacts of one side were
connected in the irregular fashion with the contacts of the other side. The reflecting
rotor, placed to the left of the variable-position rotors was fixed, and had 26 spring-
loaded contacts located on one side of the rotor. These contacts were connected
among themselves in pairs. The entry drum, located to the right of the variable-
position rotors, had 26 fixed contacts connected to the sockets of the plugboard.

Whenever a key was pressed, the right rotor made a 1/26" of the full revolution.
When the right rotor reached a certain position, referred to as a turnover position, the
middle rotor turned by 1/26" of the full angle. Finally, when the middle rotor reached
the turnover position, then both the middle and the left rotors turned by 1/26" of the
full revolution. This way, each subsequent letter was encrypted using a different
setting of rotors, and Enigma implemented a polyal phabetic cipher with a very large
period. As a result, a frequency distribution of letters in the ciphertext was almost
perfectly uniform, and no attacks based on the classical frequency analysis applied to
Enigma.

Each of the three variable-position rotors was equipped with a ring with 26 |etters
of the alphabet engraved on its circumference. This ring could change its position
with respect to the rest of the rotor. A notch on this ring determined the turnover
position of the given rotor. The letters of the rings found at the top of the three
variable-position rotors were visible through small windows located in a metal lid of
the machine. These letters were used to describe the current positions of rotors.

The last component of the military Enigma, not used in the commercial Enigma,
was a plugboard (also known as a switchboard). Each letter of the alphabet was
represented on the plugboard using a pair of sockets. Connecting two pairs of sockets
together had an effect of swapping two letters of the alphabet at the input of the
enciphering transformation, and at the output of the enciphering transformation.

Certain components of Enigma were different in the naval version of the machine.
For, example a number of main rotors used in the German Navy Enigma was four
compared to three in the German Army Enigma.

3 Three Secretsof Enigma

3.1 Internal Connections of the Machine

As in case of mgjority of military systems, the Enigma machine encryption algorithm
itself was secret. The number of possible internal connections of Enigma has been
estimated to be approximately 3 - 10", compared to the estimated number of 10®
atoms in the entire observable universe [6, 15]. Therefore, the internal connections of
Enigma clearly could not be guessed, and the only way of discovering them was
either through the mathematical analysis or by capturing a copy of the machine.
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3.2 Daily Keys

The magjority of settings of the machine were determined based on the tables of daily
keys, which were distributed by couriers to al military units using Enigma. Initially,
all units used exactly the same machine and the same daily keys. In 1936, there were
aready six networks using different sets of daily keys[13].

In the period, 1930-1938, a daily key of Enigma used by German Army consisted
of the following settings:

a. order of threerotorsinside of the machine — 6 combinations,

b. plugboard connections — about 0.5 - 10" combinations,

c. initial positions of rotors —26° = 17,576 combinations,

d. positions of rings that determined reflecting positions of two rotors — 26° = 676
combinations.

Thus, the total number of possible combinations of daily keys was about 3.6 -10%
or 2" [6, 15]. This number might look very impressive, one need however remember
that the largest contribution came from the plugboard connections that affected only
limited number of letters, and that many different keys resulted in very similar
encryption transformations. As a result, different components of the daily keys could
be reconstructed one by one independently of each other.

3.3 MessageKeys

If all messages on a given day had been encrypted using the same initial setting of
Enigma machines determined by the daily key, the cryptanalysts could have simply
applied the frequency analysis to al first letters of the ciphertexts encrypted on a
given day, then to all second letters, and so on. To prevent this kind of analysis, a
message key, equivalent to amodern day initialization vector (1V), was needed.

In the period, 1930-1938, a message key was composed of three letters that
determined the initial settings of three rotors at the moment when the given message
started to be encrypted. It is fascinating to see that, similarly to modern day
initialization vectors, message key could have been transmitted to the other side in
clear. Instead, German cryptographers, striving to accomplish the ultimate security,
decided to encrypt message keys using machines set to the positions determined by
the daily keys. To make matters worse, to detect possible transmission errors, each
message key was encrypted twice, and the obtained six letters were placed in the
header of the message. The situation was made even worse, by the fact that message
keys were chosen by individual operators themselves, who tended to select simple,
predictable patterns, such as three identical letters, or letters corresponding to three
neighboring keys on the keyboard.

As a result, this message key distribution procedure appeared to be the weakest
link of the Enigma cryptosystem and a source of multiple attacks, including the attack
that led to the reconstruction of the internal connections of the machine itself.

The procedure for transferring message keys was changed by Germans in 1938,
and then again in 1940, but by then, the internal connections of the machine had
aready been reconstructed, and the alternative methods of recovering daily keys were
developed by Polish and then British cryptologists shortly after each change.
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4  Reconstruction of the Internal Connections of Enigma by a
Polish Mathematician Marian RejewsKi

Poland was the first country that recognized the adoption of the machine-based cipher
by Germans. The first sign of this recognition was a purchase of a copy of the
commercia version of Enigma Since the military version of Enigma had been
substantially modified compared to its commercial counterpart, little knowledge was
gained regarding the actual machine used by the German armed forces. In 1929,
Polish Cipher Bureau organized a cryptology course for over 20 students of
mathematics at the University of Poznan. Three of the most talented students were
later hired to work on breaking Enigma. The most advanced of these students, Marian
Rejewski, was the first to be assigned to investigate the strength of the new German
cipher.

Rejewski started his work by first analyzing the beginnings of the intercepted
German cipher messages. In 1932, those beginnings were composed of a special
group of six letters that resulted from two successive encryptions of three letters of
the message keys. The keys were different for each message but they were encrypted
with the same setting (daily key) of the Enigma machine. This observation led to a
given below set of equations, in which permutations played a part of unknowns:

A=SH R T R H
B=SHQ RQ'T QR'Q'H
C=SHQ’ RQ? T Q°R™Q?H

D=SHQ’ RQ® T Q’R*Q° H'S
E=SHQ' RQ* T Q'R Q* H'S*
F=SHQ°  RQ° T" Q°R™Q®° H's™

This set of equations consists of six equations with four unknown permutations. S,

H, R, T'. These unknown permutations represent respectively:

S — permutation determined by the plugboard connections,

H — fixed permutation determined by the connections between the sockets of the
plugboard and connectors of the fixed entry drum,

R’ — permutation determined by the internal connections of the right rotor,

T — the combined permutation determined by the internal connections of the
middle, left, and fixed reflecting rotor.

Out of the remaining seven permutations:

Q is a smple permutation that changes each letter into the letter immediately
following it in the alphabet, e.g., “a’ to“b”, “b” to“c”, ..., “z" to“a".

A-E are known permutations that have been determined by Rejewski based on the
analysis of the enciphered message keys, combined with an assumption that a
significant percentage of the message keys was chosen by operators to consist of
three identical letters of the alphabet.

To this day, it is not known whether this set of equations can be solved at al.
Fortunately, by the time Rejewski was trying to solve this intricate problem, he
received some unexpected help. Capt. Gustave Bertrand — chief of radio intelligence
section of the French Intelligence Service supplied the Polish Cipher Bureau with
information originating from the paid agent, Hans-Thilo Schmidt, pseudonym Asche,
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who was working in the cryptographic department of the German Army. The material
included among other things, tables of daily keys for two consecutive months,
September and October 1932 [2, 13, 18]. However, it contained no information about
the internal wirings of the Enigma rotors. Nevertheless, the material proved to be very
important for Rejewski. The tables of daily keys unmasked his third permutation, S,
which represented the plugboard connections of the machine. The second
permutation, H, remained a tantalizing secret, but Rejewski was lucky enough to
discover it by hisimaginative guessing. It appeared that in contrast to the commercial
version of Enigma, in the military version of the machine, this transformation was
chosen to have a form of identity permutation (e.g., it transformed “a’ to “a’, “b" to
“b”, etc.). The obtained set of equations, now with two unknown permutations only,
R and T’, was for Regjewski rather easy to solve. The solution of one set of equations
divulged the connections of the rotor that was placed, in a given day, as a most right
one. The two tables of daily keys for two months belonging to different quarters,
supplied by the French, made it possible to find the connections of two rotors. The
rest of unknowns was now easier to find, and was reconstructed shortly after with an
additional help of afragment of the German instructions for using Enigma, delivered
by Asche, containing an authentic pair plaintext-ciphertext for a sasmple daily key and
a sample message key [18].

In his unpublished manuscript [19], Rejewski has demonstrated, that he could have
reconstructed internal connections of Enigma rotors, based on the knowledge of only
one daily key and without the need of guessing permutation H. Although this method
required access to the radio intercepts (enciphered message keys) over alonger period
of time (about a year), and involved more time consuming computations, nevertheless
it could have led to reconstructing internal connections of Enigma even if the material
provided by the French intelligence was limited to a single table of daily keys[6, 19].

5 Polish Methods of Recovering Cryptographic Keys

Mastering the internal connections of the rotors would have remained useless if
effective procedure for a systematic reconstruction of daily keys had not been
developed. In the period 1932-39, several such methods have been invented by three
Polish cryptologists, Marian Rejewski, Jerzy Rdycki, and Henryk Zygalski. The
necessity of elaborating so many methods resulted from subsequent changes made in
the key distribution procedure and the machine itself by Germans.
The following key recovering methods appeared to be the most effective:
method of “grill,” which was applied together with methods of “distinct
letters,” “Roycki’s clock,” and so called “ANX" method,
- catalog of “characteristics,” developed with the help of a special device
called “cyclometer”,
- Zygaski’s perforated sheets,
- Polish cryptological “Bomby”.
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5.1 Grill Method

The grill method, used in the period 1933-36, consisted of a series of paper-and-pencil
procedures aimed at reconstructing all components of the daily key, one by one [18].

The first step was to find unencrypted message keys as well as permutations A-F
used in the egquations (1)-(6). The analysis of the enciphered message keys, belonging
to about 70-80 intercepted Enigma ciphertexts was initially revealing only the value
of products AD, BE, CF. To obtain separate values of permutations A-F, the Polish
cryptologists used the knowledge of habits of Enigma operators regarding the choice
of three letters of the message keys. In the period 1931-32, the quite common habit
was to choose message keys composed of three identical letters. When this choice
was forbidden by German procedures, the operators tended to choose three letters that
appeared on three neighboring positions of the Enigma keyboard. When such patterns
were forbidden as well, Polish cryptologists came up with the method of “distinct
letters’. This method was based on the fact that when operators were forbidden to use
three identical letters, they also subconsciously avoided any message keys in which
only two letters repeated. This small statistical bias, combined with the knowledge of
the theory of permutations, appeared to be sufficient to reconstruct permutations A-F,
aswell as all individual message keysfor a given day.

The next step was to determine which of the three rotors was placed on a given
day on the right-most position. Roycki’s “clock method” relied on the property of
Enigma that the position of the right-most rotor at which the middle rotor moved was
different for each of the three rotors used by the German Army. By statistical analysis
of two ciphertexts encrypted using similar message keys (and thus also similar
machine settings), it was possible to determine at which position of the right-most
rotor, the middle rotor moved, and thus to determine the choice of the right rotor [6,
18].

The main part of the grill method was devoted to the reconstruction of the
connections of the plugboard. This method was based on the fact that the plugboard
did not change al letters. The entire procedure has been automated by shifting a sheet
of paper with permutations A-F over a sheet of paper with transformations of the form
Q’RQ, for x=0..25 (where R represents the transformation of the right rotor), and
looking for a value of x for which appropriate correlations exist between related
permutations obtained in six subsequent rows. This procedure was revealing both the
plugboard connections, and the position of the right rotor [6, 18].

Next, the order and positions of the middle and left rotor were found using an
exhaustive search involving 2x26x26=1352 trials based on the encrypted and
unencrypted message keys. Finally, the location of the rotor rings was determined
using another search based on the fact that mgjority of German messages started from
the letters“an” (German for “to") followed by “Xx” (used instead of space) [6, 18].

5.2 Catalog of “Characteristics’

A method of the catalog of characteristics, used in the period 1936-1938, was based
on the fact that a format of the products of permutations AD, BE, and CF depended
on the order and the exact settings of rotors, and did not depend on the plugboard
connections [18]. By a format of a permutation, we mean the length of cyclesin the
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representation of a permutation in the form of a product of disjunctive cycles. For
example, a permutation of 26 letters can have aform of anything between:

(alaZ a3 azl as aﬁ a7a8 39 alO all alZ a13) (blbz b3 b4 b5 bG b7bS bQ blO bll b12 blﬁ)’ .
where a is transformed to a, a to a, ..., and a, back to a, as well as, b, is
transformed to b,, b, to b,, ..., and b, back to b,,

up to
@) (@) (@) (@) (&) (&) (@) @) (&) (a,) (@,) (@) (@)
(b,) (b)) (b)) (b,) (by) (b)) (b)) (by) () (by,) (by,) (by,) (byy),

where each letter istransformed to itself.

This pattern of cycle lengths was extremely characteristic for each daily key, and
therefore was named by Rejewski a “characteristic of a day”. Based on the individual
properties of permutations A-F, the products AD, BE, and CF can have 101 different
cycle length patterns each, or 101° = 1,030,301 different cycle patterns
(“characteristics’) as a total. On the other hand, there are only 3! - 26° possible
arrangements (orders and settings) of three rotors. That meant that it was quite likely
that a given “characteristic” corresponded either to a unique arrangement of rotors or
at least to asmall number of arrangements that could be easily tested.

To make this method practical, it was necessary to create a catalog of
“characteristics’ for all 6 - 26° = 105,456 rotor orders and settings. Given a cycle
pattern for permutations AD, BE, and CF, this catalog returned the corresponding
order and setting of rotors. With known positions of rotors, the plugboard connections
could be determined relatively easily, and the ANX known-plaintext method was still
used to determine the ring settings. To create a catalog of characteristics, Rejewski
designed, and Polish engineers implemented an electromechanical device called
cyclometer, a predecessor of Polish “Bomba’ and British “Bombe” [6, 13, 18].

5.3 Polish “Bomba”

As aresult of the mgjor change introduced in the Enigma key distribution procedure
on September 15, 1938, al previously developed methods of recovering daily keys
lost their significance. Starting from this date, each Enigma operator was choosing by
himself the initial settings of rotors used to encrypt message keys. These positions
were then transmitted in clear in the header of the ciphertext, and were not any longer
identical for all operators.

Polish “Bomba’, developed in November 1938 by AVA Radio Manufacturing
Company, based on the design of Marian Rejewski, was a Polish response to this
change. Polish “Bomba’ consisted of an aggregate of six Enigma machines, operating
in concert, starting from some initial settings determined based on the analysis of the
encrypted message keys. With an appropriate input, Polish “Bomba’ was able to
determine the correct positions of rotors within two hours. The plugboard
connections, and the ring settings were determined similarly as before [6, 13, 18].
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5.4 Zygalski’s Perforated Sheets

Zygaski’'s method, developed at the end of 1938, required the application of specia
paper sheets. Many computations and manual trials were necessary to produce such
sheets, as it was a complicated and time-consuming task [6, 13, 18].

The key recovering method was based on the fact that out of 26° possible rotor
settings, only 40% led to the AD permutation that included at least one pair of one-
letter cycles (a) (). A separate sheet was created for each position of a left rotor.
Each sheet contained a square matrix corresponding to all positions of the right and
middle rotors. Fields of the matrix corresponding to the positions of rotors with
single-letter cycles were perforated [18].

In each day, several encrypted message keys led to the permutations AD with a
one letter-cycle. Based on the rotor settings used to encrypt message keys, which were
sent in clear in the header of the ciphertext, cryptanalists were able to determine the
relative positions of rotors leading to single-letter cycles.

During the analysis, the Zygalski’ s sheets were superimposed, and displaced in the
proper way in respect to each other. The number of apertures that shone through
gradually decreased, and finally only one, or at most a few fields remained with
apertures that shone through all the sheets. The corresponding positions of rotors
remained as potential suspects for further testing.

With three rotors to choose from, there were 31=6 possible combinations of rotors.
A set of 26 perforated sheets had to be fabricated for each such combination.
Unfortunately, because of the limited resources of the Polish Cipher Bureau, from the
end of 1938 till September 1, 1939, only two sets of perforated sheets had been
fabricated. To make things worse, on December 15, 1938, Germans introduced two
additional rotors. Although the machine itself did not change, and only three rotors
were used at a time, these three rotors were now chosen from a set of five rotors
available with each Enigma machine. This change increased the number of possible
combinations of rotors to 60. As a result, Polish capabilities for recovering Enigma
keys substantially decreased in the monthsimmediately proceeding the World War 11.

6 Passing a Copy of the Reconstructed Enigma Machineto the
Representatives of the French and British Intelligence

On July 24-26, 1939, in Pyry in the Kabackie Woods outside Warsaw a historic
meeting took place. The Polish side was represented by three cryptol ogists (Rejewski,
Roéycki, Zygalski) and two officers of the Polish Cipher Bureau (Langer, Ciki). The
French side was represented by Gustave Bertrand and Henri Braguenie, and the
British side by Alastair Denniston, Alfred D. Knox, and one more officer (most likely
Humprey Sandwith). During this meeting, Polish passed two copies of the
reconstructed Enigma machine to French and British respectively. Similarly, the
detailed documentation of Zygalski's sheets and Polish “Bomby” and other Polish
methods was discussed and passed to the representatives of both countries. The
meeting came as a big surprise for French and British intelligence, as by that time
they were completely unaware of the Polish progress with breaking Enigma, and did
not make any substantial progress with breaking Enigma cipher by themselves.
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7 Operation of the Bletchley Park Center and British Methods of
Reconstructing Enigma K eys

In the Summer of 1939, Britain's Government Code and Cypher School (GC&CS)
moved from London to a Victorian manor in Bletchley, north-west of London, called
Bletchley Park. Initially, the entire center counted no more than thirty persons, but it
continuously grew, up to the level of about 10,000 employees.

Britain, like Poland, began hiring mathematicians to work on codebreaking, and
two of them, Alan Turing and Gordon Welchman, became instrumental to the center
success with breaking Enigma [8, 9, 23, 25, 26]. Both of them came from Cambridge
University.

Initially, British adapted Polish methods. For example, by the end of 1939 they
managed to fabricate all 60 sets of Zygalski’'s sheets and used this method under the
name “ Jeffrey’s apparatus’ till May 1940. On May 10", 1940, the day of attack at
France, Germans changed again their key distribution procedure. The change was to
encrypt each message key only once, except of twice. This seemingly minor change
made all previous methods of reconstructing keys obsolete.

Fortunately, shortly after, British cryptologists managed to come up with some
impromptu methods. First of them relied, similarly to early Polish methods, on
exploiting bad habits of a few Enigma operators, and included so called Herivel tips
and “sillies’. For example, alot of operators, after inserting rotors to the machine, did
not change their locations before starting working on the first message. Since the
rotors were typicaly inserted into the machine using a specific orientation, the
analysis of several ciphertext headers for the first messages of the day often revealed
a significant portion of a daily key. The other common error was to use the same
triple of letters for both: an initial position of rotors (sent in clear), and for a message
key (sent in an encrypted form) [25].

Nevertheless, the major breakthrough was the invention and development of the
British “Bombe”. Unlike Polish “Bomba’, British “Bombe” was based not on the key
distribution procedure, but on the known-plaintext attack [8, 25, 26].

British “Bombe” exploited stereotype forms of many messages enciphered using
Enigma which were transmitted within the German armed forces networks during the
World War 1l. These stereotype wordings were responsible for so called “cribs’ —
fragments of plaintext that cryptologists were able to guess.

In Bletchley Park, a specia division, called Crib Room, was responsible for
finding new cribs on a regular basis [25]. The sources of these cribs were numerous.
For example, German messages typicaly contained full data about senders and
receivers, including full titles and affiliations, as well as stereotypical greetings. These
data were easy to guess based on the knowledge of the interception station the
encrypted messages came from, as well as control information included in the
unencrypted headers of the ciphertexts. Other sources included stereotypical reports
(such as having nothing to report), easily predictable weather forecasts, or messages
retransmitted between networks using different daily keys (in which case it was
sufficient to break a key of one network to obtain a significant crib for another
network).

The idea of the British “Bombe” came from Alan Turing, and a significant
improvement, so called “diagonal board” was proposed by Gordon Welchman. The
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technical realization was a responsibility of Harold “Doc” Keen, an engineer at
British Tabulating Machines (BTM) [8, 25, 27].

From the cryptological point of view British “Bombes’ were very different from
Polish “Bomby,” nevertheless the goal of operation was the same: find positions of
rotors that could not be excluded as possibly being used at the start of encryption. The
big advantage of British “Bombes’ was that they did not rely on the key distribution
procedure, which had constantly evolved and made previous methods obsolete. The
certain disadvantage was the reliance on cribs, which might have been guessed
incorrectly.

From the engineering point of view, British devices resembled Polish “Bomby”.
Each “Bombe” contained 12 sets of three rotors each, and was working synchronously
through all possible rotor positions. Each “Bombe” weighed one ton, and was 6.5 feet
high, 7 feet long, 2 feet wide. “Bombes’ were operated by members of the Women's
Royal Naval Service, “Wrens’, who were responsible for initializing machines,
writing down rotor combinations found by the machine, and restarting machines after
each potentially correct combination was discovered. A single run for a given
combination of rotors lasted about 15 minutes. To test all 60 possible combinations of
rotors, 15 hours were needed.

The first Bombes were put in use in October 1941. They had their names, such as
Agnew, Warspite, Victorious, or Tiger. Approximately 210 Bombes were built and
used in England throughout the war.

8 Participation of United Statesin the Production of
Cryptological “Bombes’

Representatives of both U.S. Army and Navy visited Bletchley Park as early as 1941,
and they became aware of the British success with Enigma [23, 27]. Nevertheless,
initially GC& CS was not very forthcoming with the details of the British methods.
The situation changed in summer 1942, when it became apparent that due to limited
resources British had to delay their plans for building a new high-speed four-rotor
“Bombe” capable of breaking naval Enigma. U.S. Navy assigned the design to Joseph
Desch, the research director of the National Cash Register Company (NCR) based in
Dayton, Ohio [27]. The American design was based on the same cryptological
principles as the British “Bombe”, but it was improved from the engineering point of
view. In particular, less human intervention was necessary, and the machine was
capable of printing all rotor settings that could not be eliminated based on the crib
used for the machine initialization. Like the British version, the American Bombes
usually found two or three possible correct solutions. A single run for one
combination of rotors lasted about 20 minutes. In May 1943, the first two American
“Bombes’, Adam and Eve, were successfully tested. In summer 1943, “Bombes’
started to be transferred from Dayton, Ohio to Washington, D.C. They were operated
by women in the U.S. Navy, so called “Waves’ (Women Accepted for Volunteer
Emergency Service). Approximately 120 Bombes were built and put into operation
before the end of the World War 11.
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9 Lessonsfrom Breaking Enigma

Breaking Enigma offers clear lessons to future designers of cryptographic algorithms,
protocols, and systems. First keeping machine, and thus a cipher, secret did not help.
Army Enigma was ingeniousdly reconstructed by Polish Marian Rejewski, based on
his mathematical analysis supported by tables of daily keys for the period of two
months obtained by French intelligence. Naval Enigma was captured by British navy
from the sinking German U-boats. Large number of keys, comparable to that used in
modern ciphers, did not help, because the best methods developed by Polish and
British cryptologists did not involve exhaustive key search. Instead, these methods
alowed codebreakers to reconstruct various components of the daily key one by one.
Additional help came from applying electromechanical machines for cryptanalysis,
which allowed to speed up the most time-consuming and repetitive phases of the
cryptological analysis. In this respect, Polish “Bomby” and British and American
“Bombes’ were precursors of the modern-day specialized hardware. Similarly,
Zygalski's perforated sheets might be considered as a first application of the optical
methods in cryptanalysis.

Known-plaintext attack was easy to mount, because of the stereotypical structure
of many messages, easy to predict standard reports, and retransmission of messages
between multiple networks using different daily keys. The first known-plaintext
attacks against Enigma came from Polish in the form of the ANX method, and were
perfected by British with their Crib Room, and the Cryptological “Bombe’.

Key management, in the form of an encrypted exchange of message keys, was the
weakest link of the Enigma protocol, as it alowed not only to develop multiple
methods of reconstructing daily keys, but also endangered the secrecy of the cipher
machine itself. Interestingly, key management remains the weakest link of multiple
modern day systems and protocols.

Additionally, multiple methods developed by the Polish and British cryptologists
relied on bad habits or unconscious decisions of Enigma operators related to the
choice of message keys. The clear conclusion from this lesson is to not let people
generate cryptographic keys.

In other respects, people were also the weakest link of the system. German Hans-
Thilo Schmidt offered his services to the French intelligence in exchange for money.
German cryptologists overestimated the strength of the Enigma cipher. The crews of
German U-boats failed to destroy all machines and secret documentation, when their
submarines were sunk by British forces.

Finally, the ultimate lesson is to never underestimate the amount of money, time,
people, attention, and risk the opponent can use. The operation of breaking German
messages by British cryptological center in Bletchley Park required the involvement
of thousands of people, perfect organization, attention to details, and grand vision.
Based on their own attempts to break Enigma and experiences with breaking ciphers
of other countries, German cryptologists never believed that Enigma could have been
broken either before or during World War I1. This story demonstrates that authors of a
cryptosystem can rarely correctly evaluate its true security.
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10 Summary and Open Problems

Many aspects of the Enigma story still enjoy a splendid obscurity. Some well-
established facts are not widely known, some strange artifacts are till deeply believed
in, and some facts-to-be are just still hidden from the public. In our lecture we will try
to give a complete, detailed, and possibly impartial presentation of the Enigma story.
It is not an easy task. Despite the fact that more than 50 years elapsed from the end of
the WWII some archives are still kept classified. For example, only recently the
British authorities decided to reveal parts of the materials from Bletchley Park,
including some details of the Turing inventions [24].

We will present some new facts, documents and pictures never published before,
coming from private files of Marian Rejewski, one of the Polish Enigma busters, as
well as other sources. We also hope to shine new light into some historical puzzles
about the collaboration between Poland, France and Great Britain. Some essential
technical details of the Polish and British methods of breaking the Enigma cipher will
be given and some related mathematical questions (concerned with permutations and
solving a set of permutation-based equations) will be (re)formulated in the form of the
PhD-level “research projects’. Also many not so-well-known personal details
regarding the later years and ultimate fate of main heroes of the Enigma story will be
provided.

Some effort will also be made to explain possible sources of discrepancies
between different versions of the Enigma stories scattered trough the literature.

Let us finish with some questions still waiting for unambiguous answers. Why
Polish authorities in 1932 provided Rejewski with only two sets of keys gained by
espionage (it seems that Asche, working for French intelligence, provided a larger set
of keys and that these keys were sent by Bertrand to Poland [21])? Did they want to
test Rejewski’s ability to work without such an external support in future? Why
British authorities decided not to hire Regjewski and Zygalski at Bletchley Park when
two Poles (with awell-founded reputation as cryptoanalysts) eventually reached Great
Britain (from southern France, through Spain, Portugal, and Gibratar [13])? The
necessity of keeping secret is not totally convincing as both knew the fact that Enigma
can be broken and invented themselves a lot of tools for the Enigma cryptanalysis.
They even met with Turing in France — in Rejewski’s memoirs there is a nice passage
about meeting Turing and his sense of humor). Instead Rejewski and Zygalski were
engaged in solving other ciphers (mainly double Playfair used by SS) working in a
Polish military unit (eventually they were promoted to an officer rank; before landing
in England they served as civilians) [13]. Were Germans really completely unaware
(say at the end of the WWII) of the fact that Enigma was (or at least could be)
broken? Or it was just too late to change anything?
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Appendix 1

Timetable of eventsrelated to the development, use, and breaking of ENIGMA.

Dec. 1917

Dutchman Hugo Koch develops a rotor machine,
predecessor of Enigma.

Feb. 18, 1918

German Arthur Scherbius files a patent for Enigma Cipher
Machine.

Apr. 18, 1918

Arthur Scherbius offers Enigma machine to the German
Navy.

Feb. 1926

German Navy begins using Enigma machine.

Jul. 15, 1928

German Army begins using Enigma machine.

1928

Polish Cipher Bureau recognizes the use of machine
encryption by Germans.

1928-1929

Polish Cipher Bureau decides to purchase a copy of the
commercial version of Enigma.

1929

Polish Cipher Bureau organizes a cryptology course for
over 20 students of mathematics at the University of
Poznan. Three of the most talented students are later hired
to work on breaking Enigma.

Jun 1, 1930

German armed forces start using significantly modified
military version of Enigma.

Oct. 1931

Hans-Thilo Schmidt, pseudonym Asche, an employee of
the German Cipher Bureau approaches the agents of the
French Intelligence Service (S.R.F) and proposes to deliver
classified documents.

Nov. 8, 1931

Captain Gustave Bertrand, head of the crypto-service of the
S.R.F. receivesthe first set of documents from Asche.

End of 1931

French Cipher Bureau declares Enigma unbreakable and
documents useless.

British Cipher Bureau receives the documents, files them,
and gives no follow-up offer of collaboration.

Dec. 7-11, 1931

Captain Bertrand visits Warsaw and supplies Polish Cipher
Bureau with documents provided by Asche. Two sides
agree to share al information.

1932

Based on the analysis of the commercial version of Enigma
and intercepted ciphertexts, Polish cryptanayst Marian
Rejewski creates a mathematical model of Enigma in the
form of a set of equations with permutations as unknowns.
Unfortunately, the number of unknown variables appears to
be greater than the number of equations necessary to solve
the created set of equations.

End of 1932

Asche delivers to Bertrand a table of daily keys for a
number of months. These keys are shared with the Polish
Cipher Bureau in December 1932.
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Dec. 1932

Tables of keys delivered by Asche enable Rejewski to
reduce the number of unknowns, solve the equations, and
as a result reconstruct the internal wirings of the three
Enigma rotors. Poles begin solving German Army

messages.

1934

The first replica of the Enigma machine built by AVA
Radio Workshops, Polish company based in Warsaw.

1932-39

Three Polish cryptologists: Marian Rejewski, Henryk
Zygalski, and Jerzy Réycki develop sophisticated methods
of reconstructing daily keys, including Roycki’s clock
method, Rejewski’s cyclometer, Zygalski’'s perforated
sheets, and Polish “Bomba’.

Dec. 15, 1938

Germans introduce two new extrarotors. Three rotors used
on a given day are chosen from a set of five rotors. The
number of combinations increases by a factor of 10.

Jul 25-26, 1939

A secret meeting takes place in the Kabackie Woods near
the town Pyry (South of Warsaw), where the Poles hand
over to the French and British Intelligence Services their
complete solution to the German Enigma cipher, and two
replicas of the Enigma machine.

Summer, 1939

British Government Code and Cipher School (GC&CS)
creates a cryptologic center in Bletchley Park, England.
Among British mathematicians hired to work on breaking
Enigma are Alan Turing and Gordon Welchman, both
mathematicians from Cambridge University.

1939-1940

Alan Turing develops an idea of the British cryptological
“Bombe” based on the known-plaintext attack. Gordon
Welchman develops an improvement to the Turing's idea
caled “diagonal board”. Harold “Doc” Keen, engineer at
British Tabulating Machines (BTM) becomes responsible
for implementing British “Bombe”.

Jan. 6, 1940

British break into L uftwaffe Enigma.

May, 1940

First British cryptological “Bombe”
reconstruct daily keys goes into operation.

developed to

1940-1945

Over 210 “Bombes’ are used in England throughout the
war. Each “Bombe” weighed one ton, and was 6.5 feet
high, 7 feet long, 2 feet wide. Machines were operated by
members of the Women’s Royal Naval Service, “Wrens’.

Feb. 12, 1940

British seize two of the three unknown rotors used in the
naval Enigma from a crew member of the U-33 captured
after the submarine was sunk in Scotland’ s Firth of Clyde.

Apr. 26, 1940

British seize a canvas bag thrown overboard of the German
attack vessel approached by British warships. The bag
contained cryptographic documents essential in solving
German naval Enigma traffic.

May, 1940

First break into Naval Enigma.

Aug., 1940

The last unknown nava rotor obtained from a naval
capture.
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Feb.-Mar., 1941

Two US Army and two US Navy cryptanaysts visit
Bletchley and learn Enigma cryptanalysis.

May, 1941

Britain captures German submarine U-110 with al its
encryption equipment and keys intact.

Feb., 1942

German Navy introduces new version of the four-rotor
Enigma machines and an additional code referred as
“Shark”.

Jul., 1942

U.S. Navy officersvisit Bletchley Park and learn the details
of the British “Bombe”.

Sep., 1942

The development of the American “Bombe” starts.

Oct., 1942

Important documents retrieved from the sunken German
submarine, U-559. Blackout period ends.

Apr., 1943

The production of the American “Bombe” starts in the
National Cash Register Company (NCR) in Dayton, Ohio.
The engineering design of the “Bombe”’ comes from Joseph
Desch.

1943

77 American Navy “Bombes’ constructed and transferred
for a continuous operation in Washington D.C. Each
“Bombe” was 7 feet high, 10 feet long, 2 feet wide.
Machines were operated by women in the U.S. Navy,
“Waves” (Women Accepted for Volunteer Emergency
Service).

1944

About 44 additional American “Bombes’ built and put into
action.
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Abstract. A new public-key model for resettable zero-knowledge (rZK)
protocols, which is an extension and generalization of the upper-
bounded public-key (UPK) model introduced by Micali and Reyzin [Eu-
roCrypt’01, pp. 373-393], is introduced and is named weak public-key
(WPK) model. The motivations and applications of the WPK model are
justified in the distributed smart-card/server setting and it seems more
preferable in practice, especially in E-commerce over Internet. In this
WPK model a 3-round (optimal) black-box resettable zero-knowledge
argument with concurrent soundness for NP is presented assuming the
security of RSA with large exponents against subexponential-time ad-
versaries. Our result improves Micali and Reyzin’s result of resettable
zero-knowledge argument with concurrent soundness for AP in the UPK
model. Note that although Micali and Reyzin’ protocol satisfies concur-
rent soundness in the UPK model, but it does not satisfy even sequential
soundness in our WPK model.

Our protocol works in a somewhat “parallel repetition” manner to reduce
the error probability and the black-box zero-knowledge simulator works
in strict polynomial time rather than expected polynomial time. The
critical tools used are: verifiable random functions introduced by Micali,
Rabin and Vadhan [FOCS’99, pp. 120-130], zap presented by Dwork and
Naor [FOCS’00, pp. 283-293] and complexity leveraging introduced by
Canetti, Goldreich, Goldwasser and Micali [STOC’00, pp. 235-244].

1 Introduction

The strongest notion of zero-knowledge to date, resettable zero-knowledge (rZK),
was recently put forward by Canetti, Goldreich, Goldwasser and Micali [g].
Roughly speaking, an rZK protocol is an interactive system in which a veri-
fier learns nothing (except for the verity of a given statement) even if he can
interact with the prover polynomial many times, each time restarting an in-
teraction with the prover using the same configuration and random tape. rZK
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enlarges the number of physical ways to implement zero-knowledge protocols
while guaranteeing security is preserved. For example, rZK makes it possible to
implement the zero-knowledge prover by using those devices that may be possi-
bly (maliciously) resetted to their initial conditions or can not afford to generate
fresh randomness for each new invocation. An example of those devices is the
ordinary smart card. rZK is also guaranteed to preserve the prover’s security
when the protocol is executed concurrently in an asynchronous network like the
Internet. Actually, rZK is a generalization and strengthening of the notion of
concurrent zero-knowledge introduced by Dwork, Naor and Sahai [12].

1.1 Previous Results

Under standard complexity assumptions, non-constant-round resettable zero-
knowledge proof for NP was constructed in [8]22] by properly modifying the
concurrent zero-knowledge protocol of Richardson and Killian [2§]. Unfortu-
nately, there are no constant-round rZK protocols in the standard model, at
least for the black-box case, as shown by Canetti, Killian, Petrank and Rosen
[9]. To get constant-round resettable zero-knowledge protocols Canetti, Goldre-
ich, Goldwasser and Micali [8] introduced an appealingly simple model, the bare
public-key (BPK) model, and presented a 5-round rZK argument for A'P in this
model. The round complexity was further reduced to four by Micali and Reyzin
[24].

A protocol in the BPK model simply assumes that all verifiers have deposited
a public key in a public file before any interaction among the users. This public
file is accessible to all users at all times. Note that an adversary may deposit
many (possibly invalid) public keys in it, particularly, without even knowing
corresponding secret keys or whether such exist. We remark that the BPK model
is a weak version of the frequently used Public-Key Infrastructure (PKI) model,
which underlies any public key cryptosystem or digital signature.

Resettable zero-knowledge protocols also shed hope on finding ID schemes
secure against resetting attack. Feige, Fiat and Shamir [16/14] introduced a
paradigm for ID schemes based on the notion of zero-knowledge proof of knowl-
edge. In essence, a prover identifies himself by convincing the verifier of knowing
a given secret. Almost all subsequent ID schemes followed this paradigm, and
were traditionally implemented by the prover being a smart card. However, up
to the emergence of rZK all the previous Fiat-Shamir like ID schemes fail to
secure whenever the prover is resettable. Using constant-round rZK protocols
in the BPK model above, Bellare, et al. [3] provided identification protocols se-
cure against resetting attack. Unfortunately, there is a main disadvantage of this
rZK-based solution since it only preserves the identity prover’s security but does
not guarantee to preserve any security of the identity verifier when the iden-
tification protocol is concurrently executed in an asynchronous setting like the
Internet. Actually, if an adversary is allowed to concurrently interact with the
identity verifiers then the adversary can easily impersonate the identity prover.
The reason is just that the underlying resettable zero-knowledge protocols in the
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BPK model [8124] do not guarantee to preserve verifier’s security when they are
concurrently executed.

The various security notions of the verifier in public-key models were first
noted and clarified by Micali and Reyzin [24)27]. In public-key models, a verifier
V has a secret key SK, corresponding to its public-key PK. A malicious prover
P* could potentially gain some knowledge about SK from an interaction with
the verifier. This gained knowledge might help him to convince the verifier of a
false theorem in another interaction. In [24] four soundness notions in public-key
models were defined in which each implies the previous one: one-time soundness,
sequential soundness, concurrent soundness, resettable soundness. In this paper
we focus on concurrent soundness which roughly means that a malicious prover
P* can not convince the honest verifier V' of a false statement even P* is al-
lowed multiple interleaved interactions with V. As discussed above, resettable
zero-knowledge protocols with concurrent soundness are really desirable in most
smart-card and Internet based applications. Unfortunately, up to now we do
not know how to construct resettable zero-knowledge protocols with concurrent
soundness for NP in the BPK model. In a stronger version of BPK model intro-
duced by Micali and Reyzin [25] in which each public-key of an honest verifier
is restricted to be used at most a priori bounded polynomial times, the upper-
bounded public-key (UPK) model, Micali and Reyzin gave a 3-round black-box
rZK argument with sequential soundness for NP in the UPK model [25]. And
Reyzin [27] further proved that it also satisfies concurrent soundness in the UPK
model.

Regarding the round-complexity of resettable zero-knowledge protocols for
NP in public-key models, Micali and Reyzin [24]25] showed that any (resettable
or not) black-box zero-knowledge protocol in public-key models for a language
outside of BPP requires at least three rounds (using an earlier result of Goldreich
and Kraczwyck [20]). For efficient 4-round zero-knowledge protocols for NP,
readers are referred to [7]. We also note that 2-round public-coin black-box and
concurrent zero-knowledge protocols for NP do exist under the assumption that
the prover is resource bounded[13]. Here, resource bounded prover means that
during protocol execution the prover uses certain limited amount of (say, a-priori
polynomial bounded) time or non-uniform advice.

1.2 Owur Contributions

In this paper, we introduce a new public-key model for resettable zero-knowledge
(rZK) protocols, which we name it weak public-key (WPK) model. Roughly
speaking, in the WPK model the public-key of an honest verifier V' can be used
by an (even malicious) prover P* for any polynomial times just as allowed in
the BPK model. But for each theorem statement x selected by P* on the fly x
is restricted to be used at most a priori bounded polynomial times with respect
to the same verifier’s public key. Note that if the same verifier’s public-key is
restricted to be used at most a priori bounded polynomial times just as required
in the UPK model then for each common input z selected by P* x is also
restricted to be used at most a priori bounded polynomial times with respect
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to the same verifier’s public key. It means the WPK model is an extension and
generalization of the UPK model. Really, the WPK model just lies between the
BPK model and the UPK model. That is, the WPK model is stronger than the
BPK model but weaker than the UPK model.

The main result of this paper is a 3-round black-box resettable zero-
knowledge argument with concurrent soundness for NP in the WPK model.
The round complexity is optimal according to Micali and Reyzin’s result. In
comparison with Micali and Reyzin’s 3-round rZK argument with concurrent
soundness for AP in the UPK model [25], we remark that our protocol in the
WPK model is also an rZK argument with concurrent soundness for AP in
the UPK model since the WPK model is an extension and generalization of the
UPK model. But, the concurrent soundness of Micali and Reyzin’s protocol is
not preserved in our WPK model. The reason is that the concurrent soundness
of Micali and Reyzin’s protocol relies on the restriction that the public-key of
V' can not be used by P* more than a priori bounded polynomial times and
without this restriction P* can easily cheat V with non-negligible probability
(even with probability 1). Since this restriction is removed in our WPK model,
it means that Micali and Reyzin’s protocol not only does not satisfy concurrent
soundness in our WPK model but also even does not satisfy sequential sound-
ness in the WPK model. Our protocol can be viewed as an improvement and
extension of Micali and Reyzin’ result.

Motivations, applications, and implementation of the WPK model. As
an extension and generalization of the UPK model, roughly speaking, almost all
the ways to implement the UPK model [25] can also be used to implement our
WPK model. A simple way is to just let the honest verifier to keep a counter
for each common input on which he has been invoked. This is an extension of
the implementation of the UPK model in which an honest verifier keeps a single
counter for all common inputs (selected on the fly by a malicious prover) on
which he has been invoked.

Note that one of the major applications of resettable zero-knowledge is that
it makes it possible to implement zero-knowledge prover by those devices that
may be possibly maliciously resetted to their initial conditions or can not afford
to generate fresh randomness for each invocation. The most notable example of
such devices is the widely used smart card. Also as argued above resettable zero-
knowledge provides the basis for identification protocols secure against resetting
attacks [3]. Then we consider the distributed client/server setting in which the
clients are implemented by smart cards. We remark that this setting is widely
used in practice, especially in E-commerce over Internet. When a resettable
identification protocol is executed in this distributed smart-card/server setting
we view the identity of each smart-card as the common input. An adversary may
hold many (any polynomial number of) smart-cards but in our WPK model we
require that each smart-card can be used by the adversary at most a priori
polynomial times. Note that in practice each smart-card has an expiry date that
corresponds to in some level the a-priori bounded polynomial restriction required
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in our WPK model. We remark that in this distributed smart-card /server setting
there usually exists a central server that may be located in a central bank or
other organizations and plays the verifier’s role. In practice the central server
keeps a record for each smart card and dynamically updates its information. It
is easy for this central server to keep a counter in each record to remember how
many times the corresponding smart-card has been used. We stress that in this
distributed smart-card /server setting since the server (verifier) may be invoked
and interacted concurrently with many smart-cards, the design of rZK protocols
with concurrent soundness in the WPK model is really desirable.

1.3 Organization of This Paper

In Section 2, we recall the tools we will use in this paper. In Section 3, we provide
the formal description of the WPK model. In Section 4, we present the 3-round
black-box resettable zero-knowledge argument with concurrent soundness for
NP in the WPK model.

2 Preliminaries

In this section, we present some main tools used in this paper. However, one
critical tool, zap presented in [11], is absent from this section and is provided in
Section 3 together with the definition of resettable witness indistinguishability.
We remark that all these tools can be constructed assuming the security of RSA
with large prime exponents against subexponential-time adversaries.

Definition 1 (one-round perfect-binding commitments). A one-round
perfect-binding commitment scheme is a pair of probabilistic polynomial-time

(PPT) algorithms, denoted (C, R), satisfying:

— Completeness. Yk, Vv, let ¢ = C,s, (1%, v) and d = (v, s,), where C is a

PPT commitment algorithm while using s, as its randomness and d is the

corresponding decommitment to ¢, it holds that Pr[(c, d) & C(1%, v) :

R(1*, ¢, v, d) = YES| = 1, where k is security parameter.

— Computational hiding. For every v, u of equal p(k)-length, where p is a posi-
tive polynomial and k is security parameter, the random variables C,, (1%, v)
and Cs, (1%, u) are computationally indistinguishable.

— Perfect binding. For every v, u of equal p(k)-length, the random wvariables
C,, (1%, v) and C,, (1%, u) have disjoint support. That is, for every v, u and
m, if Pr[Cs, (1%, v) = m] and Pr[C,, (1%, u) = m] are both positive then
u=v and S, = Sy.

A one-round perfect-binding commitment scheme can be constructed based
on any one-way permutation [17].

Definition 2 (Pseudorandom Functions PRF [19]). A pseudorandom
function family is a keyed family of efficiently computable functions, such that
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a function picked at random from the family is indistinguishable (via oracle ac-
cess) from a truly random function with the same domain and range. Formally,
a function PRF: {0,1}" x {0,1}* — {0,1}" is a pseudorandom function if for
all 2" -size adversaries ADV, the following difference is negligible in n.:

’Pr [PRFKey <™ {0,1}" : ADY PRF(PRIKer. ) ]
—hr [F 5 ({0,131 ADVTO) = 1} ‘
The value « is called the pseudorandomness constant.

Definition 3 (non-interactive zero-knowledge NIZK [24]). Let NIP and
NIV be two probabilistic interactive machines, and let NIoLen be a positive
polynomial. We say that < NIT, NIV > is an NIZK proof system for an NP
language L, if the following conditions hold:

— Completeness. For any x € L of length n, any o of length NIoLen(n),

and N'P-witness y for x € L, it holds that Pr[Il L NIP(o, x, y) :
NIV (o, z, II)
= YES| =1.

— Soundness. Vx ¢ L of length n, Pr[o £ {0, 1}NIeken(n) . 3 [T 5. ¢,
NIV (o,x,II) = YES| is negligible in n.

— Zero-Knowledge. 3 o > 0 and a PPT simulator NIS' such that, V sufficiently
large n, Vx € L of length n and N'P-witness y for x € L, the following two
distributions are indistinguishable by any 2" -gate adversary:

(0", IT') <&~ NIS(z): (¢, I'] and
[0 <& {0, 1}VIoLen(), T L2 NTP(o, 2, y) : (0, IT)].
The value « is called the NIZK constant.

Non-interactive zero-knowledge proof systems for NP can be constructed
based on any one-way permutation [I5] and one-way permutations can be con-
structed in turn under RSA assumption [I8]. An efficient implementation based
on any one-way permutation can be found in [21]. For more recent advances in
NIZK readers are referred to [10].

2.1 Verifiable Random Functions

A family of verifiable random functions (VRF), first introduced in [26], is es-
sentially a pseudorandom function family with an additional property that the
correct value of a function on an input can not only be computed by the owner
of the seed, but also be proven to be the unique correct value. The proof can be
verified by anyone who knows the public-key corresponding to the seed.

Definition 4 (Verifiable Random Functions). Let VRFGen, VRFEval,
VRFProve and VRFVer be polynomial-time algorithms (the first and the last are
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probabilistic, and the middle two are deterministic). Let a : N — N U {0,1}*
and b : N — N be any two functions that are computable in time poly(k) and
bounded by a polynomial in k (except when a takes on {0,1}*).

We say that (VRFGen, VRFEval, VRFProve, VRFVer) is a verifiable pseu-
dorandom function (VRF') with input length a(k) and output length b(k) under
a security parameter k if the following properties hold:

1. The following two conditions hold with probability 1 — 2=2() gyer the choice
of
(VRFPK,VRFSK) < VRFGen(1*):
a) (Domain-Range Correctness):

va € {0,1}°%) VRFEval(VRFSK, z) € {0,1}%®),

b) (Complete Probability): Vo € {0,1}*%) ifv = VRFEval(VRFSK,z) and
pf = VRFProve(VRFSK, x), then

Pr[VRFVer(V RFPK, x,v,pf) = YES| > 1 —279®)

(This probability is over the coin tosses of VRFVer).
2. (Unique Probability) For every VRFPK, x,v1,v2, pf1,pf2 such that vy # va,

the following holds for either i =1 ori = 2:
Pr[VRFVer(V RFPK, x,v;,pf;) = YES] < 27°®)

(This probability is over the coin tosses of VRFVer).

3. (Residual Pseudorandomness): Let o > 0 be a constant. Let T = (Tg,Ty)
be any pair of algorithms such that Tg(-,-) and Ty(-,-) run for a total of
at most 25° steps when their first input is 1. Then the probability that T

succeeds in the following experiment is at most 1/2 4+ 1/2F"
a) Run VRFGen(1%) to obtain (VRFPK,VRFSK).

b) Run TEVRFEWL(VRFSK’ ), VRiProve(V RFSK, ')(lk, VRFPK) to obtain the pair
(z, state).

¢) Choose r &£ {0,1}.

— if r =0, let v = VRFEval(VRFSK, x)
— if r =1, choose v £ 0,1}0%)

d) Run T;RFEV&Z(VRFSK’ ), VRFProve(V RFSK, ')(1’“, VRFPK,v, state) to obtain
a guess.

e) T = (Tg,Ty) succeeds if = € {0,1}*%) guess = r, and = was
not asked by either Ty or T; as a query to VRFEval(VRFSK,-) or
VRFProve(VRFSK,-).

We call a the pseudorandommness constant.

The above verifiable pseudorandom functions can be constructed assuming
RSA with large prime exponents against subexponential-time adversaries [26].
Very recently, a new construction of VRF was provided by Lysyanskaya on an
assumption about groups in which decisional Diffie-Hellman is easy, but compu-
tational Diffie-Hellman is hard [23]. We remark that up to now the first appli-
cation of VRF, as suggested by Micali and Reyzin, is the simple construction of
an rZK argument with one-time soundness for NP in the BPK model [24]. Our
result can be viewed as another major application of VRF.
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3 The Weak Public-Key (WPK) Model

In this section, we present the formal definitions of resettable zero-knowledge
and concurrent soundness in our WPK model.

3.1 Honest Players in the WPK Model
The WPK model consists of the following:

— F be a public-key file that is a polynomial-size collection of records
(id, PK;q), where id is a string identifying a verifier and PK;4 is its (al-
leged) public-key.

— P(1™,z,y, F,id,w) be an honest prover that is a polynomial-time interactive
machine, where 1" is a security parameter, x is an n-bit string in L, y is
an auxiliary input, F' is a public-file, id is a verifier identity, and w is his
random-tape.

— V be an honest verifier that is an polynomial-time interactive machine work-
ing in two stages.

1. Key generation stage. V', on a security parameter 1™ and a random-tape
r, outputs a public-key PK and remembers the corresponding secret key
SK.

2. Verification stage. V', on inputs SK, z € {0,1}" and a random tape p,
performs an interactive protocol with a prover and outputs “accept z”
or “reject x”. We stress that in our WPK model for each common input
2 on which the verification stage of V' has been invoked the honest veri-
fier V keeps a counter in secret with upperbound U(n), a priori bounded
polynomial, to remember how many times the verification stage has been
invoked on the same z and refuses to participate in other interactions
with respect to the same x once the counter reading reaches its upper-
bound U(n). It means that each common input x can not be used (even
by a malicious prover) more than U(n) times with respect to the same
PK,;q, where id is the identity of the honest verifier V.

3.2 The Malicious Resetting Verifier and Resettable
Zero-Knowledge

A malicious (s, t)-resetting malicious verifier V*, where ¢t and s are positive
polynomials, is a t(n)-time TM working in two stages so that, on input 17,

Stage 1. V* receives s(n) distinct strings x1,--- , 24, of length n each, and
outputs an arbitrary public-file F' and a list of (without loss of generality)
s(n) identities idy, - - - ,idg(y).

Stage 2. Starting from the final configuration of Stage 1, s(n) random tapes,
Wi, , We(n), are randomly selected and then fixed for P, resulting in s(n)?
deterministic prover strategies P(x;,id;,wy), 1 < 4,5,k < s(n). V* is then
given oracle access to these s(n)? provers, and finally outputs its “view” of
the interactions (i. e. its random tape and messages received from all his
oracles).
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Definition 5 (Black-box Resettable Zero-Knowledge). A protocol <
P,V > is black-box resettable zero-knowledge for a language L € NP if there
exists a black-box simulator M such that for every (s,t)-resetting verifier V*,
the following two probability distributions are indistinguishable. Let each distri-
butions be indexed by a sequence of common distinct inputs T =1, -+, Tyn) €
LN {0,1}" and their corresponding N P-witnesses aux(T) = y1,- -+ ,Ys(n)-

Distribution 1. The output of V* obtained from the experiment of choosing
Wi, Wen) uniformly at random, running the first stage of V* to obtain
F, and then letting V* interact in its second stage with the following s(n)3
instances of P: P(x;,y;, F,id;,wy) for 1 <1i,j,k < s(n). Note that V* can
oracle access to these s(n)® instances of P.

Distribution 2. The output of MV*(xl, S Tg(n))-

Remark 1. In Distribution 1 above, since V* oracle accesses to s(n)° instances

P: P(x;,yi, Fyidj,wy), 1 < 4,5,k < s(n), it means that V* may invoke and

interact with the same P(x;,y;, F,id;, w) multiple times, where each such in-

teraction is called a session. We remark that there are two versions for V* works

in Distribution 1.

3

1. Sequential version. In this version, a session must be terminated (ei-
ther completed or aborted) before V* initiating a new session. That
is, V* is required to terminate its current interaction with the cur-
rent oracle P(x;,y;, F,id;,wy) before starting an interaction with any
P(zy,yy, F,idj,wy), regardless of (4,,k) = (¢,4',k") or not. Thus, the
activity of V* proceeds in rounds. In each round it selects one of his oracles
and conducts a complete interaction with it.

2. Interleaving version. In this version the above restriction is removed and so
V* may initiate and interact with P(z;,y;, F,id;, wy)s concurrently in many
sessions. That is, we allow V* to send arbitrary messages to each of the
P(x;,y, F,id;,w) and obtain the response of P(z;,y;, F,id;, wy) to such
message.

However, these two versions are equivalent as shown in [§]. In other words,
interleaving interactions do not help the malicious verifier get more advantages
on learning knowledge from his oracles than he can do by sequential interactions.
Without loss of generality, in the rest of this paper we assume the resetting
malicious verifier V* works in the sequential version.

Definition 6 (Resettable Witness Indistinguishability rWTI). A protocol
< P,V > is said to be resettable witness indistinguishable for an L € NP if
for every pair of positive polynomials (s,t), for every (s,t)-resetting malicious
verifier V*, two distribution ensembles of Distribution 1 (defined in Definition
), which are indexed by the same T but possibly different sequence of prover’s
NP-witnesses : auz™ (z) = y%l), e ,yia) and auz® (z) = yiQ), e ,yii)z), are
computationally indistinguishable.

In [8] Canetti et al. first gave a 4-round rWI for N"P. The round-complexity

is drastically reduced to 2 by Dwork and Naor [I1], where they named such a
2-round WI a zap.
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Dwork and Naor’s 2-round rWI proof for NP [11]. The prover P has
a private random string s that determines a pseudorandom function f,. Let L
be an N'P-Complete language and Ry, be its corresponding NP relation. Under
a security parameter n, let p be a positive polynomial and = € {0,1}" be the
common input and y be the corresponding NP-witness (kept in secret by the
prover) for z € L.

Step 1. The verifier V' uniformly selects (fixes once and for all) p(n) random
strings Ry = (Rv;, Ryy, -+, Ry,,(,,) with length NIoLen(n) each and sends
them to P.

Step 2. Let fi(z,y,Ry) = (11,72, -+ ,Tpn), Rp), where the length of Rp is
also NIoLen(n). For each i, 1 < i < p(n), on = and y, P uses r; as its
randomness to compute an NIZK proof II; with respect to common random
string Rp @ Ry,. In the rest of this paper we denote by II; NIZK (z, Rp ®
Ry,), 1 <i < p(n). Finally P sends Rp along with all the p(n) NIZK proofs
to V.

An interesting property of Dwork and Naor’s 2-round rWTI is that Ry in Step
1 can be fixed once and for all and applied to any instance of length n [11]. It
means Ry can be posted in one’s public key in the public-key model. We will
use this property in our construction later. We also note that using the general
result of existence of zaps for AP (rather than the above specific NIZK-based
construction) may further simplify the construction of the protocol presented in
Section 4. We will investigate it in a late full version.

3.3 Concurrent Soundness in the WPK Model

For an honest verifier V' with public-key PK and secret-key SK, an (s,t)-
concurrent malicious prover P* in our WPK model, for a pair positive poly-
nomials (s,t), be a probabilistic ¢(n)-time Turing machine that, on a security
parameter 1™ and PK, performs concurrently at most s(n) interactive protocols
(sessions) with V' as follows.

If P* is already running ¢ — 1 (1 < i — 1 < s(n)) sessions, it can select
on the fly a common input z; € {0,1}” (which may be equal to z; for 1 <
j < i) and initiate a new session with the verification stage of V(SK, z;, p;)
on the restriction that the same z; can not be used by P* in more than U(n)
sessions, where U(n) is the a priori bounded polynomial indicating the upper-
bound of the corresponding counter kept in secret by V for x;. We stress that
in different sessions V' uses independent random-tapes in his verification stage
(that is, p1,---,p; (1 <i < s(n)) are independent random strings).

We then say a protocol satisfies concurrent soundn