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Preface

Crypto 2002, the 22nd Annual Crypto Conference, was sponsored by TACR,
the International Association for Cryptologic Research, in cooperation with the
IEEE Computer Society Technical Committee on Security and Privacy and the
Computer Science Department of the University of California at Santa Barbara.
It is published as Vol. 2442 of the Lecture Notes in Computer Science (LNCS)
of Springer Verlag. Note that 2002, 22 and 2442 are all palindromes... (Don’t
nod!)

The conference received 175 submissions, of which 40 were accepted; two sub-
missions were merged into a single paper, yielding the total of 39 papers accepted
for presentation in the technical program of the conference. In this proceedings
volume you will find the revised versions of the 39 papers that were presented
at the conference. The submissions represent the current state of work in the
cryptographic community worldwide, covering all areas of cryptologic research.
In fact, many high-quality works (that surely will be published elsewhere) could
not be accepted. This is due to the competitive nature of the conference and
the challenging task of selecting a program. I wish to thank the authors of all
submitted papers. Indeed, it is the authors of all papers who have made this
conference possible, regardless of whether or not their papers were accepted.

The conference program was also immensely benefited by two plenary talks.
The first invited talk was by Andrew Chi-Chih Yao, who spoke on “New Direc-
tions in Quantum Cryptographic Protocols.” In the second talk, David Chaum
gave the 2002 TACR Distinguished Lecture, entitled “Privacy Technology: A
Survey of Security without Identification.”

My deepest thanks go to the program committee members. Serving on a pro-
gram committee seems, at times, like a thankless job. When a paper is accepted
certain people may believe it is due to the paper’s intrinsic quality, whereas
when a paper is rejected it is attributed to the misjudgment of committee mem-
bers. The demanding nature of the task of careful evaluation and selection is, at
times, easily forgotten. In reality, the reviewing process for this conference was
a huge challenge that demanded from committee members top-level scientific
capabilities, combined with a lot of time-consuming hard work. Each paper was
reviewed by at least three members, and some papers (including those submitted
by committee members) were reviewed by as many as six reviewers. The process
followed the review directives of IACR. We reached our decisions via electronic
discussions and in a meeting of the program committee; this was a tough job, the
successful completion of which should be credited to each and every committee
member. We were assisted by the program committee’s advisory members, as
well as by an army of external reviewers whose expertise and help is highly ap-
preciated. Their names are given in a separate list. (I apologize for any possible
omission.)



VI Preface

The conference was run by Rebecca Wright, who served as the general chair.
I thank her for all her work, and in particular for her continuous assistance to
the program committee and the program chair. Some of the committee members
as well as other members of the community served as session chairs during the
conference, and I thank them for their help in running the program. The con-
ference program also included the traditional Rump Session, chaired by Stuart
Haber, featuring short informal talks on recently completed research and work
in progress.

The committee task was an international effort (as befits the IACR, where
the “I” stands for “International”). We had members from all over the world, a
chair in the USA, a program committee meeting in The Netherlands and a web
server in Belgium. We utilized Internet technology as much as we could. This was
possible due to efforts by a number of individuals. I thank Berry Schoenmak-
ers for making all the necessary local arrangements for the Program Committee
meeting in Amsterdam (just before Eurocrypt 2002). I thank Bart Preneel, and
his great team at K.U. Leuven, Thomas Herlea and Wim Moreau, who admin-
istered the submission and web-review software. Their support has been instru-
mental. I thank my Ph.D. student Aggelos Kiayias, who served as a technical
assistant to the chairs and helped me with the various technical and technologi-
cal aspects of running the committee and preparing the conference proceedings.
Further thanks are due to Bart Preneel, Wim Moreau and Joris Claessens for
authoring the web-review software that was used in the refereeing process, and
to Chanathip Namprempre, Sam Rebelsky and SIGACT’s Electronic Publishing
Board, for authoring the software for the electronic submissions. Thanks are also
due to the publisher, Springer-Verlag.

To summarize, I benefited greatly from the pleasant and effective working
relationships that I enjoyed with the many individuals I had to collaborate with
in order to make the program possible, and it was a real learning experience.
Indeed, the making of a program for a conference such as Crypto 2002 is an
effort that requires a lot of work from a lot of individuals. Fortunately, the IACR
and the cryptographic community at large form the active, strong, vibrant, and
relevant community that supports our successful conferences. Long live Crypto!

June 2002 Moti Yung
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Essential Algebraic Structure within the AES

Sean Murphy and Matthew J.B. Robshaw

Information Security Group,
Royal Holloway, University of London,
Egham, Surrey, TW20 0EX, UK
{s.murphy,m.robshaw}@rhul.ac.uk, mrobshaw@supanet.com

Abstract. One difficulty in the cryptanalysis of the Advanced Encryp-
tion Standard AES is the tension between operations in the two fields
GF(2%) and GF(2). This paper outlines a new approach that avoids this
conflict. We define a new block cipher, the BES, that uses only simple
algebraic operations in GF(2®). Yet the AES can be regarded as being
identical to the BES with a restricted message space and key space, thus
enabling the AES to be realised solely using simple algebraic operations
in one field GF(2®%). This permits the exploration of the AES within a
broad and rich setting. One consequence is that AES encryption can be
described by an extremely sparse overdetermined multivariate quadratic
system over GF(2%), whose solution would recover an AES key.

Keywords: Advanced Encryption Standard, AES, Rijndael, BES, Al-
gebraic Structure, (Finite) Galois Field, (Field) Conjugate, Multivariate
Quadratic (MQ) Equations.

1 Introduction

Rijndael [7l8] was chosen as the Advanced Encryption Standard (AES) and
published as FIPS 197 [2I] on 26 November 2001. The AES is carefully designed
to resist standard block cipher attacks [IJ18]. Here we move our attention to a
cipher that is an extension of AES, but which offers one particular advantage.
All of the operations in this new cipher, the BES, are entirely described using
very simple operations in GF(2%). Thus while the AES is embedded within the
BES, and while the BES fully respects encryption with the AES, there are no
GF(2)® operations.

The properties of this new cipher are intimately related to the properties of
the AES, as the AES is essentially the BES with a restricted message and key
space. The AES is, in essence, woven into the fabric of the BES. Yet, in many
ways, the new cipher is easier to analyse. It is certainly easier to describe; one
round of the cipher consists exclusively of inversion in GF(2%), matrix multipli-
cation in GF(2%), and key addition in GF(2%).

By recasting the AES in this way we highlight some important structural
features of the AES. We illustrate this with a differential-type effect in the BES
that seems surprising given the design principles of the AES. Furthermore, we
show that the AES preserves algebraic curves and that it can be expressed as a

M. Yung (Ed.): CRYPTO 2002, LNCS 2442, pp. 1-[I6 2002.
© Springer-Verlag Berlin Heidelberg 2002



2 Sean Murphy and Matthew J.B. Robshaw

very simple system of multivariate quadratic equations over GF(28). It is entirely
possible that such a new approach might offer significant improvements to the
cryptanalysis of the AES.

2 Previous Work and Notation

Throughout the AES process, Rijndael (the eventual AES) received considerable
cryptanalytic attention [TOJI217]. The simplicity of Rijndael was emphasized by
its designers [7§], and much work has concentrated on the structural properties
of the cipher [911[T5/192012324].

In this paper we introduce a new technique which further simplifies analysis
of the AES. While the AES encryption process is typically described using oper-
ations on an array of bytes, we represent the data as column vectors, so matrix
multiplication of such a column vector occurs on the left. We regard a byte as
an element of the binary field defined by the irreducible “Rijndael” polynomial
X8+ X*4+ X34+ X + 1. We denote this field by F and a root of this polynomial
by 6, so

GF(2)[X]

F=GF(2) = (X3 X + X3+ X+1) GF(2)(6).

Each byte therefore represents a polynomial in # and we adopt the convention
that the most significant bit in a byte (the 87 term) is represented by the left-
most, and most significant, bit of the hexadecimal representation of a byte.

The version of the AES we consider has a 128-bit or 16-byte message and
key space, though our comments are more generally applicable. The new cipher
BES has a 128-byte message and key space. We later define a restriction of the
BES spaces to a subset of size 2!?® that corresponds to the AES. We denote
these three sets by A, B and B respectively, so

A State space of the AES Vector space F16
B State space of the BES Vector space F128
Ba Subset of B corresponding to A Subset of F128,

3 The Basic Structure of the AES

We refer to FIPS 197 [21] for a full description of the cipher, but we list the
significant steps here. We concentrate our attentions on a typical round; the first
and last rounds have a different (but related) form that is easily assimilated. We
consider the basic version of the AES, which encrypts a 16-byte block using a
16-byte key with 10 encryption rounds.

The input to the AES round function can be viewed as a rectangular array of
bytes or, equivalently, as a column vector of bytes. Throughout the encryption
process this byte-structure is fully respected. The AES specification defines a
round in terms of the following three transformations.
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1. The AES S-Box. The value of each byte in the array is substituted accord-
ing to a table look-up. This table look up S[] is the combination of three
transformations.

(a) The input w is mapped to z = w1 where w(~Y is defined by

-1
254 _ J W w# 0
v _{ 0 w=0

WD —

Thus “AES inversion” is identical to standard field inversion in F for
non-zero field elements with 0(—) = 0.

(b) The intermediate value x is regarded as a GF(2)-vector of dimension 8
and transformed using an (8 x 8) GF(2)-matrix L4. The transformed
vector L4 -z is then regarded in the natural way as an element of F.

(¢) The output of the AES S-Box is (L4 - x) + 63, where addition is with
respect to GF(2).

2. The AES linear diffusion (mixing) layer.

(a) Each row of the array is rotated by a certain number of byte positions.

(b) Each column of the array is considered to be an F-vector, and a column
y is transformed to the column C -y, where C' is a (4 x 4) F-matrix.

3. The AES subkey addition. Each byte of the array is added (with respect
to GF(2)) to a byte from the corresponding array of round subkeys.

The additive constant (63) in the AES S-box can be removed by incorporat-
ing it within a (slightly) modified key schedule [19]. For simplicity, we use this
description of the AES in this paper.

4 The Big Encryption System (BES)

We introduce a new iterated block cipher, the Big Encryption System (BES),
which operates on 128-byte blocks with a 16-byte key. Both the AES and the BES
are defined in terms of bytes and we now describe the common mathematical
framework for both ciphers.

Both the AES and the BES use a state vector of bytes, which is transformed
by the basic operations within a round. In both cases, the plaintext is the input
state vector while the ciphertext is the output state vector. As described in
Section B the state spaces of the AES and the BES are the vector spaces A = F16
and B = F!?® respectively. We now describe the basic techniques required to
establish the relationship between the AES and the BES.

Inversion. The inversion operation is easily described. For a € F, it is identical
to standard field inversion for non-zero field elements with 0(-Y = 0. For an
n-dimensional vector a = (ag,...,a,—1) € F", we view inversion as a compo-
nentwise operation and set

alh = (a(()_l), ce af;ll)).
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Vector conjugates. For any element a € F we can define the vector conjugate
of a, a, as the vector of the eight GF(2)-conjugates of a, so

~ 0 1 2 3 4 5 6 7
a= <a2 ca? 0% ,a% 4% %, a? ,a2).

We use a vector conjugate mapping ¢ from F” to a subset of F8". For n = 1 and
a € F, we have

—_~ (0] 1 2 3 4 5 6 7
a=¢(a) = (a2 a2 a?,a? a? [ a? a2 ,a2>.

This definition extends in the obvious way to a vector conjugate mapping ¢
from F™ to a subset of F8"., The n-dimensional vector a = (ag,...,a,_1) € F"
is mapped to

a= ¢(a) = ((25((10), ) (b(anfl)) :

The vector conjugate mapping ¢ has desirable algebraic properties, namely
that it is additive and preserves inverses, so

¢(a+a’) = ¢(a) + ¢(a’) and
¢(a”t) = ¢(a) "

When each successive set of eight components in a € F® form an ordered
set of GF(2)-conjugates, we say that a has the conjugacy property. Such vectors
lie in Im(¢), and we can consider ¢! : Im(¢) — F™ as an extraction mapping
which recovers the basic vector from a vector conjugate.

Embedding the AES state space in the BES state space. Any plaintext,
ciphertext, intermediate text, or subkey for the AES is an element of the state
space A. Similarly, any plaintext, ciphertext, intermediate text, or subkey for
the BES is an element of the state space B.

We can use the vector conjugate map ¢ to embed any element of the AES
state space A into the BES state space B. We define

Ba = ¢(A) C B to be the AES subset of BES,

that is the embedded image of the AES state space in the BES state space.
Elements of Ba, that is embedded images of AES states or subkeys, have the
vector conjugacy property. Furthermore, B o is an additively closed set that also
preserves inverses.

In the following sections we describe the cipher BES. This is done in such a
way that the “commuting” diagram in Figure [l is fully respected.

4.1 AES and BES

As previously described, we regard a state vector of the AES to be an element
a € A. We further regard each round subkey as an element k; € A. We do



Essential Algebraic Structure within the AES 5

A % Ba

| 4

oo [AES]  [BES)e ot
4 +
A £ B,

Fig. 1. The relationship between the AES and the BES. The important feature of the
BES is that it is defined exclusively using simple operations in one field, GF(2%).

not use the standard AES way of representing an element a as a square array.
Instead we view the state vector a as a column vector, where

00|01 |¢02|A03

a— 410|011 (G12|Q13| (aoo 30, 4o as QSS)T
— — ge ey 3 17..., ‘1,...7 -

a20|A21|A22|023

a30|A31|032|A33

For the BES, we also view the state vector b € B as a column vector where

T
b = (booo, - - -, boo7; b100s - - -, b1075 -+, b330, - -, b3s7) "

It should be obvious how we intend to use the embedding mapping ¢. We set

é(aij) = (bijo, .., bijr).

Each basic operation in a round of the AES describes a bijective mapping on
A. These can be readily replaced with similar operations in the BES. Our aim
in doing this is to ensure that every operation (including the GF(2)-linear map
from the AES S-box) is expressed using simple algebraic operations over F.

Subkey addition. This is obvious for both the AES and the BES. For the
AES we combine the state vector a € A with an AES subkey (ka); € A by
a+— a+ (ka);. We do exactly the same in BES and we combine the state vector
b € B with a subkey (kg); € B by b — b + (kp);. We consider the generation
of the BES subkeys below.

S-box inversion. As inversion operates componentwise on bytes, it is just as
easy to describe in the BES as the AES. In the AES, inversion can be viewed
as a componentwise vector inversion of the state vector a € A. Thus the AES
inversion operation is given by a — a{~1). This can be translated in the obvious
manner, and for b € B, inversion in the BES is given by b — b(~1),

Row operation. The AES RowShift operation permutes the bytes in the array.
Clearly this process can be considered as a transformation of the components of
a column vector a € A. It is straightforward to represent this transformation as
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multiplication of the state vector a € A by a (16 x16) F-matrix R4. Consider the
equivalent operation in the BES. It is equally straightforward to represent this
transformation as multiplication of the state vector b € B by a (128 x 128) F-
matrix Rp. In moving from R4 to Rp we only need ensure that vector conjugates
are moved as a single entity.

Column operation. The AES MixColumn operation is defined using a (4 x 4)
F-matrix C4. A column y € F4 of the conceptual state array is transformed into
a replacement column z € F# by

6 (B+1) 1 1 0203 01 01

ol | 6 (B+1) 1 [ oto20301
Z=bary= 1 1 6 6+1)| Y~ |ototo203 | ¥

0+1) 1 1 0 0301 01 02

We can readily view this as a transformation of the AES state space A by the
(16 x 16) F-matrix transformation Mix 4, where Mix 4 is a block diagonal matrix
with 4 identical blocks C4, so Mixy = Diags(C4). Consider now the equivalent
transformation within the BES. Our aim is to replicate the actions of the AES,
but to maintain the condition that each byte in the AES is represented by a
conjugate vector in the BES. To do this we consider eight versions of the matrix
C4. These versions are denoted by C](Bk) and they are defined as

02" (0+1)2" 1 1
2k 2k
o = ! o= O+ Ul fork=o0,...7,
1 1 0% (0+1)2
G+1)2" 1 1 62"

SO Cg)) = (4. We note that CJ(;) is an MDS matrix, thereby offering certain
diffusion properties [7J8], and that if

(20,21, 22,23) " = Ca - (Y0,Y1,Y2,y3)" then
T
ok ok ok okyp k ok ok ok ok
(zO yR1 1R ,R3 ) :C(B) (yo Y1 Y 5 U3 ) .

This provides a way of preserving the conjugacy property through the MixColumn
transformation in the BES. The matrices Cgf) can be used to define the (128 x
128) F-matrix Mixp that respects the vector conjugate embedding mapping
¢ : A — By, so the action of MixColumn on bytes in the AES is replicated
by the action of Mixp on vector conjugates in the BES. Under a simple basis
re-ordering, Mix g is a block diagonal matrix comprising 32 (4x4) MDS matrices.

The S-box GF(2)-linear operation. In the AES, there is no easy way to
represent this transformation of the state space A as a matrix multiplication
However, in the BES there is a simple matrix representation of this operation.
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The AES GF(2)-linear operation o4 : F16 — F16 is defined using a function
f:F — F that operates on each component of the state vector a, so

a = (ago, - --,asz) = oa(a) = (f(aw),-- -, flass)).

In the AES specification, f is defined by considering F = GF(2%) as the vector
space GF(2)8. The transformation f is then represented by the action of an
(8 x 8) GF(2) matrix L4 where

10001111
11000111
11100011
11110001
11111000
01111100
00111110
00011111

To accomplish the change from GF(28) to GF(2)®, the natural mapping v :
GF(2%) — GF(2)® is used in the AES. The componentwise AES GF(2)-linear
operation f : F — F is then defined by f(a) = ¥~ '(La(¢(a))) for a € F. Tt is
the need for the maps 1 and ¢)~! that complicates analysis of the AES.

However, there exists a polynomial with co-efficients in F which interpolates
f + F — F. This polynomial may be regarded as an equivalent definition of f.
Further, since f is an additive or linearized polynomial [16] on F, it is necessarily
described by a linear combination of conjugates. Thus we obtain

7
fla) = Z)\kazk for a € F,
k=0
where (Ao, A1, A2, Ag, Ad, As, g, A7) = (05,09, £9, 25, £4, 01, b5, 8£).

This polynomial is essentially given in [8] as part of the derivation of the related
S-Box interpolation polynomial [7]8]. However, our interest is in separating out
the F-inversions from the rest of the F-linear round function, since this separa-
tion seems algebraically the most natural.

The GF(2)-linear operation from the AES S-box can now be defined in the
BES using an (8 x 8) F-matrix. This matrix replicates the (AES) action of the
GF'(2)-linear map on the first byte of a vector conjugate set while ensuring that
the property of vector conjugacy is preserved on the remaining bytes. We set

202 (M) (A2)® (A3)% (A)? (Xs)2 (X6)? (/\7)2?

(>\7)2: (/\0)2: ()\1)2: (/\2)2: ()\3)2: (/\4)2: ()\5)2; (Xe)?
(X6)? (A0)2 (Mo)® (M) (A2)® (A3)® (Aa)? (As)?
Ly = (As) (Xe)? (A7)2 (M)* (A)* (A2) (Xs)* (Aa)®
(A1)? (A5)2 (Ne)” (A)” (M) (A1)? (A2)? (Aa)”
(A3)2 (> () (X6)> (A)* (M) (M)? (A2)?
(A2)> (A2 (Aa)> (A)”” (6)* (M) (A0) (M)
(A)?" (A2)? (Aa)*" () (9)* (Ae)* (A" (A0)
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We can now represent the entire set of GF(2)-linear operations in the AES with
a (128 x 128) F-matrix in the BES, Ling. Thus Linp is a block diagonal matrix
with 16 identical blocks Lg, so Ling = Diagi16(Lg)-

Key schedule. We can use the techniques from previous sections to describe
the key schedule for the BES. This effectively replicates the actions of the AES
key schedule, in which a 16-byte AES key k4 provides eleven subkeys, each in
A. In the BES, a 128-byte BES key kp provides eleven subkeys, each in B.

The key schedule in the AES uses the same operations as the AES encryption
process, namely the GF'(2)-linear map, componentwise inversion, byte rotation,
and addition. Thus the key schedule can also be described using the same simple
algebraic operations over F. Whenever a constant is required in the AES, we
use the embedded image of that constant in the BES. Whenever a byte in the
AES has to be moved to a different position, we ensure that the corresponding
vector conjugate is moved as a single entity in the BES. In this way, we ensure
that if a BES key the conjugacy property, then so do all its derived subkeys.
If the embedded image of the AES key k4 is the BES key kg = ¢(k4), then
(kp); = ¢((ka);) for every round subkey, so the embedded images of an AES
subkey sequence form a BES subkey sequence.

Round function of BES. We have now completely described a round of BES.
If the inputs to the BES round function are b € B and subkey (kp); € B, then
the BES round function is given by

ROUDdB(b, (kB)z) = MiXB (RB (LinB (b(_l)))) + (kB)i
= Mg - (bY) + (kg)i,

where Mp is a (128 x 128) F-matrix performing linear diffusion within the BES.
Furthermore, if the inputs to the AES round function are a € A and subkey
(ka); € A, then we have

Roundy(a, (ka);) = ¢! (Roundp (¢(a), d((ka)i))) .

4.2 The Relationship between the AES and the BES

The BES is a 128-byte block cipher, which consists entirely of simple algebraic
operations over F. It has the property that Ba, the set of embedded images
of AES vectors, or equivalently the set of all BES inputs with the conjugacy
property, is closed under the action of the BES round function. Furthermore,
encryption in the BES fully respects encryption in the AES and the commuting
diagram given in Figure [l holds. Thus the BES restricted to Ba provides an
alternative description of the AES and analysis of the BES may well provide
additional insight into the AES.
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5 Algebraic Observations on the BES

The round function of the BES, and hence essentially the AES, is given by
b Mg -b=Y + (kp);.

Thus a round of the AES is simply componentwise inversion and an affine trans-
formation with respect to the same field F = GF(2®). This suggests many pos-
sible areas for future investigation. We offer some preliminary observations.

5.1 Linear Diffusion in BES

The linear diffusion F-matrix Mp of the BES is a sparse matrix and can be
analysed using similar techniques to those used in [I9]. These were originally
used to analyse the related linear diffusion GF(2)-matrix (denoted by M in [19]).
However, this linear diffusion matrix (M) and the AES inversion are with respect
to different fields.

The minimum polynomial of Mp is (X + 1)15, effectively the same as the
minimum polynomial of M. In some sense, the BES is structurally no more
complicated than the AES. Following [19], we find an F-matrix Pg such that

Rp = Pg'- Mg - Pg,

where Rp is essentially the Jordan form of Mp. The matrix Rg has 112 rows
with two ones and 16 rows with a single one while all other entries are zero.
It is effectively the simple matrix R given in [19], and has similar interesting
properties. The significant change here is that the properties of Mg are properties
in F and not GF(2). Such properties have the potential to interact directly with
the inversion operation. Many of these properties involve linear functionals or
parity equations. A parity equation is a row vector e”, and the parity of a vector
beBisel -b= Z:ig e; - b;. We note a few interesting properties.

— Mp has order 16.

— The columns of Pg form a basis for B. In this basis, the action of the linear
diffusion layer is given by the very simple matrix Mp.

— In particular, Mp fixes a subspace of B of dimension 16. The intersection
with Ba, the embedded AES state space, has 2!6 elements.

— The rows of Py ! form linear functionals or parity equations (defined above)
that always evaluate to 0 or 1 on B (by considering dual spaces).

— The set of parity equations whose value is fixed by M p form a 16-dimensional
vector subspace over F.

These observations may seem somewhat abstract, but they do have important
consequences. We discuss an example below in which these observations can be
used to illustrate certain differential properties of the BES.
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5.2 Related Encryptions in the BES

As noted in Section [6.1] it is possible to find parity equations whose values are
fixed by Mp, the linear diffusion layer of the BES. One example is

repeat 16 times

e = (b4,fd, 17, 0e, 54, 20,16,52,...)7,

for which e” = e’ - Mp, so e’ - b = e’ - (Mp - b). We now describe some
interesting properties relating two plaintext-ciphertext pairs generated under
related subkey sequences. These properties hold with probability one and so
they can be appropriately extended to any number of rounds.

Suppose p has parity p. = e’ - p under parity equation e’, so ¢ - p has
parity tp. for any t € F. Consider two state and subkey pairs p,k; € B and
tp,tC"Yk; € B (t #0,1). A typical BES round function is given by

p— Mg -p=Y +k;, and
t-p—=t—'Mp-p +tk,.

When we consider the effect of the BES round function on the parities, we obtain

pe:(eT~p)HeT'MB-p(*1)+eT~kZ— =el . ptb 4 el k,;
= eT . (p(_l) + kz);
tpe = (e -tp) s el -t ' Mp -pt=H el - t7k; =e” -t~ 1pth f el -tk
=t (ptY + k).

Thus if (pe,tp.) are the parities under e’ then after one round using subkeys
k; and t~'k; respectively, the respective parities are (pl,t !p.) for some pl..
Hence if we encrypt two plaintexts (p, tp) under different sets of related subkey
sequences as detailed below, then we obtain two ciphertexts that are related by
their parities ¢, and tc,.

Plaintext Parity Subkey sequence Ciphertext Parity
Pe ko, ki, ko, k3 - -+, kokig Ce
tpe tk07t_1k1;tk27t_1k3)'"7t_1k93tk10 tce

Differential-type effect in BES. We can increase the sophistication slightly
and consider two pairs of plaintext pg, p1 € B and tpg, tp1 € B. The difference
in the first pair is po + p1 with parity p. = e’ - (pg + p1), and similarly the
parity of the difference in the second pair is tp,.

Plaintext Difference Parity| Subkey sequence |Ciphertext Difference Parity
e’ - (po +P1) = pe ko, ki, -, kio Ce
e’ - (tpo +tp1) = tpe |tko,t 'ki,- -, tkio tee

Suppose we encrypt the two pairs of plaintexts under two sets of related
subkey sequences as detailed in the above table, then the plaintext and ciphertext
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difference parities have the same relationship, as shown in the above table. This
relationship holds with probability one, so would be applicable for any number
of rounds. Thus there exists a probability one differential effect under related
subkey sequences in the BES in which every S-Box is active.

Relevance of these BES observations to the AES. These preliminary
observations do not apply when specific details of the key schedule are considered.
Even if they did, they would not apply directly to the AES for a rather subtle
reason. If (p,tp) € Bx B, then (p, tp) ¢ Ba xBa; that is if p has the conjugacy
property, then tp cannot have the conjugacy property (¢ # 0,1). Thus, if p is
an embedded AES plaintext, then ¢p cannot be an embedded AES plaintext.

However, these observations are very interesting for the light they shed on the
AES design philosophy [7/8]. As far as linear and differential cryptanalysis are
concerned, the BES would be expected to have similar properties to the AES. In
particular, the diffusion in both has the same reliance on MDS matrices. However
in the BES, which is intricately entwined with the AES, we have exhibited a
differential-like property that occurs with certainty even though every S-Box is
active.

5.3 Preservation of Algebraic Curves

Each of the BES operations, namely “inversions” (ignoring O-inversion for the
moment) and affine transformations over F, are simple algebraic transformations
of B. Thus each BES operation maps an algebraic curve defined on B = F!28
to an isomorphic algebraic curve. For a given key 128-bit key k, more than half
(about 53%) of AES plaintexts are encrypted without “inverting” 0 (since 160
inversions are performed). Let Ax C A denote this set of AES plaintexts for
key k. If embedded plaintexts from Ay lie on a curve, then the corresponding
embedded ciphertexts lie on an isomorphic curve over F. Thus, the AES and
the BES can be considered to preserve algebraically simple curves over F with a
reasonable probability. In particular, the inversion and the affine transformation
of the BES round function map quadratic forms over F to quadratic forms over
F, so the AES can be described using a very simple system of multivariate
quadratic equations over F. We consider the consequences of this observation
below.

6 Multivariate Quadratic Equations

We now demonstrate that recovering an AES key is equivalent to solving par-
ticular systems of extremely sparse multivariate quadratic equations by express-
ing a BES (and hence an AES) encryption as such a system. The problem of
solving such systems of equations lies at the heart of several public key cryp-
tosystems [3]22], and there has been some progress in providing solutions to
such problems [4J5IT4]. Recently, Courtois and Pieprzyk [6] have suggested the
use of a system of multivariate quadratic equations over GF'(2) to analyse the
AES. However, such a GF(2)-system derived directly from the AES is far more
complicated than the F-system derived from the BES.
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6.1 A Simple Multivariate Quadratic System for the AES

We first establish the notation that we need. We denote the plaintext and ci-
phertext by p € B and ¢ € B respectively, and the state vectors before and after
the i*® invocation of the inversion layer by w; € B and x; € B (0 < i < 9)
respectively. A BES encryption is then described by the following system of
equations:

wo = p + ko,

Xi:wgfl) fori=0,...,9,

Wi:MBxi—1+ki fOI‘Z'ZL...,g7

¢ = Mpxg + ko,

where M}, = Rp - Ling = Mia:gl - Mp, since the final round in the BES
(equivalently the AES) does not use the MixColumn operation.

We now consider these equations componentwise. We first denote the matrix
Mg by () and the matrix M}; by (3). We represent the (8§ +m)*™ component
of x;, w; and K; by x; (j,m), Wi, (j,m) and k; (j ) respectively. We can now express
the previous set of equations in the following way:

wo,jm) = Plgm) + Fo,(j,m)> ‘

Zi,(,m) = Wy (5,m) fori=0,...,9,

w; (jm) = (MpBXi—1)(jm) + kigmy  fori=1,...,9,
cjm) = (MEX0)(j,m) + K10,(,m)-

We assume that O-inversion does not occur as part of the encryption or the
key schedule. This assumption is true for 53% of encryptions and 85% of 128-
bit keys, and even if the assumption is invalid, only a very few of the following
equations are incorrect. Under the stated assumption, the system of equations
can be written as:

0= wo,(j,m) + P(jm) + Ko,(jm)s .

0 =24 (j,m)Wi,(jm) +1 for:=0,...,9,
0= W, (,m) + (MBxi,l)(ﬁm) + ki,(j,m) for ¢ = 1,...,9,
0 = c(jm) + (MpXo) (j,m) + K10,(j,m)-

We thus obtain a collection of simultaneous multivariate quadratic equations
which fully describe a BES encryption. These are given for j = 0,...,15 and
m=20,...,7 by:

0 = wo,(j,m) + P(im) + Ko,jm)

0 = 24 (j,m)Wi,(j,m) T 1 fori=0,...,9,
0 = w; (j,m) + ki, (j,m) + Z(j@m/) Q(j,m), (" ,m")Ti—1,(j' ,m’) fori=1,...,9,
0 = c(jm) + K10,G,m) + 2257 mr) Blim), (57 m")To, (57 ;m?) -

A BES encryption can therefore be described as a multivariate quadratic system
using 2688 equations over F, of which 1280 are (extremely sparse) quadratic
equations and 1408 are linear (diffusion) equations. These equations comprise
5248 terms, made from 2560 state variables and 1408 key variables.
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When we consider an AES encryption embedded in the BES framework,
we obtain more multivariate quadratic equations because the embedded state
variables of an AES encryption are in Ba and possess the conjugacy property.
We thus obtain the following very simple multivariate quadratic equations for
j=0,...,15and m =0,...,7 (where m+1 is interpreted modulo 8). We divide
these equations into linear equations and multivariate quadratic equations.

0 = wo,(j,m) + P(.m) + Ko,(j.m); .
0 = wi,j,m) + Ki,(jom) + 227 mn) ¥Gam), (G m) Ti1,Grymey - fori=1,...,9,
0= C(j7m) + klO,(j,m) + Z(j’,m’) ﬁ(j7m)7(j/7m/)$97(j/,,m‘/).

0= 23, (j,m) Wi, (j,m) + 1 for i =0,...,9,
0= miv(jﬂ”) + mi,(j,m-t,-l) for i = Oa AR 93
0= w?,(j,m) + Wi, (j,m+1) fori=0,...,9.

An AES encryption can therefore be described as an overdetermined multivari-
ate quadratic system using 5248 equations over F, of which 3840 are (extremely
sparse) quadratic equations and 1408 are linear equations. These encryption
equations comprise 7808 terms, made from 2560 state variables and 1408 key
variables. Furthermore, the AES key schedule can be expressed as a similar mul-
tivariate quadratic system. In its most sparse form, the key schedule system uses
2560 equations over F, of which 960 are (extremely sparse) quadratic equations
and 1600 are linear equations. These key schedule equations comprise 2368 terms
made from the 2048 variables, of which 1408 are basic key variables and 640 are
auxiliary variables. We can, of course, immediately reduce the sizes of these mul-
tivariate quadratic systems by using the linear equations to substitute for state
and key variables, though the resulting system is slightly less sparse.

6.2 Potential Attack Techniques

It is clear that an efficient method for the solution of this type of multivariate
quadratic system would give a cryptanalysis of the AES with potentially very
few plaintext-ciphertext pairs. While there is some connection to work on in-
terpolation attacks [I3], techniques such as relinearisation [14] or the extended
linearisation or XL algorithm [5] have been specifically developed for the solution
of such systems. A simple overview of these techniques is given below.

— Generate equations of higher degree from the original equations by multi-
plying the original equations by certain other terms or equations.

— Regard the generated system of equations of higher degree as linear combi-
nations of formal terms.

— If there are more linearly independent equations than terms, solve the linear
system.

The recently proposed extended sparse linearisation or XSL algorithm [6] is a
modification of the XL algorithm that attempts to solve the types of multivariate
quadratic systems that can occur in iterated block ciphers. A discussion of the
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use of the XSL algorithm on the AES multivariate quadratic GF(2)-system is
given in [6]. The AES F-system derived from the BES is far simpler, which
would suggest that the XSL algorithm would solve this F-system far faster (2100
AES encryptions) than the GF(2)-system. However, the estimate given for the
number of linearly independent equations generated by the XSL technique [6]
appears to be inaccurate [2].

It is obvious that much urgent research is required on the solution of AES
multivariate quadratic systems over F to see what new cryptanalytic approaches
and attacks are possible. In particular, refinements to XL-type techniques and
the applicability of sparse matrix techniques seem to be important topics for
future work. It is certainly important to know the degree and size of linearly
soluble systems generated from the AES multivariate quadratic systems. If the
degree and size of such a generated system is too small, then attacks on the
AES might be possible. We note that the BES representation of the AES gives
other simple quadratic equations over F, such as x; (j m41)Wi, (j,m) = Ts,(j,m) OF
Ti,(j,m+2)Wi,(j,m) = Ti,(j,m+1)Ti,(j,m)- Lhese can be used to build other simple
multivariate quadratic systems over F for the AES. Indeed, the first of these
equations is essentially used to construct the GF(2) system for the AES given
in [6]. We can also use simple higher degree equations over F to build other
simple multivariate systems for the AES. It is clear from this brief discussion
that many aspects of the AES representation over F remain to be investigated.

6.3 Implications for the AES

The cryptanalysis of the AES is equivalent to the solution of some particular sys-
tem of extremely sparse multivariate quadratic equations over F. The analysis of
the AES as a complicated multivariate quadratic system over GF(2) by Courtois
and Pieprzyk [6] is related to the problem of finding such a solution. Most of
the other published security results on the AES are concerned with demonstrat-
ing that bit-level linear and differential techniques do not compromise the AES.
However, from an algebraic viewpoint, such techniques are trace (F — GF(2))
function techniques, and trace function techniques are not normally employed in
the solution of multivariate systems. It is arguable that an important aspect of
the security of the AES, namely the solubility of an extremely sparse multivariate
quadratic system over F, is yet to be explored.

7 Conclusions

In this paper we have introduced a novel interpretation of the AES as being em-
bedded in a new cipher, the BES. However, the BES does not necessarily inherit
security properties we might have expected from the AES. Furthermore, the
BES has a simple algebraic round function consisting solely of a componentwise
inversion and and a highly structured affine transformation over the same field
GF(2®). Indeed, this alternative description of the AES is mathematically much
simpler than the original specification. One consequence is that the security of
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the AES is equivalent to the solubility of certain extremely sparse multivariate
quadratic systems over GF(28).
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Abstract. In this paper, we show that the natural and most common
way of implementing modes of operation for cryptographic primitives
often leads to insecure implementations. We illustrate this problem by
attacking several modes of operation that were proved to be semantically
secure against either chosen plaintext or chosen ciphertext attacks.

The problem stems from the simple following fact: in the definition and
proofs of semantic security, messages are considered as atomic objects
that cannot be split; however, in most practical implementations, mes-
sages are subdivided into smaller chunks than can be easily manipulated.
Depending on the implementation, each chunk may consist of one or sev-
eral blocks of the underlying primitive. The key point here is that upon
reception of a processed chunk, the attacker can now adapt his choice for
the next chunk. Since the possibility of adapting within a single message
is not taken into account in the current security models, this leaves room
for unexpected attacks.

We illustrate this new paradigm by attacking three symmetric and hybrid
encryption schemes based on the chaining mode in spite of their security
proofs.

1 Introduction

Currently, the strongest definition of security for an encryption scheme cap-
tures the idea that an attacker can adapt his queries according to the previ-
ously received answers. A scheme is said to be secure, if no attacker is able
to distinguish between different scenarios. These definitions exist in several fla-
vors, depending on the allowed scenarios, e.g. Find-Then-Guess (FTG) security,
Left-or-Right (LOR) security, Real-or-Random (ROR) security ([2]). Moreover,
the attacker can be given access to an encryption oracle only, when considering
chosen-plaintext attacks (CPA), or to an encryption/decryption oracle when con-
sidering chosen-ciphertext attacks (CCA). The case of chosen ciphertext secure
modes of operation has been specially studied in [IT].

M. Yung (Ed.): CRYPTO 2002, LNCS 2442, pp. 17 2002.
© Springer-Verlag Berlin Heidelberg 2002
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However, all these definitions consider messages as atomic objects that can-
not be split into smaller pieces. While very convenient from a theoretical point
of view, this approach does not really model the reality of many cryptographic
implementations. Indeed, in real-life implementation, encryption is usually per-
formed “on the fly”, i.e. ciphertext chunks are computed and sent as soon as pos-
sible. The potential attacks induced by such implementations have already been
taken into account in some cryptographic constructions, such as in [7] (signed
digital streams) and in [6] (pseudorandom number generators). However, we are
not aware of any work that takes advantage of this to attack practical imple-
mentations of previously existing schemes. The first example that comes to mind
is the case of encryption with a smart card. Usually, the host computer sends
blocks of plaintext one at a time to the smart card and immediately receives the
corresponding ciphertext block. Thus an hostile host can adapt his next plaintext
block as a function of the previously received ciphertext block. Even when the
encryption is performed by a general purpose computer, messages are divided
into smaller chunks. For example, in SSH ([14]), the plaintext to be encrypted is
stored in a buffer of finite size. Whenever the buffer is fulld, it is encrypted and
sent. Moreover, as described in [I4], “initialization vectors should be passed from
the end of one packet to the beginning of the next packet“. As a consequence,
even though attackers cannot be adaptive within a buffer, they can adapt from
one buffer to the next, within a single message. Finally, even if several blocks are
stored in the cryptographic component and if buffers are longer than one block,
the attacker can force a dependency between the last block of a buffer and the
first block of the next one.

In the rest of paper, we show how to take advantage of this extra degree
of freedom to attack some modes of operations that were previously thought
(and proven) secure. These cryptanalysis are presented in the Find-Then-Guess
model, described in appendix [Al For the sake of simplicity, we will allow the
attacker to be adaptive from one block to the next within a single message. This
mimics the behavior of smart card implementations. Throughout the paper, this
kind of attacker is said to be blockwise-adaptive.

The first and simplest cryptanalysis we present is the attack on CBC mode
of operation. The attacker adapts directly the plaintext block according to the
previous ciphertext block. The proposed attack is very efficient, it uses a small
constant number of queries to the encryption oracle and always succeeds.

The second attack is against an hybrid scheme, called GEM, that was pro-
posed by Coron et al. in [5]. It is an academic attack of higher complexity in
time and memory. However, the attack beats the bound of the security proof.
The main idea is to feed the challenge oracle with message blocks until a colli-
sion appears on the ciphertexts blocks. Then with a single query to a decryption
oracle the attacker can distinguish which message has been encrypted.

Finally we attack the TACBC encryption mode proposed by Jutla in [10]
and proved secure by Halevi [§] in a slightly modified variant. Here the attack

! To avoid useless waits, the SSH layer can encrypt and send incomplete buffers.
However, this detail is irrelevant at this point.
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exploits some relations between the values used to mask the ciphertext blocks.
As for CBC, the attack is very efficient since the attacker just needs to feed
the encryption oracle with a constant number of queries and always succeeds.
Furthermore, we show in appendix [B] that this weakness was already present in
the initial proposal of Jutla.

2 Attack on the CBC Mode of Operation

The CBC (Cipher Block Chaining) mode of encryption security has been ana-
lyzed in [2]. It was proved to be secure in the LOR-CPA sense, assuming that the
underlying block cipher is a family of PRP. The definition of this security notion
is standard and can be found in [2]. Tt is also briefly described in appendix [Al
In this section, we briefly recall the CBC encryption mode and then we describe
how it can be attacked when allowing the attacker to be adaptive from one block
to the next within a single message.

Let Ex be a block cipher with secret key K and block-size n bits and let M
be the (padded) message to encrypt. M is divided into £ n—bit blocks denoted
by (M[1],M[2],...,M[{]). A random n-bit initial value IV is generated by the
encryption box. The CBC mode of encryption with random initial value is a
stateless symmetric encryption scheme CBC(Eg). The ciphertext blocks Ci]
are computed as follows:

ol = 1v,
Cli] = Ex(Cli — 1] & M]i])

The transmitted ciphertext is (C[0], C[1],...,C[{]).

The crux of the security proof of [2], is that since each message block is
randomized by xoring it with a block cipher output, each new call to Eg is
independent from the previous ones and no attacker can succeed unless a ran-
dom collision occurs. However, if C[i — 1] is known when choosing M][i], the
independence is clearly lost and the proof fails.

It turns out that this can be illustrated by a very simple attack in the (block-
wise) FTG-CPA sense. The attack proceeds as follows:

Step 1 The attacker chooses its FTG challenge. This challenge consists of two-
blocks messages My and M, such that My[2] # M;[2].

Step 2 The black-box computes the encryption of either My and M;, accord-
ing to the value of a random bit b. It transmits (Cp[0], Cp[1], C[2]) to the
attacker. The goal of the attacker is now to guess the value of b.

Step 3 The attacker starts the encryption of a test message M’. It first sends
the first block M'[1] chosen uniformly at random.

Step 4 The attacker receives the beginning of the encryption of M’, namely
(C'[0], C'"[1]). It sends the second block M'[2] = My[2] & Cy[1] & C'[1].

Step 5 The attacker receives C’[2].

Step 6 If C'[2] = (}[2] the attacker guesses that b = 0, otherwise it guesses
b=1.
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We claim that the guess of the attacker is always correct. Indeed, when b = 0
we can check that:

Moreover, when b = 1 we can check that:

C'[2] = Ex(Mo[2] @ Gy[1] @ C'[1] @ C'[1))
= Ex(Mo[2] © Cy[1])
# Ex (M1[2] © Cy[1])

and thus C’[2] # Cp[2]. As a consequence, the attacker can easily find which of
the two challenge messages was encrypted.

One can remark that the proposed attack could be even more efficient. In-
deed, if the attacker can be adaptive during the challenge phase itself (and not
only after, as described above), the test message is no longer necessary and the
adversary can guess the bit b by just seeing the challenge ciphertext.

A simple and efficient countermeasure to this attack could be considered.
The encryption process £ can delay the outputs by one block. That is, when
receiving the kth plaintext block, £ encrypts and stores it, and returns the
(k — 1)th block of the ciphertext. In this case, an adversary against this scheme
cannot adapt each plaintext block according to the previous ciphertext block
during the encryption process, and the above attack fails. This scheme will be
called the Delayed Cipher-Block Chaining and will be denoted by DCBC.

Remark 1. The same cryptanalysis can also be mounted against the ABC en-
cryption mode (Accumulated Block Chaining) proposed by Knudsen in [12].
However we do not explicitly describe the attack which is related to the proof
by Bellare et al. in [1] that ABC mode of operation with public or secret ini-
tial value is not a secure OPRP. We just remark here that this attack is possible
since each plaintext block is masked with the previous ciphertext block and with
a value issued from a function h evaluated at the previous plaintext block. As
the h function is not kept secret, the attacker can predict the mask values and
adapt each message block accordingly.

Remark 2. In many cases, encrypted messages are also authenticated using a
message authentication code (MAC). It is known from recent papers [3] that the
right way of doing this is the Encrypt-Then-MAC paradigm. When encryption
and authentication are correctly combined, the complete system was shown to
be CCA secure in the current security model. However, it is easily remarked that
adding authenticity does not prevent the above attack.
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3 An Hybrid Example: The GEM Schemes

Two chosen ciphertext secure asymmetric encryption schemes for messages of
arbitrary length, GEM-1 and GEM-2, have recently been presented in [5]. In
fact they are based on an hybrid construction using an asymmetric encryption
scheme and a block cipher. The security proof is made in the random oracle
model with a very weak assumption on the underlying block cipher: any fixed-
length indistinguishable secure symmetric scheme can be used.

In this section we show how to cryptanalyze these schemes with help of our
new kind of attacks. In order to simplify the analysis of the attack, we assume
that the underlying symmetric encryption scheme is the XOR, as proposed in
the original paper. We mount a chosen ciphertext attack in the sense of the
indistinguishability of the encryption. This proposed attack is blockwise-adaptive
in a stronger sense than the attack against CBC encryption. Indeed, in the case
of GEM, the attacker needs to be adaptive during the challenge transmission
phase. We will focus on the first scheme GEM-1, but the same attack can be
mounted against the second, GEM—2.

3.1 Overview of GEM-1

Let us briefly describe the GEM~-1 scheme according to [B]. The system makes
use of several cryptographic primitives, a trapdoor one way function &, (such
as RSA) and a weak symmetric encryption scheme Eg. In fact, using the XOR
function is proposed by the authors. The scheme also makes use of a family of
hash functions H; and of an additional hash function F' which are modeled as
random oracles. For practical instantiations, it is proposed to use SHA-1 together
with a counter, i.e. H;(.) = SHA-1( . || ). The additional hash function F can
be defined similarly using a special value for i, e.g. F' = Hj.

Given the public key pk, one can encrypt a message M formed of n [-bit
blocks, (M[1], M[2],..., Mn]) by randomly choosing w and u and by computing
the ciphertext (71, C[1],C[2],...,C[n],T2) as follows:

Ty = Ep(w, u)

kl = Hl(w,Tl)
C[1] = B, (M[1])

k‘i = Hi(ki—h M[Z — 1],’LU)
Clil = By, (Ml

Ty = F(ky, M[n], w)

This is summarized in figure [Tl

3.2 Attack on GEM-1

The security of GEM-1 is proved in [5] in the random oracle model, assuming
that £y is “reasonably” secure, even when Ex is quite weak (a simple XOR
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& T
T C] Cln] T3

Fig. 1. The GEM-1 algorithm.

suffices). Without writing down the explicit security bound given for GEM—1,
let us remark that the advantage of a CCA adversary in the usual security model
is linear in the size of the processed data. As a consequence, square-root attacks
are ruled out by the security proof.

In this section, we show that this is no longer the case when using a blockwise-
adaptive attacker and give an explicit square-root attack using such an attacker.
Note that the proposed attacker is blockwise-adaptive during the challenge phase
itself.

The attacker needs to transmit a challenge of size O(2"/2) where n is the size
in bits of the C; values. In other words, this can be described as a square-root
attack.

For the sake of simplicity, we assume that the XOR function is used as
symmetric encryption. The important property of the XOR function for our
purpose is that for a given pair consisting of one plaintext block and its related
ciphertext block, the encryption key is uniquely determined. With a different
block cipher algorithm, several keys could be possible. However, when the block
size and the key size are both equal to n, the number of possible keys is always
small. As a consequence, the proposed attack would still have a good probability
of success with an ordinary block cipher.

After constructing its challenge message and getting the corresponding ci-
phertext, the attacker asks for the decryption of a different (but of course re-
lated) message. This decryption message tells him which of the two challenge
messages was encrypted with probability 1.

The attack goes as follows:

Step 1 The attacker chooses and transmits the first block of each challenge
message, Mp[1] and M, [1], such that My[1] # M;[1]. At this point in time,
the attacker has not yet decided the length of the challenge messages.

Step 2 The encryption box computes the tag T, picks a bit b in {0, 1}, encrypts
My[1] and returns (T3, Cy[1]).
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Step 3 The attacker now sends the second block of each challenge message
M0[2] = Mo[l] and M1 [2} = Ml[l}

Step 4 The encryption box encrypts M;[2] and returns Cp[2].

Step 5 The attacker continues to send the challenge messages one block at a
time, with My[i] = My[1] and M;[i] = M;[1]. It receives the encrypted blocks
Cy[i] and waits for a collision among these encrypted blocks.

Step 6 When a collision occurs, namely when the attacker receives a ciphertext
block Cp[i] such that there exists j < i with Cy[i] = Cp[j], the attacker tells
the encryption box that the challenge messages are complete.

Step 7 The encryption box computes and returns the tag T5.

Step 8 The attacker now requests the decryption of the truncated ciphertext
(T1,Cy[1],...,Cplj], T»). This decryption is either a truncation of My or a
truncation of M;. The attacker guesses b accordingly.

In order to check that the attacker always succeeds, it suffices to verify the
validity of the tag Tb for the truncated message. For the original message, T5
was computed as F(k;, Mp[i], w). When decrypting the truncated message, w is
the same (since 77 has not changed), and My [j] = M[i] by choice of the challenge
messages. Moreover, since Cy[j] = Cy[i] thanks to the collision check performed
by the attacker, we have k; = k;. As a consequence, Ty = F(k;, My[j],w) is
a valid tag for the truncated message and the truncated plaintext is indeed
returned by the decryption box.

In order to determine the complexity of the attack, we must evaluate the
expected length of challenge messages needed before a collision occurs. Thanks
to the birthday paradox, since the keys and ciphertext blocks are coded on n
bits, collisions are expected after (9(2"/ 2) blocks. According to the security proof
given in [5], no attack in the usual (non blockwise-adaptive) model can be that
efficient.

4 Jutla’s IACBC

In [109], Jutla proposes two new encryption modes that provide confidentiality
and integrity in a single pass. One of these modes, ITACBC, is a CBC encryption
of the plaintext where the encrypted blocks are hidden by xoring them with a
sequence of masks (Sp, ..., S¢—1). For the scheme to be secure, these masks need
to be pairwise independent within each encryption, however full pseudorandom-
ness is not necessary. Furthermore, in [8] Halevi proposed a slight modification
where he generates the mask values using a non cryptographic process. Halevi
then proves the security of the modified scheme in the ROR-CCA sense. The
proof is based on the pairwise independence of the masks. However in the sequel
we use the fact that the masks are not truly independent to attack the scheme
using a blockwise adaptive attacker.

4.1 Overview of IACBC

The ITACBC mode works as follows: let Ex be a block cipher with block size n
and key length k, along with secret key K;j. Let r be a random initial vector
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Fig. 2. The IACBC encryption mode.

of n bits used to generate ¢ mask values Sy, S1,...,S50—1, where £ — 1 is the
size in blocks of the message to encrypt. In Jutla’s paper [10], these masks are
generated from ¢ = [log(¢ 4+ 1)] random and independent vectors W;, computed
from r+1, ..., r-+t using the block cipher with another secret key K. To speed up
the generation of the masks, Gray codes are used. With this generation technique
the masks are pairwise independent within a single encryption. Moreover the
sequences of masks are independent between encryptions. In [8] Halevi proves
that second property is not necessary to prove the security of the scheme. Then he
proposes a new method to generate the masks values: let r a random initial vector
of n bits, and M a secret random boolean matrix of dimension n x (log L+1+n),
where L is an upper bound on the ciphertext length. For j = 1 to £ — 1 we have
S;=M-(<2j>,<r>), where (< 2j >, < r >) is the boolean vector of length
log L + 1 + n composed with the binary representation of 2j on log L + 1 bits
and the binary representation of r on n bits. Furthermore So = M - (< 2L +1 >,
< r >), where L is the ciphertext length.

Then the ciphertext is generated as follows: the message is divided into £ —1
blocks M[1],..., M[¢ — 1], of n bits each. The ciphertext is defined by:

C[0] = Eg, (r)
N[0] = C0]
for i=1 to £—1 do
N[ = Exe, (M[i] & Nli — 1]
Cli] = N[i]® S;
end for
C[¢] = Eg, (checksum @ N[l — 1]) @ Sp, where checksum = @i;} MTi].

This is summarized in figure [2
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To decrypt a ciphertext C', the receiver parses it into £ + 1 blocks denoted
by (C[0],C[1],...,C[f]) and computes r = Dg, (C[0]). He can then recover the
mask values (Sp, ..., S¢—1) with the help of the secret boolean matrix M. Each
plaintext block M[i] is computed as M[i] = Dk, (C[i] ® S;) ® C[i — 1] & S;_1.
The message integrity is verified by checking the correctness of the Checksum.

4.2 Blockwise Adaptive Cryptanalysis

In this section we exhibit a cryptanalysis of the scheme, in the blockwise adaptive
adversarial model. The main idea is to used deterministic relations verified by
the masks. Indeed, even though the values used for different blocks are pairwise
independent, by construction they satisfy some relations. For every set of masks
S = (S0, 51,...,50—1) and every pair of indices (¢, 7), S; & S; is a constant. To
prove this claim we have to look at the mask generation. We have:

Si=Mx (<2i><r>)and S; =M x (<2j >,<r>)
Thus we get:

Si®S;=Mx(<2i>®<2j><r>a<r>)
=Mx(<2i>®<2j><0>)

Then the vector S; ®.S; is independent of r and only depends on some columns
of the secret matrix M. Thus, for every set of masks and every pair of indices,
S; @ S, is constant. In the attack we will use this fact for S & Ss.

The proposed blockwise adaptive attacker is adaptive during the encryption
query but not during the challenge phase itself. However the encryption box
has to send the initial ciphertext block C[0] before it receives the first plaintext
block.

Here is the scenario of the attack:

Step 1 The attacker chooses at random two messages of two blocks My and M,
at random and such that Mo[1] = M;[1] and My[2] # M;]2].

Step 2 The challenge box generates the masks values (S, S1, S2) from a random
initial value r. It then picks at random a bit b, encrypts r and M} under the
secret key and transmits Cp[0] || Cp[1] || Cp[2] || Cp[3]. The aim of the attacker
is to guess the bit b.

Step 3 The attacker now queries the encryption box for one message of two
blocks. It first receives C'[0] and sends M[1] = C'[0] & My[1] ® Cy[0].

Step 4 After receiving C’[1] the attacker outputs M[2] = My[2]. Then it re-
ceives C'[2] and ends the query. The encryption box finally outputs C’[3].

Step 5 if the equality Cy[1] ® Cp[2] = C'[1] ® C’[2] holds, the attacker guesses
the bit o' = 0, else he guesses v’ = 1.

We claim that the attacker always guesses correctly the bit b. Indeed, suppose
that message My has been encrypted, meaning that b = 0. Then we get:

Co[1] ® Co[2] = Ex (Mo[1] © Cp[0]) & S1
GEx (Mo[2] ® Ex (Mo[1] & Cy[0])) © Sa
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Furthermore, we have:

C'll]e C'2] = Ex(M[1] @ C'[0]) & S
SEx (M[2) ® Ex(M[1] @ C'[0]) ® S,
=Ex(C'[0] & My[1] & Cp[0] & C'[0]) & S}
@Ex (M[2] & Ex(C'[0] & Mo[1] & Cy[0] & C'[0]) & S
= Ex(My[1] ® Cp[0]) & S
®E (My[2] ® Ex(My[1] & C[0])) & S

Now, we have proved above that S; @ Se = S| @ S5. Consequently, if b = 0, we
always have Cy[1] ® Cp[2] = C[1] @ C[2].

Moreover, if b = 1 this equality never holds. Indeed, challenge messages M,
and M; have been chosen such that My[1] = My[1] and My[2] # M;[2], and the
test message is such that M[1] = C'[0] @ My[1] & Cp[0]. Then it is easy to check
that in this case Cp[1] @ Cp[2] never equals C’[1] @ C’[2]. Indeed, we have:

S1 P Sy = Si 5] Sé
Mi[1] & Cy[0] = M[1] & C'[0]
My 2] ® Ex (M1 [1] ® Cb[0])) # M([2] @ Ex (M[1] @ C'[0]))

and as a consequence C'[1] @ C'[2] # Cp[1] @ Cp[2]. Thus the attacker’s guess of
b is always correct.

The crucial step in this attack is the encryption query made by the adversary
and the way in which the oracle returns the ciphertext blocks. Indeed, if the
initial value is not sent before the beginning of the encryption, the adversary
cannot adapt the next plaintext blocks and the attack fails. Thus, if correctly
implemented, ITACBC encryption scheme is not subject to such an attack.

Remark 8. Note that the initial IACBC scheme proposed by Jutla in [10] can be
attacked in a similar way. Indeed, even when sequences of masks are independent
between encryptions, it is however possible to find non trivial relations within a
single encryption. This property can be used to cryptanalyze the scheme in the
blockwise adaptive adversarial model. See appendix [B] for more details.

5 Conclusion

In this paper, we proposed a new class of attacks against modes of operation.
These attacks, called blockwise adaptive, take advantage of the properties of
most practical implementations to allow cryptanalysis of some modes that were
previously thought (and proven) secure. Some other modes of operation do not
seem to be vulnerable to such attacks, especially when there is no chaining (as
in OCB, [13]), or when secret masks are used to randomized inputs and outputs
of the block cipher (as XCBC, [4], and HPCBC, [1]). Furthermore, although the
impact of this attack on the CBC is huge, this can be simply avoided by using
the Delayed CBC (DCBC) that consists in delaying the outputs by one block.
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We believe that dealing with blockwise adaptive attacks is the next step

towards secure implementations of cryptographic modes of operation.
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A Security Notions

In the standard model, privacy of an encryption scheme is viewed as ciphertext
indistinguishability. In [2] the authors have defined different security notions and
proved that the strongest one is the LOR (“Left or Right). However, we focus
here on the Find-Then-Guess (FTG) model. We can modelize this notion through
a “Find-Then-Guess” game. In this setting the adversary is first given access to
an encryption oracle £ that he can feed with plaintexts of his choice. At the
end of the first phase (the “Find” phase) the adversary returns two plaintexts
My and M7 of equal length. The encryption oracle flips a bit b, encrypts M,
and returns the challenge ciphertext Cj. The adversary’s goal is to guess with
non negligible advantage the bit b. In the “Guess” phase, he is again given
access to the encryption oracle, he can feed with plaintexts of his choice At
the end of the game, the adversary returns a bit b’ representing his guess. This
attack is called a Chosen Plaintext Attack (CPA). However the adversary can
also performed Chosen Cliphertext Attacks (CCA). In this setting, he also has
access to a decryption oracle he can feed with queries of his choice, except with
the challenge ciphertext CY itself.

A symmetric encryption scheme is said to be FTG-CPA secure (respectively
FTG-CCA secure), if no polynomial time adversary can guess the bit b in the
respective games, with non negligible advantage.

B Cryptanalysis of the Original Jutla’s IACBC

In the original Jutla’s proposal in [I0], the mask generation is slightly different.
The random value r is expanded into ¢t = log(¢ + 1) random and independent
vectors Wy, ..., W; such that W; = Ek, (r+1), where Kj is another secret key for
the block cipher. Then ¢ pairwise independent and differentially uniform mask
values (Sp, S1,...,S¢e—1) are generated from the W;, with a Gray Code or with
the following method, proposed in [10]:

input: W;, for 1 <i <t
output: Sy, S1,...,Sr—1
For i=0 to £—1 do
Let < a;[1],a;[2],...,a;[t] > be the binary
representation of ¢4 1
Si = @j;tl ai[j] - W;
end for

In [T0], Jutla claims the security of TACBC in the sense of the message in-
tegrity and in the Find-Then-Guess model. However no security proof is given
for this claim. In the sequel we show how to attack the scheme in the blockwise
adaptive adversarial model. The attack is similar to the one described section
Ft some relations between the masks values are exploited. Indeed, each mask is
defined with the following relation:
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Jj=t
Sic1 = P aiali]- W
j=1

forall 0 < ¢ <!—1and where < a;_1[1],...,a;—1[t] > is the binary representation
of 7. Then in particular, we have:

S =W,
Sy =Wo & W,
S3 = W5
Sy =Wsd W,

Then, for every set of mask, we have S; ® So ® S3 ® Sy = 0.

During the proposed attack the attacker has access to an encryption box
to mount a chosen plaintext blockwise adaptive attack. For this attack a sin-
gle query to the encryption box allows to always guess correctly the message
encrypted. Let us present the attacker’s algorithm:

Step 1 The attacker chooses uniformly two messages of four blocks each M and
M1 such that Mg[l] = Ml[].], M()[Q] = M1[2}, M0[3] = Ml[?)] and M0[4] 7é
M [4].

Step 2 The masks values (S, ...,Sys) are generated from the random r and the
vectors W;. The encryption box encrypts r, randomly chooses a bit b and
encrypts message M, under the secret key K and transmits the ciphertext
Co[0] || Co[1] | Col2] || Co[3] [| Co[4] || Col5]-

Step 3 The attacker then queries the encryption box with a message of four
blocks. It first receives C’[0] and outputs M[1] = My[1] @ C'[0] ® C50].

Step 4 The oracle encrypts M[1] and returns C’[1].

Step 5 The query continues with plaintext blocks defined by: M[2] = My[2],
M](3] = My[3], and M[4] = My[4].

Step 6 After having received C'[1], C'[2], C'[3] and C’[4], the adversary ends
the game, receives C'[5] and sends the bit b’ = 0 if

Cl1]® C2] @ C[3] ® C[4] = Cp[1] @ C[2] ® Cp[3] ® Cp[4] (1)

and b’ = 1 otherwise.

Let us look at the equality checked by the adversary. We see that if b = 0 we
have:

Co[1] ® Cu[2] ® Cp[3] ® Cp[4] = Ex (Cp[0] ® Mo[1]) @ 54
®EK (Mo[2] & Np[1]) @ Sz
SEx (Mo[3] ® Ny[2]) ® S3
GEx (Mo[0] & Np[3]) © Sy
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where Ny[i] denotes Ex (My[i] @ Np[i —1]) for 1 < i < 3. Due to the choice of

the test message, we also have:

C'leC'[2] ® C'[3] ® C'[4] = Ex(Cy[0] ® Mo[1]) & S

OBk (Mo[2] © N[1])) ® S
SEx (Mo[3] © N[2]) © S;
SEx (Mo[4] © N[3]) & S}

Then if b = 0, since we have S} ® So ® S5 S, =51 ® 55 ® S5 S;, = 0 and

N[i] = Npli] for 1 < i < 3, equality () always holds.

Moreover if b = 1 equality () is never satisfied. Indeed we have N[1] =
Ny[1], N[2] = Np[2] and N[3] # Np[3] due to the special choice of the challenge

messages.
Thus the attacker always guesses correctly the bit b.
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Abstract. We propose a new cryptographic primitive, the “tweakable
block cipher.” Such a cipher has not only the usual inputs — message and
cryptographic key — but also a third input, the “tweak.” The tweak serves
much the same purpose that an initialization vector does for CBC mode
or that a nonce does for OCB mode. Our proposal thus brings this feature
down to the primitive block-cipher level, instead of incorporating it only
at the higher modes-of-operation levels. We suggest that (1) tweakable
block ciphers are easy to design, (2) the extra cost of making a block
cipher “tweakable” is small, and (3) it is easier to design and prove
modes of operation based on tweakable block ciphers.

Keywords: block ciphers, tweakable block ciphers, initialization vector,
modes of operation

1 Introduction

A conventional block cipher takes two inputs — a key K € {0,1}* and a message
(or plaintext) M € {0,1}™ — and produces a single output — a ciphertezt C €
{0,1}™. The signature for a block cipher is thus (see Figure[I(a)):

E:{0,1}* x {0,1}" — {0,1}" . (1)

On the other hand, the corresponding operators for variable-length encryp-
tion have a different signature. These operators are usually defined as “modes of
operation” for a block cipher, but they may also be viewed abstractly as another
set of encryption operators. They take as input a key K € {0,1}*, an initial-
ization vector (or nonce) V € {0,1}", and a message M € {0,1}* of arbitrary
length, and produce as output a ciphertext C € {0,1}*. The signature for a
typical encryption mode is thus:

£:{0,1}* x {0,1}" x {0,1}* — {0,1}* .

Block ciphers (pseudorandom permutations) are inherently deterministic: ev-
ery encryption of a given message with a given key will be the same. Many modes

M. Yung (Ed.): CRYPTO 2002, LNCS 2442, pp. 3146 2002.
© Springer-Verlag Berlin Heidelberg 2002
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of operation and other applications using block ciphers have nonetheless a re-
quirement for “essentially different” instances of the block cipher in order to
prevent attacks that operate by, say, permuting blocks of the input. Attempts to
resolve the conflict between keeping the same key for efficiency and yet achieving
variability often results in a design that uses a fixed key, but which attempts
to achieve variability by manipulating the input before encryption, the output
after encryption, or both. Such designs seem inelegant — they are attempting to
solve a problem with a primitive (a basic block cipher) that is not well suited
for the problem at hand. Better to rethink what primitives are really wanted for
such a problem.

This paper proposes to revise the signature of a block cipher so that it con-
tains a notion of variability as well. The revised primitive operation, which we
call a tweakable block cipher, has the signature:

E:{0,1}% x {0,1}* x {0,1}" — {0,1}" . (2)

For this operator, we call the new (second) input a “tweak” rather than a “nonce”
or “initialization vector,” but the intent is similar. A tweakable block cipher thus
takes three inputs — a key K € {0,1}*, a tweak T € {0,1}!, and a message (or
plaintext) M € {0,1}™ — and produces as output a ciphertext C € {0,1}" (see
Figure[|(b)).

K —|
T —

I'I'Il(—z

~

|
Oe—Mi—=<
Oe— Me—=

_|

|

O e

(a) (b) (c)

Fig.1. (a) Standard block cipher encrypts a message M under control of a key K to
yield a ciphertext C. (b) Tweakable block cipher encrypts a message M under control
of not only a key K but also a “tweak” T to yield a ciphertext C'. The “tweak” can be
changed quickly, and can even be public. (¢) Another way of representing a tweakable
block cipher; here the key K shown inside the box.

In designing a tweakable block cipher, we have certain goals. First of all,
obviously, we want any tweakable block ciphers we design to be as efficient as
possible (just as with any scheme). Specifically, a tweakable block cipher should
have the property that changing the tweak should be less costly than changing
the key. Many block ciphers have the property that changing the encryption key
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is relatively expensive, since a “key setup” operation needs to be performed. In
contrast, changing the tweak should be cheapelﬂ.

A tweakable block cipher should also be secure, meaning that even if an
adversary has control of the tweak input, we want the tweakable block cipher
to remain secure. We'll define what this means more precisely later on. But
intuitively, each fized setting of the tweak gives rise to a different, apparently
independent, family of standard block cipher encryption operators. We wish to
carefully distinguish between the function of the key, which is to provide uncer-
tainty to the adversary, and the role of the tweak, which is to provide variability.
The tweak is not intended to provide additional uncertainty to an adversary.
Keeping the tweak secret need not provide any greater cryptographic strength.

The point of this paper is to suggest that by cleanly separating the roles of
cryptographic key (which provides uncertainty to the adversary) from that of
tweak (which provides independent variability) we may have just the right tool
for many cryptographic purposes.

1.1 Related Work

One motivating example for this introduction of tweakable block ciphers is the
DESX construction introduced by Rivest (unpublished). The reason for intro-
ducing DESX was to cheaply provide additional key information for DES. The
security of DESX has been analyzed by Kilian and Rogaway [10]; they show that
DESX with n-bit inputs (and tweaks) and k-bit keys has an effective key-length
of k+n—1—Igm where the adversary is limited to m oracle calls. In the DESX
construction secret pre- and post-whitening values were added as additional key
information.

Even and Mansour [§] have also investigated a similar construction where the
inner encryption operator F is fixed and public, and encryption is performed by
Ex, k,(M) = Ka®F(K,®M). They show (see also Daemen[7]) that the effective
key length here is n — gl — lgm where the adversary is allowed to make [ calls
to the encryption/decryption oracles and m calls to an oracle for F' or F~1.

Similarly, if one looks at the internals of the recently proposed “offset code-
book mode” (OCB mode) of Rogaway et al. [12], one sees DESX-like modules
that may also be viewed as instances of a tweakable block ciphers. That is,
the pre- and post-whitening operations are essentially there to provide distinct
families of encryption operators, i.e. they are “tweaked.”

In a similar vein, Biham and Biryukov [4] suggest strengthening DES against
exhaustive search by (among other things) applying a DESX-like construction
to each of DES’s S-boxes.

! Some cryptographic modes of operation such as the Davies-Meyer hash function
(see Menezes et al. [11} Section 9.40]) have fallen into disfavor because they have a
feedback path into the key input of the block cipher. Since for many block ciphers
it is relatively expensive to change the key, these modes of operation are relatively
inefficient compared to similar modes that use the same key throughout. See, for
example, the discussion by Rogaway et al. [I12] explaining the design rationale for
the OCB mode of operation, which uses the same cryptographic key throughout.
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Finally, two block cipher proposals, the Hasty Pudding Cipher (HPC) [14]
and the Mercy cipher [6] include an extra input for variability, called in their
design specifications a “spice,” a “randomiser,” or a “diversification parameter.”
These proposals include a basic notion of what kind of security is needed for a
block cipher with this extra input, but no formal notions or proofs are given.

1.2 Outline of This Paper

In Section Rl we then discuss and formalize the notion of security for tweak-
able block ciphers. In Section [3] we suggest several ways of constructing tweak-
able block ciphers from existing block ciphers, and prove that the existence of
tweakable block ciphers is equivalent to the existence of block ciphers. Then in
Section [4] we suggest several new modes of operation utilizing tweakable block
ciphers, and give simple proofs for some of them. Section [5] concludes with some
discussion and open problems.

2 Definitions

The security of a block cipher E (e.g. parameterized as in equation (D)) can be
quantified as Secg(q, t)-the maximum advantage that an adversary can obtain
when trying to distinguish F(K,-) (with a randomly chosen key K) from a
random permutation I7(-), when allowed ¢ queries to an unknown oracle (which
is either F(K,-) or II(-)) and when allowed computation time ¢. This advantage
is defined as the difference between the probability the adversary outputs 1
when given oracle access to E and the probability the same adversary outputs
1 when given oracle access to I1. A block cipher may be considered secure when
Secg(q,t) is sufficiently small.

We may measure the security of a tweakable block cipher E (parameterized
as in equation (Z)) in a similar manner as the maximum advantage Secz(q,1)
an adversary can obtain when trying to distinguish E(, -) from a “tweakable
random permutation” I (+,-) where I is just a family of independent random
permutations parametrized by T'. That is, for each T', we have that Il (T,) is
an independent randomly chosen permutation of the message space. Note that
the adversary is allowed to choose both the message and tweak for each oracle
call. A tweakable block cipher E may be considered secure when Secz(q,t) is
sufficiently small. B

A tweakable block cipher should also be efficient: both encryption Ex(-,-)
and decryption 5;((-, -) should be easy to compute.

2.1 Strong Tweakable Block Ciphers

A stronger definition for a block cipher, Sec’;(q,t), can be defined as the max-
imum advantage than an adversary can obtain when trying to distinguish the
pair of oracles E(K,-), D(K,-) from the pair IT,I1~!, when allowed ¢ queries
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and computation time ¢. This advantage is defined as the difference between the
probability the adversary outputs 1 when given oracle access to E, D and the
probability the same adversary outputs 1 when given oracle access to IT, IT~*.
A block cipher is considered “chosen-ciphertext” secure when Secy(q, ) is suffi-
ciently small.

Similarly, we define Sec’E (g,t) as the maximum advantage an adversary can
obtain when trying to distinguish EK(~, s BK(', -) from ﬁ, ﬁ’l, when given ¢
queries and ¢ time. We say a tweakable block cipher is chosen-ciphertext secure
when Sec}?(q7 t) is sufficiently small, and we call such a secure tweakable block
cipher a “strong tweakable block cipher.”

3 Constructions

In this section we show that the existence of block ciphers and the existence of
tweakable block ciphers are equivalent. One direction is easy: if we let Ex (M) =
E K (0f, M), it is easy to see that if E is a secure tweakable block cipher then F
must be a secure block cipher.

The other direction is more difficult. Some simple attempts to construct a
tweakable block cipher from a block cipher fail.

For example, the DESX analogue:

Ex((Th,T2),M) = Ex(M & T1) © T

fails because an adversary can notice that flipping the same bits in both 77 and
m has no net effect.

Similarly, taking an ordinary block cipher and splitting its key into a key for
the tweakable cipher and a tweak:

Ex(T,M) = Exgr(M)

or xoring the tweak into the key:

Ex(T,M) = Eggr(M)

need not yield secure tweakable block ciphers, since a block cipher need not
depend on every bit of its key. (Biham’s related-key attacks of Biham [3] would
be relevant to this sort of design.)

The following theorem gives a construction that works.

Theorem 1. Let
Eg(T,M) = Ex(T ® Ex(M)).

E is a secure tweakable block cipher. More precisely,

Secz(q,t) < Secg(q,t) + @(q2/2") )
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Proof. We assume that E has security function Secg(q,t) and assume that an
adversary A’ exists that achieves and advantage Sec 7(q,t) when distinguishing

E from a tweakable random permutation.

We have the following cases.

Case i: A can distinguish between Ex and H', where HY (T, M) = II(T®II(M)).
If this is the case, we can use A to distinguish F from I1.

Case ii: A can distinguish between H' and H? where H?(T, M) = R(T®R(M)),
where R is a random function. It is easy to see that the advantage in distinguish-
ing a random function from a random permutation is ©(q?/2").

Case iii: A can distinguish H? from H?3, where H3(T, M) = Ra(T & R1(M)),
where Ry and Ry are random functions. Suppose (T, Mi), ..., (T,, M,) are all
the queries A makes to the oracle, and suppose no collisions of the following type
happen: T; & R(M;) = M;. With no such collisions, H? cannot be distinguished
from H? as the outer application of R takes place on a set of inputs disjoint
from the inputs to the inner application of R, and so the outer outputs are
independently random, just as the outputs of Rs would be.

Furthermore, the probability of any such collisions occuring is ©(g?)/2™.
What is the probability that (T}, M;) collides with any previous pair? If M; is a
new value then it is easy to see that the probability is at most (¢ —1)/2"™. What
if M; is not new? In this case, either (T;, M;) will collide or it won’t, since all the
random decisions have been made. However it is important to note that if no
collisions have happened before, then every oracle response the adversary gets is
just a new random value. Thus, the values the adversary gets are independent
from the T’s the adversary produces. Conversely, T; must be independent from
the distribution of R. Thus, even though T; is not necessarily chosen randomly,
no matter how the adversary picks 7T;, it has a probability of at most (¢ — 1)/2"
of being one that causes a collision. Adding all these probabilities up, we see
that the probability that any collision occurs is ©(g?)/2".

Case iv: A can distinguish H? from H*, where H*(T, M) = R(T, M), where R
is a random function.

In order for there to be a difference between H® and H*, the output of R
must be constrained for two different input pairs. Thus, there must be a pair
i,j such that T; & Ry (M;) = T; & R1(M;) for i # j. What is the probability
that this happens for any given j7 Well, if M; is a new M, this will only happen
with probability (j — 1)/2". Now suppose that up through the jth query there
have been no collisions. The adversary then receives purely random values back
in response. Thus, since the outputs the adversary sees are independent of the
queries, the queries must be independent of the values T; & Ry (M;).

If M; is not a new value, but T; has never been asked with M, before, then
the probability of a collision is at most (j —2)/2", since the only possible values
to collide with are those where M; # M;. This critically relies on the observation
that the adversary’s queries are independent of the values so long as there have
been no collisions. Thus, we can bound the total probability of collisions in the
same way. The probability of distinguishing can be bounded by ¢*/2" where ¢
is the number of queries.
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Case v: A can distinguish between H* and II. Note that R(T, M) differs from
I (T, M) only in that for any given T, one will be a random function and the
other will be a random permutation. Since random functions and random permu-
tations are indistinguishable, this is impossible: we use a simple hybrid argument,
providing permutations for more and more 7.

Thus, we see that this construction only “degrades” Secgq,t by ©(¢?/2") to

obtain Secz(q,1). O

Note that this construction has the nice property that changing the tweak is
easy (no “key setup” required). Furthermore, we do not require a longer key than
the block cipher did for the same level of security. However, the construction has
an overall cost (running time) that is twice that of the underlying block cipher.

This completes our proof that the existence of (secure) tweakable block ci-
phers is equivalent to the existence of (secure) block ciphers. We leave it as an
open problem to devise a construction with a tighter bound than Theorem [l

3.1 Another Construction

We can do better than this, however. We now give a construction that is more
efficient, and is also a strong tweakable block cipher.

First, we need a definition. A set H of functions with signature {0,1}% —
{0,1}" is said to be e-almost 2-xor-universal (e-AXUs, for short) if Pry[h(z) ®
h(y) = z] < € holds for all x,y, z, where the probability is taken over h chosen
uniformly at random from .

With these definitions, we prove

Theorem 2. Let EK’;L(T, M)=Exg(Mah(T))®h(T), and let H be an e-AXUs
family with € > 1/2™. Then E is a strong tweakable block cipher. Specifically,

Sec’z(q,t) < Secy(q,t) + 3eq?.

We give the proof in Appendix [Al

As there are plenty of known constructions of AXU, hash families with € =
1/2™, the security theorem shows that we can obtain a construction with good
security against adaptive chosen-ciphertext attacks for up to the birthday bound,
ie., for ¢ < 22,

Moreover, we expect that our construction will be reasonably fast. For in-
stance, for t = n = 128, a generalized division hash runs in something like 300
cycles [15], UMAC/UHASH runs in about 200 cycles [5], hash127 runs in about
150 cycles [2] and a DFC-style decorrelation module should run in about 200
cycles [9] (all speeds on a Pentium II class machine, and are rough estimates).
If we compare to AES, which runs in about 230-300 cycles [I], we expect that a
version of AES tweaked in this way will run about 50-80% slower than the plain
AES. Though this is likely to be faster than the previous construction, it does
require a longer key.
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Fig.2. Tweak block chaining: a chaining mode for a tweakable block cipher. Each
ciphertext becomes the tweak for the next encryption.
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Fig. 3. Ciphertext stealing for tweak block chaining handles messages whose length is
at least n bits long but not a multiple of n. Let r denote the length of the last (short)
block M., of the message. Then |Cy,| = |[My,| = 7 and |C’| = n — r. Here X denotes
the rightmost n — r bits of Cp,—2 (or of Ty if m = 2).

4 Tweakable Modes of Operation

The new “tweak” input of a tweakable block ciphers enables a multitude of
new modes of operation. Indeed, these new modes may really be the “payoft”
for introducing tweakable block ciphers. In this section we sketch three such
possible modes, and leave the remainder to your imagination. We just describe
the first two, and prove secure the third, which is the most interesting of the
three (it is an analogue to OCB mode for authenticated encryption).

4.1 Tweak Block Chaining (TBC)

Tweak block chaining (TBC) is similar to cipher block chaining (CBC). An
initial tweak Ty plays the role of the initialization vector (IV) for CBC. Each
successive message block M; is encrypted under control of the encryption key K
and a tweak T;_1, where T; = C; for ¢ > 0. See Figure 2

To handle messages whose length is greater than n but not a multiple of n,
a variant of ciphertext-stealing [I3] can be used; see Figure B
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Fig. 4. The tweak chain hash (TCH). Here Tj is a fixed initialization vector. A fixed
public key K is used in the tweakable block cipher. The message M is padded in some
fixed reversible manner, such as by appending a 1 and then enough 0’s to make the
length a multiple of n. The value H is the output of the hash function.

e
m

One can also adapt the TBC construction to make a TBC-MAC in the same
manner that one can use the CBC construction to make a CBC-MAC, though
these constructions still need a security analysis.

4.2 Tweak Chain Hash (TCH)

To make a hash function, one can adapt the Matyas-Meyer-Oseas construction
(see Menezes et al. [I1] Section 9.40]). See Figure f] using a fixed public key K
in the tweakable block cipher, and chaining through the tweak input.

We don’t know if this construction is secure. With a strong additional prop-
erty on the tweakable block cipher, namely that for a fixed known key and fixed
unknown tweak, we still get a pseudorandom permutation, we could adapt the
proof of the Davies-Meyer hash function. However, as we noted in section 2] this
is not the case for all tweakable block cipher.

4.3 Tweakable Authenticated Encryption (TAE)

In this section we suggest an authenticated mode of encryption (TAE) based on
the use of a tweakable block cipher. This mode can be viewed as a paraphrase
or restatement of the architecture of the OCB (offset codebook) mode proposed
by Rogaway et al. [12] to utilize tweakable block ciphers rather than DESX-like
modules. The result is shown in Figure Bl (The reader may need to consult the
OCB paper to follow the rather terse description given here.)

The OCB paper goes to considerable effort to analyze the probability that
various encryption blocks all have distinct inputs. We feel that an authenticated
encryption mode such as TAE should be much simpler to analyze, since the use
of tweaks obviate this concern.

We will in fact give a fairly easy proof that a tweakable block cipher used in
TAE mode gives all the security properties claimed for OCB mode. Rogaway et
al claim that OCB mode is:

2 One tweakable block cipher construction that does have this property is Ex (T, M) =
Ex(Er(Ex(M))), but this is not as desirable a construction as it is not easy to
change the tweak.
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Checksum

first 1 bits

Tag

Fig. 5. Authenticated encryption based on a tweakable block cipher. This mode takes as
input an n/2-bit nonce N. The tweak Z; for ¢ > 0 is defined as the concatenation of the
nonce N, an n/2—1-bit representation of the integer ¢, and a zero bit 0: Z; = N||i||0. The
tweak Zo is defined as the concatentation of the nonce N, an n/2— 1-bit representation
of the integer b, where b is the bit-length of the message M, and a one bit 1: Zo = N||b||1.
The message M is divided into m — 1 blocks M, ..., M,,—1 of length n and one last
block M, of length r for 0 < r < n (except that if [M| = 0 then the last (and only)
block has length 0). Each ciphertext block C; has same length as M;. The function
len(Mp,) produces an n-bit binary representation of the length r of the last message
block. The last message block M, is padded with zeros if necessary to make it length
n before xoring. The checksum is (M1 @ -+ @& Mpm—1 & (M|[0")). The parameter 7,
0 < 7 < n specifies the desired length of the authentication tag.

— Unforgeable. Any nonce—respectinég adversary can forge a new valid encryp-
tion with probability at worst negligibly greater than 277.

— Pseudorandom. To any nonce-respecting adversary, the output of OCB mode
is pseudorandom. In other words, no adversary can distinguish between an
OCB mode oracle and a random function oracle. [12]

We now prove that TAE mode satisfies these properties.

Theorem 3. IfE is a secure tweakable block cipher, then E used in TAE mode
will be unforgeable and pseudorandom.

Proof. To prove that TAE mode is pseudorandom, we note that no tweak is ever
repeated when the adversary is nonce-respecting. Now, if an adversary A were
able to distinguish between a random function oracle and a TAE mode oracle,
then we could distinguish the tweakable block cipher E from IT as follows. Given
an oracle O, we simply run A, and answer A’s oracle queries by simulating TAE
mode with O instead of E. Now, if O = E then we are in fact providing A with
a TAE mode oracle. However, if O = II we are providing a random oracle. To

3 By “nonce-respecting,” it is meant that while the adversary has oracle access and
control of the nonce, the adversary may never ask that a nonce be used more than
once; the idea is that any oracle a real adversary would have access to would still
not repeat nonces, even if manipulated in order to accept nonces from elsewhere.
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see this, note that since no tweak is ever repeated, every part of every output is
an independent random value. Thus, if we just give the answer A gives, we are
correct whenever A is correct, and thus we defeat the security of E.

To prove that TAE mode is unforgeable, we do the same thing. Suppose some
adversary A can forge encryptions in TAE mode. We will break F as follows.
Given an oracle O we just run A and answer A’s oracle queries by simulating
TAE mode with O. When A gives an answer, we check to see if the answer is
a successful forgery. If it is, we guess that O = E and if not, we guess that
O = II. Since A is a successful adversary, if O = F, it forges successfully with
probability nonnegligibly greater than 277. We will now show that if O = IT
then A forges with probability at most 277. Once we prove this we’ll be done,
since this reduction will be correct non-negligibly more often than it is incorrect.

Suppose now that @ = II. First we note that if A returns an answer with
a new nonce, then Zy for the answer will be new and thus the correct answer
will be a totally random 7-bit string. In other words, A will be correct with
probability exactly 277. Secondly, if A returns an answer with an old nonce,
then there are several cases. In the first case, all the ciphertext blocks are the
same ciphertext blocks that were returned when that nonce was used previously.
In this case, the forgery cannot possibly be correct since either it will be wrong or
it will not be new. In the second case, the message is a different length than the
message this nonce was queried with before. In this case, the forgery is correct
with probability 277 since Z will be different from before. In the final case, the
message is the same length but there is at least one new ciphertext block. Now,
the preimage of every block which is different is a random new value. Thus, the
checksum is a random value, so the input to the II that computes the tag is a
new value. Thus, with probability exactly 277, the forgery is correct. Thus, the
probability that the forgery is correct is at most 277, which concludes the proof.

O

It is interesting to note that the construction loses nothing in terms of its
advantage compared to the advantage of the tweakable block cipher! This is
somewhat remarkable, and helps to emphasize our main point that tweakable
block ciphers may be the most natural and useful construct for designing higher-
level modes of operation. What’s more, we note that if we use E from section
B, TAE mode is very similar to OCB mode. One critical difference is that
OCB mode (essentially) derives its choice of h from the key K whereas our
construction would require h to be additional key information. Also, OCB mode
uses a Gray code to fine-tune efficiency, which we do not. However, this proof
is significantly shorter and simpler than the proof for OCB mode, which further
strengthens our point that tweakable block ciphers are the right primitive for
this kind of task.

5 Conclusions and Open Problems

By introducing tweakable block ciphers, we have “re-partitioned” the design
problem into two (new) parts: designing good tweakable block ciphers, and de-
signing good modes of operation based on tweakable block ciphers. We feel that
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this re-partitioning is likely to be more useful and fruitful than the usual struc-
ture, since certain issues (e.g. having to do with collisions, say) can be handled
once and for all at the lower level, and can then be ignored at the higher levels,
instead of having to be dealt with repeatedly at the higher levels.

We feel that the notions of a tweakable block cipher and tweakable modes of
operation (that is, modes of operation based on tweakable block ciphers) are
interesting and worthy of further study.

One advantage of this framework is the new division of issues between design
and analysis of the underlying primitive and the design and analysis of the
higher-level modes of operation. We feel that the new primitive may result in a
more fruitful partition.

Some interesting open problems are:

— What is the security of TAES (AES with our proposed “standard tweak”)?

Design efficient and secure tweakable block ciphers directly.

Improve the construction of Theorem [ to achieve a tighter bound.

— Analyze the security of the tweak-block-chaining mode of encryption.

— Analyze the security of the tweak chain hash.

— Devise and analyze the security of other modes of operation based on tweak-
able block ciphers.

— Define, devise and analyze the security of tweakable stream ciphers.
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A Proof of Theorem 2]

In this section, we give a proof of Theorem . First, though, we establish some
notation. We use Prg|[-] to represent the probability measure in the case where A
interacts with EK’h, where the probability is taken over the choice of K € {0, 1}*
and h € H uniformly and independently at random. Also, we let Prq[-] denote
the measure where A interacts with II. In either case, we write O for A’s oracle,
$0 in the former case O = F Kk, and in the latter case O = .

We let the random variable T; denote the tweak input on A’s i-th oracle
call, and we let M; and C; denote the plaintext and ciphertext corresponding
to this call, so that O(T;, M;) = C;. In other words, if A’s i-th oracle query is
an encryption query (to O), then (7}, M;) denotes the input and C; the return
value, whereas if A’s i-th oracle query is a decryption query (to O~!), then
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the input is (7}, C;) and the result of the query is M;. Moreover, we define
the random variables N;, B; by N; = M; & h(T;) and B; = C; ® h(T;). Note
that if O = EK, then Ex(N;) = B;. We define the random variable 7,, by
T, = ((Th, M1,C4),...,(Tn, M,,Cy)), and we use 7 = 7, to represent the full
transcript of interaction with the oracle.

We fix an adversary A, and we assume without loss of generality that A does
not make any repeated or redundant queries to its oracle. As a consequence of
this assumption, the pairs (T3, M;) are all distinct, or in other words, for all
i # j, we have (T, M;) # (T}, M;). Similarly, the pairs (T;, C;) are also distinct,
as are the (T;, N;)’s and the (T}, B;)’s. Also, the output of A can be viewed as a
function of the transcript 7, so we sometimes write the output of A as A(7).

Our proof is separated into two parts. In the information-theoretic part,
we let Ex = II denote a permutation chosen uniformly at random, we set
EN(T,M)=IHI(M® h(T)) ® h(T), and we show that E’ is a secure tweakable
block cipher. Then, in the computational part, we let E be arbitrary, and we
show that if Ex and II are computationally indistinguishable, then F will also
be a secure tweakable block cipher.

The information-theoretic part of the proof uses the following strategy. We
define a bad event Bad. We show that when conditioning on the complement
event, the probability measures Pro[-|Bad] and Pr;[-|Bad] are in fact identical.
Then, we show that Pro[Bad] and Pr;[Bad] are both small. The result will then
follow using standard arguments.

In our arguments, we define Bad,, to be the event that, for some 1 <i < j <
n, either N; = N; or B; = B;. Also, we let Bad = Bad,.

Lemma 1. For every possible transcript t, if Ex = II, then Pro[r = t|Bad] =

Pri[r = ¢|Bad].

Proof. We show this by induction on the length of the transcript, g. Consider
the ¢-th oracle query: it is either an encryption or a decryption query. Suppose
first that the ¢-th oracle query is an encryption query, with inputs (75, M,).
By the inductive hypothesis, we can assume that the distribution of 7,_; is the
same for both the Prg[-|Bad,_1] and Pr;[|Bad,_1] probability measures, hence
the same is true of the distribution of (74—1, Ty, My).

Now fix any h such that N, ¢ {Ni,...,Ng_1}, so that the only remaining
random choice is over II or II. When O = II, C, = II(T,, M,) is uniformly
distributed on the set S = {0,1}"\ {C; : T; = T, and 1 < i < g}, if we
condition on Bad,_; (but before conditioning on Bad,). When O = E', we
find something slightly different: B, = II(N,) is uniformly distributed on the
set {0,1}" \ {Bi,...,B,_1} (conditioned on Bad, 1, but before conditioning
on Bady), hence C; = B, & h(T,) is uniformly distributed on the set S’ =
{0, 1}"\{C; & h(T;) ® h(T,) :i=1,...,¢ — 1}. In both cases, the probabilities
are independent of the choice of h. Also, note that S” C S, since when T; = T,
we have C; & h(T;) & h(T,) = C;. Adding the condition Bad, amounts to adding
the condition that B, € {0,1}" \ {Bi,...,B4-1}, ie., that C; € S'. Thus,
after conditioning on Bad,, we see that C, is uniformly distributed on S’ and
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independent of the rest of the transcript, and hence the distribution of 7 is the
same for both the Prq[-|Bad,] and Pr;[-|Bad,] probability measures. (Here we
have used the following simple fact: if the random variable X is uniform on a
set S, and if S’ is some subset of S, then after conditioning on the event X € S’
we find that the resulting r.v. is uniform on 5’.)

This covers the case where the g-th query is a chosen-plaintext query. The
other case, where the g-th query is a chosen-ciphertext query, is treated similarly.
This concludes the proof of Lemma, [I.

Lemma 2. If H is e-AXUs, then Pr1[Bad,] < eq(q—1).

Proof. Note that, when O = )i , h is independent of the transcript 7. Hence, we
can defer the choice of h until after A completes all g of its queries and the val-
ues of T;, M;, C; are fixed. Then, we find Pr[Bad,] = Pry[3,5.N; = N; V B; =
B,](by the definition of Bad,) < Zlging Prp[N; = N;] + Pry,[B; = Byl(by a
union bound) = 37, ;i Pra[h(T3) & h(T}) = M; & M;|Prp[h(T;) & h(T};) =
C; @ Cj](by the definition of N;, B;) < >, ., ., 2€ = €q(q — 1).(since H is
E—AXUQ)

Lemma 3. If H is e-AXU, for e > 1/2", and if Ex = II, then Pryg[Bad,] <
1.5¢q(q — 1).

Proof. We will prove Prg[Bad,] < 1.5¢¢(¢ — 1) by induction on ¢. Let E de-
note that event that, for some i, we have N; = N, and let E’ denote the
event that, for some i, we have B; = B,. Note that Pro[Bad,] = Pro[Bad,—_1] +
Pry[Bad,|Bad,—1] Pro[Bad,_1]. By the inductive hypothesis, Pro[Bad,—1] <
1.5¢(¢—1)(qg—2). Also, Prg[Bad,_1] < 1. Hence all that remains is to bound the
term Prq[Bad,|Bad,_1].

Applying a union bound shows Prg[Bad,|Bad,_1] < Pro[E|Bad,_1] + Pro[E’
|E A Bad,_1]. We next bound each of these two terms in turn. By Lemma [I
and since H is e-AXUs,, we see Prg[E|Bad,—1] = Pri[E[Bad,—1] < €(q — 1).
Moreover, Pro[E'|[E A Bad,—1] = Pro[lI(N,) € {Bi,...,By_1}E A Bady—1] <
(g —1)/2"—=q+1) < 2(¢q—1)/2" < 2e(q — 1), since II(Ny) is uniformly
distributed on a set of size at least 2" — ¢ + 1 and since ¢ > 1/2". Finally,
1.5e(¢g — 1)(¢ —2) + (¢ — 1) + 2e(q — 1) < 1.5eq(q — 1). The statement of the
lemma now follows.

We are now ready to prove the security theorem.

Proof (of Theorem[d). First, we do a simple calculation:
Sec (a,1) = max|Pro[A(r) = 1] = Pry[A(7) = 1]] (by definition)

= max | Pro[A(7) = 1|Bad] Pro[Bad] + Pr[A(7) = 1|Bad] Pr([Bad]

— Pr[A(7) = 1|Bad] Pr[Bad] — Pr1[A(7) = 1|Bad] Pr[Bad]|
(by conditional probabilities)
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< max | Pro[A(7) = 1|Bad] Pro[Bad] — Pr[A(7) = 1|Bad] Pr[Bad]|

+ | Pro[A(7) = 1|Bad] Pro[Bad] — Pr1[A(7) = 1|Bad] Pr,[Bad]|
(by the triangle inequality)

< max | Pro[A(7) = 1|Bad] Pro[Bad] — Pr[A(7) = 1|Bad] Pr[Bad]|

+ 1.5eq(qg — 1) (since Pr[Bad] < 1.5eq(q — 1))

< mjxXPr[A(T) = 1|Bad] - | Pr¢[Bad] — Pr[Bad]| + 1.5¢q(q — 1)
(by Lemma [I))
< 3eq(qg—1) (since 1 — 1.5eq(q — 1) < Pr[Bad] < 1)

/

The result then follows from the triangle inequality: Sec E(q, t) =

maxA\PrO[AEK’Ei?l =1] - Prl[AHﬂ_l = 1]| < maxy |Pro[AFxFr = 1] -
B Bt o Fr ot 7 o-1

Pro[AF'®E'x = 1]| +|Pro[AF'xF'x =1] — Pr [ATT =1]| < Secy(q,t) +

Secs (4,t) < Secz(g,t) + 3eq(q — 1).
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Abstract. Broadcast Encryption schemes enable a center to broadcast
encrypted programs so that only designated subsets of users can decrypt
each program. The stateless variant of this problem provides each user
with a fixed set of keys which is never updated. The best scheme pub-
lished so far for this problem is the “subset difference” (SD) technique
of Naor Naor and Lotspiech, in which each one of the n users is initially
given O(log?(n)) symmetric encryption keys. This allows the broadcaster
to define at a later stage any subset of up to r users as “revoked”, and to
make the program accessible only to their complement by sending O(r)
short messages before the encrypted program, and asking each user to
perform an O(log(n)) computation. In this paper we describe the “Lay-
ered Subset Difference” (LSD) technique, which achieves the same goal
with O(log'*¢(n)) keys, O(r) messages, and O(log(n)) computation. This
reduces the number of keys given to each user by almost a square root
factor without affecting the other parameters. In addition, we show how
to use the same LSD keys in order to address any subset defined by a
nested combination of inclusion and exclusion conditions with a number
of messages which is proportional to the complexity of the description
rather than to the size of the subset. The LSD scheme is truly practical,
and makes it possible to broadcast an unlimited number of programs
to 256,000,000 possible customers by giving each new customer a smart
card with one kilobyte of tamper-resistant memory. It is then possible to
address any subset defined by ¢ nested inclusion and exclusion conditions
by sending less than 4t short messages, and the scheme remains secure
even if all the other users form an adversarial coalition.

1 Introduction

Broadcast Encryption schemes enable a center to deliver encrypted data to a
large set of users so that only a particular subset of privileged users can decrypt
it. Such schemes are useful in pay-TV systems, the distribution of copyrighted
material on encrypted CD/DVD disks, internet multicasting of video music and
magazines, the distribution of commercial catalogs and price lists on a need-to-
know basis, etc.

This basic problem has many variants. For example, the privileged sets can
be arbitrary, size-limited, or with tree-like structure. They can be fixed, slowly
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changing, or rapidly changing. The scheme can be used to support a single,
bounded, or unbounded number of broadcasts. The keys stored by each user
can be fixed, time-dependent, or modifiable by previous transmissions. User re-
vocation can be permanent or limited to a single program. The scheme can be
resistant to random or arbitrary adversarial coalitions of various sizes. And so
on.

The most interesting (and arguably the hardest) variant of broadcast encryp-
tion deals with stateless receivers and has the following requirements:

— Each user is initially given a collection of symmetric encryption keys.

— The keys can be used to access any number of broadcasts.

— The keys can be used to define any subset of users as privileged.

— The keys are not affected by the user’s viewing history.

— The keys do not change when other users join or leave the system.

— Consecutive broadcasts can address unrelated privileged subsets.

— Each privileged user can decrypt the broadcast by himself.

— Even a coalition of all the non-privileged users cannot decrypt the broadcast.

Early papers on the topic concentrated on general key management issues
in star shaped networks. In 1991, S. Berkovits published an article, “How to
Broadcast a secret”[1], in which he presented several broadcast schemes based
on secret sharing (see [9]). However, his matrix based schemes were impractical
for large sets of users and insecure under repeated use.

In 1994, Moni Naor and Amos Fiat[5] formalized the basic definitions and
paradigms of this field. In particular, they presented schemes in which each user
has a fixed reusable set of keys. However, the complexity of their schemes was
strongly dependent on the size k of the adversarial coalition, and their best
result required storage of o(klog(k)log(n)) keys per user and transmision of
o(k*(log?(k)) log(n)) messages by the broadcaster. These complexities are too
high in applications such as pay-TV in which thousands of smart cards can be
obtained and analysed by commercial pirates.

A simple solution to the broadcast encryption problem is to give each user
u a unique symmetric key K, which is known only to the broadcaster and the
user. The program is broadcast multiple times, encrypted under the key of each
privileged user. To save bandwidth, we can use the broadcast encryption scheme
only in order to predeliver a short program key K to the privileged subset. The
actual program is broadcast only once, encrypted by this K. This scheme requires
O(1) storage and processing per user, but the transmission length is O(s) where
s is the size of the privileged set. Consequently, this scheme is practical only
when the privileged sets are small (or slowly expanding if the broadcaster reuses
old program keys and the privileged users memorize them).

A folklore extension of this technique is to consider the n users as the leaves
of a balanced binary tree of height log(n). A unique key is assigned to each
vertex in this tree, and each user knows the log(n) keys of all its tree ancestors.
This makes it possible to use a single message in order to address a complete
subtree of privileged users, and the total number of messages in the general case
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is proportional to the number of subtrees required to cover the privileged subset.
To minimize the average number of subtrees, the broadcaster should assign users
to leaves based on their similarity rather than in random order.

This tree representation makes it possible to revoke any single user u by
describing all the other users as a union of the log(n) subtrees that “hang off”
the tree path from the root to u. To address them, the broadcaster sends log(n)
short messages which contain the program key encrypted under the unique key
of each one of the roots of these subtrees. An extension of this technique (which
is called the complete subtree method in [6]) makes it possible to simultaneously
revoke any r users with rlog(n/r) messages, and the scheme is secure against
any coalition of revoked users.

A major improvement of this idea was the “subset difference” (SD) technique
developed in Naor Naor and Lotspiech (NNLI[6]), which is the current state of
the art in stateless broadcast schemes. In the SD algorithm, the number of keys
given to each user is O(log*(n)) (which depends only on the total number of
users), and the number of messages is O(r) (which depends only on the number
of revoked users). Each privileged user has to perform O(log(n)) cryptographic
operations in order to retrieve the program key, and the scheme can be used an
arbitrary number of times with arbitrary subsets of revoked users.

In this paper we improve and generalize this technique. We introduce the
“Layered Subset Difference” (LSD) scheme, and show that for any € > 0 we
can create a stateless broadcast encryption scheme with O(log'™¢(n)) keys, O(r)
messages, and O(log(n)) cryptographic operations. The improved scheme is truly
practical: By using less than one kilobyte of storage in each user’s smart card, the
broadcaster can revoke any r out of 228 ~ 256, 000, 000 possible users by sending
at most 4r messages. The actual number of messages is typically smaller than
this worst case bound, and initial experiments indicate that for random subsets
of r revoked users, the average number of messages is approximately 2r.

In the last part of this paper, we generalize the scheme by considering more
complicated types of privileged sets defined by nested inclusion and exclusion
conditions. Such a representation is common in legal documents (which initially
define the general rule, then list the exceptions, then list exceptions to the ex-
ceptions, and so on). As a typical example, consider a satellite TV operator
that wants to broadcast a baseball event which is held in Boston. In general,
he wants to make the program accessible to all its customers in New England
who subscribe to the sport channel, except for those who live in Boston (in or-
der to encourage local ticket sales). However, within Boston the game should be
available to sport bars (which have special subscriptions) except for Joe’s Bar
and Moe’s Bar (who stopped paying their fees last month). If the customers are
organized in a tree-like structure based on their geographic location and type of
subscription, the broadcaster can describe this complex set with a small number
of nested inclusion and exclusion conditions on the vertices of the tree. We show
that we can use the same LSD keys in order to address any set defined by ¢ con-
ditions with an essentially optimal number of O(t) messages. Since the number
of messages in our scheme depends only on the difficulty of describing the priv-
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ileged set and not on its size or the total number of customers, it can be orders
of magnitude more efficient than previous algorithms which try to individually
list or revoke millions of users.

2 Improvement: The Layered Subset Difference Scheme

The basic idea in all the stateless broadcast encryption schemes is to represent
any privileged set as the union of s subsets of users of a particular form. A
different key is associated with each one of these sets, and a user knows a key
if and only if he belongs to the corresponding set. The broadcaster encrypts the
program key s times under all the keys associated with the sets in the cover.
Consequently, each privileged user can easily access the program, but even a
coalition of all the non-privileged users cannot find the program key.

The simplest implementation of this idea is to cover the privileged set with
singleton sets. A better solution is to associate the users with the leaves of a
binary tree, and to cover the privileged set of leaves with a collection of subtrees.
However, these covering strategies are inefficient when the privileged set is the
complement of a small number of revoked users.

The improved performance of the SD algorithm is primarily due to its more
sophisticated choice of covering sets:

Definition 1. Let i be any vertex in the tree and let j be any descendant of i.
Then S; ; is the subset of leaves which are descendants of © but are not descen-
dants of j.

Note that S; ; is empty if ¢ = j. Otherwise, S; ; looks like a tree with a smaller
subtree cut out. An alternative view of this set is as a collection of subtrees which
are hanging off the tree path from i to j.

The SD scheme covers any privileged set P defined as the complement of r
revoked users by the union of O(r) of these S; ; sets. What we show in this paper
is that this collection of sets can be drastically pruned: A small subcollection of
the S; ; sets suffices to represent any such P as the union of O(r) of the remaining
sets, with a slightly larger constant. Since there are fewer possible sets, we can
reduce the number of initial keys given to each user. We first show that if we
allow the number of sets in the cover to grow by a factor of two, we can reduce
the number of keys from O(log?(n)) to O(log®?(n)), and then we extend the
technique and show how to reduce the number of keys to O(log'*¢(n)) for any
fixed € > 0.

2.1 The Original SD Scheme

In this section we describe only those parts of the Subset Difference scheme
which are required in order to understand our improvement. Further details and
discussions can be found in the NNL paper.

During the initialization stage, the broadcaster defines a binary tree with n
leaves associated with the users. To simplify our notation, we assume that the
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tree is balanced and that logs(n) is an integer. The broadcaster associates with
each non-leaf ¢ an m bit label which is chosen randomly and independently. A
pseudo random generator G extends an m bit input x into a 3m bit output,
which is used to define new labels and keys recursively for all the nodes j in the
subtree whose root is 7 in the following way: Given the label x of vertex j, use the
three parts of G(x) to define the key K ; associated with the set .S; ;, the label
of the left child of j, and the label of the right child of j. Note that each vertex
j gets multiple labels derived from the different starting points ¢ above it, and
each one of them yields a different key. The crucial property of this derivation
technique is that given the label of vertex j derived from starting point ¢, it is
easy to compute the key of any set S; j» in which j’ is a descendant of j, but it
is infeasible to compute any other keys (whose sets either have a different i or
the same ¢ but a j” which is not a descendant of j).

The number of nonempty sets .S; ; that contain a particular leaf u is O(n).
User u cannot store so many independent keys in a large system with millions
of users, but due to their interdependence he can derive all of them from the
smaller set of labels in which ¢ is an ancestor of v and j is just off the tree path
from i to u (at distance 1). The number of these labels is O(log?(n)), and u is
entitled to know all of them since he belongs to all these sets 5; ;.

To revoke r users, the broadcaster uses the following covering strategy: As
long as there are at least two revoked users in the tree, choose a smallest subtree
with this property, and denote its root by v. Add to the cover the sets Si; and
Sp,q Where k is the left child of v, [ is the revoked leaf in the subtree rooted at
k, p is the right child of v and ¢ is the revoked leaf in the subtree rooted at p.
(Note that if k =1 or p = ¢ the corresponding set is empty, and there is no need
to add it to the cover). Delete from the tree all the vertices beneath v, mark it
as revoked, and repeat the process. If we end with the root marked as revoked
we are done, otherwise we add to the cover the set S, , where r is the root and
v is the single remaining revoked vertex, and stop.

The number of sets in the resultant cover is at most 2r-1 since at each step
we pick at most 2 subsets and decrease the number of revoked leaves by 1. So,
before the last step we pick at most 2r-2 subsets, and in the last step we pick at
most one additional subset. Most of the splitting is expected to happen at the
top of the tree, and thus many subsets from that region are likely to be empty.
For a random choice of r revoked leaves, the average number of sets in the cover
was experimentally found to be approximately 1.257.

Figure 1 demonstrates the seven subsets actually picked by the SD algorithm
in a tree with 4 revoked users vg, vg, V13, v14. It suffices to consider their Steiner
tree, which is the minimal subtree which contains all of them and the root. A
thick edge represents the “descendant of” relation (e.g., v2 is a descendant but
not necessarily a direct child of v1), whereas a thin edge represents the “child
of” relation (e.g., v3 is a child of v2). The sets picked by the algorithm described
above are actually all the subsets S; ; where parent (i) is either undefined (when
i is the root) or a splitting point in the Steiner tree, and j is the nearest splitting
point underneath i. These sets are denoted by the double pointed arcs, and each
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v

Fig. 1. A Steiner tree

one of them contains all the leaves of the original tree which hang off the chain
of edges in the Steiner tree represented by the thick line.

2.2 The Basic LSD Scheme

In this section we describe the simplest version of the Layered Subset Difference
scheme. Our main observation is the following Lemma:

Lemma 1. If i, k,j are vertices which occur in this order on some root-to-leaf
path in the tree, then S; ; can be described as the disjoint union S; ; = S; U Sk ;

Proof: S, is defined as a set difference A\ B and Sy ; is defined as a set
difference B\ C for some sets of leaves that satisfy A O B D C. The sets S,
and Sy ; are clearly disjoint, and their union is A \ C which is the definition
of S; ;. Note that if £ is not on the path from ¢ to j, and we use the natural
extension of the definition of these sets, the lemma is incorrect. For example, if
k is the root and i, j are distinct leaves then the set of leaves below 7 but not
below j is {i}, the set of leaves below ¢ but not below k is empty, the set of
leaves below k but not below j contains all the leaves except j, and these sets
do not satisfy the desired relationship. ¢

The basic idea of the LSD scheme is to retain only a small subcollection of
the S;; sets used by the SD scheme. Whenever the broadcaster wants to use
a discarded set in his set cover, he replaces it by the union of two smaller sets
which are in the subcollection.
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The subcollection of sets S;; in the LSD scheme is defined by restricting
the levels in which the vertices ¢ and j can occur in the tree. We define some
of the log(n) levels as “special”. The root is considered to be at a special level,
and in addition we consider every level of depth k - y/log(n) for k = 1..1/log(n)
as special (wlog, we assume that these numbers are integers). There are thus

log(n) special levels which are equally spaced at a distance of 4/log(n) from
each other. The collection of levels between (and including) adjacent special
levels is defined as a “layer”.

The subcollection of sets in the LSD scheme is defined in the following way:

Definition 2. S;; is a useful set if it is not empty, and at least one of the
following conditions is true: both i and j belong to the same layer, or i is at a
special layer.

Lemma 2. Any nonempty set S; ; is either a useful set or the disjoint union of
two useful sets.

Proof: Since S; ; is nonempty, j is a strict descendant of i. If they belong to the
same layer, then S; ; is a useful set. Otherwise, define k as the first vertex on the
path from ¢ to j which is in a special level (possibly ¢ itself). Since ¢ and k are
in the same layer, S; ;, is a useful set (unless it is empty). Since k is in a special
level, Sy ; is useful (unless it is empty) even if k and j belong to different layers.
Consequently, S; ; is the disjoint union of the two useful sets S; ; and S ;, or
equal to one of them if the other is empty. ¢

Since the number of covering sets in the SD scheme is bounded by 2r — 1
and each one of them is replaced by at most two useful sets during the actual
broadcast, the number of messages sent by the broadcaster in this scheme is at
most 4r—2. The 1.25r average complexity for r randomly chosen revoked users in
the SD scheme suggests an 2.5r average complexity in the modified scheme, but
in fact there is an additional saving since many of the sets do not get split. Actual
experiments on trees with 200,000 users indicate that the average complexity is
closer to 2r, which is only 1.6 times larger than in the original SD scheme.

What we gain from this slightly increased message complexity is a significant
reduction in the size of the tamper resistant memory in each user’s smart card:

Lemma 3. The number of labels memorized by each user u in the basic LSD
scheme is O(log®?(n)).

Proof: The keys associated with the broadcast sets are generated by the user
in the same recursive way as in the SD algorithm. The only labels a user should
memorize are those that correspond to sets S; ; in which ¢ is an ancestor of u,
j is just hanging off the path from ¢ to u, and the levels of ¢ and j are those
specified in the definition of useful sets. Note that at each level in the tree there
can be at most one vertex which can serve as ¢ and one vertex which can serve
as j wrt u, and these two vertices are siblings.

To count the number of memorized labels, consider the two possible cases of
useful sets:
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— Local sets: Each layer contains y/log(n) levels, and thus the number of i
and j pairs which belong to that layer is O((y/log(n))?) = O(log(n)). Since
there are y/log(n) possible layers, the number of i and j pairs of this type
is O(log®%(n)).

— Special sets: Each 4 in a special level can be associated with a j in any one
of the O(log(n)) levels underneath it. Since there are \/log(n) possible i’s,
the number of labels of this type is also O(log®/%(n)).

Consequently, the total number of labels v has to know is reduced from
O(log?(n)) to O(log*?(n)). 1t is casy to show that the choice of 1/log(n) as the
distance between consecutive special levels is optimal among all the equidistant
partitions. For any choice of distance s between consecutive special levels, the
number of keys each user has to remember is O(s? x (log(n)/s) + (log(n) x
log(n)/s)). The first derivative of this expression(as a function of s) is log(n) —
log?(n)/s® which is equal to 0 for s = /log(n). Since the second derivative
is positive, choosing this value of s minimizes the storage complexity of this
scheme. ©

2.3 The General LSD Scheme

In this section we show how to further reduce the memory requirements of the
user revocation scheme, by solving an interesting graph theoretic problem.

The basic LSD algorithm represents each S; ; as the disjoint union of two
sets from a smaller subcollection. It is easy to generalize this observation and
represent S; ; as the disjoint union of d sets:

Lemma 4. Let i, k1, ko, ..., kq_1,] be any sequence of vertices which occur in
this order (but not necessarily consecutively) along some root-to-leaf path in the
tree. Then

Si,j = Si,kzl @] Skl,kz y---u Skd—l,j

Proof: This is just a telescoping formula of set differences for any descending
chain of sets. ¢

Any root to leaf path can be viewed as a line graph of length log(n) with
directed edges between adjacent vertices. Broadcasting the set S; ; corresponds
to walking from vertex i to vertex j, and addressing all the subtrees that hang
off this segment. The original line graph has very few edges (whose labels require
very little memory) but these edges provide only a slow way of walking from i
to j (with many messages). Since for each original edge the corresponding set is
a single subtree, this covering technique is equivalent to the Complete Subtree
method of [6].

The Subset Difference technique adds to the line graph all the edges in its
directed transitive closure. We can now jump from any 4 to any descendant j in
a single jump (and thus address all the users in S; ; with a single message), but
each user has to memorize the labels of O(log?(n)) edges.
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The basic LSD scheme shows that we only have to use O(log®?(n)) edges
(labels) in order to get from any 4 to any descendant j in two steps (messages).
The general LSD scheme considers the following graph theoretic problem: What
is the smallest number of edges we have to add to the line graph in order to
guarantee the existence of a directed path of length at most d from any 7 to any
descendant ;7

To make the graph construction applicable to our user revocation problem,
we have to add two additional constraints:

— Monotonicity: We can only add an edge from ¢ to one of its descendants.
— Shrinkage: If we add an edge from 4 to j, we also have to add all the edges
from 7 to vertices 7' between ¢ and j.

Note that without the monotonicity condition, we can get in two steps from
any ¢ to any j by adding the 2log(n) directed edges from each vertex to the root
and from the root to each vertex. However, such a nonmonotonic path does not
correspond to a legal set partition. The shrinkage condition is required in order
to guarantee that the shrunk versions of sets provided to users (in which we stop
at the first j/ on the path from 7 to j that hangs off the path from the root to the
user) also belong to the subcollection. To see the importance of this condition,
consider the basic LSD construction. Our original definition of useful sets was
closed under shrinkage. However, we could have used the following alternative
definition: S; ; is useful if + and j belong to the same layer, or j is in a special
layer. We can still get from any i to any descendant j in two steps (through
the last special vertex k on the path from i to j), and the number of sets of
this type is still O(logg/ %(n)). However, this collection of sets is not closed under
shrinkage, and thus we have to give each user the labels of all the O(log?(n))
possible S; ;- sets (where neither ¢ nor j' are special), since each one of them can
be the shrunk version of some useful set S; ; that will be used by the broadcaster.

We describe an efficient solution to this graph theoretic problem by repre-
senting each vertex on the line graph by its distance from the root, expressed as
a d digit number in base b = O(log'/?(n)). The root is represented by 0.. .00,
its child is represented by 0...01, etc.

Our goal is to define a small subcollection of useful transformations between
pairs of numbers which satisfy the monotonicity and shrinkage condition, and
allow us to change any i to any larger j with a sequence of at most d useful
transformations. Consider for example the problem of changing i = 825917 to
j = 864563 in standard decimal notation. The simplest solution is to allow
arbitrary single-digit transformations such as

825917 — 865917 — 864917 — 864517 — 864567 — 864563

However, these transformations do not satisfy either the monotonicity or the
shrinkage condition. Consequently, we have to use a more complicated sequence
of transformations:

Definition 3. Let i be represented as a d digit number in base b by a0 where
a is the rightmost nonzero digit, @ is a sequence of arbitrary digits, and i
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is a sequence of zeroes. The transformation of i to j is called useful if j is
represented either by x + 00 or by any number Ta'yY in which o’ > a and
is an arbitrary sequence of digits of the same length as O .

The basic LSD scheme can be viewed as a special case of this definition for
d = 2, where two digit numbers ending with 0 are considered to be special. In
the general LSD scheme the number of trailing zeroes in the representation of 4
determines how special it is and how big is the layer within which it is allowed
to jump (j can be any destination between ¢ + 1 and the first vertex which
is even more special than i, inclusive). In our previous example, these useful
transformations allow the broadcaster to split the S;; set into the following
segments:

825917 — 825920 — 826000 — 830000 — 864563

Note that from the point of view of the broadcaster, the first three transitions are
of the first type (which jumps to the end of the layer and increases the specialty
level of the vertex), and the last transition is of the second type (which jumps to
the middle of the layer). However, from the point of view of the user he knows
the label associated with at most one of these transitions, and its memorized
shrunk version is likely to be of the second type even if the broadcast transition
was of the first type.

To count the number of useful transformations, consider any pair of ¢ and
j linked by a single useful transformation. We can choose the location of the
digit a within ¢ in d ways, and for each location we can choose the d — 1 digits
in the sequences @ and 7 in b%~! ways, and the two digits a < a’ in b%/2
ways. Since b = O(log'/?(n)), we get a total number of useful transformations
of O(d - b™1) = O(d - log"™/%(n)). This is an upper bound on the number of
labels each user has to memorize, and the corresponding bound on the number of
broadcast messages is d(2r —1). Note that our construction of useful transforma-
tions is clearly optimal for regular graphs: To reach every vertex within d steps
in a regular graph of size e and degree f, the condition f¢ > e must be clearly
satisfied. For our parameters the degree f must satisfy f > O(log'/%(n))), and
our construction has such an indegree for any j. Noga Alon(private communi-
cation) has recently proved that this lower bound applies to all graphs(regular
and nonregular) and thus our broadcast encryption scheme cannot be further
improved by analyzing this graph theoretic problem. To find the asymptotic
complexity of this general LSD scheme, choose d as a large enough constant.
The message complexity remains O(r), while the number of memorized labels
is reduced to O(log'™¢(n)) for any € > 0. Alternatively, if we use binary num-
bers with d = loglog(n) bits to represent each one of the log(n) levels in the
tree, we get another interesting tradeoff point of O(r - loglog(n)) messages and
O(log(n) - loglog(n)) storage per user.

The reader should be warned that these extended LSD schemes are mostly
of theoretical interest. The basic LSD algorithm is significantly better than the
original SD algorithm for practical values of n, but the additional improvements
are noticable only for an astronomical number of users.
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Fig. 2. A typical IE-tree

3 Generalization: Addressing IE-Trees

Standard broadcast encryption schemes deal with the problem of either address-
ing or avoiding a given list of users, and their complexity depends on the size
of this list. In this section we consider a new way of defining the privileged sets,
which allows the broadcaster to define large complex sets in a natural way by
nesting multiple inclusion and exclusion conditions on the vertices of the user
tree. The corresponding data structure is called an IE-tree (where IE stands for
Inclusion Exclusion), and a typical example of such a tree appears in Fig. 2. Each
vertex in the tree is either unmarked, marked with 4, or marked with -. We as-
sume that the root is marked, and thus for any leaf u there is a well defined closest
(i.e., lowest, or most specific) marked vertex on its path to the root. The mark of
this vertex determines whether w is in the privileged set or not. For example, in
Fig. 2 the privileged set consists of the leaves us, us, ug, U7, u19, U1, U12, U14, U15
and u16, whereas the non-privileged set consists of w1, us, u4, ug, ug and uis.

An IE-tree is a very compact way of representing interesting subsets of users,
provided we assign users to leaves in a meaningful order (e.g., by geographic
location, type of subscription, type of smart card, profession, etc). Fortunately,
the SD and LSD schemes can efficiently deal with such a generalized definition
of privileged sets, with only minor changes.

Given an IE-tree, we can assume WLOG that the root is marked, and all
the marked vertices along any root to leaf path in the tree contain alternating
marks (if two vertices along such a path are marked in the same way and there
is no opposite mark between them, the lower mark is redundant and can be
eliminated). We then apply the following iterative procedure:

If there are any vertices marked by +, find a lowest such vertex i. The subtree
below i is either completely unmarked, or it contains some - signs. In the first



58 Dani Halevy and Adi Shamir

case, if i is the root then stop, otherwise add the subset Spqrent(iy,sibling(i) to the
set cover. In the second case, apply the user revocation scheme to the subtree
rooted at ¢. In either case, eliminate all the signs in the subtree (including the
+ sign of vertex i), and repeat the process.

To show the correctness of this algorithm, we use the fact that if the subtree
rooted at 7 has no - signs we want to address all its leaves, and if it has - signs
then the SD or LSD schemes choose messages that address exactly the privileged
users in this subtree. To show that the sign elimination rule is correct, we note
that ¢ is marked by +. Since signs are alternating, there must be a - sign above
i (unless it is the root, in which case we stop). When we eliminate all the signs
from the subtree, all the leaves in this subtree automatically change their status
to non-privileged due to the - sign above i, and thus the rest of the algorithm
(assuming that it works correctly) will consider the whole subtree as revoked and
will not try to address any one of its leaves. If we wish, we can eliminate the whole
subtree rooted at ¢ (and not just its signs) from the original tree, since it will not
be considered by the rest of the algorithm. The broadcast messages correspond
to all the sets S; ; chosen during any one of the phases of the algorithm.

To count the number of messages broadcast by an algorithm which uses the
SD revocation scheme, we note that for every vertex ¢ marked by + we either pick
one subset (if i is the only marked vertex in its tree) or at most 2r; subsets where
r; is the number of vertices marked by ’-’ in this tree, and then we eliminate all
these marks. Hence, the number of picked subsets is bounded by 2M + P where
M is the number of vertices marked by - and P is the number of vertices marked
by + in the original TE-tree. When we use the basic LSD revocation scheme, we
get a slightly larger message bound of 4M + P, but each user has to memorize
a considerably smaller number of labels.

Since there can be several meaningful ways in which users should be assigned
to the leaves of the tree, and the broadcaster may want to use different orders
on different occasions, he can use as his data structure the extended notion of
an IE-multitree, defined as a collection of h independent trees which share their
leaves (in possibly different orders). A simple example of a multitree consisting
of two trees with four common leaves is described in Fig 3. Each user gets h sets
of labels (one per tree), and thus the broadcaster can address users purely by
geographic location in one program, and purely by their type of subscription in
a second program. While it is possible to use different levels in a single tree to
partition users by different types of criteria, the number of marked vertices (and
thus the message complexity) for typical privileged sets can be much higher than
in the IE-multitree representation.

4 Final Comments

4.1 Security Analysis

Since in all the variations of the LSD scheme each user stores only a subset of
the labels he stores in the original SD algorithm, the power of each coalition (in
terms of the keys they know) can only diminish, and thus we can use exactly
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Fig. 3. An IE-multitree

the same argument as in the original NNL paper to show that broadcasts re-
main inaccessible even to a coalition of all the non-privileged users, under the
assumption that the generator G and the symmetric encryption scheme are cryp-
tographically secure. Note that if we don’t need this strong notion of security
and only want to protect the broadcast from a single non-privileged user, there
are simpler and more efficient constructions.

4.2 A Practical Example

Consider a large broadcasting operation with 228 ~ 256,000,000 users (which
is comparable to the number of TV or Internet users in the US). These users
can be represented by a complete binary tree with 28 levels, and we split them
in the basic LSD scheme into five layers of sizes 6,6,6,5 and 5. Each user has
to memorize 81 labels associated with special i’s and 65 labels associated with
non-special i’s. The total number of labels is thus 146, and if each label is a
7-byte DES key they all fit into less than one kilobyte of memory. In the original
SD scheme, each user has to memorize 28 * 29/2 = 406 keys which require
almost three kilobytes of memory. This difference is particularly significant if
the broadcaster wants to use IE-multitrees with several sets of memorized labels
which correspond to several selection criteria (one tree based on geographic
location, another based on type of subscription, etc.). With the same memory
size, smart cards using the LSD scheme can use three times more useful criteria
than smart cards using the SD scheme. Note that the actual algorithm executed
by the user is exactly the same in the SD and LSD schemes: check whether for
one of the broadcast (i,7) pairs you are a descendant of 7 but not of j (there
can be at most one such pair), and if so, derive the corresponding key by using
the generator G at most 27 times (which requires negligible time). The only
difference between the SD and LSD schemes is in the broadcaster’s algorithms
for choosing the user’s keys and the subset covers.
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A useful property of these algorithms is that it is not necessary to place all
the users at the same level in the binary tree. A broadcaster can start with a
small number of users placed high in the tree, and place new users further down
when their numbers justify it. There is no need to replace the smart cards of
existing users when the broadcaster opens up additional levels for new users,
since the broadcaster can simultaneously address users at different levels in the
tree. Similarly, there is no need to replace the smart cards of existing users when
other users leave the system since the broadcaster can simply revoke them in his
messages.
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Abstract. We introduce the notion of a dynamic accumulator. An ac-
cumulator scheme allows one to hash a large set of inputs into one short
value, such that there is a short proof that a given input was incorporated
into this value. A dynamic accumulator allows one to dynamically add
and delete a value, such that the cost of an add or delete is independent
of the number of accumulated values. We provide a construction of a dy-
namic accumulator and an efficient zero-knowledge proof of knowledge of
an accumulated value. We prove their security under the strong RSA as-
sumption. We then show that our construction of dynamic accumulators
enables efficient revocation of anonymous credentials, and membership
revocation for recent group signature and identity escrow schemes.
Keywords: Dynamic accumulators, anonymity, certificate revocation,
group signatures, credential systems, identity escrow.

1 Introduction

Suppose a set of users is granted access to a resource. This set changes over
time: some users are added, and for some, the access to the resource is revoked.
When a user is trying to access the resource, some verifier must check that
the user is in this set. The immediate solution is to have the verifier look up
the user in some database to make sure that the user is still allowed access to
the resource in question. This solution is expensive in terms of communication.
Another approach is of certificate revocation chains, where every day eligible
users get a fresh certificate of eligibility. This is somewhat better because the
communication burden is now shifted from the verifier to the user, but still suffers
the drawback of high communication costs, as well as the computation costs
needed to reissue certificates. Moreover, it disallows revocation at arbitrary time
as need arises. A satisfactory solution to this problem has been an interesting
question for some time, especially in a situation where the users in the system
are anonymous.
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Accumulators were introduced by Benaloh and de Mare [4] as a way to com-
bine a set of values into one short accumulator, such that there is a short witness
that a given value was incorporated into the accumulator. At the same time, it is
infeasible to find a witness for a value that was not accumulated. Extending the
ideas due to Benaloh and de Mare [4], Bari¢ and Pfitzmann [3] give an efficient
construction of so-called collision-resistant accumulators, based on the strong
RSA assumption.

We propose a variant of the cited construction with the additional advantage
that, using additional trapdoor information, the work of deleting a value from
an accumulator can be made independent of the number of accumulated values,
at unit cost. Better still, once the accumulator is updated, updating the witness
that a given value is in the accumulator (provided that this value has not been
revoked, of course!) can be done without the trapdoor information at unit cost.
Accumulators with these properties are called dynamic. Dynamic accumulators
are attractive for the application of granting and revoking privileges.

In the anonymous access setting, where a user can prove eligibility without
revealing his identity, revocation appeared impossible to achieve, because if a
verifier can tell whether a user is eligible or ineligible, he seems to gain some in-
formation about the user’s identity. However, it turns out that this intuition was
wrong! Indeed, using accumulators in combination with zero-knowledge proofs
allows one to prove that a committed value is in the accumulator. We show that
this can be done efficiently (i.e., not by reducing to an N P-complete problem
and then using the fact that NP C ZK [20] and not by using cut-and-choose
for the Bari¢ and Pfitzmann’s [3| construction).

From the above, we obtain an efficient mechanism for revoking group mem-
bership for the Ateniese et al. identity escrow/group signature scheme [1] (the
most efficient secure identity escrow/group signature scheme known to date) and
a credential revocation mechanism for Camenisch and Lysyanskaya’s [9] creden-
tial system. The construction can be applied to other such schemes as well. The
idea is to incorporate the public key for an accumulator scheme into the group
manager’s (resp., organization’s) public key, and the secret trapdoor of the ac-
cumulator scheme into the corresponding secret key. Each time a user joins the
group (resp., obtains a credential), the group manager (resp., organization) gives
her a membership certificate (resp., credential certificate). An integral part of
this certificate is a prime number e. This will be the value added to the accu-
mulator when the user is added, and deleted from the accumulator if the user’s
privileges have to be revoked. This provably secure mechanism does not add any
significant communication or computation overhead to the underlying schemes
(at most a factor of 2). We note that both our dynamic accumulator scheme
and the ACJT identity escrow/group signature scheme rely on the strong RSA
assumption. While one could add membership revocation using our dynamic
accumulator also to other group signature and identity escrow schemes, such a
combination would not make much sense as one would get a less efficient scheme
and might even require additional cryptographic assumption. We therefore do
not discuss the detail involved here.
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Related Work. For the class of group signature schemes [15[7] where the group’s
public key contains a list of the public keys of all the group members, excluding
a member is straightforward: the group manager only needs to remove the af-
fected member’s key from the list. These schemes, however, have the drawback
that the complexity of proving and verifying membership is linear in the num-
ber of current members and therefore becomes inefficient for large groups. This
drawback is overcome by schemes where the size of the group’s public key as
well as the complexity of proving and verifying membership is independent of
the number of members [I3|2TJT2[T]. The idea underlying these schemes is that
the group public key contains the group manager’s public key of a suitable sig-
nature scheme. To become a group member, a user chooses a membership public
key which the group manager signs. Thus, to prove membership, a user has to
prove possession of membership public key, of the corresponding secret key and
of a group manager’s signature on a membership public key.

The problem of excluding group members within such a framework without
incurring big costs has been considered, but until now no solution was satis-
factory. One approach is to change the group’s public key and reissue all the
membership certificates (cf. [2]). Clearly, this puts quite a burden on the group
manager, especially for large groups. Another approach is to incorporate a list of
revoked certificates and their corresponding membership keys into the group’s
public key [6]. In this solution, when proving membership, a user has to prove
that his or her membership public key does not appear on the list. Hence, the
size of the public key as well as the complexity of proving and verifying signa-
tures are linear in the number of excluded members. In particular, this means
that the size of a group signature grows with the number of excluded members.

Song [27] presents an alternative approach in conjunction with a construction
that yields forward secure group signature schemes based on the ACJT group
signature scheme [1]. While here the size of a group signature is independent of
the number of excluded members, the verification task remains computationally
intensive, and is linear in the number of excluded group members. Moreover, her
approach does not work for ordinary group signature schemes as it relies heavily
on the different time periods peculiar to forward secure signatures. Ateniese and
Tsudik [2] adapt this approach to the ACJT group signature/identity escrow
scheme. Their solution retains the property that the verification task is linear
in the number of excluded group members. Moreover, it uses so-called double
discrete logarithms which results in the complexity of proving/signing and veri-
fying to be rather high compared to underlying scheme (about a factor of 90 for
reasonable security parameters).

Finally, we point out that the proposal by Kim et al. [22] is broken, i.e.,
excluded group members can still prove membership (after the group manager
changed the group’s key, excluded members can update their membership infor-
mation in the very same way as non-excluded members).

Thus, until now, all schemes have a linear dependency either on the number
of current members, or on the total number of deleted members. As we have
noted above, this linear dependency comes in three flavors: (1) the burden being
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on the group manager to re-issue certificates in every time period; (2) the burden
being on the group member to prove that his certificate is different from any of
those that have been revoked and on the verifier to check this; or (3) the burden
being on the verifier to perform a computational test on the message received
from the user for each item in the list of revoked certificates.

In contrast, in our solution no operation is linearly dependent on the number
of current or total deleted members. Its only overhead over a scheme without
revocation is the following: We require some public archive that stores informa-
tion on added and deleted users. Then, the public key (whose size depends only
on the security parameter) needs to be updated each time a user is added or
deleted. The work to do so dependents only on the number of users added and
deleted. Each user must read the public key from time to time (e.g., prior to
proving his membership), and if the public key has changed since the last time
he looked, he must read the news in the public archive and then perform a local
computation. The amount of data to read and the local computation are linear
in the number of changes that have taken place in the meantime, but not in the
total number of changes. Furthermore, the data to read is the same for all users.
The additional burden on the verifier is simply that he should look at the public
key frequently (which seems unavoidable); the verifier need not read the archive.

We note that Sander, Ta-Shma, and Yung [25] also provide a zero-knowledge
proof of member knowledge for the Bari¢-Pfitzmann accumulator. Their proof
uses commitments for each of the bits of value contained in the accumulator. In
contrast, the proof we provide is a factor of O(n) more efficient, where n is the
number of bits of the used RSA modulus.

2 Preliminaries

Let A(-) be an algorithm. By y < A(xz) we denote that y was obtained by
running A on input z. In case A is deterministic, then this y is unique; if A is
probabilistic, then y is a random variable.

Let A and B be interactive Turing machines. By (a <+ A(-) <> B(-) — b), we
denote that a and b are random variables that correspond to the outputs of A
and B as a result of their joint computation.

Let b be a boolean function. By (y <+ A(z) : b(y)) we denote the event that
b(y) is true after y was generated by running A on input z. The statement

Prlzy < A1(y1); @2 < Aa(y2); .. 520  Ap(yn) @ b(zn)] =«

means that the probability that b(x,) is TRUE after the value x,, was obtained
by running algorithms Ay, ..., A, on inputs y1,...,y,, is a.

We say that v(k) is a negligible function, if for all polynomials p(k), for all
sufficiently large k, v(k) < 1/p(k).

Let a be a real number. We denote by |a] the largest integer b < a, by [a]
the smallest integer b > a, and by [a| the largest integer b < a + 1/2. Let g be
a positive integer. Sometime we need to do modular arithmetic centered around
0; in these cases we use ‘rem’ as the operator for modular reduction rather than
‘mod’, i.e., (¢ remq) =c— [¢/q]q.
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The flexible RSA problem is the following. Given an RSA modulus n and
a random element v € Z; find e > 1 and u such that z = u®. The strong
RSA assumption states that this problem is hard to solve. The strong RSA
assumption [3I8] is a common number-theoretic assumption that, in particular,
is the basis for several cryptographic schemes (e.g., [I1I16/19]). By QR,, we
denote the group of quadratic residues modulo n.

We use notation introduced by Camenisch and Stadler [13] for the various
zero-knowledge proofs of knowledge of discrete logarithms and proofs of the
validity of statements about discrete logarithms. For instance,

PK{(a,3,7) :y=g*h" A p=g"p" A (u<a<wv)}

denotes a “zero-knowledge Proof of Knowledge of integers «, B, and ~y such that
y = g*h” and y = g*h? holds, where v < o < u,” where y, g, h,9,g, and b are
elements of some groups G = (g) = (h) and & = (g) = (h). The convention is
Greek letters denote quantities the knowledge of which is being proved, while all
other parameters are known to the verifier. Using this notation, a proof-protocol
can be described by just pointing out its aim while hiding all details.

3 Dynamic Accumulators

3.1 Definition

Definition 1. A secure accumulator for a family of inputs {Xy} is a family of
families of functions G = {Fi} with the following properties:

Efficient generation: There is an efficient probabilistic algorithm G that on input
1¥ produces a random element f of Fi. Moreover, along with f, G also
outputs some auziliary information about f, denoted ty.

Efficient evaluation: f € Fy is a polynomial-size circuit that, on input (u,zx) €
Uy x X, outputs a value v € Uy, where Uy is an efficiently-samplable in-
put domain for the function f; and Xj is the intended input domain whose
elements are to be accumulated.

Quasi-commutative: For all k, for all f € Fy, for allu € Uy, for all x1, 22 € X},
F(flu,21),22) = f(f(u,x2),21). If X ={x1,...,2m} C X, then by f(u, X)
we denote f(f(...(u,21),...),Zm)-

Witnesses: Let v € Uy and x € Xj,. A value w € Uy is called a witness for x in
v under f if v = f(w,z).

Security: Let U]’c X X/ denote the domains for which the computational procedure
for function f € Fy is defined (thus Uy C Uy, X, C Xy ). For all probabilistic
polynomial-time adversaries Ay,

Pr(f «+ G(1%);u « Uy; (x, 0, X) + A (f, Uy, ) :
X CXwelyoe Xz ¢ X; flw,x) = f(u, X)] = neg(k)

Note that only the legitimate accumulated values, (x1,...,%y), must belong
to Xy; the forged value x can belong to a possibly larger set X..
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(This definition is essentially the one of Bari¢ and Pfitzmann, with the dif-
ference that they do not require that the accumulator be quasi-commutative; as
a consequence they need to introduce two further algorithms, one for generation
and one for verification of a witness value.)

The above definition is seemingly tailored for a static use of the accumulator.
In this paper, however, we are interested in a dynamic use where there is a
manager controlling the accumulator, and several users. First, let us show that
dynamic addition of a value is done at unit cost in this setting.

Lemma 1. Let f € Fi. Let v = f(u, X) be the accumulator so far. Let v' =
f(v,2") = f(u,X’) be the value of the accumulator when z' is added to the
accumulated set, X' = X U{a'}. Let © € X and w be the witness for x inv. The

computation of w' which is the witness for x in v, is independent on the size of
X.

Proof. w' is computed as follows: w’ = f(w,2’). Let us show correctness using
the quasi-commutative property: f(w’,z) = f(f(w,2’),2) = f(f(w,x),2') =
flo,z) =",

We must also be able to handle dynamic deletions of a value from the ac-
cumulator. It is clear how to do that using computations that are linear in the
size of the accumulated set X. Here, we restrict the definition so as to make the
complexity of this operation independent of the size of X:

Definition 2. A secure accumulator is dynamic if it has the following property:

Efficient deletion: there exist efficient algorithms D and W such that, if v =
fu, X)), z,2’ € X, and f(w,z) = v, then

1. D(ty,v,2") =" such that v' = f(u, X \ {z'}); and
2. W(f,v71)/’1;,;17/’w) =w' such that f(w’,x) =

Note that D is given the trap-door information ¢y while W is not.

Now, we show that a dynamic accumulator is secure against an adaptive ad-
versary, in the following scenario: An accumulator manager sets up the function
f and the value u and hides the trapdoor information ¢¢. The adversary adap-
tively modifies the set X. When a value is added to it, the manager updates
the accumulator value accordingly. When a value z € X is deleted, the manager
algorithm D and publishes the result. In the end, the adversary attempts to
produce a witness that ' ¢ X is in the current accumulator v.

Theorem 1. Let G be a dynamic accumulator algorithm. Let M be an interac-
tive Turing machine set up as follows: It receives input (f,tf,u), where f € Fy
and v € Uy. It maintains a list of values X which is initially empty, and the
current accumulator value, v, which is initially u. It responds to two types of
messages: in response to the (“add”, x) message, it checks that x € X, and if
so, adds x to the list X and modifies v by evaluating f, it then sends back this
updated value; similarly, in response to the (“delete”, x) message, it checks that
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x € X, and if so, deletes it from the list and updates v by running D and sends
back the updated value. In the end of the computation, M outputs the current
values for X andv. Let Z/l]’c x X, denote the domains for which the computational
procedure for function f € Fi is defined. For all probabilistic polynomial-time
adversaries Ay,

Pr[((f,tf) + G(1%);u + Uy; (z,w0) + A (f,Us,u) <> M(f, ty,u) — (X, v) :
weUp e Xo ¢ X; f(w,x) = flu, X)] = neg(k)

Proof. Let us exhibit a reduction from the adversary that violates the theorem
to the adversary that breaks the collision-resistance property of a secure accumu-
lator. The reduction will proceed in the following (straightforward) manner: On
input (f, Uy, u), feed these values to the adversary. To respond to an (“add”, x)
query, simply update X and compute v = f(u, X). To respond to a (“delete” x)
query, compute v = f(u, X \ {«}), and then update X. The success of the ad-
versary directly corresponds to the success of our reduction.

Finally, in the application we have in mind we require that the accumulator
allows for an efficient proof that a secret value given by some commitment is
contained in a given accumulator value. That is, we require that the accumulator
be efficiently provable with respect to some commitment scheme (Commit).

Zero-knowledge proof of member knowledge: ~ There exists an efficient zero-
knowledge proof of knowledge system where the common inputs are ¢ (where
¢ = Commit(x,r) with a r being a randomly chosen string), the accumulat-
ing function f and v € Uy, and the prover’s inputs are (r, x € Xy, u € Uy)
for proving knowledge of =, w, r such that ¢ = Commit(z,r) and v = f(w, x).

If by “efficient” we mean “polynomial-time,” then any accumulator satisfies this
property. However we consider a proof system efficient if it compares well with,
for example, a proof of knowledge of a discrete logarithm.

3.2 Construction

The construction due to Bari¢ and Pfitzmann [3] is the basis for our construction
below. The differences from the cited construction are that (1) the domain of
the accumulated values consists of prime numbers only; (2) we give a method for
deleting values from the accumulator, i.e., we construct a dynamic accumulator;
(3) we give efficient algorithms for deleting a user and updating a witness; and
(4) we provide an efficient zero-knowledge proof of membership knowledge.

— Fy is the family of functions that correspond to exponentiating modulo
safe-prime products drawn from the integers of length k. Choosing f € Fj
amounts to choosing a random modulus n = pq of length k, where p = 2p’+1,
qg=2q¢ +1, and p,p’,q,¢’ are all prime. We will denote f corresponding to
modulus n and domain X4 g by fn 4,5. We denote f,, 4,5 by f, and by f
when it does not cause confusion.
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— X4 p is the {e € primes : e # p', ¢’ N A < e < B}, where A and B can be
chosen with arbitrary polynomial dependence on the security parameter k,
as long as 2 < A and B < A% X,  is (any subset of) of the set of integer
from [2, A2 — 1] such that X4 g C X g

— For f = f,, the auxiliary information ¢y is the factorization of n.

—For f=fo, U ={u€ QR, :u##1} andU; =Z; .

— For f = fp, f(u,z) = u* mod n. Note that f(f(u,21),z2) = f(u,{z1,22}) =
4”172 mod n

— Update of the accumulator value. As mentioned earlier, adding a value
7 to the accumulator value v can be done as v' = f(v,%) = v mod n.
Deleting a value Z from the accumulator is as follows. D((p,q),v,Z) =
p® ! mod (p=1)(a=1) o p.

— Update of witness: As mentioned, updating the witness u after £ has been
added can be done by u' = f(u,Z) = u®. In case, ¥ # = € A} has be
deleted from the accumulator, the witness u can be updated as follows. By
the extended GCD algorithm, one can compute the integers a,b such that
ar +b% = 1 and then o' = W(u,z,%,0v,v") = ubv'®. Let us verify that
fu',z) =4 modn=1"

(ubv/a)m (:) ((ubv/a)m“c)l/i — ((u;c)bm(vli)a:c>1/i — (,Ubfcvaa:)l/;i — Ul/az =
Equation (1) is correct because Z is relatively prime to ¢(n).

We note that adding or deleting several values at once can be done simply
by letting x’ be the product of the added or deleted values. This also holds with
respect to updating the witness. More precisely, let 7, be the product the z’s
to add to and 74 be the ones to delete from the accumulator value v. Then, the
new accumulator value v := v™a7a mod (P=1(@=1) mod . If 4 was the witness
that = was contained in v and x was not removed from the accumulator, i.e.,
x { 74, then u'u%ma v"” mod n is a witness that  is contained in v’, where a and
b satisfy ax + brg = 1 and are computed using the extended GCD algorithm.

Theorem 2. Under the strong RSA assumption, the above construction is a
secure dynamic accumulator.

Proof. Everything besides security is immediate. By Theorem [ it is sufficient
to show that the construction satisfies security as defined in Definition [ Our
proof is similar to the one given by Barié¢-Pfitzmann for their construction (the
difference being that we do not require 2’ to be prime). The proof by Bari¢-
Pfitzmann is actually the same as one given by Shamir [26].

Suppose we are given an adversary A that, on input n and v € QR,,, outputs
m primes 1,...,T, € Xap and v’ € Zj, ¥’ € X)) 5 such that (u’)m, = ull@i,
Let us use A to break the strong RSA assumption.

Suppose n = pq that is a product of two safe primes, p = 2p’ + 1 and
q =2¢ + 1, is given. Suppose the value u € QR,, is given as well. To break the
strong RSA assumption, we must output a value e > 1, y such that y¢ = u.
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We shall proceed as follows: Give (n,u) to the adversary. Suppose the ad-
versary comes up with a forgery (v, 2/, (z1,...,2y,)). Let © = [\, #;. Thus we

have v/ = u®.
Claim. Let d = ged(x, 2’). Then either d =1 or d = z; for some 1 < j < m.

Proof of claim: Suppose d|x and d # 1. Then, as z1,...,%,, are primes, it
follows that d is the product of a subset of primes. Suppose for some z; and z;
we have z;2;|d. Then z;x;|2". But this is a contradiction as x;x; > =’ must hold
due to the definitions of X4 p and X)) p: Because 2/ € X)) 5 we have 2/ < A%,
For any z;,2; € Xa,B, Tixj; > A% > o as xq,x9 > A.

Back to the proof of the theorem: Suppose that d # 1 is not relatively prime
to ¢(n). Then, by the claim, for some j, d = x;. Because d = z; € X4 g, d > 2
and d is prime. ¢(n) = 4p'q’, therefore d = p’ or d = ¢’. Then 2d + 1 is a
non-trivial divisor of n, so in this case we can factor n.

Suppose d is relatively prime to ¢(n). Then, because (u®/?)¢ = ((u’)xl/d)d, it
follows that u*/? = (u/)*'/®. Let & = x/d, and &’ = 2’ /d. Because ged(z, ') = d,
the equation ged(#,#’) = 1 holds and thus one can compute a, b such that
aZ + bz’ =1 by extended GCD algorithm. Output (y := u®u®, 7). Note that
y* = (TG0 (uF)E YT = ((u )@ H0E /Ty, and thus y and & are a
solution to the instance (n,u) of the flexible RSA problem.

3.3 Efficient Proof That a Committed Value Was Accumulated

Here we show that the accumulator exhibited above is efficiently provable with
respect to the Pedersen commitment scheme. Suppose that the parameters of the
commitment scheme are a group &, and two generators g and f such that logy g
is unknown. Recall that to commit to a value x € Z,, one picks a random r €r
Zq and outputs Commit(z,r) := g"h”. This information-theoretically hiding
commitment scheme is binding under the discrete-logarithm assumption.

For the definitions of X4 g and the choice of g, we require that B2F T+'+2 <
A? — 1 < q/2 holds, where k' and k" are security parameters, i.e., k" is the bit
length of challenges in the PK protocol below and k” determines the statistical
zero-knowledge property of the same protocol. We set X 27 p the largest possible
set, i.e., to [2, 42 —1].

Finally, we require that two elements ¢ and h of QR,, are available such that
log, h is not known to the prover, where n is the public key of the accumulator.

To prove that a given commitment €, and a given accumulator v contain the
same (secret) value e, the following protocol is carried out. The common inputs
to the protocol are the values €., g, h, n, g, h, and v. The prover’s additional
inputs are the values e, u, and r such that u® = v mod n and €, = g°h".

The prover will form a commitment C, to v and prove that this commitment
corresponds to the e-th root of the value v. This is carried out as follows:

1. The prover chooses r1,72,73 €r Z| /4|, computes C. := g°h™, C, := uh",
C, :=g¢"™h", and sends €., C,, C,, and C, to the verifier.
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2. The prover and verifier carry out the following proof of knowledge:

PK{(Oé,ﬂ,'Y,(Syg,Ca@71/)777795) :
¢, y
C.=g"h? N g= (;W’ A g =(g€)°h* A

1 1 1
Cr=hg" A Co=h" A v=Ci(3)" A 1= C?(E)‘S(;)ﬂ A

a € [—BZ’“/H“N” B2k/+’“”+2] } .
The details of this protocol can be found in full version of this paper [§].

Theorem 3. Under the strong RSA assumption the PK protocol in step @ is a
proof of knowledge of two integers e € X p = [2, A% —1] and u such that v = u®
(mod n) and €, is a commitment to e.

Proof. Showing that the protocol is statistical zero-knowledge is standard. Also,
it is easy to see that €., C,, C,, and C, are statistically independent from u and
e.

It remains to show that if the verifier accepts, then value e committed to in €,
and a witness w that e is in v can be extracted from the prover. Using standard
rewinding techniques, the knowledge extractor can get answers (Sq, 53, S+, S5, Se,
5¢, 80, Sp, Sy) and (s, sfg, Shy 855 Ses Sy s’g, St s;p) for the two different challenges
cand . Let Aa = s, — 5, AB = 55 — sp5, Ay = s, — 8., AJ = s5 — s5,
Ae = s. — s, AC = s¢c — 8¢, An = s, — 8,, Ap = 8 — 8, mod q, AY = 5y — 8,
Ag = 8¢ — 50, A§ = s¢ — 8¢, and Ac = ¢/ — c. Then we have

<

ceAc _ gAabAcp , gAc — (;)A’YbAw , gAc — (gQ:e)AchAf (1)
CRe = hAegaC CRe = hAg™ (2)
1 1 1
Ac _ ~Aar Z\AB 1= Aa( “\AS \AB
vie = CBu(3)2 CAnH ) Q

We first show that €. commits to an integer different from 1 and consider the
first two equations (I). Let & := AaAc ! mod q, 5 := AyAc™! mod q, ¢ :=
ApAc™! mod q, and v := AYAc™! mod q. Then we have

¢, =gh? and g=<%ﬁb$ — g V7pPTpY

Under the hardness of computing discrete logarithms, 1 = (&—1)5 (mod q) must
hold and therefore & # 1 (mod ¢) as otherwise ¥ would not exists. Similarly,
from the first and third equation of ([IJ) one can conclude that & # —1 (mod q).

We next show that & is accumulated in v. From the next two equations (2
one can derive that Ac divides Aa, An, Ae, and A provided the strong RSA
assumption. (While we do not investigate this claim here, one can show that
if Ac does not divide Aa, An, Ae, and A(, then from the Equations (Z) one
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can compute a non-trivial root of g with probability at least 1/2. This, however,
is not feasible under the strong RSA assumption. We refer to, e.g., [17] for
the details of such a reduction.) Let & = Aa/Ac, 1 = An/Ac, ¢ = Ae/Ac
and { = AC/Ac. Because |c|,|/| < p,¢, we get C,. = ahfg¢ for some a such
that a® = 1. Moreover, the value ¢ must be either 1 or —1 as otherwise 1 <

ged (@ —1,n) < n and we could factor n. Plugging C,. into the second equation
of @) we get 1 = aAo‘hAo‘éng‘f(%)A‘s(é)Aﬁ, where a®® must be 1 as 1, g, and
h are in QR,, and a® = 1 otherwise. Under the hardness of computing discrete
logarithms we can conclude that Aal = 3 (mod ord(g)) and hence we get
vA¢ = (%)A(y and v = b(%)& with some b such that v> = 1. Again b = +1
as otherwise 1 < ged (b£1,n) < n and we could factor n. Let s = —1if & <0
and s = 1. Thus we have v = ul®!

Cuys if A s
Yy (b5¢)* if & is odd

(C—g)“S if & is even.

=

The latter holds because v € @R, and —1 ¢ @R, and therefore b = —1 is
not possible. Also note that & # 0 as v # 1. Because s, s, € [—B2~F TF'+1,
—B2F' K1) we have A, & € [—B2F TF'+2 _ BoF'++"+2] Because B2V T+ +2 <
q/2 it follows that & = (Aaé rem q)(a rem q), and hence that the absolute value
committed to by €, is indeed accumulated in v. As B2F+F'+2 < A2 _1 4 #£ +1
mod g and & # 0 we can conclude that |&| € X} 5. Therefore, due to Theorem 2}
we can conclude that |&| must be contained in the accumulator value v.

4 Application to Revocation of Anonymous Credentials

In this section we describe how dynamic accumulators can be used to add a
revocation capability to anonymous credentials. We then show how this can be
done efficiently for the ACJT identity escrow [I] and describe how to adapt this
solution to related group signature schemes and credential systems [T9].

4.1 Revocation of Anonymous Credentials

We first note that dynamic accumulators can be used for revocation of ordinary
credentials (and certificates): First, one adds a unique value to each credential.
Then, the accumulator values of the unique values of all valid credentials is
published authentically. Now, a user can convince a verifier that the credential
is still valid by providing the witness for the unique value contained in her
credential. Thus, to check a credential, the verifier has to check the issuer’s
signature, to get the current accumulator value and to verify whether the unique
value contained in the credential is contained in the accumulator value using the
witness provided by the user.

In case of anonymous credentials the same approach can be used. Now, how-
ever, the witness and the value contained in the accumulator can no longer be
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revealed to the verifier as this would compromise anonymity completely. Instead,
the user can apply zero-knowledge proofs to convince the verifier of that the value
contained in her credential is also contained in the accumulator. In the previous
section we exhibited an efficient zero-knowledge protocol to prove that a value
contained in a commitment is contained in an accumulator. One can thus get
efficient revocation for any anonymous credential scheme if one finds an efficient
protocol to prove that a value contained in a commitment is also contained in
the credential.

In the remainder of this section we provide such a protocol for the ACJT
identity escrow scheme and the Camenisch-Lysyanskaya credential system [1[9].
However, it is not hard to see how to add revocation for other schemes and
systems that use some form of anonymous credentials (e.g., [BITTIT2ITOMT32T23]).

4.2 The ACJT Identity Escrow Scheme and Its Friends

An identity escrow scheme involves a membership manager, who is responsible
for adding and deleting members, an anonymity revocation manager, who can
identify the user who provided an anonymous membership-proof to a verifier,
and finally users that can become members. There are the following procedures:
a setup algorithm, that allows the manager to choose their secret and public keys;
join protocol that a user runs the membership manager if she want to become a
member; and a prove membership protocol with which a user can anonymously
convince a verifier that she is a member. We refer to [TI]] for details of these
procedures and for the security properties.

Recall the ACJT [1] identity escrow scheme. (Recall that the ACJT group
signature scheme is obtained from the ACJT identity escrow by applying the
Fiat-Shamir heuristic to the protocol for proving membership.) The group man-
ager has a public key PK, consisting of a number n, which is a product of two
safe primes, the values a, b, g, h, and y which are quadratic residues modulo n,
and two intervals I" and A. The value z = logyh is a secret key of the group
manager used for revocation. A user U;’s membership certificate consists of a
user’s secret z; selected jointly by the user and the group manager (it is selected
in a secure manner that ensures that the group manager obtains no information
about this value) from an appropriate integer range, i.e., A, and the values v;
and e;, where e; is a prime number selected from another appropriate range,
ie., I, and v = a*b mod n. The value a®¢ is user U;’s public key. When U;
proves membership in a group, he effectively proves knowledge of a member-
ship certificate (z,v,e). This proof is as follows. The group member chooses
71,75 €RER ZL|nss) and computes Ty := nt)rll, Ty 1= g’”i, and T3 := gehré. The
group member sends T1, T, and T3 to the verifier and carries out with the
verifier the protocol denoted

1 1 1
PE{(a,B,7,0,e): b= z‘f(a)ﬁ(a)7 Al= 33(5)7 ANTo=g° ATy =g"h° A

acl N BeA}.
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As with all group signature and identity escrow schemes, only the group manager
can assert a signature/protocol transcript to a group member, i.e., knowing z,
the group manager can compute the value 6 = T1/%5° that identifies the user.

The Camenisch and Lysyanskaya [9] credential system has a similar construc-
tion. An organization’s public key consists of a number n, which is a product of
two safe primes, and the values a, b, ¢, g and b which are all quadratic residues
modulo n. A user U;’s secret key x;, selected from an appropriate integer range,
is incorporated into all of U;’s credentials. A credential tuple for user U; con-
sists of his secret key x;, a secret value s; selected jointly by the U; and the
organization (via a secure computation which ensures secrecy for the user) from
an appropriate integer range, and the values v; and e; such that e; is a prime
number selected by the organization from an appropriate integer interval, and v;
is such that v;" = a”b®c mod N. Proving possession of a credential is effectively
a proof of knowledge of a credential tuple.

Variations of these schemes incorporate such features as anonymity revoca-
tion, non-transferability, one-show credentials, expiration dates, and appointed
verifiers. For all these variations, an integral part of a group membership certifi-
cate and of a credential, is the prime number e;. Using one-way accumulators,
we can accumulate e;’s into a single public value u. Proof of group membership
will now have to include proof of knowledge of a witness to the fact that e; was
accumulated into w.

In the sequel, we will talk about augmenting the ACJT identity escrow
scheme with the membership revocation property; however, all our results and
discussion apply immediately to the credential scheme and group signature dis-
cussed above.

4.3 Incorporating Revocation
into the ACJT Identity Escrow Scheme

To make certificate revocation possible, the additions outlined below have to be
made to the usual operations the ACJT identity escrow scheme.
Modifications to the group manager’s operations are as follows:

Setup: In addition to setting up the identity escrow scheme, the group man-
ager creates the public modulus n for the accumulator, chooses a random
u,g,h € QR,, and publishes (n,u, g, h). She sets up (empty for now) public
archives F,qq for storing values that correspond to added users and FEqeete
for storing values that correspond to deleted users. Set Xy p = I" and X4 p
to the interval from which the group manager chooses e in the ACJT scheme
(Xa,5 C X;"B C [2, A% — 1] will be satisfied).

Join: Issue the user’s membership certificate, as in the identity escrow scheme.
Add the current u to the user’s membership certificate. (Denote it by w;.)
Let e; be the prime number used in this certificate. Update u in the public
key: u := f,(u,e;). Update E,qq: store e; there.

Revoke membership: Retrieve e; which is the prime number corresponding to the
user’s membership certificate. Update w in the public key: u := D(¢(n), u, ;).
Update Fgelete: store e; there.
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We stress that the archives are E,qq and Fqelete are not part of the group’s
public key, i.e., the verifier is not required to read them for any verification
purposes. Also, note that is it not necessary to restrict read access to these
archives only to group members.

A user U; must augment the ACJT protocol as follows:

Join: Store the value u; along with the rest of the membership certificate. Verify
that f,(u;, e;) = u;’ = u.

Update membership: An entry in the archive is called “new” if it was entered
after the last time U; performed an update.

1. Let y denote the old value of u.
2. For all new e; € Eaqq, u; := f(u;, [[ej) = u}_[ej and y := yllei.
3. For all new e; € Eqelete, i := W(us,e;,[[e;,y,u).

(Note that as a result u = f(u;,e;).)

Prove membership: Proving membership is augmented with the step of proving
that a committed value is part of the accumulated value u (contained in the
current public key). That is, in addition to 1, To, and T3 the group member
computes the values C, := g°h™, C,,, := u;h™, and C, := ¢"h" and sends
them to verifier, with random choices 71,72,73 €r Z|,/4). Then the verifier
and the group member engage in the protocol denoted

PE{(c, ,7,0,6,& C 0, 0,m) :

1 1 1
mzsg(a)ﬁ(g)’* AN=T() A T=g A Si=g%h" A
1 1 1
Co=Hg' A Co=hog" A u=Cl (1) A 1=CP() () A

acl N BeA}.

This protocol is already an optimized union of the PK protocol given in the
previous section and the ACJT PK protocol for proving group membership.
That is, different from the previous section, we do not require the group &,
for the commitment scheme because here the value %3 acts as commitment
to the value whose membership in the accumulator is claimed. Furthermore,
as —1,0,1 ¢ I', we need not show that o # —1,0, 1.

The complexity of this augmented proof is about twice that of the original
one. The definition of I' is compatible with the accumulator and the proof
that a committed value is contained in the accumulator as presented in the
previous section. Also, I" excludes 1 and hence it is not required to explicitly
prove that the committed value is not 1.

Remark 1. Updates after a user joined the group can be avoided: the group
manager knows the factorization of n and therefore can always compute a witness
w; := ul/¢ for the e; of the added user, where u is the old and new accumulator
value. It’s easy to see that this modifided construction retains security.
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Lemma 2. Under the strong RSA assumption the above is a secure identity
escrow scheme with membership revocation.

Proof (sketch). It is not hard to show the security of this lemma in a formal
model given the security proofs of the ACJT scheme and the proof of Theorem Bl
Let us provide an informal argument here.

First of all, note that all the properties of the original ACJT scheme are re-
tained as the amount of information revealed by C¢, C,,, and C,. about the group
member’s certificate is negligible (i.e., C., C,, and C, are statistically hiding
commitments and the PK-protocol is statistical zero-knowledge). It remains to
argue that excluded group members can no longer prove group membership even
if they collude in an adaptive attack against the group manager. Similarly as in
the proof of Theorem [3], one can show that the above of a protocol is a proof
of knowledge of a quadruple (,0,é,4) such that a®b = 6° and 4° = u hold,
i.e., such that (#,0,é) is valid group membership certificate and é is contained
in the accumulator value u. In [I], Ateniese et al. show that under the strong
RSA assumption an adaptive adversary controlling all users cannot find a triple
(Z,0,€) that is different from the ones legitimately obtained through the join
protocol. On other words, the values a* and e; are tightly linked. Therefore,
the user with public key a®i is no longer able to prove membership of the group
once an e; is removed from the accumulator value as the accumulator is secure
against an adaptive adversary (Theorem [Il). We note that all these arguments
hold in spite of the fact that all members’ (current and past one) e;’s are public.
It follows that anonymity and unlinkability is retained for actions past members
made prior to their exclusion from the group.
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Abstract. Informally, steganography is the process of sending a secret
message from Alice to Bob in such a way that an eavesdropper (who
listens to all communications) cannot even tell that a secret message is
being sent. In this work, we initiate the study of steganography from
a complexity-theoretic point of view. We introduce definitions based on
computational indistinguishability and we prove that the existence of
one-way functions implies the existence of secure steganographic proto-
cols.

1 Introduction

The scientific study of steganography began in 1983 when Simmons [13] stated
the problem in terms of communication in a prison. In his formulation, two
inmates, Alice and Bob, are trying to hatch an escape plan. The only way they
can communicate with each other is through a public channel, which is carefully
monitored by the warden of the prison, Ward. If Ward detects any encrypted
messages or codes, he will throw both Alice and Bob into solitary confinement.
The problem of steganography is, then: how can Alice and Bob cook up an escape
plan by communicating over the public channel in such a way that Ward doesn’t
suspect anything fishy is going on. (Notice how steganography is different from
classical cryptography, which is about hiding the content of secret messages:
steganography is about hiding the very existence of the secret messages.)

Steganographic “protocols” have a long and intriguing history that goes back
to antiquity. There are stories of secret messages written in invisible ink or
hidden in love letters (the first character of each sentence can be used to spell
a secret, for instance). More recently, steganography was used by prisoners and
soldiers during World War II because all mail in Europe was carefully inspected
at the time [§]. Postal censors crossed out anything that looked like sensitive
information (e.g. long strings of digits), and they prosecuted individuals whose
mail seemed suspicious. In many cases, censors even randomly deleted innocent-
looking sentences or entire paragraphs in order to prevent secret messages from
going through. Over the last few years, steganography has been studied in the
framework of computer science, and several algorithms have been developed to
hide secret messages in innocent looking data.

M. Yung (Ed.): CRYPTO 2002, LNCS 2442, pp. 77 2002.
© Springer-Verlag Berlin Heidelberg 2002
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The main goal of this paper is to put steganography on a solid complexity-
theoretic foundation. We define steganographic secrecy in terms of computa-
tional indistinguishability, and we define steganographic robustness, which deals
with the case of active wardens (ones that cross out innocent-looking sentences
or modify the messages just to prevent secrets from going through). Our main
result is a positive one: secret and robust steganographic protocols exist within
our model, given that one-way functions exist.

Related Work

There has been considerable work on digital steganography. The first Interna-
tional Workshop on Information Hiding occurred in 1996, with five subsequent
workshops, and even books have been published about the subject [9]. Surpris-
ingly, though, very little work has attempted to formalize steganography, and
most of the literature consists of heuristic approaches: steganography using dig-
ital images [J], steganography using video systems [J], etc. A few papers have
given information theoretic models for steganography [3JIOJTTIT4], but these are
limited in the same way that information theoretic cryptography is limited. We
believe complexity theory is the right framework in which to view steganography
and, to the best of our knowledge, this is the first paper to treat steganogra-
phy from a complexity-theoretic point of view (and to achieve provably positive
results).

Organization of the Paper

In section 2] we define the basic cryptographic quantities used throughout the
paper, as well as the notions of a cover channel and a stegosystem. In section 3] we
define steganographic secrecy and state protocols which are steganographically
secret assuming the existence of one-way functions. In section Hlwe define robust
steganographic secrecy for adversaries with bounded power to perturb stegotext
messages and state protocols which satisfy this definition. Section El closes the
paper with a discussion of implications.

2 Definitions

2.1 Preliminaries

A function g : N — (0,1) is said to be negligible if for every ¢ > 0, for all
sufficiently large n, u(n) < 1/n°. The concatenation of string s; and string so

will be denoted by s1||s2, and when we write “Parse s as si||s5]|---||s]” we
mean to separate s into strings si,...s; where each |s;| = t, I = [|s|/t], and
s = s1||s2|] -+ ||si- We will let U(k) denote the uniform distribution on k bit

strings, and U(L,l) denote the uniform distribution on functions from L bit
strings to [ bit strings. If X is finite a set, we let U(X) denote the uniform
distribution on X.
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2.2 Cryptographic Notions

Let F : {0,1}* x {0,1}* — {0,1}" denote a family of functions. Let A be an
oracle probabilistic adversary. Define the prf-advantage of A over F as

fK(') —1] =

AdvP 4y = Pr A

Pr
K+« U(k),r<{0,1}* g U(L,1),r+{0,1}*

[AfZ:l]‘ .

where r is the string of random bits used by adversary A. Define the insecurity
of F as

prft _ Ad prfA
F (t,4) Aenfﬁfq){ Ve )}

InSec

where A(t,q) denotes the set of adversaries taking at most ¢ steps and mak-
ing at most ¢ oracle queries. Then F is a (t,q,¢)-pseudorandom function if

InSecgrf(t,q) < e. Suppose that I(k) and L(k) are polynomials. A sequence
F of families Fy, : {0, 1 Fx 0,1 Lk) _, 0,1 %) s called pseudorandom
{Fr}ren p

if for all polynomially bounded adversaries A, Advg:f(A) is negligible in k. We
will sometimes write Fy(K,-) as Fg(-).

Let £ : K xR x P — C be a probabilistic private key encryption scheme,
which maps a random number and an |m/|-bit plaintext to a ciphertext. Consider
a game in which an adversary A is given access to an oracle which is either:

— Ek for K «+ U(K); that is, an oracle which given a message m, uniformly
selects random bits R and returns Ex (R, m); or

— g() = U(|Ek(+)]); that is, an oracle which on any query ignores its input
and returns a uniformly selected output of the appropriate length.

Let A(t, q,1) be the set of adversaries A which make ¢ queries to the oracle of
at most [ bits and run for ¢t time steps. Define the CPA advantage of A against
E as

AdviP?(A) = Pr [A

= Brs=1]— Pr [AY9= 1]’
K+U(K),s,r<{0,1}*

" g:r+{0,1}*

where E'x s denotes Ex with random bit source s. Define the insecurity of E as

cpa cpa
InSecEp (t,q,0) = AEIE?Z},ZJ) {AdvEp (A)} .
Then F is (t,q,l, €)-indistinguishable from random bits under chosen plaintext
attack if InSec%pa(t,q, I) < e. A sequence of cryptosystems {Fjy},y is called
indistinguishable from random bits under chosen plaintext attack (IND$-CPA) if
for every PPTM A, Adv%lza(A) is negligible in k.
Let C be a distribution with finite support X. Define the minimum entropy

of C, Hy(C), as
. 1
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2.3 Steganography

Steganography will be thought of as a game between the warden, Ward, and the
inmate, Alice. The goal of Alice is to pass a secret message to Bob over a com-
munication channel (known to Ward). The goal of Ward is to detect whether a
secret message is being passed. In this and the following sections we will formalize
this game. We start by defining a communication channel.

Definition. A channel is a distribution on bit sequences where each bit is also
timestamped with monotonically increasing time value. Formally, a channel is a
distribution with support ({0,1},¢1), ({0,1},%2), ..., where Vi > 0: t;41 > ¢;.

This definition of a channel is sufficiently general to encompass nearly any
form of communication. It is important to note that our protocols may depend
upon the timing information as well as the actual bits sent on a channel. For
example, it may be possible to do steganography over email using only the timing
of the emails rather than the contents of the message. It may also be possible
for an enemy to detect steganography via timing analysis.

Anyone communicating on a channel can be regarded as implicitly drawing
from the channel, so we will assume the existence of an oracle capable of drawing
from the channel. In fact, we will assume something stronger: an oracle that
can partially draw from the channel a (finite, fixed length) sequence of bits.
This oracle can draw from the channel in steps and at any point the draw is
conditioned on what has been drawn so far. We let C;, be the channel distribution
conditional on the history h of already drawn timestamped bits. We also let
C’ be the marginal channel distribution over the next block of b timestamped
bits conditional on the history h. Intuitively, C;’L is a distribution on the next b
timestamped bits conditioned on the history h.

Fix b. We assume the existence of an oracle which can draw from C}. We
will call such a partial draw a “block”. We will require that the channel satisfy
a minimum entropy constraint for all blocks:

Vh drawn from C: H.(C)) > 1

This partial draw will be conditional on all past draws and so we can regard a
sequence of partial draws as a draw from the channel. This notion of randomness
is similar to Martingale theory where random variable draws are conditional on
previous random variable draws (and we use Martingale theory in our analysis).

It is important to note that a “block” might (for example) contain times-
tamped bits which span multiple emails. We will overload the definition of the
concatenation operator || for sequences of timestamped bits. Thus ¢1]|co will
consist of the timestamped bits of ¢; followed by the timestamped bits of co.

One example of a channel might be electronic mail. We can map an email
system allowing communication from Alice to Bob to a channel by considering
all of the bits used to encode a particular email as a sequence of channel bits,
each with the same timestamp. The timestamp of emailed bits would be the time
of transmission. The complete channel consists of a distribution over sequences
of emails.
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Remark. In the remainder of this paper, we will assume that cryptographic
primitives remain secure with respect to an oracle which draws from a channel
distribution C?. Thus channels which can be used to solve the hard problems
that standard primitives are based on must be ruled out. In practice this is of
little concern, since the existence of such channels would have previously led to
the conclusion that the primitive in question was insecure.

Definition 1. (Stegosystem) A steganographic protocol, or stegosystem, is a
pair of probabilistic algorithms S = (SE,SD). SE takes a key K € {0, 1}~k7 a
string m € {0,1}" (the hiddentext), a message history h, and an oracle M (h)
which samples blocks according to a channel distribution C2. SEM (K, m,h)
returns a sequence of blocks ¢il|ca||...||e; (the stegotext) from the support of
Cl*b. SD takes a key K, a sequence of blocks c1||ca|| . . .||, a message history h,
and an oracle M (h), and returns a hiddentext m. There must be a polynomial
p(k) > k such that SEM and SDM also satisfy the relationship:

Vm,|m| < p(k): Pr(SD™(K,SEM(K,m,h),h) =m) >

Wl Do

where the randomization is over any coin tosses of SEM, SDM and M. (In the
rest of the paper we will use (SE,SD) instead of (SEM,SDM).)

Note that we choose a probability of failure for the stegosystem of 1/3 in order
to include a wide range of possible stegosystems. In general, given a protocol
with any reasonable probability of failure, we can boost the system to a very
low probability of failure using error-correcting codes.

Although all of our oracle-based protocols will work with the oracle M (h),
we will always use it in a particular way. Consequently, it will be convenient for
us to define the rejection sampling function RSM™¥ : {0,1}* x N — {0, 1}.

Procedure RSM:F:

Input: target z, iteration count
i=0

repeat: ¢ < M increment i
until F(c) = z or i = count
Output: ¢

The function RS simply samples from the distribution provided by the sample
oracle M until F(M) = x. The function will return ¢ satisfying F'(c) = = or
the count-th sample from M. Note that we use an iteration count to bound the
worst case running time of RS and that RS may fail to return a c satisfying
F(c) = x.

Comment. We have taken the approach of assuming a channel which can be
drawn from freely by the stegosystem; most current proposals for stegosystems
act on a single sample from the channel (one exception is [3]). While it may
be possible to define a stegosystem which is steganographically secret or robust
and works in this style, this is equivalent to a system in our model which merely
makes a single draw on the channel distribution. Further, we believe that the
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lack of reference to the channel distribution may be one of the reasons for the
failure of many such proposals in the literature.

It is also worth noting that we assume that a stegosystem has very little
knowledge of the channel distribution—SFE and SD may only sample from an
oracle according to the distribution. This is because in many cases the full distri-
bution of the channel has never been characterized; for example, the oracle may
be a human being, or a video camera focused on some complex scene. However,
our definitions do not rule out encoding procedures which have more detailed
knowledge of the channel distribution.

Sampling from Cz might not be trivial. In some cases M (h) is a human, and in
others a simple randomized program. We stress that it is important to minimize
the use of such an oracle, because oracle queries can be extremely expensive. In
practice, this oracle is also the weakest point of all our constructions. We assume
the existence of a perfect oracle: one that can perform independent draws, one
that can be rewound, etc. This assumption can be justified in some cases, but
not in others. If the oracle is a human, the human may not be able to perform
independent draws from the channel as is required by the function RS. A real
world Warden would use this to his advantage. We therefore stress the following
cautionary remark: our protocols will be shown to be secure under the assumption
that the oracle is perfect.

Finally, we mention that our decoding algorithm, SD, is defined to have
access to the oracle M (h). This is a general definition, and there are cases in
which this access will not be necessary. Protocols in which SD needs no access
to M(h) are clearly preferred.

3 Steganographic Secrecy

A passive warden, W, is an adversary which plays the following game:

1. W is given access to an oracle M (h) which samples blocks (one at a time)
from the distribution C?, for past histories h drawn from the channel. W
makes as many draws from M (h) as it likes.

2. W is given access to a second oracle which is either SE(K,-, ) or O(-,-)
defined by O(m, h) « C,LSE(K’m’h)l. Ward W makes at most ¢ queries totaling
I bits (of hiddentext) to this oracle.

3. W outputs a bit.

We define W’s advantage against a stegosystem S by

AdvE (W) =| Pr [WMSEE:) —q] — pr WMOC) =]
’ K,r,M,SE rM,0

where the warden uses random bits r. Define the insecurity of S by

InSec®.(t,q.1) = AdvE.(w
n ecs,c( ,q,1) We%lv%fq,n{ Vs,c( )} )

where W(t, q,1) denotes the set of all adversaries which make at most g queries
totaling at most [ bits (of hiddentext) and running in time at most ¢.
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Definition 2. (Steganographic secrecy) A Stegosystem S = (SE, SD) is called
(t,q,1,€) steganographically secret against chosen hiddentext attack for the chan-
nel C ((t,q,1,€)-SS-CHA-C) if InSec%?C(t, q,0) <e

Definition 3. (Universal Steganographic Secrecy) A Stegosystem S is called
(t,q,1, €)-universally steganographically secret against chosen hiddentext attack
((t,q,1,€)-USS-CHA) if it is (t,q,1,€)-SS-CHA-C for every channel distribution
C that satisfies H(C?) > 1 for all h drawn from C. A sequence of stegosys-
tems {Sk},cy is called universally steganographically secret if for every channel
distribution C and for every PPTM W, Adv%i7c(W) is negligible in k.

Note that steganographic secrecy can be thought of roughly as encryption
which is indistinguishable from arbitrary distributions C.

3.1 Construction: Stateful Universal Steganographic Secrecy

We now show a stateful protocol which is universally steganographically secret.
This protocol is not new and can be found (up to small differences) in [1], for
instance. The novel aspect is the proof of steganographic secrecy within our
model.

Assume Alice and Bob share a channel and let C denote the channel distri-
bution. We let M (h) be an oracle which draws blocks (one at a time) from the
conditional distribution C?. Let Fx (-, -) denote a pseudorandom function family
indexed by k = | K| key bits which maps a pair consisting of a d-bit number and b
timestamped bits to the set {0, 1}, i.e., F : {0,1}*x{0,1}¢x ({0,1},¢)®* — {0, 1}.
Let Alice and Bob share a secret key K € {0, 1}k and a synchronized d bit counter
N. Let Enc and Dec be the encoding and decoding procedures, respectively, for
an error-correcting code which corrects up to a p(k) fraction of errors (where
w(k) is defined below) and which has stretch function £(-). The following proce-
dures allow Alice and Bob to encode and decode a hiddentext and to send it via
their shared channel.

Construction 1. (Steganographic Secrecy)

Procedure d1].Encode: Procedure d1].Decode:
Input: key K, hiddentext m’, history h Input: key K, Stegotext ¢
Let m = Enc(m’) Parse c as ¢3|c8|| ... ||}
Parse m as mi||m3||---||m] fori=1...1do
fori=1...1do set m; = F (N, ¢)

c; + RSMM).F(N) (my | K)) increment N

set h = hl|e; let m = mq||ma||---||my

increment N Output: Dec(m)
Output: ¢1]|ca|| ... ||

The idea behind this construction is simple. First, the encoding algorithm splits
the hiddentext m into single bits. Then it draws blocks from the channel until
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it finds ¢; such that Fx(N,c1) = my. After that it finds co such that Fx (N +
1,¢2) = mo, and c3, and so on. This continues until all bits of m have been
encoded. The decoding algorithm simply applies Fx (N + i —1,-) to all the ¢;’s.

Note that the encoding procedure actually has a small probability of failure
per bit. In particular, RS might not return a ¢; such that Fx (N +i— 1,¢;) =
m;, because RS “gives up” after |K| timesteps. The probability of failure is
dependent on the sampling oracle M and the evaluation oracle F'.

Lemma 1. If C;’l has minimum entropy at least H and |K| = k, the probability
of failure of RS is bounded above by fail(k,C}) + InSec‘grf(O(k:l), kl), where
2 )

. k
. j J
fail(k,Ch) <> 3w <2H>
j=0

Proof. See the full version of the paper [0].

It can be verified that fail(k, C}) is exponentially small in |[K| and H. We will
choose our error-correcting code to correct a p(k) = (1+¢) «fail(k, U(1)) fraction
of errors (note that U(1) has minimum entropy 1). A Chernoff bound will then
suffice to show that the probability of decoding failure is exponentially small in .
For a channel Cz with minimum entropy 1, we have fail(k, Cz) ~ i. Consequently,
we will at worst require a code with a stretch function ¢(n) approximately 2n.
We will assume for simplicity that the running times of Enc and Dec are linear.

Theorem 1. Let k = |K|. For any | < 2%:

InSeciy, (1, 0,1) < InSeck’ (¢ + O(kE()). ke(1))

Proof. For any warden, W, running in time ¢ and making ¢ queries totaling [
bits, we construct a corresponding PRF adversary A, where

Adv, (W) = AdvBr(4)

The running time of A is the running time of warden W plus the time of rejection
sampling (RS): O(k£(l)) in the worst case. The number of calls to the sampling
oracle, M(h), is at most k¢(1).

AT simply runs W, emulating the encoding procedure §1].Encode using the
function oracle f in place of Fg(-,-). Note that when f is a uniformly chosen
random function, the output of RSM("):/(. k) is distributed identically to the
channel distribution C',bl. Similarly, when f is chosen from Fk(-,-), the output of
RSM).F(. k) is distributed identically to the output of Construction [T by the
definition of the construction. So the advantage is:

Advgff(A): [AFK() = 1] - Pr [Afi:l]’

Pr ”
K«+U(k),r<{0,1}* g,r<{0,1}*

‘ Pr  [WMSEW) —q) - Pr [W%O@')u‘
K,r,M,SE r,M,0

= Advi (W)
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And the theorem follows by the definition of insecurity.

Corollary 1. If Fk(-,-) is pseudorandom then construction [1 is universally
steganographically secret against chosen-hiddentext attacks.

3.2 Stateless Universal Steganographic Secrecy

The following protocol also satisfies our definition for universal steganographic
secrecy. The proofs are omitted due to space considerations, but are similar to
the proof of Theorem [ in the previous section, and can be found in the full
version of the paper Once again, this protocol (up to small differences) is not
new and can be found in [I]; an information theoretic version of the protocol
can also be found in [3].

We will say that a function f : D — R is an unbiased function on a distribu-
tion C if for all 7 € R, h, Pry,_co[f(d) = 7] = 7. Let f: ({0,1},)" — {0,1} be
a public function which is unbiased on C. Let Ek(+,-) and Dk (-) denote the en-
cryption and decryption functions for a cryptosystem which is indistinguishable
from random bits under chosen plaintext attack (i.e., IND$-CPA) [12]. Suppose
Alice and Bob share a key K € {0, 1}k. The following procedures allow encoding
and decoding of messages in a manner which is steganographically secret under
chosen hiddentext attack for the channel distribution C.

Construction 2. (Stateless Steganographic Secrecy)

Procedure S2.Encode: Procedure S2l. Decode:
Input: key K, hiddentext m, history h Input: key K, Stegotext ¢
Let s = Ex(m) Parse c as ||c8]| ... ||
Parse s as si|[s3|| - ||s} fori=1...1do
fori=1...1do set s; = f(c;)

C; < RS]VI(h)"f(')(SZ‘, |KD set s = SlHSQH s ||Sl.

set h = hl|e; Output: D(K, s)
Output: c¢1]|ca|| ... ||

Note that the execution time for S'D is essentially linear in [ and the execution
time for SE is an expected O(I). Also note that our assumption of an unbiased
function implies that an error correcting code as in construction[Ilis unnecessary:
the probability of failure here is 1/2/% |, Clearly, the assumption of an unbiased
f is quite strong. In practice, perfect unbiasedness may be hard to meet and
stronger assumptions may be required. For example, when f is a pseudorandom
function, under the assumption of a large minimum entropy in the channel, f
will be nearly unbiased.

Lemma 2. For any warden W € W(t, q,l), we can construct a corresponding

adversary A where
Advi (W) = Adv(A) .

The running time of A is at most t + O(kl), and A makes q encryption queries
for a total of 1 bits of plaintext.
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Theorem 2. InSecgszc(t,q, ) < InSecgpa(t + O(kl), q,1).

Generalization. The assumption that the balanced function, f, is unbiased can
be weakened to the assumption of an e-biased function where the probability of
any value is within € of uniform. The same proofs work with the insecurity
increased by at most € (however, error correcting codes might be necessary in
this case).

A few easy corollaries follow from Theorem 2l If E is indistinguishable from
random bits under chosen plaintext attack then construction [ is SS-CHA-C
secure. Additionally, if E is replaced by a public key cryptosystem which is
indistinguishable from random bits under chosen plaintext attack, then con-
struction [2is a public key stegosystem which is steganographically secret under
chosen hiddentext attack (under an appropriate generalization of our definitions
to a public-key scenario).

4 Robust Steganography

4.1 Definitions for Robust Steganography

Robust steganography will be modelled as a game between Alice and Ward
in which Ward is allowed to make some alterations to Alice’s messages. Alice
wins if she can pass a message with high probability, even when Ward alters
her message. For example, if Alice passes a single bit per channel message and
Ward is unable to change the bit with probability at least %, Alice can use error
correcting codes to reliably transmit her message. It will be important to state
the limitations we impose on Ward, since otherwise he can replace all messages
with a new draw from the channel distribution, effectively destroying any hidden
information. In this section we give a formal definition of robust steganography
with respect to a limited adversary.

We will model Ward’s power as defined by a relation R which is constrained to
not corrupt the channel too much. This general notion of constraint is sufficient
to include many simpler notions such as (for example) “only alter at most 1%
of the bits”.

Let D be a finite distribution with support X and let R be a relation between
the set X and the set Y such that for every z € X, there exists a y € Y where
(z,y) € R. Consider a single-player game of chance which is played as follows:

1. The player draws x according to D.
2. The player chooses an arbitrary y such that (z,y) € R.
3. The player makes an independent draw z’ from D.

The player wins if (z/,y) € R. Define the obfuscation probability of R for D by
— /
O(R,D) = max Z l;r[x] i
(z',y)ER

This function represents an upper bound on the player’s winning probabil-
ity. In particular, for any y the player chooses in step 2, O(R, D) bounds the
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probability >° . e Prp[z’] of winning. Note that the log, O(R, D) gives the
minimum amount of conditional information retained about draws from D when
they are substituted arbitrarily amongst possibilities which satisfy R. The obfus-
cation probability is therefore a worst-case conditional entropy (just as minimum
entropy is a worst-case entropy), except that logarithms have been removed.

Now let R be an efficiently computable relation on blocks and let R(z) =
{y: (z,y) € R}. We say that the pair (R, C}) is 6-admissible if O(R,C?) < § and
a pair (R,C) is 6-admissible if Vh (R,C}) is d-admissible. An R-bounded active
warden W can be thought of as an adversary which plays the following game
against a stegosystem S = (SE,SD):

1. W is given oracle access to the channel distribution C and makes as many
draws as it likes.

2. W is given oracle access to SE(K, -, ), and makes at most ¢ queries totaling
at most [ bits to SE.

3. W presents an arbitrary message m € {0, 1}l2 and history h.

4. W is then given a sequence of blocks ¢ = ¢i||es| .. .||y from the support
of C,(Lu*b), and returns a sequence ¢’ = c}||c4]|...||c), where ¢, € R(c;) for
each 1 < i < w. Here u is the number of blocks of stegotext output by
SE(K,m,h).

Define the success of W against S by

Succl(W) = P SD, (K, W,(SE,(K,m,h)),h
uccg (W) K<—U(k),r<—{0,r1}*,o<—{0,1}*[ ( (SEo(K,m,h)),h) # m]
Here, r and o are the random bits used by Ward and the protocol, respectively.

Define the failure rate of S by
FailZ(t,q,1) = {s RW},
ails (, ¢, 1) et uccg (W)
where W(R, t, ¢,1) denotes the set of all R-bounded active wardens that submit

at most g queries of total length at most [, produce a plaintext of length at
most I =1 —[; and run in time at most t.

Definition 4. (Robust Steganography) A stegosystem S = (SE, SD) is called
(t,q,1,¢€,06) steganographically robust against R-bounded adversaries for the dis-
tribution C (denoted (¢, ¢, 1, €, §)-SR-CHA-(C, R)) if the following conditions hold:

— (Secrecy): S is (t,q,1,€)-SS-CHA-C.
— (Robustness): Failf(t,q,1) <.

A stegosystem is called (¢,q,l,€,0) steganographically robust (SR-CHA) if it is
(t,q,1l,¢,0)-SR-CHA-(C, R) for every d-admissible pair (C, R).

Definition 5. (Universal Robust Steganography) A sequence of stegosystems
{Sk} ey is called universally steganographically robust if it is universally stegano-
graphically secret and there exists a polynomial ¢(-) and a constant § € [0, §)
such that for every PPTM W every d-admissible (R, C), and all sufficiently large

k, SuccSRk (W) < 1/q(k).
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4.2 Universally Robust Stegosystem

In this section we give a stegosystem which is Steganographically robust against
any bounding relation R, under a slightly modified assumption on the channel
oracles, and assuming that Alice and Bob know some efficiently evaluable, §-
admissible relation R’ such that R’ is a superset of R. For several reasons, this
stegosystem appears impractical but it serves as a proof that robust steganog-
raphy is possible for any admissible relation.

Suppose that the channel distribution C is efficiently sampleable, that is, there
is an efficient algorithm M which, given a uniformly chosen string s € {0,1}™
and history h produces a block distributed according to C? (or statistically close
to C,l;) We will assume that Alice, Bob, and Ward all have access to this algo-
rithm. Furthermore, we assume Alice and Bob share a key K to a pseudorandom
function; and have a synchronized counter N. Let n be a robustness parameter.

Construction 3. (Universally Robust Steganography)

Procedure 93.Encode: Procedure J3l. Decode:
Input: K, m, h Input: key K, stegotext c, history h
Parse m as m}||m3||---||m] Parse c as 3|c8|| ... ||cb,
fori=1...1do fori=1...1do
forj=1...ndo set hg =hy1 =h

set ¢;j = M(Frx(N,m;),h) forj=1...ndo

increment N for o € {0,1} do

set h = hl|c; set my = M(Fr(N,0), hy)
Output: ¢q1]lc12]] - ||ein set hy = hg||my

increment N
if (Vj.(ho,j, Ciﬂ‘) S R/)
then p; = 0; else p; =1

set h = hp,
set p = p1|p2|| - - ||p1-
Output: p

Suppose that instead of sharing a key to a pseudorandom function F'; Alice and
Bob shared two secret blocks by, b; drawn independently from C,l;. Then Alice
could send Bob the message bit ¢ by sending block b,, and Bob could recover
o by checking to see if the block he received was related (by R’) to by or b;.
Since the adversary is R bounded and (C, R’) is §-admissible, the probability
of a decoding error — caused either by the adversary, or by accidental draw
of by, b; — would be at most §. Intuitively, Construction [3 simply extends this
notion to multiple bits by replacing the by, b; by draws from M(-) with shared
pseudorandom inputs; and reduces the probability of decoding error to ™ by
encoding each hiddentext bit n times.

Lemma 3. InSec%c(t, q,1) < InSec‘grf(t + O(nl),nl).

Lemma 4. Failga(t, q,l1,102) < InSec‘fff(t + O(nl),nl) + 136™.
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Proof. Let W be an active R-bounded (t,q,1,l2) warden. We construct a PRF
adversary A which runs in time ¢ + O(nl), makes at most nl PRF queries, and

satisfies Advgrf(A) > Succh(W) — 156", A works by running W, using its
function oracle f in place of Fk(-,-) to emulate Construction [J] in responding
to the queries of W. Let m,c be the hiddentext and the stegotext sequence
returned by W, respectively. Then A7 returns 1 iff SD(K, ', h) # m. Consider
the following two cases for f:

— f is chosen uniformly from all appropriate functions. Then, for each i, j,
the stegotexts ¢;; = M(f(N; + j,p:), hi ;) are distributed independently
according to CZM_. Consider the sequence of “alternative stegotexts” d; ; =
M(f(N; 4+ j,1 — pi), hi j); each of these is also distributed independently

according to C? : and since W is never given access to the d; ;, the ¢ .
hi, 0 J ©,]
1,7 2 3

are independent of the d; ;. Now SD will fail (causing A/ to output 1)
only if the event Vj.(d; ;,c; ;) € R occurs for some i. Because the d; are
independent of the actions of W, and because (C, R’) is d-admissible, each
event (d; ;, c;7j) € R’ happens independently with probability at most 6. So
for any fixed i, the probability of failure is at most 6. The union bound
then gives
Pr [Af =1] < 1y6™.
f<U(bn)

— f is chosen uniformly from Fx(-,-). Then A outputs 1 exactly when W
succeeds against S, by the definition of S:

[AF% = 1] = SuccH(W) .

Pr .
K+ U(k),r«<{0,1}*

Taking the difference of these probabilities, we get:
AdvP () [AFx — 1] — p (Al = 1]

= PI‘ r = r
K<«U(k),r«{0,1}* f<U(bn),r<{0,1}*

> SuccH (W) — 156" .

Theorem 3. If F is (t + O(nl),nl,e)-pseudorandom then Construction [3 is
(t, l1,l2,€,€6 + l25n)-SR-CHA

4.3 Robust Steganography for Text-Like Channels

We provide a protocol which is steganographically robust against R-bounded
adversaries for a particular class of admissible relations R on particular channels.
For some channel distributions this class of relations may provide an accurate
model of the limitations of real wardens; in particular it seems reasonable to
suppose that a predominantly text-based channel might limit the power of an
active warden by such a relation.

A text based channel (such as email) might consist of “documents” built out
of many bits with the same timestamp (= sending time). Fix a symbol alphabet
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¥ =1{0,1}", and represent every document d in the support of C by a string of
symbols d = dyd; - - - d; and a single timestamp. The n-shingling of d, denoted by
SSn(d) is the set {d0d1 cee dn—l; dldg s dn, d2d3 s dn+1, ey dl—ndl—n+1 s dl} .
Define the family of relations R} for 0 <6 <1 by

s50(8) Vs |5

z,y) € Ry < >
(0:0) € B & L @) Usony)]

Let Fk (-, -) denote a pseudorandom function family indexed by | K| bits which
maps n-shingles to the set {0, 1}”. Let E be a length-preserving, stateful (rather
than randomized), IND$-CPA encryption scheme which works by producing a
pseudorandom stream s and outputs Ex(m) = s @ m, (such a scheme can be
produced using a pseudorandom function in (stateful) CTR mode, for example)
and let D be the corresponding decryption function. Let Enc and Dec be the
encoding and decoding algorithms for an error-correcting code which can correct
up to a § +¢ fraction of symbol errors; and let £(-) be the stretch function of this
code. We will assume Enc and Dec work in linear time for simplicity. Define the
function max(d) as the shingle in d which maximizes f, that is

maxf (d) = argmaxséssn(d) {f(s)} .

Let g: {0,1}" — {0,1} be unbiased for the distribution on shingles induced by
maxr, (C). Let Alice and Bob share secret keys K¢, K.. The following procedures
allow Alice and Bob to robustly encode and decode a message.

Construction 4. (Robust Steganographic Protocol)

Procedure J4.Encode: Procedure 4. Decode:
Input: m, h, keys Ky, K, Input: stegotext c, keys Ky, K.
Let p = Ex_(Enc(m)) Parse c as ||c8]| ... ||}
Parse p as pi||pil|- - |Ip} fori=1...1do
fori=1...1do set s; = maXFKf(.)(ci)
M(h),gomaxp o

set ¢; = RS X5 (pi) set p; = g(si)

set h = h|c; set p = p1|[p2|[---[|p1-
Output: ¢ql|c2]| ... ||a Output: Dec(Dg, (p))

Note that it is important that encryption and bit errors commute here which
holds for only some encryption techniques.
In the following, Let ¢; be the maximum size of ¢ encoded strings with total
length 1y plus £(Is).

Lemma 5. InSecf’;l‘(’Z(t7 ¢, 1) < InSec Pt + O(kly), ¢, £,).

Lemma 6. Failgé(t,q, I, ls) < 2e=€00)/2 4 InSec? (¢ + O(ke,), ke,).

Theorem 4. If F is (t+ O(kly), kly, €)-pseudorandom and E is (t+4q,q,{q, 11)
- IND$-CPA, then Construction [f] is (t,11,l2, € + p, 2e—€702)/2 4 €) - SR-CHA
against RS -bounded adversaries.
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5 Discussion

5.1 Alternative Security Conditions

There are several conceivable alternatives to our security conditions; we will
briefly examine these alternatives and justify our choices.

Find-Then-Guess: This is the standard model in which an attacker submits
two plaintexts py and pi, receives SE(pp), and attempts to guess b. Security
in our attack model implies find-then-guess security; moreover the essence of
steganographic secrecy is not merely the inability to distinguish between mes-
sages (as in the find-then-guess model) but the inability to detect a message.

Fized History: In this model the adversary may not submit alternate histo-
ries to the encryption model. Security under a chosen-history attacks implies
security against a fixed-history attacks. This notion may be of interest how-
ever, especially because in many situations a chosen-history attack may not be
physically realizable. Our attacks can be considered chosen-history attacks.

Integrity of Hiddentexts. Intuitively, Integrity of Hiddentexts requires that
an active warden is unable to create a sequence of covertexts which decodes to
a valid, new hiddentext. Suppose we amend the description of a stego system to
allow the decoding algorithm to output the “fail” symbol L. Then suppose we
give the adversary oracle access to SE and allow the adversary to make at most
g queries po, ...,pq to SE(K, -, ) totaling { bits. The adversary then produces a
sequence of covertexts ¢ = ci1]|...||cm. Denote the advantage of A against S by

AdvI(A) = Pr[SD(K, ¢, h) #1 AVi.SD(K, ¢, h) # pi]
and denote the integrity failure of a stegosystem by

Fail 74 (¢, ¢, 1) — {Ad int A} .
ailg'c(t,q,1) Al vsc(A)

A stegosystem has (t, g, [, €) integrity of hiddentexts if Faillsr};C (t,q,0) <e.

Note that in practice this notion by itself is too weak because it allows the
possibility for the warden to disrupt the communication between Alice and Bob.
Finally, we note that if the symmetric encryption scheme E is INT-CTXT secure
as defined by Bellare and Namprempre [2], then construction [ also provides
integrity of hiddentexts.

5.2 Complexity Theoretic Ramifications

Construction [ gives a stegosystem which is steganographically secret for any
channel distribution C which has minimum entropy greater than 1, assuming
the existence of a pseudorandom function family. Goldreich et al [4] show how to
construct a pseudorandom function from a pseudorandom generator, which in
turn can be constructed from any one-way function, as demonstrated by Hastad
et al [B]. Thus in an asymptotic sense, our constructions show that one-way
functions are sufficient for steganography. Conversely, it is easy to see that a
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stegosystem which is steganographically secret for some C is a secure weak private
key encryption protocol in the sense of Impagliazzo and Luby [7]; and they prove
that the existence of such a protocol implies the existence of a one-way function.
Thus the existence of secure steganography is equivalent to the existence of
one-way functions.
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Abstract. Methods from provable security, developed over the last
twenty years, have been recently extensively used to support emerging
standards. However, the fact that proofs also need time to be validated
through public discussion was somehow overlooked. This became clear
when Shoup found that there was a gap in the widely believed security
proof of OAEP against adaptive chosen-ciphertext attacks. We give more
examples, showing that provable security is more subtle than it at first
appears. Our examples are in the area of signature schemes: one is related
to the security proof of ESIGN and the other two to the security proof
of ECDSA. We found that the ESIGN proof does not hold in the usual
model of security, but in a more restricted one. Concerning ECDSA,
both examples are based on the concept of duplication: one shows how
to manufacture ECDSA keys that allow for two distinct messages with
identical signatures, a duplicate signature; the other shows that from any
message-signature pair, one can derive a second signature of the same
message, the malleability. The security proof provided by Brown [7] does
not account for our first example while it surprisingly rules out malleabil-
ity, thus offering a proof of a property, non-malleability, that the actual
scheme does not possess.

1 Introduction

In the last twenty years provable security has dramatically developed, as a means
to validate the design of cryptographic schemes. Today, emerging standards only
receive widespread acceptance if they are supported by some form of provable ar-
gument. Of course, cryptography ultimately relies on the P vs. AP question and
actual proofs are out of reach. However, various security models and assumptions
allow us to interpret newly proposed schemes in terms of related mathematical
results, so as to gain confidence that their underlying design is not flawed. There
is however a risk that should not be underestimated: the use of provable security
is more subtle than it appears, and flaws in security proofs themselves might have

* The first and last examples in this paper are based on the result of an evaluation
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a devastating effect on the trustworthiness of cryptography. By flaws, we do not
mean plain mathematical errors but rather ambiguities or misconceptions in the
security model. The first such example appeared recently, when Victor Shoup
noted in [29] that there was a gap in the widely believed security proof of OAEP
against adaptive chosen-ciphertext attacks. By means of a nice counter-example
in a relativized model of computation, he showed that, presumably, OAEP could
not be proven secure from the one-wayness of the underlying trapdoor permuta-
tion. A closer look at the literature, notably [4]2], showed that the security proof
was actually valid in a weaker security model, namely against indifferent chosen-
ciphertext attacks (IND-CCAL), also called lunchtime attacks [1§], and not in the
full (IND-CCA2) adaptive setting [24]. This came as a shock, even though Fu-
jisaki, Okamoto, Pointcheval and Stern [12] were quickly able to establish that
the security of RSA-~OAEP could actually be proven under the RSA assumption
alone, in the random oracle model. Since the more general result could not hold,
a different argument based on specific properties of the RSA function had to be
used.

Goldwasser, Micali and Rivest [14] introduced the notion of ezistential forgery
against adaptive chosen-message attacks for public key signature schemes. This
notion has become the de facto security definition for digital signature algo-
rithms, against which all new signature algorithms are measured. The definition
involves a game in which the adversary is given a target user’s public key and
is asked to produce a valid message/signature pair with respect to this public
key. The adversary is given access to an oracle which will produce signatures on
messages of his choice. However, the above definition does not directly deal with
the most important property of a digital signature, namely non-repudiation: the
signer should be unable to repudiate his signature. One should not that an ad-
versary against the non-repudiation property of a signature scheme would be
the legitimate signer himself. Hence, such an adversary has access to the private
key, and may even control the key generation process.

The present paper gives further examples of flaws in security proofs, related
to signature schemes. Two of them stem from a subtle point that has apparently
been somehow overlooked: in non deterministic signature schemes, several signa-
tures may correspond to a given message. Accordingly, the security model should
unambiguously decide whether an adaptive attacker is allowed to query several
signatures of the same message. Similarly, it should make clear whether obtain-
ing a second signature of a given message, different from a previously obtained
signature of the same message, is a forgery or not, and namely an existential
forgery.

The first example that we give is related to the security proof offered in [22]
for the ESIGN signature scheme. Crosschecking the proof, with the above obser-
vations in mind, it can be seen that it implicitly assumes that the attacker is not
allowed to query the same message twice. Thus, the security proof does not pro-
vide security against existential forgeries under adaptive chosen-message attacks.
It only applies to a more restricted class, which may be termed single-occurrence
chosen-message attacks.



Flaws in Applying Proof Methodologies to Signature Schemes 95

The two other examples are related to the elliptic curve digital signature
algorithm ECDSA [1]. In [7], Brown uses the so-called generic group model to
prove the security of the generic DSA, a natural analog of DSA and ECDSA
in this setting. This result is viewed as supporting the security of the actual
ECDSA: in the generic model, ECDSA prevents existential forgeries under adap-
tive chosen-message attacks. But as already remarked, this security notion does
not deal with the important non-repudiation property that signature schemes
should guarantee. The obvious definition is that it should be hard for a legitimate
signer to produce two messages which have the same signature with respect to
the same public key. If a signature scheme did not have this property then a
user could publish the signature on one message and then claim it was actually
the signature on another. Such a signature we shall call a duplicate signature,
since it is the signature on two messages. This shows an inadequacy between
the classical security notions and the practical requirements. Furthermore, we
show that with ECDSA a signer which controls the key generation process can
easily manufacture duplicate signatures, without finding a collision in the hash
function. Luckily, however, our construction of duplicate signatures means that,
as soon as the signer reveals the second message, the signer’s private key is
revealed. Concerning the generic group model, which was the sole assumption
on which relies the security result provided in [7], carefully crosschecking the
proof, with the above observations in mind, we see that it actually prevents a
forgery which creates a different signature to a previously obtained signature of
the same message. Hence, the proof implies the scheme produces non-malleable
signatures. Unfortunately, ECDSA does not withstand such forgeries. What goes
wrong here is the adequacy of the model. The proof is correct but the underlying
model is flawed, since it disallows production of malleable signatures.

Note that we have not broken any of the two schemes. In particular, there
are some easy ways of revising ESIGN so that it satisfies the classical security
notions (see e.g. [19]).

2 Digital Signature Schemes and Security Proofs

2.1 Formal Framework

In modern terms (see [14]), a digital signature scheme consists of three algorithms

(K, 2, V):

— A key generation algorithm K, which, on input 1¥, where k is the security
parameter, outputs a pair (pk,sk) of matching public and private keys. Al-
gorithm K is probabilistic.

— A signing algorithm X', which receives a message m and the private key sk,
and outputs a signature o = X (m). The signing algorithm might be prob-
abilistic.

— A werification algorithm V which receives a candidate signature o, a mes-
sage m and a public key pk, and returns an answer V,«(m, o) as to whether or
not o is a valid signature of m with respect to pk. In general, the verification
algorithm need not be probabilistic.
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Attacks against signature schemes can be classified according to the goals of
the adversary and to the resources that it can use. The goals are diverse:

— Disclosing the private key of the signer. This is the most drastic attack. It
is termed total break.

— Constructing an efficient algorithm which is able to sign any message with
significant probability of success. This is called universal forgery.

— Providing a single message/signature pair. This is called existential forgery.

In terms of resources, the setting can also vary. We focus on two specific at-
tacks against signature schemes: the no-message attacks and the known-message
attacks. In the first scenario, the attacker only knows the public key of the signer.
In the second, the attacker has access to a list of valid message/signature pairs.
Again, many sub-cases appear, depending on how the adversary gains knowledge.
The strongest is the adaptive chosen-message attack (CMA), where the attacker
can require the signer to sign any message of its choice, where the queries are
based upon previously obtained answers. When signature generation is not de-
terministic, there may be several signatures corresponding to a given message. A
slightly weaker security model, which we call single-occurrence adaptive chosen-
message attack (SO-CMA), allows the adversary at most one signature query for
each message. In other words the adversary cannot submit the same message
twice for signature.

In known-message attacks, one should point out that existential forgery be-
comes the ability to forge a fresh message/signature pair that has not been
obtained during the attack. Again there is a subtle point here, related to the
context where several signatures may correspond to a given message. We actu-
ally adopt the stronger rule that the attacker needs to forge the signature of
message, whose signature was not queried. The more liberal rule, which makes
the attacker successful, when it outputs a second signature of a given message,
different from a previously obtained signature of the same message, will be called
malleability.

Conversely, the non-repudiation property means the impossibility to produce
two messages with the same signature, which will be called a duplicate signature.
However, one should note that the adversary for such a forgery is the signer
himself, who may furthermore have control on the key generation process. Such
a security notion is not covered by the usual notions, and should be studied
independently.

2.2 The Random Oracle Model

Ideally, one would like to obtain provable security for a signature scheme, based
on the sole assumption that some underlying computational problem is hard.
Unfortunately, very few schemes are currently known that allow such a proof.
The next step is to hope for a proof in a non-standard computational model,
as proposed by Bellare and Rogaway [3], following an earlier suggestion by Fiat
and Shamir [I1]. In this model, called the random oracle model, concrete objects
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such as hash functions are treated as random objects. This allows one to carry
through the usual reduction arguments to the context of relativized computa-
tions, where the hash function is treated as an oracle returning a random answer
for each new query. A reduction still uses an adversary as a subroutine of a pro-
gram that contradicts a mathematical assumption, such as the assumption that
RSA is one-way [25]. However, probabilities are taken not only over coin tosses
but also over the random oracle.

Of course, the significance of proofs carried in the random oracle is debatable.
Hash functions are deterministic and therefore do not return random answers.
Along those lines, Canetti et al. [§] gave an example of a signature scheme which
is secure in the random oracle model, but insecure under any instantiation of the
random oracle. Despite these restrictions, the random oracle model has proved
extremely useful to analyze many encryption and signature schemes. It clearly
provides an overall guarantee that a scheme is not flawed, based on the intuition
that an attacker would be forced to use the hash function in a non generic way.

2.3 Generic Algorithms

Recently, several authors have proposed to use yet another model to argue in
favor of the security of cryptographic schemes, that could not be tackled by the
random oracle model. This is the so-called black-box group model, or generic
model [27J7)17]. In particular, paper [7] considered the security of ECDSA in
this model. Generic algorithms had been earlier introduced by Nechaev and
Shoup [19)28] to encompass group algorithms that do not exploit any special
property of the encodings of group elements other than the property that each
group element is encoded by a unique string. Typically, algorithms like Pollard’s
p algorithm [23] fall under the scope of this formalism, while index-calculus
methods do not.

We will now go into a bit more detail of proofs in this generic model, because
in one of our examples, this model is the origin of the apparent paradox. More
precisely, we will focus on groups which are isomorphic to (Z4,+), where ¢ is
a prime. Such groups will be called standard cyclic groups. An encoding of a
standard cyclic group I' is an injective map from I" into a set of bit-strings .S.
We give an example: consider a subgroup of prime order of the group of points
of a non-singular elliptic curve E over a finite field F. Given a generator g of
E, an encoding is obtained by computing o(z) = x - g, where x - g denotes
the scalar multiplication of g by the integer x and providing coordinates for
o(x). Note that the encoding set appears much larger than the group size, but
compact encodings using only one coordinate and a sign bit +1 exist and, for
such encodings, the image of ¢ is included in the binary expansions of integers
< tq for some small integer ¢, provided that ¢ is close enough to the size of
the underlying field F. This is exactly what is recommended for cryptographic
applications [169].

A generic algorithm A over a standard cyclic group I' is a probabilistic
algorithm that takes as input an encoding list £ = {o(x1),...,0(xk)}, where
each x; is in I'. While it executes, the algorithm may consult an oracle for further
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encodings. Oracle calls consist of triples {4, j, €}, where ¢ and j are indices of the
encoding list £ and ¢ is £. The oracle returns the string o(z; £z;), according to
the value of € and this bit-string is appended to the list £, unless it was already
present. In other words, A cannot access an element of I' directly but only
through its name o(z) and the oracle provides names for the sum or difference
of two elements addressed by their respective names. Note however that .4 may
access the list £ at any time. In many cases, A takes as input a pair {o(1),o(z)}.
Probabilities related to such algorithms are computed with respect to the internal
coin tosses of A as well as the random choices of o and .

In [7], the adversary is furthermore allowed to include additional elements

zi in the encoding list £, without calling the oracle. This is consistent with

K]
the fact that one may detect whether an element is in the group or not (e.g.
whether the coordinates of a point satisfy the equation which defines the elliptic
curve.) However, this definitely enlarges the class of generic algorithm, compared
to [T9)28]. One can keep the number of additional elements smaller than twice
the number of queries, since additional elements not appearing in a further query
can be deleted and since each query involves at most two additional elements.
Some useful results about the generic model are provided in Appendix [A Tl
Again, from a methodological point of view, proofs in the generic model have
to be handled with care. A specific group is not generic and specific encodings
may further contradict genericity. If it happens, the exact meaning of a security
proof may become highly questionable.

3 The Provable Security of ESIGN

3.1 Description of ESIGN

We follow [22], where a specification of ESIGN appears. The key generation
algorithm of ESIGN chooses two large primes p, ¢ of equal size k and computes
the modulus n = p%q. The sizes of p, ¢ are set in such a way that the binary
length |n| of n equals 3k. Additionally, an exponent e > 4 prime to ¢(n) is
chosen.

Signature generation is performed as follows, using a hash function #, out-
putting strings of length k£ — 1.

Pick at random 7 in Z7 .

Convert (0]|#H(m)]|0%*) into an integer y and compute z = (y — r¢) mod n.
Compute wg = [2/pq] and w; = wo.pq — z. If wy > 2271 return to step 1.
Set u = wp - (er® 1)~ mod p and s = r + upq.

Output s as the signature of m.

Cri o =

The basic paradigm of ESIGN is that the arithmetical progression ¢ mod n+tpq
consists of e-th powers of easily computed integers: one adjusts ¢ so as to fall
into a prescribed interval of length 221,

Signature verification converts integer s¢ mod n into a bit string S of length
3k and checks that [S]* = 0||H(m), where [S]* denotes the k leading bits of S.
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3.2 The Approximate e-th Root Problem

As noted in the previous section, RSA moduli of the from p?q offer a very efficient
way to solve the following problem, having knowledge of the factorization of n:
given n and y in Z, find x such that 2° mod n lies in the interval [y, y +22¢1),
where the bit-size of n is 3k and [y, y + 22F71) denotes {uly < u < y + 22671},

It is conjectured that the above problem, called the approximate e-th root
problem (AERP) in [22], is hard to solve. More precisely, denote by Succ®*™ (7, k)
the probability for any adversary A to find an element whose e-th power lies in
the prescribed interval, within time 7. In symbols, it reads

Pr[(n,e) + IC(lk),y — Zp,x +— A(n,e,y) : (z° mod n) € [y,y + 22’“_1)]7

then, for large enough moduli, this probability is extremely small. Variants of
the above can be considered, where the length of the interval is replaced by 22*
or 22k+1,

Of course, the factorization of n allows to solve the AERP problem. It is
unknown whether the converse is true, i.e. whether AERP and inverting RSA
are computationally equivalent. Various attacks against AERP are known for
e = 2,3 (see [530]). However, it is fair to say that there is no known attack
against AERP when e is greater or equal than 4.

3.3 The Security Proof

For this signature scheme, one can prove, in the random oracle model, the fol-
lowing security result, where T.,,(k) denotes the computing time of modular
exponentiation modulo a 3k-bit integer.

Theorem 1. Let A be a SO-CMA-adversary against the ESIGN signature sche-
me that produces an existential forgery, with success probability €, within time
T, making qg queries to the hash function and qs distinct requests to the signing
oracle respectively. Then, AERP can be solved with probability €, and within
time 7', where

1
e > qu — (qu +¢s) x (3/4)F - gh-1 and 7 < T4 k(gs + qu) - Teap(k).

Our method of proof is inspired by Shoup [29] and differs from [22]: we
define a sequence of Game;, Game,, etc of modified attack games starting from
the actual game Gamey. Each of the games operates on the same underlying
probability space, only the rules defining how the view is computed differ from
game to game.

Proof. (of Theorem [1l). We consider an adversary A outputting an existential
forgery (m, s), with probability e, within time 7. We denote by ¢y and g5 re-
spectively the number of queries from the random oracle H and from the signing
oracle. As explained, we start by playing the game coming from the actual ad-
versary, and modify it step by step, until we reach a final game, whose success
probability has an upper-bound obviously related to solving AERP.
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Gamey: The key generation algorithm /C(1%) is run and produces a pair of keys
(pk,sk). The adversary A is fed with pk and, querying the random oracle H
and the signing oracle Y, it outputs a pair (m,s). We denote by Sy the
event that Vok(m, s) = 1. We use a similar notation S; in any Game; below.
By definition, we have Pr[Sy] = e.

Gamej: In this game, we discard executions, which end up outputting a valid
message/signature pair (m,s), such that m has not been queried from H.
This means restricting to the event AskH that m has been queried from #.
Unwinding the ESIGN format, we write: s¢ = 0 ||w || * modn. If AskH does
not hold, H(m) is undefined, and the probability that H(m) = w holds is
1/2k=1: Pr[Sy | =AskH] < 27%*!1. Thus, Pr[S;] = Pr[Sy A AskH] > Pr[Sy] —
2fk+1'

Games: In this game, we choose at random an index x between 1 and qg. We
let m, be the k-th message queried to H. We then discard executions which
output a valid message/signature pair (m, s), such that m # m,. Since the
additional random value & is chosen independently of the execution of Gamey,
PI‘[SQ] = Pr[Sl]/qH

Games: In this game, we immediately abort if a signing query involves message
m,. By the definition of existential forgery, this only eliminates executions
outside Sy. Thus: Pr[S3] = Pr[Ss].

Gamey: We now simulate the random oracle H, by maintaining an appropriate
list, which we denote by H-List. For any fresh query m, we pick at random
u € Z, and compute z = u° mod n, until the most significant bit of z is 0.
We next parse z as 0| w || x, where w is of length & — 1 and check whether
z — w.2%% is less than 22*~!  If this is true, we store (m,u,w) in H-List
and returns w as the answer to the oracle call. Otherwise we restart the
simulation of the current query. However, we stop and abort the game after
k trials. This game differs from the previous one if z remains undefined after
k attempts: | Pr[Sy] — Pr[Ss]| < (qm + gs) % (3/4)*.

Games: We modify the simulation by replacing H(m,) by v, where v is a bit
string of length k& — 1, which serves as an additional input. The distribution
of H-outputs is unchanged: Pr[S5] = Pr[Sy].

Gameg: We finally simulate the signing oracle: for any m, whose signature is
queried, we know that m # m,, cannot hold, since corresponding executions
have been aborted. Thus H-List includes a triple (m, u, w), such that u¢ mod
n has its k leading bits of the form 0||#(m). Accordingly, u provides a valid
signature of m. Therefore, Pr[Sg] = Pr[Ss].

Summing up the above inequalities, we obtain

€ 1
Pr[Sg] > Pr[Ss] — (qu + ¢s) x (3/4)" > i (qu + qs) x (3/4)% — oE-T”
When Gameg terminates outputting a valid message/signature pair (m, s), we
unwind the ESIGN format and get s¢ = (0] v || x) mod n, with v = H(m). If Sg
holds, we know that m = m,, and H(m) = v. This leads to an element whose e-th
power lies in the interval [v22% v2%F 4 22K) thus solving an instance of AERP.
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We finally have: Pr[Ss] < Succ®*™(7/, k), where 7/ denotes the running time of
Gameg. This is the requested bound. Observe that 7/ is the sum of the time for
the original attack, plus the time required for simulations, which amounts to at
most k(gs + gu) modular exponentiations. We get 7/ < 7+ k(gs + qu) - Teap(k).

O

3.4 Comments on the Security Model

We definitely had to use the SO-CMA model. If the adversary was allowed to
submit the same message twice to the signing oracle, the simulation would fail
at the second call, since there is a single signature available. Thus, contrarily
to what is claimed in [22], the result only applies to single-occurrence adaptive
chosen-message attacks. We do not know how to extend the proof to deal with
the stronger CMA model.

4 Duplicates in ECDSA

Let us now turn to the ECDSA signature scheme, on which we give two more
examples.

4.1 Description of ECDSA

The ElGamal signature scheme [10] appeared in 1985 as the first DL-based signa-
ture scheme. In 1989, using the Fiat and Shamir heuristic [I1] based on fair zero-
knowledge [13], Schnorr provided a zero-knowledge identification scheme [26],
together with the corresponding signature scheme. In 1994, a digital signature
standard DSA [20] was proposed, whose flavor was a mixture of ElGamal and
Schnorr. The standard was later adapted to the elliptic curve setting under the
name ECDSA [120]. Following [6lJ7], we propose the description of a generic DSA
(see Figure [[), which operates in any cyclic group G of prime order ¢, thanks
to a reduction function. This reduction function f applies to any element of the
group G, into Z,. In the DSA, f takes as input an integer modulo p and outputs
f(r) = r mod ¢. In the elliptic curve version [1120/9], the function is defined in

Initialization XY: Signature of m — (r,s)

G a cyclic group of prime order ¢

g a generator of G

H :{0,1}* — {0,1}" a hash function
f G — Zq a reduction function

K: Key Generation — (y,z)

k randomly chosen 0 < k < ¢
r=k-g r=f(r)

if r = 0 abort and start again
e=H(m) s=k '(e+ar)modgq
if s = 0 abort and start again

private key
public key

O<z<gq
Y=g

V: Verification of (m,r,s) — valid ?

check whether 0 < 7,5 < ¢ and r = f(r')
where e = H(m) and v’ =es ' -g+rs”

1

'y

Fig. 1. The Generic DSA
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a more intricate manner, which we now describe. An elliptic curve point r is
given by two coordinates (z,y), which take values in the base field. For elliptic
curves over prime fields, one simply sets f(r) = x mod ¢. For curves over Fom,
x is a sequence of m bits and f(r) is obtained by first turning x into an integer
less than 2™, by a standard conversion routine. Anyway, one just has to keep in
mind that in ECDSA the function f depends on the z-coordinate only, and thus
f(=x) = f(r).

Before we review the security results proven about ECDSA, namely in [7],
let us show some surprising properties of the scheme due to the above choice of
reduction function f.

4.2 Duplicate Signatures

Let us first describe how to produce duplicate signatures for ECDSA. Recall
we have two messages my and mo and we wish to produce a signature which is
valid for both messages, with a possible control on the key generation process.
We will do this by “concocting” a public/private key pair, hence we see that our
method assumes that the two target messages are known to the signer before he
generates his public/private key pair. We note that the special key pair is still
valid and the user is still able to sign other messages as usual.

We first compute hy = H(mi) and hy = H(mgy). We generate a random
ke{l,...q— 1}, compute r = f(k - g), and then set the private key to be

(h1—|—h2>
r=—|———= | mod g,
2r

with the public key being given by y = x-g. To generate our duplicate signature
on m and my we compute s = k~1(h; + 2r) mod q.

That (r, s) is a valid signature on m, follows from the definition of ECDSA,
we only need to show that (r,s) is also a valid signature on msy. We evaluate
the r’ in the verification algorithm for the signature (r,s) on the message mao,
noting that rz = —(h; + he)/2 mod ¢,

ho + 1z ho — h
r'=(hz/8)g+(r/8)y=( 2 >g=k<h2 hl)gz—k~g=—r.
S 1 — N2

Hence, f(r') = f(—r) = f(r) = r and the signature verifies.

Ezample. As an example we use one of the recommended curves from X9.62 [1].
The curve is defined over I, where p = 2192 _ 964 _ 1 and is given by equation
y? = 23 — 3z + b, where

b = 0x64210519E59C80E70FA7TE9AB72243049FEBSDEECC146B9B1.
This curve has prime group order given by
q = 6277101735386680763835789423176059013767194773182842284081,

and a base point is given by g = (X,Y") where
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X = 0x188DA8B0EB03090F67CBF20EB43A18800FAFFOAFD82FF1012,
Y = 0x07192B95FFC8DA78631011ED6B24CDD573F977A11E794811.

Suppose we have a public key given by y = (X', Y”)

X' = 0xA284DB03CAC23298DF9FDIC60560B16292FBESCTE2C26C25,
Y’ = 0x3F9EABD65A25DA6ET2285670AA3D639B381952AFDDECEBAA.

Consider the two, hundred byte messages m; = [0,1,2,3,...,99] and my =
[10,11,12,13,...,109], with hash values, computed via SHA-1 [21],

hi = SHA-1(m;) = 0x1E6634BFAEBC0348298105923D0F26EATAA33FF5,
he = SHA-1(m2) = 0x71DDBA9666E28406506F839DAA4ECAF8D03D2440.

A duplicate signature on both my and msy is provided by (r, s), with

r = 0x7B3281ED9C01372E09271667D88F840BEB888F43AF4A7783,
s = 0xAFC81CEC549C77F00B4790160A584FD636BB049FDODOEOBD.

Note that, as soon as one publishes the duplicate signature, a third party can
recover the signer’s private key and so is able to forge messages. Hence, this
example of duplicate signatures should not be considered a security weakness.
However, one does not know that no other duplicate signature exists, for this
or any other signature scheme, which do not arise from collisions in the hash
function.

4.3 Malleability

Still using the above specific property of f, that is f(—r) = f(r), ECDSA is
easily malleable. Indeed, from a signature (r,s) of a message m, whatever the
keys are, one can derive a second signature, namely (r, —s). Referring to Figure[d]
we see that the values of v’ that appear in the verification of both signatures are
symmetric, so that their image by f is the same.

4.4 Comments on the Security Results

Let us now see whether the above security notions have been appropriately
dealt with or not in the security analyses which appeared in the literature.
For the reader’s convenience, we include in Appendix our own version of
the theorem and its proof (it is highly based on [7]). The original theorem [7]
claims that the generic DSA withstands existential forgeries against adaptive
chosen-message attacks, in the generic model, under some assumptions, namely
the collision-resistance of the hash function and the almost-invertibility of the
reduction function (see more details in Appendix [A2). This latter property is
not satisfied for DSA, but is clearly satisfied with the reduction function used
in ECDSA: given an z-value, if it does not correspond to the x-coordinate of
a point on the curve, g outputs Fail, otherwise it randomly outputs one of the
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(two) corresponding points. Hasse’s theorem ensures that g is an almost inverse
of f. It furthermore helps to say that the statistical distance between D, and U
is less than 5/¢. Therefore, f is (5/¢,t)-almost-invertible for any t.

Going through the proof, the reader can check that it actually establishes
that, in the generic model, ECDSA is non-malleable under the collision-resistance
of the hash function only. The question now becomes: what is the meaning of
a proof supporting a scheme by means of an ideal model where the scheme has
a property (non-malleability) that it does not have in reality? The flaw here
comes from the encoding which is not generic because of the automorphism.
Notice that Koblitz curves, as advocated in some standards, are even “less”
generic since they have more automorphisms.

About the duplicate signatures, the proof does not deal with the problem at
all, since as already remarked, for non-repudiation the adversary is the signer
himself. The methodological lesson is that in some scenarios non-repudiation
does not necessarily follows from resistance to existential forgeries. In other
words, the security model does not properly account on a possible collusion
between the key generation algorithm and the signing algorithm. Whilst our
example of duplicate signatures is not a security concern, there may be others.
Hence, the proof methodology and security model should allow for this.

5 Conclusion

We have shown that the version of the ESIGN cryptosystem described in the
P1363 submission [22] withstands existential forgery against single-occurrence
adaptive chosen-message attacks, based on the hardness of AERP. However, the
proof does not extend to the usual CMA scenario. We have also considered a new
kind of attack, independent of existential forgeries, since the attacker may be the
signer himself. We have illustrated it on ECDSA. It shows that non-repudiation
is not totally encompassed by usual security analyses. Finally, we have proved
the non-malleability of the generic DSA under adaptive chosen-message attacks.
This is in contrast with the actual malleability of ECDSA and puts some doubts
on the significance of the generic model.

In conclusion, we give the warning to practitioners, that security proofs need
some time to be discussed, accepted, and interpreted within the research com-
munity.
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A The Security Proof of ECDSA

A.1 Proofs in the Generic Model

With the proofs in the generic model, we identify the underlying probabilistic
space with the space S™"t2 x I' x I'>", where S is the set of bit-string encod-
ings. Given a tuple {z1,...,2n42,2,Z1,...,T2,} in this space, z; and zy are
used as o(1) and o(z), the successive z; are used in sequence to answer the n
oracle queries and the x; € I serve as pre-images of the additional elements
zl (in the group) included by the adversary into the encoding list £. However,
this interpretation may yield inconsistencies as it does not take care of possible
collisions.

We give another interpretation of the encoding o. This interpretation is
based on defining from the tuple {z1,...,2zn42}, a sequence of polynomials
Fi(X,X3,...,Xa,), with coefficients modulo ¢, depending on the execution of
A:

— Polynomials F; and F5 are set to F; = 1 and Fy = X, respectively. Thus

L={F,F}.

— When the adversary puts an additional k-th element z;, in the encoding list,

polynomial F, ;4o is defined as Xj, and added to L.

— At the ¢-th query {¢, j, e}, polynomial Fy is defined as F; = F};, where the sign
=+ is chosen according to e. If Fy is already listed as a previous polynomial

Fy, € L, then Fy is marked and A is fed with the answer corresponding to h.

Otherwise, z, is returned by the oracle and Fy is added to L.

Observe that all F; polynomials are affine, i.e. of the form ag + 25:1 a; X;.

Once A has come to a stop, variable X is set to z, and the Xjs are set
to xr. In other words, o is set at random, subject to the conditions z, =
o(Fe(z,21,...,22,)), £ = 1,....n+ 2 and z, = o(zx), £ = 1,...,2n. It is
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easy to check that the behavior of the algorithm that is driven by the polynomi-
als Fj is exactly similar to the behavior of the regular algorithm, granted that

elements in the sequence (z1, ..., z,42) are all distinct, and that no polynomial
F; — F; vanishes at (z,21,...,%2,), where ¢, j range over the 3n + 2 indices of
polynomials in £. We call a sequence {z1,..., zp12,%,Z1, ..., To, } which satisfies

both requirements a safe sequence. As explained, an encoding o can be defined
from a safe sequence, such that:

o(Fi(z,21,...,22p)) = 24, for all unmarked F;, and 1 <i <n+ 2,
o(zg) = 2y, for k=1,...,2n.

This correspondence preserves probabilities. However, it does not completely
cover the sample space {o,x} since executions such that Fj(x,x1,...,22,) =
Fj(x,x1,...,T2,), for some indices 4, j, such that F; and F; are not identical
are omitted. The following lemmas allow to bound the probability of unsafe
sequences.

Lemma 1. Let P be a non-zero affine polynomial in Zy[X1,...,X,], then
1
p P(zy,...,2;)=0] < =,
:E17...,xrjeZq[ (irl xj) ] = q

Lemma 2. Assume n?

bounded by 5(n + 1) /q.

< q. The probability of unsafe sequences is at upper-

Proof. We first observe that sequences of random elements {z1, 2z2,. .., zZnt2},
which are not all distinct appear with probability

n+1 n+1
1—ﬁ<1—§)<1—<1_§:’“><(”+1;(”+2).

k=1 k=1 q q

Next, using Lemma [, we can bound the probability that F; — F; vanishes at
(z,1,...,T2,) by 1/q. Since there are at most (37’1,2+2) such polynomials, we infer
that, once {z1, ..., 2,12} have been set and are distinct, the set of (x, z1, ..., z2,)
such that {z1,...,2p42,%,21,...,22,} is not safe has probability bounded by
(°"F?) Ja = (3n +2)(3n + 1)/2¢. One easily completes the proof. O

A.2 Preliminaries

Let f be a reduction function f : G — Z,. An almost-inverse g of f is a proba-
bilistic algorithm g, possibly outputting Fail, such that

(@), Pr [g(b) €G A f(g(b)) =b] > 1/3
GRZq
Function f is (4, t)-almost-invertible, with almost-inverse g, if furthermore:

Dy ={g(b)[b €R Zq A g(b) € G}
U={a|a€erG}.

In the second item, notation Dy ~s U means that no distinguisher with running

time bounded by t can get an advantage greater than d.

(it) Dy =5 U, where {
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A.3 The Security Proof

We now prove the security of the generic DSA in the generic model. We follow [7],
but we adopt a different style of proof, inspired by Shoup [29]. Referring to
Figure I we clarify our use of encodings. The base point g of the group G is
identified with the canonical generator 1 of Z, and therefore labeled by o(1).
Similarly, the public key y is labeled by o(x), where x is the private key. When
an element r is requested, at signature generation, it is obtained as o(k), where
k is randomly chosen. Finally, the reduction function f directly operates on the
set of encodings S. Contrary to the earlier approach of [27], we do not model
the hash function as a random oracle. Rather, along the lines first investigated
in [6], we use specific properties of the hash function, such as one-wayness or
collision resistance.

A couple of lemmas will be needed. We first show how one can perfectly simu-
late the distribution of valid signatures. We define a simulator S. The simulator,
picks elements v €g S, and s €r Z,, and outputs the pair (r, s), with r = f(u).

Lemma 3. For any message m, the output distribution of S is perfectly indis-
tinguishable from the output distribution of Xg(m).

We also state an easy lemma from elementary probability theory.

Lemma 4. Let S be a binomial distribution, which is the sum of k = 5lnn
Bernoulli trials with probability for success > 1/3. Then, the probability that
S =0 is at most 1/n>.

We finally state the security result.

Theorem 2. Let I' be a standard cyclic group of prime order q. Let S be a
set of bit-string encodings. Let H : {0,1}* — {0,1}" be a hash function and
f 8 = Z4 be a reduction function with almost-inverse g. Let A be a generic
algorithm over I', that makes at most qs queries to the signing oracle and n
queries to the group-oracle, respectively. Assume that A, on input {o(1),0(x)},
returns a message m and a valid generic DSA signature (r,s) of m, achieving
malleability with probability € = Succ®™(A), within running time t. Then there
exist adversaries By, Cu, Dy, operating within time bound t', and such that
By is attempting to invert H = H mod q with success probability eg, Cqy is
attempting to find collisions for H' = H mod q with success probability vy, and
Dy is playing a distinguishing game for g, with advantage 04, where

5(n+1)(n+qs+1
e <2yg +2n(dg +em) + ( )(q 4 ),

t' <t+nx (5rylnn+7H),
with 74 the running time of g and Ty the running time for H.

Proof. Let A be a generic attacker able to forge a pair consisting of a message m
and a valid signature (r, s). We assume that, once these outputs have been issued,
A goes on checking the signature by requesting the encoding of es~'4+zrs~! mod
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q, where e = H(m), and checking that its image under f is . The request can be
performed by mimicking the usual double-and-add algorithm, calling the generic
encoding at each group operation. We assume furthermore, that, after each query
m; to the signing oracle, the adversary immediately performs a similar request
to check the validity of the answer. To keep things simple, we do not perform
any book-keeping of the additional requests and keep n to denote the overall
number of queries to the group oracle. We now play games as before:

Gamep: An encoding o is chosen and a key pair (pk, sk) is generated using K(1%).
Adversary A is fed with pk and, querying the generic encoding and the
signing oracle, outputs a message m and a signature (r,s). We denote by
So the event Vi(m, (r,s)) = 1 and use a similar notation S; in any Game;
below. By definition, we have Pr[Sy] = ¢.

Game;: We slightly modify this game, by using the interpretation of the encoding
proposed in Section [AT} this uses a sequence {z1, ..., 2Znt2, T, Z1,...,Ton }.
As shown in Section [A-1] in Lemma ], the new game only differs from the
old on unsafe sequences: | Pr[S;] — Pr[So] | < 5(n + 1)?/q.

Gamey: In this game, we perform additional random tests, without modifying
the simulation of the generic oracle: a test is performed at each index /,
such that the corresponding affine polynomial appears for the first time (or
is unmarked following the terminology of Section [Al). Let Fy, = by X + ay.
We pick at random €; €g Zg4, and compute c; < g(bza;lég mod ¢) until the
computation of g returns an answer different from Fail. However, we stop
and abort the game after 5lnn trials. This game differs from the previous
one if ¢y remains undefined after 5Inn attempts. Since € is uniformly dis-
tributed, and since the successive trials are mutually independent, we may
use Lemma [ and bound the corresponding probability by 1/n?. This pro-
vides the overall bound 1/n, when ¢ varies. Taking into account the fact
that the experiments are independent from the execution of Game;, we get
Pr[Ss] > (1 — 1/n) Pr[Sy].

Games: Here, we further modify the previous game by letting ¢, replace zy,
for each index ¢ such that F, is unmarked. Note that we have f(z;) =
bgae_lég mod g. Since the éys are uniformly distributed, the inputs to g are
uniformly distributed as well. Applying the so-called hybrid technique, which
amounts to using n times the almost-invertibility of g, we bound the differ-
ence between the success probabilities of the two games by nd,, and thus:
| PI‘[Sg] — PI‘[SQ] | S nég.

Gamey: In this game, we simulate the signing oracle. For any query m; to the
signing oracle, one computes e; = H(m;), and issues a random signature
(rj, sj), using the simulation of Lemma Bl Recall that the simulation picks
s; at random and computes 7; as f(u;), where u; is randomly drawn from
S. By Lemma Bl this simulation is perfect. Observe that, while checking
the signature, the adversary requests, at some later time, the encoding of
e;s; T tar; sj’l mod q. We let ¢ the first index corresponding to such query,
Fy, = by X + a,. We modify 2, replacing its earlier value by u; and define
¢r as e; = H(m;). Observe that we still have f(z;) = bea; '€, mod g. This
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game only differs from the previous one if polynomial ejsj_l + ersj_l
collides with a previous one. Due to the randomness of s;, we can bound
| Pr[Sa] — Pr[Ss]| < ngs/q.
We note that the final simulation runs in time ¢’ <t+n x (57,Inn + 75) and
we finally upper-bound Pr[S,]. We observe that, while checking the signature,
the final request of the adversary, with index n + 2, is the encoding of es™' +
zrs~! mod ¢, where e = H(m). We let £ be the first occurrence of F, ;2. If the
signature is valid, the following equalities hold:

es ' =aymodgq, rs™'=bymodq, f(z)= bgazlég mod ¢ and r = f(z¢).
From these equalities, it easily follows that r = f(z;) = re~'¢; mod ¢, which in
turn implies e = €y mod g. We distinguish two cases:

— If z; has been created according to the rule of Games, then a pre-image m
of some randomly chosen element €; among the n possible ones has been
found.

— If 2, has been created according to the rule of Gamey, then €, = e; is the
image under H of a message m; queried from the signing oracle. Furthermore,
we have: ;s = ag mod ¢ and 73-5171 = by mod q. Comparing to the above
equalities, we get that s = s; mod g and r = r; mod ¢. Note that m; cannot
be equal to m, since otherwise the output forged signature would coincide
with an earlier signature (r;, s;) of the same message m. Thus, a collision
has been found for H’, where H'(m) aef H(m) mod gq.

The probability that an algorithm running in time ¢’ finds a preimage under H’
of an element among n is at most ney. From this, we obtain that: Pr[Sy] <
neyg + vy. Summing up inequalities, we get the announced result. a
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Abstract. We show that there exists a natural protocol problem which
has a simple solution in the random-oracle (RO) model and which has
no solution in the complexity-theoretic (CT) model, namely the problem
of constructing a non-interactive communication protocol secure against
adaptive adversaries a.k.a. non-interactive non-committing encryption.
This separation between the models is due to the so-called programability
of the random oracle. We show this by providing a formulation of the RO
model in which the oracle is not programmable, and showing that in this
model, there does not exist non-interactive non-committing encryption.

1 Introduction

Before describing our separation result and the non-programmable random-
oracle (NPRO) model, we introduce non-committing encryption (NCE) and the
non-interactive NCE (NINCE) problem.

Non-committing Encryption. One way of constructing a secure protocol for the
cryptographic model is to take a protocol which is secure in the information
theoretical model, where secure channels are assumed, and then compile this
protocol for the cryptographic model by adding encryption to the channels. A
motivation for this approach has been, that only statically secure general multi-
party computation (MPC) protocols have been constructed for the cryptographic
model directly, whereas adaptively secure protocols for the information theoret-
ical model were published already in [BGWSRRCCDSS]. The goal is therefore to
replace the secure channels of the information theoretical model by open chan-
nels using an adaptively secure communication protocol a.k.a. NCE.

Before we can define NCE more formally we have to sketch our MPC model.
We use the model of asynchronous MPC from [Can01]. The security of a protocol
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is defined by requiring that the real-life execution of the protocol can be simu-
lated efficiently given only access to an ideal-world abstraction of the protocol
problem that the protocol is to solve. The real-life execution is controlled by an
adversary A (a probabilistic polynomial time (PPT) interactive Turing machine
(ITM)) which can see all communication between the parties and schedules mes-
sage delivery. By PPT we mean PPT in the security parameter k, which is given
to all entities in the system. The adversary can furthermore adaptively corrupt
parties to learn their current state (or entire execution history if we do not
model erasures) and start controlling the corrupted party. The execution takes
place in context of an environment Z (also a PPT ITM) which provides inputs
to and receives outputs from the parties. The environment and adversary can
communicate during the execution. We denote the output of the environment
after such an execution by REAL; 4 z, where 7 is the protocol. This execu-
tion is compared to an ideal-world execution where the parties have access to
an ideal functionality with the desired input-output behavior of the protocol.
Message delivery is controlled by an ideal-world adversary S which can again
corrupt parties and learn their internal state (which is just the inputs from the
environment), and the protocol is executed in context of an environment Z with
the same role as in the real-life model. We denote the output of the environment
after such an execution by IDEALf s z, where F is a PPT ITM specifying the
desired input-output behavior of the protocol problem to be solved. These ex-
ecutions are then compared by saying that for each real-life adversary A there
should exist an ideal-world adversary S such that for all environments Z the
executions REAL, 4 z and IDEALf s z are computationally indistinguishable,
i.e. the environment cannot tell whether its observing a real-life execution or the
simulator S running in the ideal-world. The role of S is similar to the role of
the simulator in the definition of zero-knowledge. The role of the environment is
that of an distinguisher between the real-life execution REAL, 4 = and the sim-
ulation IDEALf s z. An important part of the model is that the environment
receives the identity of all corrupted parties. This guarantees that the simula-
tor does not accomplish its goal by corrupting other parties than the real-life
adversary.

For the NCE problem the ideal functionality Fp.. works as follows: On input
(mid, j,m) from P; deliver (mid,i,m) to P;, and reveal (mid,1,j,|m|) to the
adversary. Here mid is a message identifier, m is the message, and |m| is the
length of m. For the specific task of secure communication the above definition
of security basically says that whatever a real-life adversary can obtain from
attacking the protocol an ideal adversary S could obtain (simulate) given just
the length of the messages sent.

If we let each party P; have a private key for a semantically secure public-
key encryption scheme, where the public key pk; is known by all other parties,
and if we encrypt all communication to P; under pk; (including in the messages
the identity of the sender to protect against copying), then we will have a stat-
ically secure implementation. However, no encryption scheme exists for which
this protocol is adaptively secure. This follows from a general result that no non-
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interactive communication protocol is adaptively secure; Throughout the paper
we will let non-interactive communication protocol denote a communication pro-
tocol with the property that after a pre-processing phase, which might involve
interaction (e.g. the receiver sending a public key to the sender), the sender
can send an unbounded number of bits to the receiver without there being any
communication from the receiver to the sender.

We show that no non-interactive communication protocol can be adaptively
secure in the asynchronous model. Assume for this sake that we have an adap-
tively secure communication protocol for the asynchronous model. Consider two
parties Pr and Pgs acting as receiver resp. sender. Consider the environment Z
which activates Pg with an arbitrary message m of length l,,(k), where I, (k)
is some polynomial. Consider the adversary A that corrupts no party but just
waits for Pr and Pg to finish the preprocessing phase and for Ps to send a ci-
phertext ¢ to Pr. The adversary outputs ¢ to the environment and then corrupts
Pr before ¢ arrives, and the adversary outputs to the environment the value sk
of the internal state of Pr. By the security of the encryption scheme we have
that if the environment runs the code of Pgr from internal state sk and with
input ¢, then ¢ will decrypt to m, except possibly with negligible probability.
Now, by the definition of security there should exist a simulator S such that
the simulator executed in the ideal-world execution with the same environment
Z produces an output indistinguishable from that of the adversary A. But in
the ideal-world abstraction of secure communication given by Fyce, the simulator
does not see m during the execution as long as both parties are uncorrupted, and
the simulator must therefore generate ¢ given just |m|. Then on the corruption
of Pg, the simulator sees m and computes sk to give to the environment. Since
the definition of security requires that the environment cannot tell the difference
between the real-life execution and the simulation it follows that running Pg
from sk on input ¢ will result in output m except with negligible probability,
in particular with probability more than % Since no internal state can make ¢
decrypt to two different values, both with more than probability %, there exists
an injective map from messages m to internal states sk, ,, which make ¢ decrypt
to m. Intuitively this means that the length of sk must be at least [,,. If the
protocol can send an unbounded number of bits, this holds for any polynomial
I and thus the length of sk must be superpolynomial contradicting that Pg is
a PPT ITM.

The NCE problem was first solved by Beaver and Haber in [BH92]. In their
protocol Pgr sends to Pg the public key pk. Then Ps generates a uniformly
random message p and sends ¢ = E,;(p) to Pr. Then Pr computes p = Dy (c)
and erases everything except p. When m later becomes known to Pr he computes
¢ = p ® m, where @ denotes bitwise xor, and sends ¢’ to Pgr who can then
compute m = p & ¢’. Since at no point Pr knows both sk and the encryption ¢/
of m, the attacker cannot obtain both, which preempts the problem that for fixed
¢’ there should be an injective map from sk to messages m. Since sk is deleted
a new key-pair must be generated each time Ps has sent a total of |p| bits. If
further more synchronization between the parties are assumed, the protocol can
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be made non-interactive: Set aside a prefix of p to use as a seed s for a pseudo-
random generator, and each time p is used up, expand s to obtain a new p as
long as the original p and delete s. This method is then iterated each time p is
used up. In this way no more than [p| bits are communicated from Pg to Pgr
before Ppr deletes its internal state and creates a new one.

The protocol from [BH92| depends essentially on the use of erasure. However,
in many settings trusting the parties to be able to reliably erase parts of their
state might be unrealistic, due to e.g. physical limitations on erasure and weak
operating systems. The first solution to the NCE problem in the non-erasure
model is presented in [CEGN96] by Canetti et al. The scheme is however ineffi-
cient: It can encrypt 1 bit using a public key of ©(k?) bits. Later Beaver[Bead7]
and Damgard and Nielsen[DNO0] proposed more efficient schemes communicat-
ing 1 plaintext bit using ©(k) bits of communication. These protocols are all
three-round protocols.

The Random-Oracle Model. The idea behind the random-oracle (RO) model is
that by modeling primitives as DES, MD5 or SHA using the strong assumption
that they (properly used/modified) behave like ROs, one can build efficient and
secure protocols based on these primitives. The model has been used to argue
the security of a number of constructions. Examples are the OAEP encryption
mode for RSA[BR95Sho0T] and the Fiat-Shamir heuristic[F'S86].

We define the RO model to be the real-life execution model described above
where additionally the parties and the adversary has access to a uniformly ran-
dom function {0,1}* — {0,1}*. This can be modeled within the framework in
[Can0T] using a hybrid model. A hybrid model is the real-life model extended
with an ideal functionality F (also called a trusted party) to which all par-
ties have a secure channel. The calls to F works as in the ideal-world. We use
HYBi A,z to denote an execution of protocol 7 in the hybrid model with trusted
party F, and say that 7 realizes G in the F-hybrid model if for each hybrid ad-
versary A there exist an ideal-world adversary S such that for all environments
Z the executions HYBf z and IDEALg s z are computationally indistinguish-
able. We let the RO model by the hybrid model with the trusted party F,, work-
ing as follows: On input z € {0,1}* from any of the parties or the adversary it
outputs a uniformly random value r € {0, 1}* to the calling party; If queried on
the same x twice, the same r is returned. Thus F,, defines a uniformly random
function H : {0,1}* — {0, 1}*.

Possibility of NINCE in the RO model. We prove that if trapdoor permutations
exists, then NINCE exists in the RO model. Our protocol is reminiscent of a con-
struction of chosen ciphertext secure encryption in [BR93]. In the pre-processing
phase the receiver Pr sends a description f of a trapdoor permutation to the
sender Ps. Each message from Ps to Pg is transmitted as (f(z), H(z) & m),
where z is a uniformly random element in the domain of f and H is the uni-
formly random function defined by F;,. To prove the scheme secure we construct
a simulator S. The simulator works by running internally a copy of the protocol
and a copy of A. It tries to make the internal protocol consistent with the values
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of m input to the ideal-world execution (knowing only |m/|) and lets A attack the
simulated execution and lets A do the interaction with the environment Z. The
simulator & simulates in such a way that A thinks that it observes a real-life
execution, and such that in particular its interaction with the environment is
distributed computationally indistinguishable from that observed by Z in the
real-life execution, which in turn makes the output of Z computationally indis-
tinguishable in the two worlds. The simulator S proceeds as follows: Distribute
the public keys as in the real-life. Note that A and the parties of the protocol
might request to evaluate the RO H on a value z, as they expect to run in
the RO model. To simulate the RO, & returns a uniformly random element r;
If queried on the same x twice, it returns the same r. To simulate the sending
of m the simulator S generates random x and sends (f(x), H(x) ® 0'), where
[ is the length of m and 0! is the all-zero string of length [. If the simulated
oracle H was not defined on x the simulator sets it to be a uniformly random
element r as above. Assume that after simulating the sending of an arbitrary
number of messages A corrupts Pr. The simulator then corrupts Pg in the ideal
evaluation, and for each (f(x), H(x) @ 0') sent in the simulation it receives the
real value m which should have been sent and must come up with an internal
state of Pr consistent with m. Assume that the simulator defined H(x) = r,
i.e. that (f(z),r) was the message sent. The simulator then simulates by sim-
ply claiming that H(x) = m @ r. This is a perfect simulation as we get that
(f(x),r) = (f(x),(r ® m) ®m) = (f(z), H(z) & m). However, there are two
ways this simulation can fail. First of all, if the same = was used twice the sim-
ulator might be in the situation that it needs to define H(x) to both r & my
and r @ mo for my; # ms. However this happens with negligible probability as
the 2’s are chosen uniformly at random by the simulator. Second, it might be
that A queried H on z and therefore knows that H(x) was defined to 7, which
commits the simulator to this choice and makes the simulation fail. However, if
the A queried H on x it intuitively had to invert the trapdoor function f on a
uniformly random element: A returned x given only f(z). This would contradict
the hardness of inverting f on random elements, and thus except with negligible
probability the simulation goes through.

Impossibility of NINCE in the CT and NPRO Model. The simulator sketched
above uses essentially that it is possible to program the RO, by defining the
value of H(z) to be some value appropriately chosen by the simulator: It sets
H(x) to r @& m after H “should” have been defined on . We can prove that the
use of the programability of the RO is necessary for the simulator. We start by
formalizing the NPRO model.

The NPRO model is the real-life model, where all ITMs are extended to be
ITMs with oracle access to a random oracle. An ITM M with oracle access is an
ITM which in addition to the usual tapes and states has an oracle query tape,
an oracle input tape, and a classification of some of its states as oracle query
states. We write M () to denote an ITM with oracle access. We write M€ to
denote running M with oracle O. If M enters an oracle query state, then the
contents of the oracle query tape is given as input to O, and the output of O
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is written on the oracle input tape of M. Now let O denote an I'TM defining a
uniformly random function H : {0,1}* — {0,1}*. The NPRO model defines the
two distribution ensembles REAL 0 40 zo and IDEALzo so zo and as above
these are compared by requiring that for each real-life adversary A() there exists
an ideal-world adversary S¢) such that for all environments Z() the executions
REAL 0 g0 zo and IDEALzo so zo are computationally indistinguishable.

The main difference between the RO model and the NPRO model is that in
the NPRO model also the environment has access to the RO O. Intuitively this
allows the environment to verify whether the values that it is shown is consistent
with the RO that it has access to, which basically makes it impossible for S to
program the random oracle according to its desires.

The impossibility of NINCE in the NPRO model follows the proof for the
CT model sketched in the introduction to NCE. Because Z has access to the
same RO as Plg ) it can run Pg from internal state sk with input ¢ and it follows
that there exists an injective mapping from the possible messages to the fixed set
of possible internal states of Plg) after the pre-processing phase. This argument
fails in the programmable RO model as the environment does not have access
to O and thus cannot run P§.

To obtain our separation it would be enough to prove NINCE impossible in
the asynchronous model without erasure. However, to strengthen the separation
result we show that NINCE is impossible in a number of weaker models too. We
show the result for the asynchronous model with erasure, the synchronous model
without erasure, and for the synchronous model with erasure we show that no
NCE protocol can communicate an unbounded number of bits per round; By the
result from [BH92] mentioned above we cannot hope to prove a stronger result
than this for the synchronous model with erasure.

Previous Separation Results. Other examples of constructions secure in the RO
model and not secure in the CT model were known prior to our work. Most
prominently, in [CGH98| Canetti, Goldreich and Halevi construct an encryption
scheme which is secure in the RO model, but is not secure in the CT model
no matter the instantiation of the RO. The scheme is constructed as to try to
“detect” whether it is in the RO model or not, and then reveal the secret key if
it is not in the RO model. A strength of the result from [CGH9S] is that it is
the semantic security of the encryption scheme that is violated in the CT model,
whereas it in our example it is the less standard non-committing property that
is violated. Their result thus establishes that even standard security properties
do not carry over from the RO model to the CT model. Another strength of the
result from [CGHO§] is that their encryption scheme can be proven secure in the
NPRO model, as they do not use the programability of the RO. This means that
their result separates the CT model and the NPRO mode.

Another well-known separation result is that the Fiat-Shamir[F'S86] method-
ology can be proven secure in the RO model, and that not all non-interactive
zero-knowledge proofs obtained by the methodology using a fized function for

! Using CS proofs for the NPRO model.



Separating Random Oracle Proofs from Complexity Theoretic Proofs 117

implementing RO cannot be black-box zero-knowledge in the CT model unless
BPP C NP.JGK9(] This is however not a separation of the strength of the
models: When the RO is implemented by a random function i drawn from some
function family, say, by a trusted party, and handed to both the prover and the
verifier, then f is a de facto common random string and the existence of one-
round zero-knowledge proofs is no longer ruled out[BEMSS]. It does in particular
not follow that there does not exist in some preprocessing model some kind of
non-interactive instantiation of the RO which makes the methodology secure.

Discussion and Future Work. We have shown that the programability of the RO
in proofs in the RO model is a feature of the model which is so strong that there
exist natural protocol problems which are trivially solvable in the RO model,
but have no solution in a model without the programability.

We point out that the NPRO model is formulated in this paper primarily to
pin-point a property of the RO model which allows for our separation result. It is
not meant as a suggestion for 'the’ formulation of a weaker RO model. Though it
could be interesting to have a weaker formulation of the RO model, as to increase
the trust that security in the model would imply a certain level of ’heuristic
security’ in the real world, our formulation has two shortcomings for this purpose:
First of all, our formulation of the NPRO model only addresses security defined
by simulation. Second, it is possibly to define even weaker versions of the RO
model than the NPRO model and it is not clear which would be 'the appropriate’
weak formulation.

As for the first shortcoming, the definition can to some extend be applied
to different types of definitions of security as semantic security of encryption
schemes and non-forgeability of signature schemes by giving an equivalent defi-
nition of the security notion in the MPC framework. As an example we describe
how to define NPRO semantic security of public-key encryption: Let £ be a
public-key cryptosystem, and let g be the following protocol for two parties
Ps and Pg: First Pr generates a random key pair (pk, sk) and sends pk to Ps.
Each time Pg receives input m from the environment, it computes ¢ = Epi(m)
and sends ¢ to Pr who computes and outputs to the environment the value
m’ = Dgi(c). It can be proven that a public-key cryptosystem £ is semantic
secure in the CT model (resp. in the RO model of [BRO3]) iff 7¢ is statically
secure in the CT model (resp. in the RO model). Generalizing this, we can say
that a public-key cryptosystem & is semantic secure in the NPRO model iff 7¢
is statically secure in the NPRO model.

As for existence of even weaker RO models, note that another strong prop-
erty of the RO model which was used by our simulator was that the simulator
learns on which points the simulated adversary evaluates the RO. This was what
allowed us to make the reduction to the one-wayness of the trapdoor permuta-
tion f, as the simulator could obtain z from f(z) if the adversary could evaluate
H on x given f(x). We call this property evaluation point knowledge (EPK). One
interpretation of what is modeled by EPK is that it isn’t possible to learn the
value of H(z) without knowing all of . The fact that the simulator learns all
points on which the adversary evaluates the oracle can then be viewed as a
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knowledge extraction of the adversary’s EPK. The NPRO model still has the
EPK property. We could formulate a RO model without EPK by requiring that
S must simulate given only oracle access to A® and O. However, we find that
this is far from a satisfactory formulation of the model, as it has the serious
restriction that as it only applies to black-box proofs.

We find giving a simple and general formulating of the NPRO model and a
RO model without EPK an interesting open problem.

The Rest of the Paper. The purpose of the rest of the paper is to give a formal-
ization of the NPRO model and the separation between the RO and the NPRO
model.

2 Trapdoor Permutations

Definition 1 (Collection of trapdoor permutations). We call a tuple
(K,F,G,X) a collection of trapdoor permutations with security parameter k, if
K is an infinite index set, F' = {fpr : Dpk — Dk }prek is a set of permuta-
tions, the key/trapdoor-generator G and the domain-generator X are PPT (in
k) algorithms, and the following hold:

Easy to generate and compute G generates pairs of keys and trapdoors,
(pk, sk) < G(k), where pk € KN {0,1}*%) for some fired polynomial p(k).
Furthermore, there is a polynomial time algorithm which on input pk and
x € Dy, computes fpr(z).

Easy to sample domain X samples elements in the domains of the permuta-
tions, we write x < X (pk), where x is uniformly random in D,y.

Hard to invert For (pk,sk) «+ G(k), x + X(pk), and for any PPT algorithm
A the probability that A(pk, fpr(x)) = x is negligible in k.

But easy with trapdoor There is a polynomial time algorithm which on input
pk, sk, fpr(x) computes x, for all (pk,sk) € G(k) and x € Dp,.

Let A be any PPT ITM and consider the following game, which we will
call the trapdoor game. The game is between A and the tuple (K, F, G, X'). The
algorithm A can ask for a number of public key generations and element gener-
ations, and the goal of A is to invert a permutation for which it does not know
the trapdoor information, on an element it did not generate itself.

— On a key generation request, A is given pk for a uniformly random key (pk,
sk) < G(k,rg) (here rg denotes the random bits used by G).

— On a give up request on pk, where pk was generated in a key generation re-
quest, A is given rg.

— On an element generation request for pk, A receives y = f,i(z), where z was
generated as x < X (pk,rx).

— On a give up request on y, where y was generated in an element generation
request, A is given 7.
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— The ITM A wins the game, if it manages to return an element = such that
y = fpr(z), where pk is a key from a key generation request on which it has
not given up and where y is from an element generation request on which it
has not given up.

It is straightforward to prove the following lemma.

Lemma 1. The tuple (K, F,G,X) is a collection of trapdoor permutations iff
for all PPT algorithms A, the probability that A wins over (K, F,G,X) in the
trapdoor permutation game is negligible.

3 The Multiparty Computation Model

We will use the framework for universally composable asynchronous MPC from
[Can(T].

The General Framework. A protocol m = (Pi,..., P,) consists of n PPT ITMs.
The most general computation model considered in [Can(1] is the hybrid model
with ideal functionality F. The execution in the hybrid model involves the par-
ties, the ideal functionality F, the adversary A, and the environment Z. The
ideal functionality, the adversary and the environment are PPT ITMs. All par-
ties are connected by point-to-point channels. These channels are modeled as
insecure authenticated asynchronous channels by letting the adversary A see all
messages sent and schedule message delivery (without being able to introduce
messages). Besides controlling message delivery the adversary can corrupt par-
ties. When a party is corrupted the adversary learns the current internal state
or the entire execution history of the party (depending on whether we allow
erasures or not) and from the point of corruption the adversary sends messages
on behalf of the corrupted party. Besides the communication channels all parties
are connected to F with secure channels (A does not see the messages, but still
schedules the delivery). When a party P; or the ideal functionality F receives a
message it runs it code and sends messages accordingly. The ideal functionality
can also receive messages from A and send messages to A. Finally, the role of
the environment is to deliver input to the parties and receive outputs from the
parties. The environment can also input to the adversary and the adversary can
send messages to the environment. The environment is the driver of the execu-
tion. At the beginning of the protocol it receives an auxiliary input z € {0, 1}*,
and it then activates the adversary and the parties of the protocol by giving
them input. At some point the environment stops activating parties and halts
by outputting some bit b. Let HYBi A.z(k,2) be a random variable describing
the output of Z.

We define the security of a protocol by comparing the input-output behavior
(as seen be the environment) of its execution to an ideally secure protocol with
the desired input-output behavior. We specify the desired input-output of the
protocol by giving an ideal-functionality F defining the desired input-output
behavior of the protocol. The ideally secure protocol implementing this desired
input-output behavior is then defined to be HYBTZ; Az(k,z), where 7 is the
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dummy protocol where the parties just send their input from the environment
to F and send the response from F to the environment. Since the parties are
connected to F via secure channels and F cannot be corrupted this protocol
is trivially secure. We call IDEALx s z(k,2) = HYBT{S’Z(k, z) the ideal-world
execution. We then say that a protocol 7 securely realizes G in the F-hybrid model
if for all adversaries A there exists an adversary S such that for all environments
Z and all ¢ € N there exists k. € N such that for all z € {0,1}* it holds that

that | PrIDEALg s z(k, 2) = 1] — Pr[HYBZ 4 z(k,2) = 1]| < k~°.

Non-committing Encryption. We specify the desired input-output behavior of
secure communication by the functionality Fpce, which on input (send, mid, j, m)
from P; delivers (receive,mid,i,m) to P; and delivers (receive,mid, 1, j,|m|)
to A. The value mid is a message identifier. We say that 7 is a an NCE protocol
for some model if 7 securely realizes Fyce in that model.

Consider any communication protocol for two parties, sender Pg and receiver
Pg, of the following form: First the parties execute a pre-processing phase. The
protocol is executed independently of the messages to be send later, and in
particular the length of the internal state of Pg after the pre-processing, which
we denote by sk, is independent of the messages to be send. Then each time
a message m becomes known to Ps he computes an encryption ¢ of m and
sends ¢ to Pr who outputs a value m’. We allow access to ideal functionalities
during the pre-processing phase. This means that in principle the keys could
be distributed entirely by a trusted party. We only require that Pgr receives
no messages from Pg or ideal functionalities during decryption! We call such
a protocol a non-interactive communication protocol. Since no messages are send
from Pr to Pg between the encryptions sent to Pr from Pg and the computation
is asynchronous we can assume that the protocol can handle arbitrary long
messages, possibly by blockwise encryption using unique message identifiers.

The Random-Oracle Model. The random-oracle model is the hybrid model with
access to an ideal functionality O specified as follows: On input = € {0, 1}* from
any party (including the adversary) the functionality outputs to the calling party
a uniformly random element y € {0,1}* independent of all other evaluations
(except that if queried on the same 2 twice the same value y will be returned). We
say that a protocol 7 securely realizes G in the random-oracle model if 7 securely
realizes G in the O-hybrid model.

The Non-Programmable Random-Oracle Model. We say that a protocol w() =
(Pl('), . .,PT(L')) securely realizes G in the non-programmable random-oracle model
if for all adversaries A() there exists an adversary S() such that for all envi-
ronments Z() we have that IDEALgo so zo and REAL o0 40 zo are computa-
tionally indistinguishable, where O is the RO functionality.

4 Possibility of NINCE in the RO Model

Let F' be a family of trapdoor permutations, where one can verify y € Dy
given just pk, and consider the following protocol 7 pce: On initialization of the
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protocol each party P; generates (pk;,sk;) < G(k) and sends pk; to all other
parties. After the key distribution phase the protocol proceeds as follows:

Send On input (send, mid, j, m) party P; generates a uniformly random element
T X(pkjé, computes (mid, fpr; (), H(mid||i||j|lx) © m), and sends this
value to P; H.

Receive If P; receives (mid,y, R) from P;, where y € Dy, , then P; computes
x = f;ki (y) and m = R ® H(mid||i|j||z) and outputs (receive,mid, i, m).

Theorem 1. If F is a family of trapdoor permutations, then Tg nee ts a NINCE
protocol for the RO model.

Proof. Let A be any PPT adversary. We construct an ideal process adversary
S, which running in the ideal process will simulate an execution of T pce to A
and let A do the communication with any Z to convince Z that it is viewing a
real-life execution. Since the protocol runs in the RO model, § will also have to
simulate a RO H. It does this by defining H(h) to be some uniformly random
value r € {0, 1}*, when H(h) is needed. The simulator S will simulate the key-
distribution phase by generating random keys as in the protocol. In fact, to make
the proof of security easier we will assume that S, besides running in the ideal
process, participates in a trapdoor game. The public keys pk; for the parties will
then be obtained from the trapdoor game using n key generation requests. The
trapdoors will therefore not be known to S.

To be able to simulate without the trapdoors we represent H in a particular
way using two dictionaries raw and img. At the beginning of the simulation
both dictionaries are empty, and H is undefined on all values. We record a new
definition H(h) :=r as follows.

— If h can be parsed as mid||i||j||x, where ¢ and j are indicies of parties and
o € Dyg;, then the entry (mid||i|j||y,r), where y = fur, (), is added to img.
— If h cannot be parsed as described above, then (h,r) is added to raw.

We say that H(h) is defined and H(h) = r ifft h = mid||i||j||lz (for = €
Dyy;) and (mid||i]|j|| fpr, (x),7) € img, or h cannot be parsed as specified and
(h,r) € raw. Because fyx; is a permutation, this representation is consistent:
H(h) = r will become defined iff recorded. Equally important, this representation
allows to define and evaluate H on h = mid||é||j||z given just (mid, i, j,y), where
Y = fpr, (x). We call these manipulations oblivious.

Remember that S has access to the ideal-world execution. We name the
parties in the ideal world Py,..., P, — remember that these dummy parties just
pass messages between the environment and the ideal functionality Fyce. The
parties of the simulated execution run by S we call Py, ..., P,. The simulation
proceeds as follows:

RO Evaluation If A asks for an evaluation of the RO on some string h, then
it H(h) is defined, return H(h), otherwise generate uniformly random r €
{0,1}*, set H(h) := r, and return r.

2 We let || denote an injective and easily parsable encoding {0,1}* x {0,1}* — {0,1}*.
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Send On input (send,mid, 4, j, |m|) from the NCE functionality we know that
P; has input (send, mid, j,m) for some m € {0,1}I™! to the NCE function-
ality, which has then sent (receive,mid,i,m) to Pj.

- If Pj is corrupted, then S will deliver the message to Pj to learn m and
will then simulate by following the protocol using m as the message.

- If Pj is honest, then S simulates the protocol to A by sending the mes-
sage (mid,y, R), where y is obtained as a uniformly random element in
the image of fpr, from the trapdoor game and R € {0, 1}* is chosen
uniformly at random. If at a later point P; or P; is corrupted then:

e If P; was corrupted, then S corrupts P; in the ideal process and
learns m. The simulator then gives up on y and learns x,r such that
x = X(pkj,r) and y = fpi,;(z). The simulator then gives up on pk;
and learns sk;,r such that (pk;, sk;) = G(k,r). Then the simulator
gives this internal view of P; to A and records H(mid||i||j||x) :=
Rom.

o If P; was corrupted, then S corrupts Pj in the ideal process and
learns m. The simulator then gives up on pk; and learns sk;,r such
that (pk;, sk;) = G(k,r). Then the simulator gives this internal view
of P; to A and records H(mid||i||j||z) := R & m.

If H(mid||i||7]|z) was already defined in either of the above cases (to a
value different from R @® m), then the simulator gives up the simulation.

Receive On the message (mid,y, R) from P, to P; the simulator S needs to
make the ideal functionality output (receive,mid,i, m) to Pj, where m =
R e H(mid||ij] f) ))-

— If P; is honest, then (mid,y, R) was sent by S itself and in that case the
message (receive,mid,i,m) has already been sent to 15j in the ideal
process. The simulator then delivers this message to Pj.

— If P; is corrupted, then decrypt as follows: If H (mid||i||5]| £} (y)) is not
defined then obliviously define it to a uniformly random value. Oblivi-
ously look up H (mid|i[|j]| f3;} (y)), and let m = R H (midlli|j| f5 (4))-

Then input (send,mid,j,m) to P, in the ideal process and make Fpce
deliver the message (receive,mid,i,m) to P;.

If the simulation is not given up, then it is distributed exactly as a real-life
execution. It is therefore enough to prove that the probability that the simulation
is given up is negligible. Assume for the sake of contradiction that the simulation
is given up with significant (i.e. not negligible) probability. This means that with
significant probability the simulator obtained y = fpr,(x) from the trapdoor
game and send (mid,y, R) from honest P; to honest P;, and the dictionary was
defined on the value mid||i||j||z before S needed to define it on that value. Since
P; is guaranteed to be honest up to the point in the simulation where S needs to
define the dictionary on the value mid||:||j||z, we can neglect the probability that
the simulator has defined H on mid||i||j||x twice, as it would involve choosing
the same value y in the image of fui; twice under the uniform distribution,
which happens with negligible probability. Therefore the other definition of H
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on mid||i]|j||x was made by the adversary in a RO Evaluation. The first definition
of H on mid||i||j]|z was therefore not oblivious, and thus = = f,'(y) is known.
Since both P; and P; are honest up to the point where the simulation is given
up, the simulator has not given up on y or pk;. This allows the simulator to win
the trapdoor game with significant probability, a contradiction to Lemmal[l. O

5 Impossibility of NINCE in the NPRO Model

We start by proving a lemma. Let S() be a probabilistic ITM with oracle access,
let DO be a probabilistic TM with oracle access, and let ,,,,lsx : N — N. We
say that S() is a NPRO non-committing cryptosystem simulator with private
key-length [, message length [,,,, and decryption algorithm D) if the following
holds: On input k& € N and access to a RO O the ITM S() outputs a string
¢ € {0,1}*. Then on input m € {0,1}!»*) the ITM S*) outputs a string sk €
{0, 1}=ter () wwhere {0, 1}=l+(F) is the set of strings of length at most 44 (k). For
all m € {0,1}'(") let Prg ,[c, sk,r] denote the joint probability distribution
on the values (c, sk,r) when c, sk are generated by S on inputs (k,m) and r is
a uniformly random string. Let Prg[e, r] be the distribution of the values (c,r),
which are independent of m. We require that there exists ko such that for all
k> ko and all m € {0, 1}!m(*),

Prg,m[DO(sk, ¢r)=m| >

. (1)

=W

Lemma 2. If SO is a NPRO non-committing cryptosystem simulator with pri-
vate key-length lgy,, message length l,,, and decryption algorithm DO, then for
all k > ko: Lsi (k) +2 > 1 (k).

Proof. Assume for the sake of contradiction that there exists k > ko such that
Lk (k) + 2 < Ly (k). For all ¢ € {0,1}* and all m € {0, 1}!»(*) define

SK(c,m) = {sk € {0,1}=L+®)| Prg[DO (sk, ;) = m] > %}

X = Z Prs[c]|SK (¢, m)|
ce{0,1}*

X = Z X, .

me{0,1}im k)

If sk € SK(c,m1) N SK(c,mz) and m; # ms, then Prg[D(sk,c;r) €
{m1,ma}] > 1. So, for fixed ¢ each sk € {0,1}=+(*) belongs to only one of
the sets SK(c,m). Therefore

X= > Prsld > [SK(c,m)]
ce{0,1}~ me{0,1}tm (¥)

< Z Prg [c](zlsk(k)-H -1)= ols(k)+1 _ 1
ce{0,1}*
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If X,,, > % for all m € {0,1}'»(*) then by ([@) we have that 2s+(*)+1 —1 >
X > 2bm (k)f contradicting s, (k) + 2 < I (k). So, there exists m € {0,1}!m (k)
s.t. Xy, < . In particular, by the Markov inequality Prs[|SK(c,m)| > 1] < 3
and
Prg . [D° (sk,c;r) = m]
=Prsm[|SK(c,m)| > 1] - Pr,[D° (sk, c;r) = m||SK (c,m)| > 1]+
Prs.m[|SK(c,m)| = 0] - Prg,,[D° (sk,c;r) = m||SK(c,m)| = 0]

< ! 1+1 L_3
4 2 4
contradicting (). O

Theorem 2. There exists no NINCE protocol for the NPRO model with erasure.

Proof. Consider the real-life execution of a NINCE protocol with two parties Pg
and Pr (we drop the (-) superfix as all ITMs in the proof are ITMs with oracle
access). Let sk(k) denote the random variable describing the internal state of
Pr, after the pre-processing phase and before receiving the first encryption. Since
this state is independent of the inputs to be sent, there exists a polynomial I (k)
s.t. the expected value of |sk(k)| is bounded by L= ( ) for large enough k, and by
the Markov inequality Pr[|sk(k)| > (k)] < § for 1arge enough k.

Consider the following environment Z: It activates Ps on a message m €
{0, 1} swhere 1,,(k) = lsx(k) + 3 and m is a prefix of z. Let E; denote
the event that after activating Pg with input m the adversary outputs a value
¢ € {0,1}*. If E; does not occur, the environment terminates with output 0.
If F7 occurs, the environment activates the adversary with input “corrupt the
receiver”. Let E5 be the event that Z as response to this activation observes that
Pg is corrupted and that the adversary outputs a value sk € {0, 1}9%(’“). If By
does not occur, Z outputs 0. If Fs does occur, Z generates uniformly random
bits r and computes m’ by running the code of Pr from internal state sk with
input ¢ and random bits r and using the RO O; Since Pr does not access any
ideal functionalities during decryption and Z has access to the same oracle as
Pgr, the environment can actually carry out this computation. If m’ = m then
Z outputs 1, otherwise Z outputs 0.

Consider the following real-life adversary A: It activates Ps and Pg until
Ps sends c¢. Then A outputs ¢, where ¢ is the value sent from Ps to Pr but
not delivered. Then on the next activation, it corrupts Pr and outputs to the
environment the internal state of Pg.

Let E be the event that F; and E5 occurs. Note that in the real-life exe—
cution REAL 0 40 zo(k,z) the event E occurs with probability at least 2 ¢ for
large enough k. Furthermore by the security (which implies correctness) of the
protocol, the probability that m’ # m for uniformly random r is bounded by a
negligible function §(k). Therefore Prf[REAL 0 40, Zo(k z) =1]>32-6(k) >3
for large enough k. Since the protocol is secure and <z 2 there ex1sts S and ko
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such that for all k > ko we have that PrIDEAL,_ so zo(k,z) =1] > 2. We use
this to construct a NPRO non-committing cryptosystem simulator S as follows:
On input k£ and access to oracle O run IDEALg  so zo(k,z) on a message m
of length 1,,(k). Note that as long as no party is corrupted the execution does
not require that we know the value of m. If during the execution the event F
does not occur, S uses arbitrary values for ¢ and sk. If E occurs, S proceeds as
follows: Run IDEAL £, so zo(k,z) until S outputs ¢ and then output c. Then
on input m € {0, 1}**) run IDEALy,  so zo(k,z) until S corrupts Pg, give
S the value m, and run IDEAL,  so zo(k,z) until S outputs sk. Then out-
put sk. Let D be the TM which on input ¢, sk and access to oracle O runs Pg
from internal state sk and input ¢ using uniformly random bits and the RO
O. By Pr[IDEAL%,, so zo(k,z) = 1] > 2 we have that S is a non-committing
cryptosystem simulator with private key-length Iz, message length [,,,, and de-

cryption algorithm D, contradicting Lemma O

The proof of Theorem Blwas done in the model from [Can01]. Since Theorem
[ states a negative result, the result would be stronger if we could prove it
in a weaker model. In [CFGN9G] the NCE problem was formulated in the MPC
model of [Can00], which is a considerably weaker model as it models synchronous
computation and only guarantees security preservation under non-concurrent
composition of protocols. The negative result however still holds in this model.
We can prove that no NINCE protocol exists for the synchronous model without
erasure, and we can prove that no NINCE protocol which can communicate an
unbounded number of bits in one round (i.e. without synchronizing the sender
and the receiver) exists for the synchronous model with erasure. The proof of the
first claim follows the proof of Theorem ] except that ¢ is communicated between
the execution and the so-called post-execution phase and Pg is corrupted in the
post-execution phase. We sketch the proof of the second claim.

The main difference between the models in [CFGN96] and [Can00] is that
the model in [Can00] does not have an explicit mechanism for the adversary to
output values to the environment during the execution. Since it is essential to the
proof with erasure that Pg is corrupted before ¢ arrives and that it is essential
that ¢ is output before Pp is corrupted, this becomes an issue. However in [Can00)
some information can indeed flow from the adversary to the environment as
the environment learns the identity of the parties corrupted by A. The NCE
problem is cast as a multiparty problem, see [CEGN96|, where a polynomial
number of parties participate. So the adversary can use its corruption pattern
to communicate ¢; To guarantee that the value output has a fixed polynomial
length, a Markov inequality can be used as in the proof of Theorem
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On the Security of RSA Encryption in TLS
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Abstract. We show that the security of the TLS handshake protocol
based on RSA can be related to the hardness of inverting RSA given
a certain “partial-RSA” decision oracle. The reduction takes place in
a security model with reasonable assumptions on the underlying TLS
pseudo-random function, thereby addressing concerns about its construc-
tion in terms of two hash functions. The result is extended to a wide class
of constructions that we denote tagged key-encapsulation mechanisms.

Keywords: key encapsulation, RSA encryption, TLS.

1 Introduction

One of the most popular methods for establishing secret information between two
parties with no prior shared secret is the handshake protocol used in the Secure
Sockets Layer (SSL) [15] and Transport Layer Security (TLS) [10] protocols
(which we will refer to jointly as TLS). These protocols support a variety of
algorithms (called “cipher suites”). In the suite of interest to this paper, the
handshake protocol is based on the RSA-PKCS-1v1_5 (abbreviated RSA-P1)
encryption scheme introduced in the PKCS #1 v1.5 [31] specification, which in
turn is based on the RSA trapdoor permutation [30)].

Due to their widespread use, both the TLS handshake protocol and the un-
derlying encryption scheme RSA-P1 have been subject to a significant amount
of cryptanalysis. A number of weaknesses in RSA-P1 for general message en-
cryption have been found, including the results given in [BI5I6/8]. These results
suggest that RSA-P1 must be equipped with certain countermeasures to provide
an adequate level of security.

Briefly, the common case of the TLS protocol we will analyze has the following
form. A server has a public key / private key pair. A client establishes a secret
s with the server through the following key agreement scheme (omitting certain
details):

1. The client and server select a new nonce p, to which they both contribute.

2. The client generates a pre-master secret r, encrypts r with the server’s public

key under RSA-P1 to obtain a ciphertext y, and sends y to the server. The

server decrypts y to recover 7.

The client and the server both derive a master secret t from r.

4. The client and the server compute separate tags z and 2’ from ¢ and p,
exchange the tags, and verify them.

5. If the tags are correct, the client and the server both derive a shared secret
s from the master secret ¢.

@
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Only the server has a public key, and hence only the server is authenticated in
this scheme. The scheme follows reasonable design principles, such as including a
nonce for freshness and a tag for assurance that the client knows the pre-master
secret [24]. However, we are not aware of any formal security proof relating the
difficulty of “breaking” this scheme to any underlying problem, e.g., RSA.

To facilitate a proof, we will model the interaction between the client and the
server as a tagged key-encapsulation mechanism (TKEM), which may be viewed
as an extension to key encapsulation mechanisms as defined in [2§]. The client’s
steps are considered as an encryption operation that produces a ciphertext, a
tag, and a secret from the nonce. A decryption operation corresponding to the
server’s steps produces the same secret from the ciphertext, the tag, and the
nonce if the tag is correct. (We omit the tag computed by the server in this
model as it is not needed for the proof, and in any case is no more helpful to
an adversary than the one computed by the client.) The security of the key
agreement scheme is thus transformed to the indistinguishability of the TKEM
against a chosen-ciphertext attack.

Using this model, we show that the security of the TKEM underlying TLS
can be related via a reasonably tight reduction to the hardness of inverting RSA
with the assistance of a “partial-RSA decision oracle”. This oracle takes as input
an RSA ciphertext y and a bit string r of length 384 bits and checks whether r is
equal to the last 384 bits of the RSA decryption of y. While based on a stronger
assumption than the corresponding proofs for RSA-OAEP [2]16], RSA-OAEP+
[27], RSA-KEM [32/1128], RSA-REACT [23], and RSA-GEM [7], this is the first
security proof relating an RSA-P1-based application to the RSA problem.

We consider two TKEMSs in this paper. The first TKEM is based on a single
pseudo-random function, which we model as a random oracle. However, TLS
actually uses the xor of two pseudo-random functions, each based on a different
hash function, to address the risk that one of the pseudo-random functions might
turn out to be weak. The second TKEM we consider follows this design, and we
model only one of the pseudo-random functions as a random oracle and assume
no specific properties of the other. As a result, we are able to show that the TLS
handshake is secure even if one of the hash functions turns out to be weak. This
addresses a concern [I8] about the TLS pseudo-random function construction.

2 Basic Concepts

In Section [2.1] we provide basic concepts and definitions related to trapdoor
mappings; the special case RSA-P1, intended for use within the TKEM2 mecha-
nism introduced in Section [3.2] is defined in Section 2-2 In Section [2.3] we define
plaintext-checking oracles instrumental for the security reductions.

Notation

A bit string is an ordered sequence of elements from B = {0,1}. For n > 0,
B™ = {0,1}"™ denotes the set of bit strings of length n. An octet is an element
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in B3 Let B* denote the set of all bit strings. Bit strings and octet strings
are identified with the integers they represent in base 2 and 28, respectively. Z,,
denotes the set {0,...,n—1}; Z, is the additive group of integers modulo n. To
denote that an element a is chosen uniformly at random from a finite set A, we

. R
write a <+ A.

2.1 Randomized Trapdoor Mappings

Here we give a brief introduction to randomized trapdoor mappings, generalizing
the concept of trapdoor permutations; a trapdoor mapping is invertible but not
necessarily deterministic. Let k& be a security parameter. For each k, let & be
a finite family of pairs (E, D) with the property that E is a randomized and
reversible algorithm with inverse D. E takes as input an element r in a set
R = Rpg and returns an element y in a set Y = Yp, possibly via randomness
generated within the algorithm; we will write y + E(r). D is a deterministic
algorithm Y — R U {¢} such that D(y) = r if y < E(r) for some r € R and
D(y) = ¢ otherwise. Each output y from E corresponds to at most one input r.
y is valid if D(y) # ¢ and invalid otherwise. We assume that the running time
of each of F and D is polynomial in k.

Let G be a probabilistic polynomial-time (PPT) algorithm that on input
1% (i.e., k uniformly random bits) outputs a pair (E,D) € &. G is a trapdoor
mapping generator. An E-inverter Z is an algorithm that on input (EF,y) tries
to compute D(y) for a random y € Y. Z has success probability e = e(k) and
running time 7' = T'(k) if

Pr((B,D) < 6(1%),r & R,y « B(r) 1 T(By) = 7) > e

and the running time for 7 is at most 7. In words, Z should be able to compute
D(y) with probability € within time T', where (E, D) is derived via the trapdoor
mapping generator and y is random. Z solves the E problem.

& is a trapdoor mapping family with respect to (¢,T") if the E-problem is
(e, T)-hard, meaning that there is no E-inverter with success probability € within
running time 7. The individual mapping E is referred to as a trapdoor mapping.
A trapdoor permutation is a deterministic trapdoor mapping F with Yg = Rg.

An RSA permutation f : Zy — Zy is defined in terms of an RSA public
key (N,e) as f(z) = 2° mod N. N is the RSA modulus, a product of two secret
integer primes p and ¢, while e is an odd (typically small) integer such that
ged(e, (p—1)(¢—1)) = 1. RSA permutations are widely believed to be trapdoor
permutations. This means that it is presumably hard to compute f~!(y) on a
random input y € Zy provided N is large enough and generated at random.
Yet, given secret information (e.g., the prime factors of N), the inverse f~1(y)
is easy to compute.

2.2 RSA-PKCS-1v1.5

Here we describe the specific trapdoor mapping RSA-P1 (RSA-PKCS-1v1.5)
introduced in PKCS #1 v1.5, which is based on the RSA permutation. For the
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purposes of this paper, the input to the RSA-P1 encryption operation has a fixed
length; in PKCS #1 v1.5, the input may have a variable length.

Let I be the octet length of the RSA modulus N. The encryption operation
takes as input an element r € B8, where [, < Iy — 11; put k, = 81, (In TLS,
. = 48 and k,, = 384.) The trapdoor mapping RSA-P1 is defined as follows; 00
and 02 are octets given in hexadecimal notation. Note that P is an octet string
of length I — [, — 3 > 8 consisting of nonzero octets.

RSA-P1-ENCRYPT(r)

- P& (B {oop)V "

—a + 00]/02]| P||00]||r;
— 1y < z° mod N;
— Return the integer y.

Aligning with the terminology in Section 2.I] an RSA-P1 inverter solves the
RSA-P1 problem, whereas an RSA inverter s