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Preface

The 14th International Conference on the Theory and Applications of Cryp-
tology and Information Security—ASTACRYPT 2008—was held in Melbourne
during December 7-11, 2008. The conference was sponsored by the International
Association for Cryptologic Research (IACR) in cooperation with the Center for
Advanced Computing — Cryptography and Algorithms (ACAC), Macquarie Uni-
versity, Deakin University, the Research Network for a Secure Australia (RNSA)
and SECIA. ASTACRYPT 2008 was chaired by Lynn Batten and I had the honor
of serving as the Program Chair.

There were 208 submissions from which 12 papers were withdrawn. Each
paper got assigned to at least three referees. Papers submitted by the members
of the Program Committee got assigned to five referees. In the first stage of the
review process, the submitted papers were read and evaluated by the Program
Committee members and then in the second stage, the papers were scrutinized
during an extensive discussion. Finally, the Program Committee chose 33 papers
to be included in the conference program. The authors of the accepted papers
had three weeks for revision and preparation of final versions. The revised papers
were not subject to editorial review and the authors bear full responsibility for
their contents.

The Program Committee selected three best papers. They were: “Speeding
up Pollard Rho Method on Prime Fields” by Jung Hee Cheon, Jin Hong, and
Minkyu Kim, “A Modular Security Analysis of the TLS Handshake Protocol”
by Paul Morrissey, Nigel P. Smart and Bogdan Warinschi and “Breaking the
F-FCSR-H Stream Cipher in Real Time” by Martin Hell and Thomas Johansson.
The authors of the three papers were invited to submit the full versions of their
papers to the Journal of Cryptology. The authors of the first paper, Jung Hee
Cheon, Jin Hong and Minkyu Kim, were recipients of the Best Paper Award.

The conference program included two invited lectures by Andrew Chi-Chih
Yao and John Cannon. Andrew Chi-Chih Yao spoke about “Some Perspectives
on Complexity-Based Cryptography” and an abstract has been included in the
proceedings.

There are many people who contributed to the success of ASTACRYPT 2008.
First I would like to thank the authors of all papers (both accepted and rejected)
for submitting their papers to the conference. A special thanks go to the mem-
bers of the Program Committee and the external referees who gave their time,
expertise and enthusiasm in order to ensure that each paper received a thor-
ough and fair review. I am grateful to Andy Clark, Helena Handschuh, Arjen
Lenstra and Bart Preneel for their support and advice; I thank Vijayakrishnan
Pasupathinathan for taking care of the iChair server and Michelle Kang and
Judy Chow for maintenance of the conference website. Shai Halevi deserves our
thanks for the registration site. Judy Chow, the conference secretary is warmly



VI Preface

thanked for her enormous contribution responding to participant queries and
on site at the conference registration. I would like to thank Matthieu Finiasz
and Thomas Baigneres from EPFL, LASEC, Switzerland for letting us use their
iChair software that was used not only as the submission server but also fa-
cilitated the review and discussion process. Finally, I would like to thank Ed
Dawson for organizing a traditional Rump Session.

December 2008 Josef Pieprzyk
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MPC vs. SFE :

Unconditional and Computational Security*

Martin Hirt, Ueli Maurer, and Vassilis Zikas

Department of Computer Science, ETH Zurich, 8092 Zurich, Switzerland
{hirt,maurer,vzikas}@inf.ethz.ch

Abstract. In secure computation among a set P of players one considers an
adversary who can corrupt certain players. The three usually considered types
of corruption are active, passive, and fail corruption. The adversary’s corruption
power is characterized by a so-called adversary structure which enumerates the
adversary’s corruption options, each option being a triple (A, E, F') of subsets of
‘P, where the adversary can actively corrupt the players in A, passively corrupt
the players in E, and fail-corrupt the players in F'.

This paper is concerned with characterizing for which adversary structures
general secure function evaluation (SFE) and secure (reactive) multi-party com-
putation (MPC) is possible, in various models. This has been achieved so far only
for the very special model of perfect security, where, interestingly, the conditions
for SFE and MPC are distinct. Such a separation was first observed by Ishai et al.
in the context of computational security. We give the exact conditions for general
SFE and MPC to be possible for information-theoretic security (with negligible
error probability) and for computational security, assuming a broadcast channel,
with and without setup. In all these settings we confirm the strict separation be-
tween SFE and MPC. As a simple consequence of our results we solve an open
problem for computationally secure MPC in a threshold model with all three cor-
ruption types.

1 Introduction

Secure Function Evaluation and Secure Multi-Party Computation. Secure function
evaluation (SFE) allows a set P = {p1,...,p,} of n players to compute an arbitrary
agreed function f of their inputs z1, ..., z, in a secure way. (Reactive) secure multi-
party computation (MPC) is a generalization of SFE where the function to be computed
is “reactive”: players can give inputs and get outputs several times during the computa-
tion. If one models SFE and MPC as ideal functionalities, then the main difference is
that in MPC (but not in SFE) the functionality must be able to keep state.

The potential dishonesty of players is modeled by a central adversary corrupting
players, where players can be actively corrupted (the adversary takes full control over
them), passively corrupted (the adversary can read their internal state), or fail-corrupted

* This research was partially supported by the Swiss National Science Foundation (SNF),
project no. 200020-113700/1 and by the Zurich Information Security Center (ZISC).
The full version of this paper is available at http://www.crypto.ethz.ch/pubs/HiMaZi08.

J. Pieprzyk (Ed.): ASIACRYPT 2008, LNCS 5350, pp. 1£18]2008.
(© International Association for Cryptologic Research 2008



2 M. Hirt, U. Maurer, and V. Zikas

(the adversary can make them crash at any suitable time). A crashed player stops send-
ing any messages, but the adversary cannot read the internal state of the player (unless
he is actively or passively corrupted at the same time).

Summary of Known Results. SFE (and MPC) was introduced by Yao [Yao82[]. The
first general solutions were given by Goldreich, Micali, and Wigderson [GMW&7];
these protocols are secure under some intractability assumptions. Later solu-
tions [BGWS8S| ICCD8S8]| provide information-theoretic security. In particular, it is
remarkable that if a (physical) broadcast channel is assumed, strictly more powerful
adversaries can be tolerated [RB89, [Bea91]|].

In the seminal papers solving the general SFE and MPC problems, the adversary
is specified by a single corruption type (active or passive) and a threshold ¢ on the
tolerated number of corrupted players. Goldreich, Micali, and Wigderson [GMWS&7]
proved that, based on cryptographic intractability assumptions, general secure MPC
is possible if and only if ¢ < n/2 players are actively corrupted, or, alternatively, if
and only if ¢ < n players are passively corrupted. In the information-theoretic model,
Ben-Or, Goldwasser, and Wigderson [BGWS8|| and independently Chaum, Crépeau,
and Damgard [[CCDS88|| proved that unconditional security is possible if and only
if ¢ < m/3 for active corruption and ¢ < n/2 for passive corruption. Finally, in
[GMWS&7, IGLO2, IGol04] it was shown that, based on cryptographic intractability as-
sumptions, any number of active cheaters ({ < n) can be tolerated for SFE, but only if
we sacrifice fairness and guaranteed delivery of the output [Cle86]. Some of the above
results were unified, and extended to include fail-corruption, in [FHMO8]: perfectly se-
cure MPC (and SFE) is achievable if and only if 3¢, +2¢,+t; < n, and unconditionally
secure MPC (SFE) (without a trusted setup or a broadcast channel) is achievable if and
only if 2t, + 2t, +ty < n and 3¢, + t; < n, where {,, ¢, and ¢y denote the upper
bounds on the number of actively, passively, and fail-corrupted players, respectively.
These results consider an adversary who can perform all three corruption types simul-
taneously. For the computational-security case, Ishai er al. [IKLP0O6] gave a protocol
for SFE which tolerates an adversary who can either corrupt ¢, < n/2 players actively,
or, alternatively, t,, < n players passively. They also showed that such an adversary
cannot be tolerated for MPC.

Generalizing threshold models, the adversary’s corruption power can be character-
ized by a so-called adversary structure which enumerates the adversary’s corruption
options, each option being a triple (A, E, F) of subsets of P, where the adversary can
actively corrupt the players in A, passively corrupt the players in F, and fail-corrupt
the players in F'. Of course, the adversary’s choice of the option is secret and a protocol
must tolerate any choice by the adversary.

General adversary structures were first considered in [HM97,[HMO0] for active-only
and passive-only corruption. General mixed-corruption (active and passive) adversary
structures were considered in [FHM99]|. The full generality, including fail-corruption,
was first considered in [BFH™08]], where only the perfect-security case could be solved,
both for SFE and MPC. An interesting aspect of those results is the separation between
SFE and MPC: the condition for SFE is strictly weaker than the condition for MPC.
This can also be seen as a justification for the most general mixed corruption models.
Such a separation was previously observed for the perfect-security case [Alt99] and, as
already mentioned, for the computational-security case [IKLPO6].
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Contributions of this Paper. We prove the exact conditions for general SFE and MPC
to be possible, in the most general mixed adversary model, with synchronous com-
munication, and where a broadcast channel is assumed. We consider the most natural
and desirable security notion, where full security (including fairness and guaranteed
output delivery) is required. We solve the two cases of general interest: unconditional
(information-theoretic with negligible error probability) security and computational se-
curity, both with and without setup. We show a strict separation between SFE and MPC.

Our results imply that for the threshold model with all three corruption types simul-
taneously, and for computational security, SFE and MPC are possible if and only if
2tq +1tp + 15 < n. Asin [FHMOS] there is no separation in this model.

Outline of this paper. In Section 2 we describe the model. In Sections 3,4,5 and 6 we
handle the unconditional-security case; in particular, in Sections 3 and 4 we describe
techniques and sub-protocols that are used for the construction of MPC and SFE pro-
tocols described in Sections 5 and 6, respectively. Finally, in Section 7 we handle the
computational-security case.

2 The Model

We consider a set P = {p1,...,pn} of players. Some of these players can be cor-
rupted by the adversary. We consider active corruption (the adversary takes full con-
trol), passive corruption (the adversary can read the internal state), and fail-corruption
(the adversary can make the player crash). We use the following characterizations for
players: a player that is not corrupted is called uncorrupted, a player that (so far)
has followed the protocol instructions is called correct, and a player that has devi-
ated from the protocol (e.g., has crashed or has sent wrong messages) is called incor-
rect. The adversary’s corruption capability is characterized by an adversary structure
Z = {(A1,E1, F1), ..., (Am, Em, Fy,)} (for some m) which is a monotone set of
triples of player sets. At the beginning of the protocol, the adversary chooses a triple
Z* = (A*, E*,F*) € Z and actively corrupts the players in A*, passively corrupts
the players in E* (eavesdropping), and fail-corrupts the players in F*ﬂ this triple is
called the actual adversary class or simply the actual adversary. Note that Z* is not
known to the honest players and appears only in the security analysis. A protocol is
called Z-secure if it is secure against an adversary with corruption power character-
ized by Z. For notational simplicity we assume that A C E and A C F for any
(A,E,F) € Z, since an actively corrupted player can behave as being passively or
fail-corrupted. Furthermore, as many constructions only need to consider the maximal
classes of a structure, we define the maximal structure Z as the smallest subset of Z
suchthatV(A,E,F) € Z3IAE,F)e Z2: ACA/ECE,FCF.
Communication takes place over a complete network of secure channels. Further-
more, we assume authenticated broadcast channels, which allow every p; € P to
consistently send an authenticated message to all players in P. All communication is
synchronous, i.e., the delays in the network are upper-bounded by a known constant.

! 'We focus on static security, although our results could be generalized to adaptive corruption.
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In the computational model (Section [7)), the secrecy of the bilateral channels can be
implemented by using encryption, where the public keys are distributed using the au-
thenticated broadcast channels. We mention that in a model with simultaneous active
and passive corruption, the authenticity cannot easily be implemented using setup, as
the adversary can forge signatures of passively corrupted players. Also implementing the
authenticated broadcast channels by point-to-point communication seems non-trivial, as
it must be guaranteed that fail-corrupted players send either the right value or no value
(but not a wrong value), and that passively corrupted players always send the right value.

To simplify the description, we adopt the following convention: Whenever a player
does not receive an expected message (over a bilateral or a broadcast channel), or re-
ceives a message outside of the expected range, then the special symbol L ¢ F is taken
for this message. Note that after a player has crashed, he only sends L.

The function to be computed is described as an arithmetic circuit over some finite
field IF, consisting of addition (or linear) gates and multiplication gates. Our protocols
take as input the player’s inputs and additionally the maximal adversary structure. The
running time of the suggested protocols is polynomial in the size of their inputE and
the error probability is negligible.

3 Information Checking

An actively corrupted player might send a value to another player and then deny that the
value was sent by him. To deal with such behavior, we need a mechanism which binds a
player to the messages he sends. In [RB89, (CDD ™99, [BHRO7] the Information Check-
ing (IC) method was developed for this purpose, and used to design unconditionally
secure protocols tolerating up to ¢t < n/2 active cheaters. In this section, we extend the
IC method to the setting of general adversaries with active, passive, and fail-corruption.

The IC-authentication scheme involves three players, a sender ps, a recipient p,., and
a verifier p,,, and consists of three protocols, called IC-Setup, IC-Distr, and IC-Reveal.
Protocol IC-Distr allows p; to send a value v to p, in an authenticated way, so that p,.
can, by invoking IC-Reveal, open v to p, and prove that v was received from p,. Both
IC-Distr and IC-Reveal assume a secret key « known exclusively to ps and p,, (but not
to p,-). This key is generated and distributed in IC-Setup
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properties cannot be (simultaneously) perfectly satisfied. In fact, Property 3 can only be
achieved with negligible error probability, as the adversary might guess an authentica-
tion tag 3’ for a v’ # v. Moreover, it can only be achieved when neither ps nor p, is
passively corrupted, since otherwise the adversary knows « and z.

In our IC-authentication scheme the key « is chosen uniformly at random from F and
the value v is also from [F. The authentication and verification tags, y and z, respectively,
are such that for some degree-one polynomial w(-) over F, w(0) = v, w(1) = y, and
w(a) = z. In other words, (y, z) is a valid IC-pair if 2 = (y — v)a + v. Defining
validity this way gives the IC-authentication scheme an additional /inearity property.
In particular, if (y, z) and (y’, z’) are valid IC-pairs for v and v’, respectively, (for the
same «) then (y + y', 2z + 2’) is a valid IC-pair for v 4+ v’. This implies that when
some values have been sent with IC-Distr, then p,. and p,, can, without any interaction,
compute valid authentication data for any linear combination of those values.

Due to space restrictions, the detailed description of the protocols |C-Setup, IC-Distr,
and IC-Reveal, as well as the proof of the following lemma are deleted from this ex-
tended abstract.

Theorem 1. Our IC-authentication scheme has the following properties. Correctness:
When |C-Distr succeeds p, learns a value v', where v' = v unless ps is actively cor-
rupted. |C-Distr might abort only when p; is incorrect. Completeness: If |IC-Distr suc-
ceeds and p, is correct then in |C-Reveal p, accepts v'. Privacy: |C-Distr leaks no
information on v to any player other than p,. Unforgeability: When neither ps nor p,
is passively corrupted, and the protocols |C-Distr and |C-Reveal have been invoked at
most polynomially many times, then the probability that an adversary actively corrupt-
ing p, makes p, accept some v' which was not sent with |C-Distr is negligible.

General IC-signatures. An IC-authentication scheme allows a sender p; € P to send
a value v to a recipient p; € P, so that p; can later prove authenticity of v, but only
towards a dedicated verifier p,, € P. In our protocols we want to use IC-authentication
as a mechanism to bind the sender p; to the messages he sends to p;, so that p; can prove
to every pi, € P that these messages originate from p;. In [CDD™99], the IC-signatures
where introduced for this purpose. These can be seen as semi “digital signatures” with
information theoretic security. They do not achieve all properties of digital signatures,
but enough to guarantee the security of our protocols.

The protocols used for generation and verification of IC-signatures are called
ICS-Sign and ICS-Open, respectively. ICS-Sign allows a player p; € P to send a value v
to p; € P signed with an IC-signature. The idea is the following: for each p;, € P, p; in-
vokes IC-Distr to send v to p; with py, being the verifier, where p; checks that he receives
the same v in all invocations. As syntactic sugar, we denote the resulting IC-signature by
0i,j(v). The idea in ICS-Open is the following: p; announces v and invokes IC-Reveal
once for each p; € P being the verifier. Depending on the outcomes of |C-Reveal the
players decide to accept or reject v. As we want every p; € P to be able to send mes-
sages with ICS-Sign, we need a secret-key setup, where every p;, pr, € P hold a secret
key a; . Such a setup can be easily established by appropriate invocations of |C-Setup.

The decision to accept or reject in ICS-Open has to be taken in a way which ensures
that valid signatures are accepted (completeness), and forged signatures are rejected
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with overwhelming probability (unforgeability). To guarantee completeness, a signature
must not be rejected when only actively corrupted players rejected in IC-Reveal. Hence,
the players cannot reject the signature when there exists a class (4, E;, F;) € Z such
that all rejecting players are in A;. Along the same lines, to guarantee unforgeability,
the players cannot accept the signature when there exists a class (4;, E;, F;) € Z such
that all accepting players are in E;. To make sure that the above two cases cannot simul-
taneously occur, we require Z to satisfy the following property, denoted as Ci¢ (P, Z):

CIC(P,Z) < V(Ai,EZ',FZ'), (Aj,.Ej,Fj) cZ: E;U Aj U (Fz ﬂEj) 7é P

We refer to the full version of this paper for a detailed description of the protocols
ICS-Sign and ICS-Open and for a proof of the following lemma.

Lemma 1. Assuming that Ci (P, Z) holds, our IC-signatures scheme has the follow-
ing properties. Correctness: When |CS-Sign succeeds, then p, learns a value v', where
v’ = v unless ps is actively corrupted. |CS-Sign might abort only when ps is incorrect.
Completeness: If 1CS-Sign succeeds and p, is correct then in |CS-Open all players
accept v'. Privacy: 1CS-Sign leaks no information on v to any player other than p,.
Unforgeability: When ps is not passively corrupted, and the protocols 1CS-Sign and
ICS-Open have been invoked at most polynomially many times, then the probability
that an adversary actively corrupting p; can make the players accept some v' which
was not sent with 1CS-Sign is negligible.

Linearity of IC-signatures. The linearity property of the IC-authentication scheme is
propagated to the IC-signatures. In particular, when some values have be sent by p; to
p; with [CS-Sign (using the same secret keys), then the players can locally, i.e., without
any interaction, compute p;’s signature for any linear combination of those values, by
applying the appropriate linear combination on the respective signatures. This process
yields a signature which, when p; is correct, will be accepted in ICS-Open.

4 Tools - Subprotocols

In this section we describe sub-protocols that are used as building blocks for MPC and
SFE protocols. Some of the sub-protocols are non-robust, i.e., they might abort. When
they abort then all (correct) players agree on a non-empty set B C P of incorrect play-
ers. The sub-protocols use IC-signatures to authenticate the sent values, therefore their
security relies on the security of the IC-signatures. In particular, the security of the sub-
protocols is guaranteed only when no signature is forgedE The secret-key setup, which
is required for the IC-signatures, is established in a setup phase, before any of the sub-
protocols is invoked. Due to space restrictions the security proofs and even the detailed
descriptions of some of the sub-protocols are deleted from this extended abstract.

4.1 Share and Reconstruct

A secret-sharing scheme allows a player (called the dealer) to distribute a secret so that
only qualified sets of players can reconstruct it. As secret-sharing scheme we employ a

3 We use the term “forge” only for signatures corresponding to non-passively corrupted signers.
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sum-sharing, i.e., the secret is split into summands that add up to the secret, where each
summand might be given to several players. Additionally, for each summand all the
players who hold it bilaterally exchange signatures on it. The sharing is characterized
by a vector S = (S1,...,Sn,) of subsets of P, called the sharing specification. A
value s is shared according to S if there exist summands s1,...,S,, € F such that
>ope, sk = s, and for each k = 1,...,m every p; € Sy holds s, along with IC-
signatures on it from every p; € Si. As syntactic sugar, we denote by os(s) the set of
all IC-signatures on the summands s, . . ., s,, held by the players. For each p; € P the
vector (s); = (sj,,...,8j,) is considered to be p;’s share of s, where s;,, ..., s;, are
the summands held by p;. The vector of all shares and the attached signatures, denoted
as (s) = ((s)1,...,(8)n,0s(s)), is a sharing of s. The vector of summands in (s) is
denoted as [s] = (s1,...,8m). We say that (s) is a consistent sharing of s according
to S if for each £ = 1,...,m all (correct) players in Sy have the same view on the
summands s and hold signatures on it from all other players in S, and ZZLZI Sk = S.

For an adversary structure Z, we say that a sharing specification S is Z-private if
for any sharing (s) according to S and for any adversary in Z, there exists a sum-
mand s which this adversary does not know. Formally, S is Z-private if V(A, E, F) €
235 € S: SNE = OH For an adversary structure Z with maximal classes
Z={(E1,"),...,(-, Em,") }, we denote the natural Z-private sharing specification
by Sz = (P\El,...,P\Em).

Protocol Share (see below) allows a dealer p to share a value s among the players in
‘P according to a sharing specification S. The protocol is non-robust and might abort
with a set B C P of incorrect players.

Protocol Share(P, 2, S, p, s)
1. Dealer p chooses summands sa, . . ., 5|5 randomly and sets s; := s — |,€S:‘2 Sk
2. Fork =1,...,|S| the following steps are executed:
(a) psends sy to each p; € S.
(b) For each p;,p; € S : ICS-Sign(P, Z,p;, p;, sx) is invoked to have p; send
sy to p; and attach an IC-signature on it. If ICS-Sign aborts, then Share aborts
with B := {p;}.
(c) Each p; € Sy broadcasts a complaint bit b, where b = 1 if p; received a L
instead of s in Step 2a, or if he received some s}c # s from some p; in
Step 2b, and b = 0 otherwise.
(d) If a complaint was reported p broadcasts s, and the players in Si create
default signatures on it. If p broadcasts L then Share aborts with set B :=

{p}.

Lemma 2. If S is a Z-private sharing specification, then protocol Share(P, Z, S, p, s)
has the following properties. Correctness: It either outputs a consistent sharing of s’
according to S, where s' = s unless the dealer p is actively corrupted, or it aborts with

* Recall that for all (A, E,F) € Z: ACE.
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a non-empty set B C P of incorrect players. Privacy: No information about s leaks to
the adversary.

Reconstructing a shared value s is straightforward: The summands are announced one
by one, and s is computed as the sum of the announced summands. To announce a
summand sg, each p; € Sj broadcasts s; and opens all the signatures on s; which
he holds (i.e., the signatures on s; from all players in S). If all the signatures an-
nounced by p; are accepted, then the value he announced is taken for sj. If no p; € Sk
correctly announces all the signatures the announcing aborts with B := S},. Protocols
PubAnnounce and PubReconstruct invoked to publicly announce a summand and to
publicly reconstruct a shared value are given in details in the full version of this paper.
In the following two lemmas (also proved in the full version) we state their security.

Lemma 3. Assume that C,c (P, Z) holds, the condition V(A,E,F) € Z: Sy, ¢ E
holds, and no signature is forged. Then protocol PubAnnounce either publicly an-
nounces the correct summand sy, or it aborts with a non-empty set B of incorrect
players. It might abort only if S, C F™.

Lemma 4. Assume that  Ci (P, Z) holds, the condition VS €S,
V(A,E,F) € Z:S ¢ E holds, (s) is a consistent sharing according to S, and
no signature is forged. Then protocol PubReconstruct either publicly reconstructs s,
or it aborts with a non-empty set B C P of incorrect players.

Protocol PubReconstruct allows for public reconstruction of a shared value. However,
in some of our protocols we need to reconstruct a shared value s privately, i.e., only
towards some dedicated output player p. Such a private reconstruction protocol can be
built using standard techniques (p shares a one-time pad used for perfectly blinding the
output). We refer to the protocol for private reconstruction as Reconstruct, and point
to the full version of this paper for a detailed description as well as for a proof of the
following lemma.

Lemma 5. Assume that C, (P, Z) holds, S is a Z-private sharing specification, the
conditionVS € S,VY(-, E,-) € Z : S ¢ E holds, (s) is a consistent sharing according
to S, and no signature is forged. Then protocol Reconstruct(P, Z,S,p, (s)) has the
following properties. Correctness: Either it reconstructs s towards p, or it aborts with
a non-empty set B C P of incorrect players. Privacy: No information about (s) leaks
to the adversary.

Addition. Due to the linearity of our secret sharing scheme, the players can locally
compute a sharing of the sum of two shared values s and ¢ as follows: each player adds
his shares of s and ¢, and the corresponding signatures are also (locally) added. We refer
to this sub-protocol as Add.

4.2 Multiplication

The goal of this section is to design a protocol for securely computing a sharing of
the product of two shared values. Our approach combines techniques from [GRR9S|
Mau02, Mau06, BFH08].
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At a high level, the multiplication protocol for two shared values s and ¢ works
as follows: As s and t are already shared, we can use the summands s, ..., S, and
t1,...,tm, to compute the product as st = ZZ?E:I skte. For each term ¢ = sity, we

have a player p(%-*) ¢ (Sk N Sy) share xy ; and prove that he shared the correct value.
The sharing of st is computed as the sum of the sharings of the terms x, ¢.

For p(**) € (S N Sy) to share s;t, and prove that he did so properly the idea is
the following: First, p***) shares sit, by invoking Share. Denote by z}, , the shared
valuell Next, p(59) shares the summands s;, and ¢, by a protocol, called SumShare,
which guarantees that he shares the correct summands. Finally, p(*:©) uses the sharings
of sg, ty, and xﬁd in a protocol, called MultProof, which allows him to prove that
x}, o = skte. In the following we discuss the sub-protocols SumShare and MultProof,
and then give a detailed description of the multiplication protocol.

Protocol SumShare (see full version) allows a player p € S to share a summand s,
of a sharing (s) according to S, where Sy, € S. The sharing specification of the output
sharing can be some &’ # S. In contrast to Share, protocol SumShare guarantees that p;
shares the correct value sy. The idea is to have p share sy, by Share, and then reconstruct
the sharing (privately) towards each p; € S;, who publicly approves or disapproves it.
We refer to the full version of this paper for a proof of the following lemma.

Lemma 6. Assume that Ci. (P, Z) holds, S’ is a Z-private sharing specification, the
conditionsV(-,E,-) € Z : Sy € Eand VS € S'V(,E,-) e Z: S ¢ E
hold, and no signature is forged. Then SumShare(P, Z,S’, Sk, p, si.) has the following
properties. Correctness: Either it outputs a consistent sharing of sy (p also outputs the
vector [sy] of summands) according to S', or it aborts with a non-empty set B C P of
incorrect players. Privacy: No information about sy, leaks to the adversary.

Protocol MultProof (see full version) allows a player p, called the prover, who has
shared three values a, b, and ¢ (and knows the corresponding vectors [a], [b], and [c] of
summands) to prove that ¢ = ab. The protocol can be seen as a distributed challenge-
response protocol with prover p and verifier being all the players in P. On a high level, it
can be described as follows: First p shares some appropriately chosen values. Then the
players jointly generate a uniformly random challenge r and expose it, and p answers
the challenge. If p’s answer is consistent with the sharings of a, b, and c and the sharings
which he created in the first step, then the proof is accepted otherwise it is rejected.
MultProof is non-robust and might abort with a set B C P of incorrect players. The
proof of the following lemma is deleted from this extended abstract.

Lemma 7. Assume that C, (P, Z) holds, S is a Z-private sharing specification, the
conditionVS € S, V(-,E,-) € Z: S ¢ E holds, (a),(b), and (c) are consistent
sharings according to S, and no signature is forged. Then the protocol MultProof has
the following properties. Correctness: If ¢ = ab, then either the proof is accepted or
MultProof aborts with a non-empty set B C P of incorrect players. Otherwise (i.e,
if ¢ # ab), with overwhelming probability, either the proof is rejected or MultProof
aborts with a non-empty set B C P of incorrect players. Privacy: No information
about {(a), (b), and {c) leaks to the adversary.

5 Note that Share does not guarantee that xﬁg ¢ = Skte.
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For completeness, we describe the multiplication protocol Mult (see below), which
allows to compute a sharing of the product of two shared values. Mult is non-robust
and might abort with a non-empty set B C P of incorrect players. When it succeeds,
then with overwhelming probability it outputs a consistent sharing of the product.

Protocol Mult(P, 2, S, (s), (t))
1. Forevery (Si, Sy) € SxS, the following steps are executed, where p(%*) denotes
the player in Sy, N Sy with the smallest index:
(@) p'*9 computes x; ¢ := syt and shares it, by Share. Denote by (x ¢) the
resulting sharing
(b) SumShare(P, 2,8, Sy, p'¥?, s;) and SumShare(P, Z, S, Sy, p*9  t,) are
invoked. Denote by (si) and (t¢) the resulting sharings.
(¢) MultProof (P, Z,8,p*9 (s1.), (ts), (1)) is invoked. If the proof is re-
jected then Mult aborts with set B = {p(*9}.
2. A sharing of the product st is computed as the sum of the sharings (zy ¢) by
repeatedly invoking Add.
3. If any of the invoked sub-protocols aborts with B, then also Mult aborts with B.

“ In addition to his share of (z ¢), p'***) also outputs the vector of summands [z, ¢].

Lemma 8. Assume that C, (P, Z) holds, S is a Z-private sharing specification, the
conditions VS € S,V(wE,-) € Z: S € EandV¥Sx,S € S : Sg NSy # 0
hold, (s) and (t) are consistent sharings according to S, and no signature is forged.
Then protocol Mult(P, Z, S, (s), (t)) has the following properties except with negligi-
ble probability. Correctness: It either outputs a consistent sharing of st according to S
or it aborts with a non-empty set B C P of incorrect players. Privacy: No information
about (s) and (t) leaks to the adversary.

4.3 Resharing

In the context of MPC, we will need to reshare shared values according to a differ-
ent sharing specification. To do that, each summand is shared by SumShare (see Sec-
tion[4.2)) according to the new sharing specification, and the players distributively add
the sharings of the summands, resulting in a new sharing of the original value. A de-
tailed description of the protocol Reshare as well as a proof of the following lemma can
be found in the full version of this paper.

Lemma 9. Assume that Ci. (P, Z) holds, S’ is a Z-private sharing specification, the
conditions¥S € SV(-,E,-) € Z: S Z E,andv¥5' € SV(-,E,-) € Z: S ¢ E hold,
and no signature is forged. Then Reshare(P, Z, 8,8, (s)) has the following properties.
Correctness: Either it outputs a consistent sharing of s according to S’, or it aborts with
a non-empty set B C P of incorrect players. Privacy: No information about (s) leaks
to the adversary.
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5 (Reactive) Multi-party Computation

In this section we prove the necessary and sufficient condition on the adversary structure
Z for the existence of unconditionally (i.e., i.t. with negligible error probability) Z-
secure multi-party computation protocols, namely, we prove the following theorem:

Theorem 2. A set P of players can unconditionally Z-securely compute any (reactive)
computation, if and only if C® (P, Z) and C (P, Z) hold, where

C(z) (P,Z) < V(AZ,E“FZ)7 (Aj,Ej,Fj) : Ez UEj U (FZ ﬁFj) 7é P
C(l) (P,Z) <:>V(Ai,Ei7Fi)7(Aj,Ej7Fj) . B UFj 7& P

The sufficiency of the above condition is proved by constructing an MPC protocol for
any given circuit C' consisting of input, addition, multiplication, and output gatesﬁ The
reactiveness of the computation is modeled by assigning to each gate a point in time
when it should be evaluated.

The circuit is evaluated in a gate-by-gate fashion, where for input, addition, mul-
tiplication, and output gates, the corresponding sub-protocol Share, Add, Mult, and
Reconstruct, respectively, is invoked.

The computation starts off with the initial player set P and adversary structure Z,
and with the sharing specification being S := Sz. Each time a sub-protocol aborts
with set B of incorrect players, the players in B are deleted from the player set and
from every set in the sharing specification, and the corresponding gate is repeated. Any
future invocation of a sub-protocol is done in the updated player set P’ and sharing
specification &', and with the updated adversary structure Z’, which contains only the
classes in Z compatible with the players in P \ P’ being incorrect. Note that, as the
players in P \ P’ are incorrect, any sharing according to (P, S) can be transformed,
without any interaction, to a sharing according to (P’, S’) by having the players delete
all signatures of signers from P \ P’.

The delicate task is the multiplication of two shared values s and ¢. The idea is
the following: First, we invoke Reshare to have both s and ¢ shared according to the
sharing specification Sz, i.e., the specification associated with the structure Z’. Then
we invoke Mult to compute a sharing of the product st according to Sz, and at the end
we invoke Reshare once again to have the product shared back to the initial setting (i.e,
according to (P’,8’)).

The security of the computation is guaranteed as long as no signature is forged.
We argue that the forging probability is negligible. Observe that the total number of
signatures in each sub-protocol invocation is polynomial in the input size; also, the
total number of sub-protocol invocations is polynomial in the size of the circuit (since
each time a sub-protocol aborts a new set B of incorrect players is identified, the total
number of abortions is bounded by n). Hence, the total number of signatures in the
computation is polynomial and, by the unforgeability property, the probability that a
signature is forged is negligible.

We use the following operators on adversary structures, which were introduced in
[BEH™08]: For a set B C P, we denote by Z |B<F the sub-structure of Z that contains

® This does not exclude probabilistic circuits, as a random gate can be simulated by having each
player input a random value and take the sum of those values as the input.
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only adversaries who can fail-corrupt all the players in B, i.e., Z|5<F = {(A, E, F) €
Z : B C F}.Furthermore, for a set P’ C P, we denote by Z|,, the adversary structure
with all classes in Z restricted to the player set P’,i.e., Z|,, = {(ANP ,ENP FN
P'): (A, E,F) € Z}. We also use the same operator on sharing specifications with
similar semantics, i.e., for§ = (51, ..., Sy ) wedenote S|, = (S1NP’,...,S,NP’).
As syntactic sugar, we write Z|27" for (Z|5<r) |,,.

It follows from the above definitions that when the players in P \ P’ have been
detected to be incorrect, then the actual adversary Z* is in Z|”\"”'<". Furthermore,
as the updated player set is P’, the corresponding sharing specification and adversary
structure are S’ = S|, and 2’ = Z|7)7'<" respectively. One can easily verify that
the conditions C® and C™ hold in (P’, Z’) when they hold in (P, Z). This results in
protocol MPC (see below).

Protocol MPC(P, Z,C)
0. Initialize P’ :=P, 2" := Z,and S’ := S=.
1. For every gate to be evaluated, do the following:

— Input gate for p: If p € P’ invoke Share to have p share his input according
to (P’,S’). Otherwise, a default sharing of some pre-agreed default value is
taken as the sharing of p’s input.

— Addition gate: Invoke Add to compute a sharing of the sum according to S’.

— Multiplication gate: Denote the sharings of the factors as (s) and (t), re-
spectively, and the sharing specification corresponding to Z’ as Sz.. In-
voke Reshare(P’, 2’ 8,8z, (s)) and Reshare(P’, 2,8, Sz, (t)) to ob-
tain the sharings (s)’ and (¢)" according to (P’, Sz/), respectively. Invoke
Mult(P’, Z', Sz, (s)’, (t)") to obtain a sharing (st)’ of the product, accord-
ing to (P’,Sz/). Invoke Reshare(P’, 2/, Sz, 8', (st)’) to reshare this prod-
uct according to (P, S").

— Output gate for p: If p € P’ invoke Reconstruct to have the output recon-
structed towards p.

2. If any of the sub-protocols aborts with set B, then update P’ := P’ \ B, set
S':=8'|psand 2’ := Z|2)”'<" and repeat the corresponding gate.

Lemma 10. The protocol MPC is unconditionally Z-secure if C® (P,Z) and
C® (P, Z) hold.

To complete this section, we give two lemmas that imply that unconditionally secure
(reactive) MPC is not possible for some circuits when C® (P, Z) or CV (P, Z) is
violated. The proofs of the lemmas are deleted from this extended abstract.

Lemma 11. IfC® (P, Z) is violated then there exist (even non-reactive) circuits which
cannot be evaluated unconditionally Z-securely.

Lemma 12. If CV (P, Z) is violated, then the players cannot hold a secret joint state
with unconditional security.
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6 Secure Function Evaluation

In this section we prove the necessary and sufficient condition on the adversary structure
Z for the existence of unconditionally Z-secure function evaluation protocols. Note that
the condition for SFE is weaker than the condition for MPC.

Theorem 3. A set P of players can unconditionally Z-securely compute any function
ifand only if C® (P, Z) and Ce (P, Z) hold, where

c® (P,Z) <— V(Ai,Ei,Fi), (Aj,.Ej,Fj) ecZ: E;U Ej U (Fz n Fj) 75 P

3 an ordering ((A1 Ei,F),...,(An, En, Fp)) of Z s.t.]

(1) ) ) ) ) ) ) -
owo (P, 2) {Vi,je (1,....m},i<j: BjUF, #P

The sufficiency of the condition is proved by constructing an SFE protocol. Our ap-
proach is similar to the approach from [BFHT08]: First all players share their inputs,
then the circuit is evaluated gate-by-gate, and then the output is publicly reconstructed.
However, our conditions do not guarantee robust reconstructibility. In fact, the adver-
sary can break down the computation and cause all the sharings to be lost. As the circuit
is non-reactive, we handle such an abortion by repeating the whole protocol, including
the input gates. In each repetition, the adversary might choose new inputs for the ac-
tively corrupted players. By ensuring that the adversary gets no information on any
secrets unless the full protocol succeeds (including the evaluation of output gates), we
make sure that she chooses these inputs independently of the other players’ inputs.

Termination is guaranteed, by the fact that whenever the protocol aborts, a new set B
of incorrect players is identified, and the next iteration proceeds without them. Hence,
the number of iterations is bounded by n. This implies also that the total number of
signatures in the computation is polynomial, hence the forging probability is negligible.

Special care needs to be taken in the design of the output protocol. For simplicity,
we describe the protocol for a single public output. Using standard techniques one can
extend it to allow several outputs and, furthermore, private outputs.

The idea of the output protocol is the following: First observe that the privacy of our
sharing scheme is protected by a particular summand which is not given to the adver-
sary. In fact, such a summand sy, is guaranteed to exist for each (A, Ex, F).) € Z by the
Z-privacy of the sharing specification Sz. As long as this summand is not published, an
adversary of class (A, Fy, Fi) gets no information about the output (from the adver-
sary’s point of view, sy, is a perfect blinding of the output, and all other summands s; are
either known to the adversary or are distributed uniformly). Second, observe that when-
ever the publishing of some summand sy, fails (i.e., PubAnnounce aborts), the players
get information about the actual adversary (A*, E*, F'*), namely that S, C F™*. The
trick is to announce the summands in such an order, that if the announcing of a sum-
mand sj, aborts, then from the information that S, C F™* the players can deduce that
the summand associated with the actual adversary class has not been yet announced. In
particular, if an adversary class Z; = (A;, E;, F;) could potentially abort the announc-
ing of the summand s, (i.e., if Sy C F;), then the summand s; should be announced
strictly before s;, i.e., the summand associated with Z;, is announced.

7 Remember that Z denotes the maximum classes in Z. One can verify that such an ordering
exists for Z exactly if it exists for Z.
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Let ((A1, E1, F1),...,(Am, Em, Fyn)) denote an ordering of the maximal struc-
ture Z satisfying: V1 <i<j<m:E;UF; # P, and let S denote the induced
sharing specification S = (S1,...,S,) with Sy =P\ Ex. Then the protocol
OutputGeneration (see below) either publicly reconstructs a sharing (s) according to S
or it aborts with a non-empty set B C P of incorrect players. Privacy is guaranteed un-
der the assumption that the summands of (s) not known to the adversary are uniformly
distributed. As long as no signature is forged, this holds for all sharings in our protocols.

Protocol OutputGeneration(P, Z,8 = (S1,...,Sm), (s))
1. Fork =1,...,m, the following steps are executed sequentially:
(a) PubAnnounce(P, Z, Sk, sk, s, (sr)) is invoked to have the summand s
published.
(b) If PubAnnounce aborts with B, then OutputGeneration immediately aborts
with B.
2. Every p; € P (locally) computes s := ZZL:1 sk and outputs s.

Lemma 13. Assume that C\ (P, Z) holds, S is a Z-private sharing specification con-
structed as explained, the condition VSy, € S, (-, E,-) € Z : Sy € E holds, (s) is
a consistent sharing according to S with the property that those summands that are
unknown to the adversary are randomly chosen, and no signature is forged. Then the
protocol OutputGeneration either publicly reconstructs s, or it aborts with a non-empty
set B C P of incorrect players. If OutputGeneration aborts, then the protocol does not
leak any information on s to the adversary.

For completeness, we also include a detailed description of the SFE protocol (see be-
low) and state its security in the following lemma.

Protocol SFE(P, Z,C)
0.Let S = (P \ Ei,...,P \ E,) for the assumed ordering
((Ah E17 Fl), ey (Am7 Em, Fm)) of Z.
1. Input stage: For every input gate in C, Share is invoked to have the input player
p; share his input z; according to SH
2. Computation stage: The gates in C are evaluated as follows:
— Addition gate: Invoke Add to compute a sharing of the sum according to S.
— Multiplication gate: Invoke Mult to compute a sharing of the product accord-
ingto S.
3. Output stage: Invoke OutputGeneration(P, Z,S, (s)) for the sharing (s) of the
public output.
4. If any of the sub-protocols aborts with B, then set P := P \ B, and set Z to
the adversary structure which is compatible with B being incorrect, i.e., Z :=
Z|2<", and go to Step 1.

“If in a later iteration a player p; ¢ P should give input, then the players in P pick the default
sharing of a default value.
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Lemma 14. The protocol SFE is unconditionally Z-secure if C* (P, Z) and
C& (P, Z) hold.

To complete the proof of Theorem [3] we need to show that unconditionally Z-secure
SFE is not possible for some circuits when C® (P, Z) or CSiy (P, Z) is violated. The
necessity of C® (P, Z) follows immediately from Lemma [[1l The following lemma
states the necessity of Cox, (P, Z). The idea of the proof is that when CSi, (P, Z) is
violated then in any protocol evaluating the identity function, the adversary can break
down the computation at a point where she has gained noticeable (i.e., not negligible)
information about the output, although the correct players have only negligible infor-
mation. For a more detailed proof the reader is referred to the full version of this paper.

Lemma 15. If O, (P, Z) is violated, then there are functions that cannot be uncon-
ditionally Z-securely evaluated.

7 Computational Security

In this section we show that conditions C*’ (P, Z) and Cégp (P, Z) from Theorems
and 3 are sufficient and necessary for the existence of computationally Z-secure MPC
and SFE, respectively.

Theorem 4. Assuming that enhanced trapdoor permutations exist, a set P of play-
ers can computationally Z-securely compute any (reactive) computation (MPC) if
and only if CV (P, Z) holds, and any non-reactive function (SFE) if and only if
CS. (P, Z) holds.

The proof of necessity is very similar to the proofs of Lemmas[I2and[T3land, therefore, it is
omitted. The sufficiency is proved by describing protocols that realize the corresponding
primitive. Our approach is different than the one used in the previous sections. In partic-
ular, first, we design a protocol for SFE and then use it to design a protocol for MPC.

Note that the above bounds directly imply corresponding bounds for a threshold ad-
versary who actively corrupts ¢, players, passively corrupts ¢, players, and fail-corrupts
t; players, simultaneously. Using the notation from [FHM98], we say that a protocol is
(ta,tp,ty)-secure if it tolerates such a threshold adversary.

Corollary 1. Assuming that enhanced trapdoor permutations exist, a set P of players
can computationally (tq,t,,ts)-securely compute any computation (reactive or not) if
and only if 2t, +t, +ty < |P|.

7.1 The SFE Protocol

Our approach to SFE uses ideas from [IKLPO6]. The evaluation of the given circuit
C proceeds in two stages, called the computation stage and the output stage. In the
computation stage a uniformly random sharing of the output of C' on inputs provided
by the players is computedﬁ For this purpose we use the (non-robust) SFE protocol

8 Without loss of generality (as in Section[@) we assume that the circuit C' to be computed has
one public output.
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from [GolO4]] for dishonest majority which achieves partial fairness and unanimous
abort [GLO2]. In the output stage the sharing of the output is publicly reconstructed,
along the lines of the reconstruction protocol from Section[@l Both stages are non-robust
and they might abort with a non-empty set B C P of incorrect players, but without
violating privacy of the inputs. When this happens the whole evaluation is repeated
among the players in P \ B, where the inputs of the players in B are fixed to a default
pre-agreed value, and the adversary structure Z is reduced to the structure Z|25; , i.e.,
the structure which is compatible with the players in B being incorrect.

The secret-sharing scheme used here is similar to the one we use in the
unconditional-security case. More precisely, the secret is split into uniformly random
summands s1, ..., Sy, € F that add up to the secret, where each player might hold sev-
eral of those summands, according to some sharing specification S = (S1,...,Sn).
The difference is that the players do not hold signatures on their summands, but the
are committed to them (towards all players) by a perfectly hiding commitment schemeé
In particular, for each summand s, all players hold a commitment to s such that each
pi € Sk holds the corresponding decommitment information to open it.

The computation stage. In the computation stage, instead of C' we evaluate the cir-
cuit C" which computes a uniformly random sharing (y) of the output y of C ac-
cording to Sz, i.e., the sharing specification associated with Z. The circuit C’ can be
easily constructed from C' [IKLPO6]. To evaluate C” the players invoke the protocol for
SFE from [[Gol04] for the model where authenticated broadcast channels (but no bilat-
eral point-to-point channels) are given, which tolerates any number of ¢ < n actively
corrupted players. As proved in [Gol04], with this protocol we achieve the following
properties: There is a p € P (specified by the protocol), such that when p is uncor-
rupted the circuit C” is securely evaluated, otherwise the adversary can decide either to
make all players abort the protocol or to allow C’ to be securely evaluated. Note that
the adversary can decide whether or not the protocol aborts even after having received
the outputs of the passively corrupted players. Furthermore, by inspecting the protocol
in [Gol04], one can verify that it actually satisfies some additional properties, which are
relevant when all three corruption types are considered, namely (1) if p is correct then
the protocol does not abort|™] (2) a correct player always gives his (correct) input to the
evaluation of C’, and (3) a non-actively corrupted player does not give a wrong input
(but might give no input if he crashes). By the above properties it is clear that the proto-
col can abort only if p is incorrect (i.e., B = {p}). Moreover, when it aborts privacy of
the inputs is not violated as the outputs of passively corrupted players are their shares
of (y) plus perfectly hiding commitments to all the summands of (y).

The output stage. The output stage is similar to the output stage of protocol SFE
described in Section [l The summands of (y) are announced sequentially in the order
implied by CSib (P, Z). This guarantees (as in protocol OutputGeneration) that when

the announcing of a summand aborts, then the output stage can abort without violating

° Such commitment schemes are known to exist if (enhanced) trapdoor permutations ex-
ist [GMW&0].
10 Note that a correct player is not necessary uncorrupted.
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privacy (the summand of (y) associated with the actual adversary has not been an-
nounced yet). To announce a summand, protocol CompPubAnnounce is invoked which
is a trivially modified version of PubAnnounce to use openings of commitments instead
of signatures. We refer to the abovely described SFE protocol as CompSFE.

Lemma 16. Assuming that enhanced trapdoor permutations exist, the protocol
CompSFE is computationally Z-secure if Céz, (P, Z) holds.

7.2 The MPC Protocol

A protocol for MPC can be built based on a (robust) general SFE protocol and a robustly
reconstructible secret-sharing scheme, in a straightforward way: the SFE protocol is
used to securely evaluate the circuit gate-by-gate, where each intermediary result is
shared among the players. In fact, the secret-sharing scheme described is Section
for sharing specification Sz, is robustly reconstructible if C*’ (P, Z) holds. Indeed,
condition C™" (P, Z) ensures that for any shared value each summand is known to at
least one player who is not actively or fail-corrupted and will not change or delete it.
Hence, the shared value is uniquely determined by the views of the players. Therefore,
we can use protocol CompSFE to evaluate any (reactive) circuit as follows: For each
input gate, invoke CompSFE to evaluate the circuit Cjppye which computes a sharing
(according to Sz) of the input value. For the addition and multiplication gate, invoke
CompSFE to evaluate the circuits Cygq and Cpyye Which on input the sharings of two
values s and ¢ output a sharing of the sum s + ¢ and of the product st, respectively. For
output gates, invoke CompSFE to evaluate the circuit Coypu: Which on input the sharing
of some value s outputs s towards the corresponding player. We refer to the resulting
MPC protocol as CompMPC.

Lemma 17. Protocol CompMPC is computationally Z-secure if C'* (P, Z) holds.

8 Conclusions

We considered MPC and SFE in the presence of a general adversary who can actively,
passively, and fail corrupt players, simultaneously. For both primitives we gave exact
characterizations of the tolerable adversary structures for achieving unconditional (aka
statistical) and computational security, when a broadcast channel is given. As in the case
of threshold adversaries, the achieved bounds are strictly better than those required for
perfect security, where no error probability is allowed. Our results confirm that in all
three security models (perfect, unconditional, and computational) there are adversary
structures that can be tolerated for SFE but not for MPC.
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Abstract. Strongly multiplicative linear secret sharing schemes (LSSS)
have been a powerful tool for constructing secure multi-party computa-
tion protocols. However, it remains open whether or not there exist effi-
cient constructions of strongly multiplicative LSSS from general LSSS. In
this paper, we propose the new concept of 3-multiplicative LSSS, and es-
tablish its relationship with strongly multiplicative LSSS. More precisely,
we show that any 3-multiplicative LSSS is a strongly multiplicative LSSS,
but the converse is not true; and that any strongly multiplicative LSSS
can be efficiently converted into a 3-multiplicative LSSS. Furthermore,
we apply 3-multiplicative LLSSS to the computation of unbounded fan-in
multiplication, which reduces its round complexity to four (from five of
the previous protocol based on multiplicative LSSS). We also give two
constructions of 3-multiplicative LSSS from Reed-Muller codes and alge-
braic geometric codes. We believe that the construction and verification
of 3-multiplicative LSSS are easier than those of strongly multiplicative
LLSSS. This presents a step forward in settling the open problem of effi-
cient constructions of strongly multiplicative LSSS from general LSSS.

Keywords: monotone span program, secure multi-party computation,
strongly multiplicative linear secret sharing scheme.

1 Introduction

Secure multi-party computation (MPC) [16/9] is a cryptographic primitive that
enables n players to jointly compute an agreed function of their private inputs
in a secure way, guaranteeing the correctness of the outputs as well as the pri-
vacy of the players’ inputs, even when some players are malicious. It has become
a fundamental tool in cryptography and distributed computation. Linear se-
cret sharing schemes (LSSS) play an important role in building MPC protocols.
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Cramer et al. [0] developed a generic method of constructing MPC protocols from
LSSS. Assuming that the function to be computed is represented as an arith-
metic circuit over a finite field, their protocol ensures that each player share his
private input through an LSSS, and then evaluates the circuit gate by gate. The
main idea of their protocol is to keep the intermediate results secretly shared
among the players with the underlying LSSS. Due to the nature of linearity,
secure additions (and linear operations) can be easily achieved. For instance,
if player P; holds the share xy; for input x; and z9; for input x3, he can lo-
cally compute x1; + x9; which is actually P;’s share for x7 + z2. Unfortunately,
the above homomorphic property does not hold for multiplication. In order to
securely compute multiplications, Cramer et al. [6] introduced the concept of
multiplicative LSSS, where the product xyz2 can be computed as a linear com-
bination of the local products of shares, that is, z1x2 = Z?:l a;r1;Te; for some
constants a;, 1 < i < n. Since z1;x2; can be locally computed by P;, the product
can then be securely computed through a linear combination. Furthermore, in
order to resist against an active adversary, they defined strongly multiplicative
LSSS, where 125 can be computed as a linear combination of the local products
of shares by all players excluding any corrupted subset. Therefore, multiplicativ-
ity becomes an important property in constructing secure MPC protocols. For
example, using strongly multiplicative L.SSS, we can construct an error-free MPC
protocol secure against an active adversary in the information-theoretic model
[6]. Cramer et al. [7] also gave an efficient reconstruction algorithm for strongly
multiplicative LSSS that recovers the secret even when the shares submitted by
the corrupted players contain errors. This implicit “built-in” verifiability makes
strongly multiplicative LSSS an attractive building block for MPC protocols.

Due to their important role as the building blocks in MPC protocols, efficient
constructions of multiplicative LSSS and strongly multiplicative LSSS have been
studied by several authors in recent years. Cramer et al. [6] developed a generic
method of constructing a multiplicative LSSS from any given LSSS with a double
expansion of the shares. Nikov et al. [14] studied how to securely compute multi-
plications in a dual LSSS, without blowing up the shares. For some specific access
structures there exist very efficient multiplicative LSSS. Shamir’s threshold se-
cret sharing scheme is a well-known example of an ideal (strongly) multiplicative
LSSS. Besides, self-dual codes give rise to ideal multiplicative LSSS [7], and Liu
et al. [12] provided a further class of ideal multiplicative LSSS for some kind of
graph access structure. We note that for strongly multiplicative LSSS, the known
general construction is of exponential complexity. Kasper et al. [I1] gave some
efficient constructions for specific access structures (hierarchical threshold struc-
tures). It remains open whether there exists an efficient transformation from a
general LSSS to a strongly multiplicative one.

On the other hand, although in a multiplicative LLSSS, multiplication can be
converted into a linear combination of inputs from the players, each player has to
reshare the product of his shares, that is, for 1 < i < n, P; needs to reshare the
product x1;x9; to securely compute the linear combination Z?:l a;r1;To;. This
resharing process involves costly interactions among the players. For example, if
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the players are to securely compute multiple multiplications, H§:1 x;, the simple
sequential multiplication requires interaction of round complexity proportional
to I. Using the technique developed by Bar-Ilan and Beaver [I], Cramer et al.
[4] recently showed that the round complexity can be significantly reduced to a
constant of five for unbounded fan-in multiplications. However, the method does
not seem efficient when [ is small. For example, considering zzs and xx2x3,
extra rounds of interactions seem unavoidable for computing z;z2x3 even though
we apply the method of Cramer et al. [4].

1.1 Owur Contribution

In this paper, we propose the concept of 3-multiplicative LSSS. Roughly speak-
ing, a 3-multiplicative LSSS is a generalization of multiplicative LSSS, where
the product zizox3 is a linear combination of the local products of shares. As
one would expect, a 3-multiplicative LSSS achieves better round complexity for
the computation of Hizl x; compared to a multiplicative LSSS, if [ > 3. Indeed,
it is easy to see that computing the product H?:l x; requires two rounds of in-
teraction for a 3-multiplicative LSSS but four rounds for a multiplicative LSSS.
We also extend the concept of a 3-multiplicative LSSS to the more general A-
multiplicative LSSS, for all integers A > 3, and show that A-multiplicative LSSS
reduce the round complexity by a factor of 101 , from multiplicative LSSS. In
particular, 3-multiplicative LSSS reduce the constant round complexity of com-
puting the unbounded fan-in multiplication from five to four, thus improving a
result of Cramer et al. [4].

More importantly, we show that 3-multiplicative LSSS are closely related to
strongly multiplicative LSSS. The latter is known to be a powerful tool for
constructing secure MPC protocols against active adversaries. More precisely,
we show the following:

(i) 3-multiplicative LSSS are also strongly multiplicative;
(ii) there exists an efficient algorithm that transforms a strongly multiplicative
LSSS into a 3-multiplicative LSSS;
(iii) an example of a strongly multiplicative LSSS that is not 3-multiplicative.

Our results contribute to the study of MPC in the following three aspects:

— The 3-multiplicative LSSS outperform strongly multiplicative LSSS with re-
spect to round complexity in the construction of secure MPC protocols.

— The 3-multiplicative LSSS are easier to construct than strongly multiplica-
tive LSSS. First, the existence of an efficient transformation from a strongly
multiplicative LSSS to a 3-multiplicative LSSS implies that efficiently
constructing 3-multiplicative LSSS is not a harder problem. Second, veri-
fication of a strongly multiplicative LSSS requires checking the linear com-
binations for all possibilities of adversary sets, while the verification of a
3-multiplicative LSSS requires only one checking. We give two constructions
of LSSS based on Reed-Muller codes and algebraic geometric codes that can
be easily verified for 3-multiplicativity, but it does not seem easy to give
direct proofs of their strong multiplicativity.
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— This work provides two possible directions toward solving the open problem
of determining the existence of efficient constructions for strongly multiplica-
tive LSSS. On the negative side, if we can prove that in the information-
theoretic model and with polynomial size message exchanged, computing
T12T2x3 inevitably needs more rounds of interactions than computing zxs,
then we can give a negative answer to this open problem. On the positive
side, if we can find an efficient construction for 3-multiplicative LSSS, which
also results in strongly multiplicative LSSS, then we will have an affirmative
answer to this open problem.

1.2 Organization

Section[2] gives notations, definition of multiplicative LSSS, and general construc-
tions for strongly multiplicative LSSS. Section [B] defines 3-multiplicative LSSS.
Section[]shows the relationship between 3-multiplicative LSSS and strongly mul-
tiplicative LSSS. Section [{] gives two constructions of 3-multiplicative LSSS from
error-correcting codes, and Section [ discusses the implications of 3-multiplicative
LSSS in MPC. Section [7l concludes the paper.

2 Preliminaries

Throughout this paper, let P = {Py,..., P,} denote the set of n players and
let IC be a finite field. In a secret sharing scheme, the collection of all subsets
of players that are authorized to recover the secret is called its access structure,
and is denoted by AS. An access structure possesses the monotone ascending
property: if A’ € AS, then for all A C P with A D A’, we also have A € AS.
Similarly, the collection of subsets of players that are possibly corrupted is called
the adversary structure, and is denoted as A. An adversary structure possesses
the monotone descending property: if A’ € A, then for all A C P with A C A’,
we also have A € A. Owing to these monotone properties, it is often sufficient
to consider the minimum access structure ASp,;, and the mazimum adversary
structure A,,q- defined as follows:

ASpin ={A € AS|VB C P, we have BC A= B ¢ AS},
Amaw:{AEA|VBgP, WehaveBQA:>B¢,A}

In this paper, we consider the complete situation, that is, A = 2 — AS. Moreover,
an adversary structure A is called Q? (respectively, @3) if any two (respectively,
three) sets in A cannot cover the entire player set P. For simplicity, when an
adversary structure A is Q2 (respectively, @3) we also say the corresponding
access structure AS = 2P — A is Q? (respectively, Q3).

2.1 Linear Secret Sharing Schemes and Monotone Span Programs

Suppose S is the secret-domain, R is the set of random inputs, and S; is the
share-domain of P;, where 1 < i < n. Let S and R denote random variables
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taking values in S and R, respectively. Then IT : S x R — S1 X - -+ x S, is called
a secret sharing scheme (SSS) with respect to the access structure AS, if the
following two conditions are satisfied:

1. for all A€ AS, H(S | II(S,R)|a) = 0;
2. forall B¢ AS, H(S | II(S,R)|g) = H(S),

where H(-) is the entropy function. Furthermore, the secret sharing scheme I7 is
called linear if we have S = IC, R = K!™1, and S; = K% for some positive integers
[ and d;, 1 < i < n, and the reconstruction of the secret can be performed by
taking a linear combination of shares from the authorized players. The quantity
d =", d; is called the size of the LSSS.

Karchmer and Wigderson [10] introduced monotone span programs (MSP)
as a linear model for computing monotone Boolean functions. We denote an
MSP by M(K, M,v,v), where M is a d x I matrix over K, ¢ : {1,...,d} —
{Py,...,P,} is a surjective labeling map, and v € K'! is a nonzero vector. We
call d the size of the MSP and v the target vector. A monotone Boolean function
f:{0,1}™ — {0, 1} satisfies f(6") > f(6) for any §' > 8, where 6§ = (61,...,6n),
& = (61,...,60) € {0,1}", and & > &6 means 8§, > §; for 1 < i < n. We
say that an MSP M (KC, M, v, v) computes the monotone Boolean function f if
v € span{My} if and only if f(6a) = 1, where A is a set of players, M4 denotes
the matrix constricted to the rows labeled by players in A, span{M} denotes
the linear space spanned by the row vectors of M4, and 8 4 is the characteristic
vector of A.

Theorem 1 (Beimel [2]). Suppose AS is an access structure over P and fag
is the characteristic function of AS, that is, fas(6) =1 if and only if § = 64
for some A € AS. Then there exists an LSSS of size d that realizes AS if and
only if there exists an MSP of size d that computes fas.

Since an MSP computes the same Boolean function under linear transformations,
we can always assume that the target vector is e; = (1,0, ...,0). From an MSP
M(K,M,v,er) that computes fag, we can derive an LSSS realizing AS as
follows: to share a secret s € K, the dealer randomly selects p € K!~!, computes
M(s,p)” and sends Mp,(s,p)” to P; as his share, where 1 < i < n and 7
denotes the transpose. The following property of MSP is useful in the proofs of
our results.

Proposition 1 (Karchmer and Wigderson [10]). Let M(K,M,v,e;1) be
an MSP that computes a monotone Boolean function f. Then for all A C P,
e1 & span{Ma} if and only if there exists p € K'™1 such that Ma(1,p)" = 0".

2.2 Multiplicative Linear Secret Sharing Schemes

From Theorem [I an LSSS can be identified with its corresponding MSP in the
following way. Let M (K, M, 1, e1) be an LSSS realizing the access structure AS.
Given two vectors © = (21,...,24), ¥ = (y1,-..,ya) € K%, we define ¢ oy to
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be the vector containing all entries of the form z; - y; with (i) = ¥(j). More
precisely, let

T = (T11, -5 Tldyy -+ Tnls- - Tnd, )

Yy = (ylla"'7y1d17°"7yn17"‘7yndn)7

where Y | d; = d, and (i1, ..., %id;), (Yi1, - -, Yid;) ave the entries distributed
to P; according to 1. Then x ¢ y is the vector composed of the > d? entries
xijYik, where 1 < 5,k < d;,1 <4 < n. For consistency, we write the entries of
x oy in some fixed order. We also define (x o y)” =z o y”.

Definition 1 (Multiplicativity). Let M(K, M, ¢, e1) be an LSSS realizing
the access structure AS over P. Then M is called multiplicative if there exists a
recombination vector z € K2 i=1 d?, such that for all s,s' € K and p,p’ € K71,
we have

ss' = 2z(M(s,p)" o M(s',p")7).

Moreover, M is strongly multiplicative if for all A € A = 2P — AS, M, is
multiplicative, where M , denotes the MSP M constricted to the subset A =
P - A

Proposition 2 (Cramer et al. [6]). Let AS be an access structure over P.

Then there exists a multiplicative (respectively, strongly multiplicative) LSSS re-
alizing AS if and only if AS is Q* (respectively, Q*).

2.3 General Constructions of Strongly Multiplicative LSSS

For all Q% access structure AS, Cramer et al. [6] gave an efficient construction
to build a multiplicative LSSS from a general LSSS realizing the same AS. It
remains open if we can efficiently construct a strongly multiplicative LSSS from
an LSSS. However, there are general constructions with exponential complexity,
as described below.

Since Shamir’s threshold secret sharing scheme is strongly multiplicative for
all @2 threshold access structure, a proper composition of Shamir’s threshold
secret sharing schemes results in a general construction for strongly multiplica-
tive LSSS [6]. Here, we give another general construction based on multiplicative
LSSS.

Let AS be any Q? access structure and M (KC, M, ), e1) be an LSSS realizing
AS. For all A e A=2F — AS, it is easy to see that M , realizes the restricted
access structure AS, = {B C A | B € AS}. The access structure AS, is
Q? over A because AS is @* over AU A. Thus, we can transform M , into a
multiplicative LSSS following the general construction of Cramer et al. [6] to
obtain a strongly multiplicative LSSS realizing AS. The example in Section £.3]
gives an illustration of this method.

We note that both constructions above give LSSS of exponential sizes, and
hence are not efficient in general.
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3 3-Multiplicative and A-Multiplicative LSSS

In this section, we give an equivalent definition for (strongly) multiplicative
LSSS. We then define 3-multiplicative LSSS and give a necessary and sufficient
condition for its existence. The notion of 3-multiplicativity is also extended to -
multiplicativity for all integer A > 1. Finally, we present a generic (but inefficient)
construction of A-multiplicative LSSS.

Under the same notations used in Section 2.2, it is straightforward to see that
we have an induced labeling map ¢’ : {1,...,Y"" | d?} — {P1,...,P,} on the
entries of x oy, distributing the entry x;;y;r to P;, since both x;; and y;;, are
labeled by P; under ¢. For an MSP M(K, M, 1, eq), denote M = (M, ..., M),
where M; € K% is the i-th column vector of M, 1 < i <[ We construct a new
matrix M, as follows:

MOZ (M1<>M17...,M1<>MZ,M2<>M17...,MQOM[,...7M10M1,...,Ml<>Ml).

For consistency, we also denote M, as M o M. Obviously, M, is a matrix over
K with 0, d? rows and [? columns. For any two vectors u,v € KCL, it is easy

to verify that
(Mu™)o (Mv™) = Ms(u®v)",

where u®wv denotes the tensor product with its entries written in a proper order.
Define the induced labeling map v’ on the rows of M,. We have the following
proposition.

Proposition 3. Let M(KC, M,¢,e1) be an LSSS realizing the access structure
AS, and let M, be with the labeling map 1'. Then M is multiplicative if and
only if ey € span{M,}, where e; = (1,0,...,0). Moreover, M is strongly mul-
tiplicative if and only if e1 € span{(Ms) 4} for all A€ A=2F — AS.

Proof. By Definition [, M is multiplicative if and only if ss’ = z(M(s, p)” ©
M(s',p')7) for all s,5' € K and p, p’ € K'~1. Obviously,

M(s, p)" o M(s',p')" = Mo((s,p) @ (s',p'))7 = Mo(ss', p")7, (1)

where (ss’, p”) = (s,p) ® (s', p’). On the other hand, ss’ = e1(ss’, p’)". Thus
M is multiplicative if and only if

(e1 — zM,)(ss', p")" = 0. (2)

Because of the arbitrariness of s,s’, p and p’, equality (@) holds if and only if
e; — zM, = 0. Thus e; € span{M,}. The latter part of the proposition can be
proved similarly. O

Now we are ready to give the definition of 3-multiplicative LSSS. We extend the
diamond product “¢” and define & ¢y ¢ z to be the vector containing all entries
of the form x;y;z, with (i) = ¢¥(j) = ¥ (k), where the entries of x o y o z are
written in some fixed order.
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Definition 2 (3-Multiplicativity). Let M(KC, M,,e1) be an LSSS realiz-
ing the access structure AS. Then M is called 3-multiplicative if there ex-
ists a recombination vector z € K-i=1% sych that for all s1,s2,83 € K and
p1, P2, p3 € K71, we have

515283 = 2(M(s1,p1)" © M(s2,p2)" © M(s3,p3)").

We can derive an equivalent definition for 3-multiplicative LSSS, similar to
Proposition Bt M is 3-multiplicative if and only if e; € span{(M oMo M)}. The
following proposition gives a necessary and sufficient condition for the existence
of 3-multiplicative LSSS.

Proposition 4. For all access structures AS, there exists a 3-multiplicative
LSSS realizing AS if and only if AS is Q3.

Proof. Suppose M(K, M, 1, e1) is a 3-multiplicative LSSS realizing AS, and
suppose to the contrary, that AS is not @3, so there exist A;, Ay, A3 € A =
2P — AS such that A; U Ay U Az = P. By Proposition [, there exists p; € !
such that M4, (1,p;)" = 07 for 1 < i < 3. Since A; U Ay U A3 = P, we have
M(1,p1)" o M(1,p2)" o M(1, p3)™ = 07, which contradicts Definition

On the other hand, a general construction for building a 3-multiplicative LSSS
from a strongly multiplicative LSSS is given in the next section, thus sufficiency
is guaranteed by Proposition a

A trivial example of 3-multiplicative LSSS is Shamir’s threshold secret sharing
scheme that realizes any @ threshold access structure. Using an identical argu-
ment for the case of strongly multiplicative LSSS, we have a general construction
for 3-multiplicative LSSS based on Shamir’s threshold secret sharing schemes,
with exponential complexity.

For any \ vectors @; = (z41,...,7ia) € K% 1 < i < ), we define o}, x; to
be the > | d?-dimensional vector which contains entries of the form H?:l Tij,

with (1) = -+ = P(4)-

Definition 3 (A-Multiplicativity). Let M(KC, M, 1, e1) be an LSSS realizing
the access structure AS, and let X > 1 be an integer. Then M is A-multiplicative
if there exists a recombination vector z such that for all s1,...,sx € K and
P1,-..,px € K7L, we have

A

H 55 = 2(00 M (54, p;)7).
i=1

Moreover, M is strongly A-multiplicative if for all A & AS, the constricted LSSS

M 4 is A-multiplicative.

Again, we can define a new matrix by taking the diamond product of A copies
of M. This gives an equivalence to (strongly) A-multiplicative LSSS. Also, since
Shamir’s threshold secret sharing scheme is trivially A-multiplicative and
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strongly A-multiplicative, a proper composition of Shamir’s threshold secret shar-
ing schemes results in a general construction for both A-multiplicative LSSS and
strongly A-multiplicative LSSS. Let @™ be a straightforward extension of @2 and
@3, that is, an access structure AS is Q* if the player set P cannot be covered
by A sets in A = 2 — AS. The following corollary is easy to prove.

Corollary 1. Let AS be an access structure over P. Then there exists a A-
multiplicative (respectively, strongly A\-multiplicative) LSSS realizing AS if and
only if AS is Q* (respectively, Q ).

Since a A-multiplicative LSSS transforms the products of A entries into a linear
combination of the local products of shares, it can be used to simplify the secure
computation of sequential multiplications. In particular, when compared to using
only the multiplicative property (which corresponds to the case when A = 2), a
A-multiplicative LSSS can lead to reduced round complexity by a factor of 10; A
in certain cases.

We also point out that Q™ is not a necessary condition for secure computation.
Instead, the necessary condition is Q2 for the passive adversary model, or Q3 for
the active adversary model [6]. The condition @ is just a necessary condition
for the existence of A-multiplicative LSSS which can be used to simplify compu-
tation. In practice, many threshold adversary structures satisfy the @ condition
for some appropriate integer A, and the widely used Shamir’s threshold secret
sharing scheme is already A-multiplicative. By using this A-multiplicativity, we
can get more efficient MPC protocols. However, since the special case A = 3
shows a close relationship with strongly multiplicative LSSS, a fundamental tool
in MPC, this paper focuses on 3-multiplicative LSSS.

4 Strong Multiplicativity and 3-Multiplicativity

In this section, we show that strong multiplicativity and 3-multiplicativity are
closely related. On the one hand, given a strongly multiplicative LSSS, there is an
efficient transformation that converts it to a 3-multiplicative LSSS. On the other
hand, we show that any 3-multiplicative LSSS is a strongly multiplicative LSSS,
but the converse is not true. It should be noted that strong multiplicativity,
as defined, has a combinatorial nature. The definition of 3-multiplicativity is
essentially algebraic, which is typically easier to verify.

4.1 From Strong Multiplicativity to 3-Multiplicativity

We show a general method to efficiently build a 3-multiplicative LSSS from a
strongly multiplicative LSSS, for all Q3 access structures. As an extension, the
proposed method can also be used to efficiently build a (A + 1)-multiplicative
LSSS from a strongly A-multiplicative LSSS.

Theorem 2. Let AS be a Q3 access structure and M (K, M, ), e1) be a strongly
multiplicative LSSS realizing AS. Suppose that M has size d and | ~*(P;)| = d;,
for 1 <i < n. Then there exists a 3-multiplicative LSSS for AS of size O(d?).
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Proof. We give a constructive proof. Let M, be the matrix defined in Section [3]
and v’ be the induced labeling map on the rows of M,,. Then we have an LSSS
M(K, My, ), e1) that realizes an access structure AS,. Because M is strongly
multiplicative, by Proposition Bl we have e; € span{(M,),} for all A ¢ AS.
Therefore A € AS, and it follows that AS* C AS,, where AS™ denotes the dual
access structure of AS, defined by AS*={ACP|P—-A¢ AS}.

The equality () in the proof of Proposition Blshows that the diamond product
of two share vectors equals sharing the product of the two secrets by the MSP
Mo (K, My, ', e1), that is,

(M(sh pll)T) % (M(527 pIQ)T) = MO(51827P)77 for some plla p/27p € ]lel.

Thus, using a method similar to Nikov et al. [14], we can get the product (s152)-s3
by sharing ss through the dual MSP of M, denoted by (M,)*. Furthermore,
since (M,)* realizes the dual access structure (AS,)* and (AS,)* C (AS*)* =
AS, we can build a 3-multiplicative LSSS by the union of M and (M,)*, which
realizes the access structure ASU(AS,)* = AS. Now following the same method
of Cramer et al. and Fehr [6l]], we prove the required result via the construction
below.

Compute the column vector vy as a solution to the equation (M,)"v = e1”
for v, and compute v, ..., v as a basis of the solution space to (M) v = 07.
Note that (M,)"v = e;1” is solvable because e; € span{(M.,) ,} for all A ¢ AS,
while (M,)"v = 0™ may only have the trivial solution v = 0 and k = 0. Let

miy - My
!/
M = ,

mqy -+ Mgy

UO vl DR vk
miy -cc My

where o = M and the blanks in M’ denote zeros. Define a labeling

mqi -+ Mg

map 1" on the rows of M’ which labels the first d rows of M’ according to
and the other Y 7" | d? rows according to ¢’

As mentioned above, M’ (K, M’ 4" e1) obviously realizes the access structure
AS. We now verify its 3-multiplicativity.

Let N = (vg,v1,...,v)), a matrix over K with Y. | d? rows and k + 1
columns. For s; € K and p; = (pl,p) € K"t x KF, 1 < i < 3, denote
M (83, p:))" = (ui,w;)", where w,” = M(s;,p})” and w,” = N(s;, p/)7. We
have

T

uy o ug = (M(s1,p1)7) o (M(s2,05)7) = Mo(s152,p)",

where (s152, p) = (51, p1) ® (s2, py). Then,
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53
(w1 0o up) - wy = (s182,p)(Ms)" - N
Py
10---0
00---0 53
:(81827P)
Do i
00---0
— §18283.

Tt is easy to see that (w1 ouz) - w4 is a linear combination of the entries from
(u1 © u2) o ws, and so is a linear combination of the entries from M'(s1, p1)” ©

M/(SQ, pQ)T < M/(S;)” pg)T.
Hence M’ is a 3-multiplicative LSSS for AS. Obviously, the size of M’ is
O(d?), since d + Y7 | d? < d* +d. O

If we replace the matrix M, above by the diamond product of A copies of M,
using an identical argument, the construction from Theorem [2] gives rise to a
(A + 1)-multiplicative LSSS from a strongly A-multiplicative LSSS.

Corollary 2. Let AS be a Q! access structure and M(K, M,v,e;) be a
strongly A-multiplicative LSSS realizing AS. Suppose the size of M is d and
[v=Y(P)| = d;, for 1 <i < n. Then there exists a (A + 1)-multiplicative LSSS
for AS of size O(d™).

4.2 From 3-Multiplicativity to Strong Multiplicativity

Theorem 3. Any 3-multiplicative LSSS is strongly multiplicative.

Proof. Let M(K, M,,e1) be a 3-multiplicative LSSS realizing the access struc-
ture AS over P. For all A € A = 2" — AS, by Proposition [Il we can choose a
fixed vector p” € K!~1 such that Ma(1, p")™ = 07. There exists a recombination

vector z € KX i=147 guch that for all s,s' € K and p, p’ € K!~1, we have
ss' = z(M(s,p)" o M(s',p')" o M(1,p")7).

Since Ma(1,p")™ = 07, and M ,(1,p")" is a constant vector for fixed p”, the

vector 2 € K= Figa dj that satisfies
2(M(s,p)" 0 M(s', )7 0 M(L, p")7) = 2 (M (5, p)" 0 M (5", p')7)

can be easily determined. Thus ss’ = 2'(M ,(s,p)” o M 4(s’, p')7). Hence, M is
strongly multiplicative. ad

Although 3-multiplicative LSSS is a subclass of strongly multiplicative LSSS, one
of the advantages of 3-multiplicativity is that its verification admits a simpler pro-
cess. For 3-multiplicativity, we need only to check that e; € span{(M oMo M)},
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while strong multiplicativity requires the verification of e; € span{(M o M) ,}
for all A ¢ AS.

Using a similar argument, the following results for (A+ 1)-multiplicativity can
be proved:

(i) A (A + 1)-multiplicative LSSS is a strongly A-multiplicative LSSS.
(ii) A A-multiplicative LSSS is a A-multiplicative LSSS, where 1 < X < A.

4.3 An Example of a Strongly Multiplicative LSSS That Is Not
3-Multiplicative

We give an example of a strongly multiplicative LSSS that is not 3-multiplicative.
It follows that 3-multiplicative LSSS are strictly contained in the class of strongly
multiplicative LSSS. The construction process is as follows. Start with an LSSS
that realizes a Q% access structure but is not strongly multiplicative. We then
apply the general construction given in Section to convert it into a strongly
multiplicative LSSS. The resulting LSSS is however not 3-multiplicative.

Let P = {Py, Py, P5, Py, P5s, Ps} be the set of players. Consider the access
structure AS over P defined by

ASmin ={(1,2),(3,4), (5,6), (1,5), (1,6), (2,6), (2,5), (3,6), (4,5)},

where we use subscript to denote the corresponding player. For example, (1,2)

denotes the subset { P, P> }. It is easy to verify that the corresponding adversary
structure is

-Ama:x - {(L 3)7 (L 4)7 (2a 3)7 (2a 4)7 (3a 5)7 (4a 6)}7
and that AS is a Q3 access structure.
Let KL = Fs. Define the matrix M over Fy with the labeling map 1 such that

10100 00100
Mp, = 00010 |, Mp,=00010 ,Mpsz(é(l)gg(l)),
00001 00001

01000 11100 01100
Aﬁﬁ_<00010>’Ah%‘(lOOlO)’Aﬁ%_(10001>'
It can be verified that the LSSS M (Fa, M, 1, e1) realizes the access structure

AS. Moreover, for all A € A — {(1,3),(1,4)}, the constricted LSSS M, is
multiplicative. Thus in order to get a strongly multiplicative LSSS, we just need
to expand M with multiplicativity when constricted to both { P, Py, P5, Ps} and
{P, P3, P5, Ps}.

Firstly, consider the LSSS M constricted to P’ = { P, Py, P5, Ps}. Obviously,
M p: realizes the access structure AS! . = {(5,6),(2,6),(2,5),(4,5)}, which is

m
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Q? over P’. By the method of Cramer et al. [6], we can transform M p: into the
multiplicative LSSS M, (Fo, M’ ¢’ e1) defined as follows:

00100
00010 01000
, 100001 / 00010
Mp, = o111 |’ Mp, 0111}’
1100 1000
0001
11100 01100
, 110010 y 10001
Mp, = 1 0101 |’ Mp, = 1 0010 |”
0 0100 0 0001

where the blanks in the matrices denote zeros.
For consistency, we define

Mp = (Mp, Osx4),
Mp, = (Mp, Oax4),

where O,, «, denotes the m x n matrix of all zeros. It can be verified that for the
subset P’ = { Py, Ps, Ps, Ps }, the constricted LSSS M., is indeed multiplicative.
Therefore, M’(Fa, M’ 1)’  e1) is a strongly multiplicative LSSS realizing the ac-
cess structure AS. Furthermore, it can be verified that M’ is not 3-multiplicative
(the verification involves checking a 443 x 729 matrix using Matlab).

The scheme M(Fy, M, 1, v1) given above is the first example of an LSSS which
realizes a Q3 access structure but is not strongly multiplicative.

5 Constructions for 3-Multiplicative LSSS

It is tempting to find efficient constructions for 3-multiplicative LSSS. In general,
it is a hard problem to construct LSSS with polynomial size for any specified ac-
cess structure, and it seems to be an even harder problem to construct polynomial
size 3-multiplicative LSSS with general Q? access structures. We mention two con-
structions for 3-multiplicative LSSS. These constructions are generally inefficient,
which can result in schemes with exponential sizes. The two constructions are:

1. The Cramer-Damgard-Maurer construction based on Shamir’s threshold se-
cret sharing scheme [6].
2. The construction given in Subsection EI] based on strongly multiplicative

LSSS.

There exist, however, some efficient LLSSS with specific access structures that
are multiplicative or 3-multiplicative. For instance, Shamir’s ¢ out of n threshold
secret sharing schemes are multiplicative if n > 2¢ + 1, and 3-multiplicative if
n>3t+ 1.
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On the other hand, secret sharing schemes from error-correcting codes give
good multiplicative properties. It is well known that a secret sharing scheme
from a linear error-correcting code is an LSSS. We know that such an LSSS is
multiplicative provided the underlying code is a self dual code [7]. The LSSS from
a Reed-Solomon code is A-multiplicative if the corresponding access structure is
Q*. In this section, we show the multiplicativity of two other classes of secret
sharing schemes from error-correcting codes:

(i) schemes from Reed-Muller codes are A-multiplicative LSSS; and
(ii) schemes from algebraic geometric codes are A-multiplicative ramp LSSS.

5.1 A Construction from Reed-Muller Codes

Let v, v1,...,v2m_1 be all the points in the space Fy". The binary Reed-Muller
code R(r,m) is defined as follows:

R(r,m) = {(f(vo), f(v1), ..., floam 1)) | f € Falw1, ..., wm], deg f <7}

Take f(vo) as the secret, and f(v;) as the share distributed to player P;,
1 < i < 2™ —1. Then R(r,m) gives rise to an LSSS for the set of players
{Pi,..., P,}, with the secret-domain being Fy, where n = 2™ — 1. For any three
codewords

ci = (8i,8i1,- -+, 8in) = (fi(vo), fi(vi),..., filvn)) € R(r,m), 1<4<3,

it is easy to see that

C10C20C3 = (518283, 511521531+, 51n32n53n)
= (g(v())ag(vl)a s 7g(’l)n)) € R(3T’ m)a
where g = f1fafs € Fa[z1,..., 2] and degg < 3r. From basic results on Reed-

Muller codes [15], we know that R(3r,m) has dual code R(m — 3r — 1, m) when
m > 3r, and the dual code R(m — 3r — 1,m) trivially contains the codeword
(1,1,...,1). It follows that s1s983 = Z?:I 51782835, which shows that the LSSS
from R(r,m) is 3-multiplicative when m > 3r. Certainly, this LSSS is strongly
multiplicative. In general, we have the following result:

Theorem 4. The LSSS constructed above from R(r,m) is A-multiplicative, pro-
vided m > Ar.

5.2 A Construction from Algebraic Geometric Codes

Chen and Cramer [3] constructed secret sharing schemes from algebraic geo-
metric (AG) codes. These schemes are quasi-threshold (or ramp) schemes, which
means that any ¢ out of n players can recover the secret, and any fewer than
t' players have no information about the secret, where ¢ < t < n. In this sec-
tion, we show that ramp schemes from some algebraic geometric codes [3] are
A-multiplicative.
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Let x be an absolutely irreducible, projective, and nonsingular curve defined
over Fy with genus g, and let D = {vg, v1,...,v,} be the set of Fy-rational points
on x. Let G be an F-rational divisor with degree m satisfying supp(G)ND = {)
and 29 —2 < m < n+ 1. Let Fy denote the algebraic closure of Fy, let Fg(x)
denote the function field of the curve yx, and let £2() denote all the differentials
on . Define the linear spaces:

L(G) = {f €F,(0) | (f) + G = 0},
2G) = {we 20 | @) > G}

Then the functional AG code Cr(D,G) and residual AG code Cq(D,G) are
respectively defined as follows:

Ce(D,G) ={(f(v0), f(1),.... f(wn)) | f € L(G)} CES*,
Cqo(D,G) = {(Resy,(n), Resy, (n), - .., Resy, (n) | n € 2(G — D)} C ]Fanrlv

where Res,,(n) denotes the residue of 7 at v;.

As above, Co(D, G) induces an LSSS for the set of players { Py, ..., P, }, where
for every codeword (f(vo), f(v1), ..., f(vn)) € Co(D,G) = Cz(D,D — G+ (1)),
f(vo) is the secret and f(v;) is P;’s share, 1 < ¢ < n. For any A codewords

C; = (5i75i17~°~75in)
= (fi(vo), fi(v1), ..., fi(vn)) € Ce(D,D =G+ (n), 1<i<A,

it is easy to see that

A A A
X e = (H si [ [ sins - Hsm> € Ce(D,ND — G + (1))
i=1 =1 i=1

If 2g — 2 < deg(MD — G + (n))) < n, then Cr(D,A\(D — G + (n))) has
the dual code Cqo(D,A(D — G + (1)) = Cc(D,AG — (A = 1)(D + (1))). When
deg(A\G — (A = 1)(D + (n))) > 2g, Cqa(D, )\(D G + (n))) has a codeword
with a nonzero first coordinate, implying [, s; = di1ay [T, si; for some
constants a; € Fy. Thus, the LSSS induced by the AG code Co(D,G) is M-
multiplicative. It is easy to see that if degG = m > (A= I)A(” b4 2g then we
have 2g — 2 < deg(A\(D — G + (1)) < n and deg(AG — (A — 1)(D + (n))) > 2g.
Therefore, we have the following theorem.

Theorem 5. Let x be an absolutely irreducible, projective, and nonsingular
curve defined over Fy with genus g, let D = {vg,v1,...,v,} be the set of F,-
rational points on x. Let G be an Fq-rational divisor with degree m satisfying
supp(G)N'D = ( and 2g — 2 < m < n+ 1. Then the LSSS induced by the AG

code Cq(D, Q) is A\-multiplicative, provided m > (/\711\(”71) + 2g.

6 Implications of the Multiplicativity of LSSS

The property of 3-multiplicativity implies strong multiplicativity, and so is suf-
ficient for building MPC protocols against active adversaries. The conditions for
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3-multiplicativity are easy to verify, while verification for strong multiplicativ-
ity involves checking an exponential number of equations (each subset in the
adversary structure corresponds to an equation).

With 3-multiplicative LSSS, or more generally A-multiplicative LSSS, we can
simplify local computation for each player and reduce the round complexity in
MPC protocols. For example, using the technique of Bar-ITlan and Beaver [I],
we can compute Hizl x;, ¢; € Fg, in a constant number of rounds, independent
of [. For simplicity, we consider passive adversaries in the information-theoretic
model. Suppose for 1 < i < [, the shares of x;, denoted by [z;], have already
been distributed among the players. To compute Hizl z;, x; € Fy, we follow the
process of Cramer et al. [4]:

(1) Generate [by €g F],[b1 €r F/],...,[br €r F] and [bg '], (b7 '], .., [,
where b; €r ]Fq* means that b; is a random element in Fq*.
(2) For 1 <i <, each player computes [b;_1x;b; '] from [b;_1], [b; '] and [z;].

(3) Recover d; = bi_lxibjl from [bi_lxibfl] for 1 < ¢ < I, and compute d =

Hi:1 d;.-
(4) Compute [dby *by] from [by '], [b] and d.

It is easy to see that dby'b; = Hé:l z;. Using a multiplicative LSSS, the
above process takes five rounds of interactions as two rounds are required in Step
(2). However, if we use a 3-multiplicative LSSS instead, then only one round is
needed for Step (2). Thus, 3-multiplicative LSSS reduce the round complexity
of computing unbounded fan-in multiplication from five to four. This in turn
simplifies the computation of many problems, such as polynomial evaluation
and solving linear systems of equations.

In general, the relationship between A-multiplicative LSSS and strongly A-
multiplicative LSSS can be described as follows:

.- C SMLSSSxs1 C MLSSSyi1 C SMLSSSy C MLSSSy C -+,

where M LSSS) (respectively, SMLSSS)) denotes the class of A-multiplicative
(respectively, strongly A-multiplicative) LSSS. It is easy to see that SM LSSSy C
MLSSS) because they exist under the conditions Q**! and Q*, respectively.
Since SMLSSSy and MLSSSy;1 both exist under the same necessary and
sufficient condition of Q**1, it is not straightforward to see whether M LSS Sy 1
is strictly contained in SM LSSS)y. For A = 2, we already know that M LSSS; C
SMLSSSs (Section 3)). It would be interesting to find out if this is also true
for A > 2. We have also given an efficient transformation from SMLSSS) to
MLSSSy\11. It remains open whether an efficient transformation from M LSS S
to SMLSSS) exists when the access structure is @Q*'. When A = 2, this is a
well-known open problem [6].

7 Conclusions

In this paper, we propose the new concept of 3-multiplicative LSSS, which form a
subclass of strongly multiplicative LSSS. The 3-multiplicative LSSS are easier to
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construct compared to strongly multiplicative LSSS. They can also simplify the
computation and reduce the round complexity in secure multiparty computation
protocols. We believe that 3-multiplicative LLSSS are a more appropriate primi-
tive as building blocks for secure multiparty computations, and deserve further
investigation. We stress that finding efficient constructions of 3-multiplicative
LSSS for general access structures remains an important open problem.
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Abstract. Recently, Desmedt et al. studied the problem of achieving secure n-
party computation over non-Abelian groups. They considered the passive ad-
versary model and they assumed that the parties were only allowed to perform
black-box operations over the finite group G. They showed three results for the
n-product function fG(z1,...,%n) := x1 -T2 ...  Tn, where the input of party
Pisx; € Gfori € {1,...,n}. First,if t > [ 7] then it is impossible to have
a t-private protocol computing fg. Second, they demonstrated that one could ¢-
privately compute f for any ¢ < [1] — 1 in exponential communication cost.
Third, they constructed a randomized algorithm with O(n t*) communication
complexity for any ¢ < , gc.

In this paper, we extend these results in two directions. First, we use perco-
lation theory to show that for any fixed e > 0, one can design a randomized
algorithm for any ¢ < 215 using O(n?) communication complexity, thus nearly
matching the known upper bound [} ] — 1. This is the first time that percola-
tion theory is used for multiparty computation. Second, we exhibit a determin-
istic construction having polynomial communication cost for any t = O(n'™)
(again for any fixed € > 0). Our results extend to the more general function
fa(xi,...,xm) := x1 -T2 - ... Tm Where m > n and each of the n parties
holds one or more input values.

Keywords: Multiparty Computation, Passive Adversary, Non-Abelian Groups,
Graph Coloring, Percolation Theory.

1 Introduction

In multiparty computation, a set of n parties { Py, ..., P, } want to compute a function
of some secret inputs held locally by these participants. Since its introduction by Yao
[19], multiparty computation has been extensively studied. Most multiparty computa-
tion protocols rely on algebraic structures which are at least Abelian groups [14] as in

J. Pieprzyk (Ed.): ASIACRYPT 2008, LNCS 5350, pp. 37453] 2008.
(© International Association for Cryptologic Research 2008
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(L, 34 144 18, 1104 (L1} [12] for instance. The usefulness of Abelian groups in cryptography
is not restricted to multiparty computation as numerous cryptographic primitives are
developed over such groups [6, [7, [17]. However, the construction of efficient quantum
algorithms to solve the discrete logarithm problem as well as the factoring problem pre-
vent the use of many of these primitives over those machines [[18]. Since quantum algo-
rithms seem to be less efficient over non-Abelian groups, there is increasingly a need for
developing cryptographic constructions over such mathematical structures. The reader
may be aware of the existence of public key cryptosystems for such groups [[15,[16].
Recently, Desmedt et al. studied the problem of designing secure n-party protocol
over non commutative finite groups for the passive (or semi-honest) adversary model
[5]]. Their goal is to guarantee unconditional security simply using a black-box represen-
tation of the finite non-Abelian group (G, -). This assumption means that the n parties
can only perform three operations in (G, -): the group operation ((z,y) — x - y), the
group inversion (x — x~1) and the uniformly distributed group sampling (z €z G).
Desmedt et al. focused on the existence and the design of ¢-private protocols for the n
product function fg(x1,...,2,) =21 - ...z, where the input of party P, is z; € G
for i € {1,...,n}. In such a protocol, no colluding sets C of at most ¢ participants
learn anything about the data hold by any of the remaining members { P, ..., P,} \ C.
Desmedt et al. obtained three important results. First, if ¢ > [ 7] (dishonest majority)
then it is impossible to construct a ¢-private protocol to compute f. Second, if t < [ ]

then one can always design a deterministic ¢-private protocol computing fg with an

exponential communication complexity of O(n (ztj1)2) group elements. Third, they

built a probabilistic ¢-private protocol computing fs with a polynomial communication
complexity of O(n t*) group elements when t < , o',

That work leads to two important questions. First, we would like to know if it is pos-
sible to construct a ¢-private protocol for values of ¢ € [2_348, [5]— 1] with polyno-
mial communication complexity. Second, Desmedt et al.’s construction shows that one
can t-privately compute f with polynomial communication cost for any t = O(log n).
A natural issue is to determine the existence and to construct a deterministic ¢-private
protocol with polynomial communication complexity for other values ¢ (ideally, up to
the threshold [ ] — 1).

In this article, we give a positive answer to these two questions. First, we demonstrate
that the random coloring approach and the graph construction by Desmedt et al. can be
used to guarantee t-privacy for any ¢ < 216 (for any fixed € > 0). The communication
complexity of our construction is O(n?) group elements. This result is obtained using
percolation theory. To the best of our knowledge, this is the first use of this theory in
the context of multiparty computation. Second, we provide a deterministic construction
for any t = O(n'~¢). This scheme has polynomial communication complexity as well.

This paper is organized as follows. In the next section, we will recall the different
reductions performed in [5] to solve the ¢-privacy issue over non-Abelian groups. In
Sect. 3l we present our randomized construction achieving ¢-privacy for any value ¢ <
o Which is closed to the theoretical bound [% ] — 1. In Sect. Bl we show how to
construct deterministic ¢-private protocols having polynomial communication cost for
any t = O(n!~¢). In the last section, we conclude our paper with some remaining open
problems for multiparty computation over non-Abelian black-box groups.
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2 Achieving Secure Computation over Non-Abelian Groups

In this section, we present some of the results and constructions developed by Desmedt
et al. which are necessary to understand our improvements from Sect. 3] and Sect. (4l
First, we recall the definition of secure multiparty computation in the passive, computa-
tionally unbounded attack model, restricted to deterministic symmetric functionalities
and perfect emulation as in [3].

We denote [n] the set of integers {1, ...,n}, {0,1}" the set of all finite binary strings
and | A| the cardinality of the set A.

Definition 1. We denote f : ({0,1}")" + {0,1}" an n-input and single-output func-
tion. Let ] be a n-party protocol for computing f. We denote the n-party input se-
quence by x = (x1,...,%y), the joint protocol view of parties in subset I C [n] by
VIEWP (x), and the protocol output by OUT (x). For 0 < t < n, we say that [|
is a t-private protocol for computing f if there exists a probabilistic polynomial-time
algorithm S, such that, for every I C [n] with |I| < t and every x € ({0,1}")", the
random variables

(S(L,x1, f(x)), f(x)) and (VIEWH (x), OUT! (x))

are identically distributed, where X denotes the projection of the n-ary sequence X on
the coordinates in I.

In the remaining of this paper, we assume that party P; has a personal input z; € G
(for i € [n]) and the function to be computed is the n-party product fo(z1,...,2,) :=
1 ... Tp.

Desmedt et al. first reduced the problem of constructing a ¢-private n-party protocol
for fg to the problem of constructing a symmetric (strong) t-private protocol H/ (see
[S] for a detailed definition of symmetric privacy) to compute the shared 2-product
function f,(z,y) := « - y where the inputs  and y are shared amongst the n parties.
They demonstrated that iterating (n — 1) times the protocol [* would give a t-private
protocol to compute f.

The second reduction occurring in [5] consists of constructing a ¢-private n-party
shared 2-product protocol ]’ from a suitable coloring over particular directed graphs.
We will detail the important steps of this reduction as they will serve the understanding
of our own constructions.

Definition 2 ([5]). We call graph G an admissible Planar Directed Acyclic Graph
(PDAG) with share parameter ¢ and size parameter m(> {) if it has the following
properties:

— The nodes of G are drawn on a square m x m grid of points (each node of G is
located at a grid point but some grid points may not be occupied by nodes). The
rows of the grid are indexed from top to bottom and the columns from left to right
by the integers 1,2, ..., m. A node of G at row i and column j is said to have index
(4,7). G has 2 £ input nodes on the top row, and £ output nodes on the bottom row.

— The incoming edges of a node on row 1 only come from nodes on row i — 1, and
outgoing edges of a node on row i only go to nodes on row i + 1.
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— For each row 1 and column j, let nii’j) << ngz(]% denote the ordered column

indices of the q(i, j) > 0 nodes on level i + 1 which are connected to node (i, j) by
an edge. Then, for each j € [m — 1], we have:
ij i,j+1
Mooy <7
which means that the rightmost node on level i + 1 connected to node (i, j) is to
the left of (or equal to) the leftmost node on level i + 1 connected to node (i, j +1).

An admissible PDAG has 2¢ input nodes. The first £ ones (i.e. (1,1),...,(1,¥)) rep-
resent the x-input nodes while the remaining ones represent the y-input nodes. Let
C': [m] x [m] — [n] be a n-coloring function that associates to each node (¢, j) of G a
color C(4, j) chosen from a set of n possible colors. The following notion will be used
to express the property we expect the graph coloring to have in order to build H/ .

Definition 3 ([5]). We say that C : [m] x [m] — [n] is a t-reliable n-coloring for the
admissible PDAG G (with share parameter { and size parameter m) if for each t-color
subset I C [n], there exist j* € [(] and j, € [{] such that:

— There exists a path PATH,, in G from the j*th x-input node to the j*th output node,
such that none of the path node colors are in subset I (it is called an I-avoiding
path), and

— There exists an I-avoiding path PATH,, in G from the j;th y-input node to the j*th
output node.

If j;, = j* for all I, we say that C' is a symmetric t-reliable n-coloring.

Important Remark: Even if the graph G is directed, it is regarded as non-directed
when building the I-avoiding paths in Definition 3

Desmedt et al. built a protocol []'(G, C) taking as input a graph G and a n coloring
C. We do not detail this protocol in our paper as its internal design does not have
any influence in our work. The reader can find it in [S)]. However, in order to ease the
understanding of our work, we recall the relation between multiparty protocols over a
non-Abelian group G and coloring of admissible PDAGs as it appear in [5]].

The n participants {P,..., P,} are identified by the n colors of the admissible
PDAG G. The input/output nodes of the graph G are labeled by the input/output ele-
ments of the group G. Each edge represents a group element sent from one participant
to another one. Each internal node contains an intermediate value of the protocol. Those
values are computed, at each node A of G, as the group operation between the elements
along all the incoming edges of N from the leftmost one to the rightmost one. This
intermediate value is then redistributed along all the outgoing edges of A using the fol-
lowing Oar-of-O s secret sharing where O s represents the number of outgoing edges
of node NV.

Proposition 1 ([S]). Let g be an element of the non-Abelian group G. Denote \ and
o two integers where [ € [N]. We create a A\-of-X sharing (sq(1),...,s4(X)) of g by
picking the X\ — 1 shares {s4(&)} ce\{u} uniformly and independently at random from
G, and computing s4(1t) to be the unique element of G such that:

g=35g(1) 5(2) ... 54()



Graph Design for Secure Multiparty Computation over Non-Abelian Groups 41

Then, the distribution of the shares (sg(1), ..., sq(\)) is independent of .
We recall the following important result:

Theorem 1 ([S]). If G is an admissible PDAG and C' is a symmetric t-reliable n-
coloring for G then [[' (G, C) achieves symmetric strong t-privacy.

The last reduction is related to the admissible PDAG. Desmedt et al. only consider
admissible PDAGs as defined below and represented in Fig. [l

1 2 3 L
1 « « « « «
2 n % % ) ) v
3 % % ) ) ) v
% % " ) ) v
) ) ) ) ) v
¢ % ) ) ) v
(+1% ) ) ) ) v
. < < < < -«
RN ) ) ) ) v

Fig. 1. The admissible PDAG Gy, (¢, £)

Definition 4 ([5]]). The admissible PDAG G,.;(¢',£) is a £’ x £ directed grid such that:

— [horizontal edges] for i € [{'] and for j € [¢ — 1), there is a directed edge from
node (i,j + 1) to (i, j),

— [vertical edges] for i € [¢' — 1] and for j € [{], there is a directed edge from node
(i,7) to node (i + 1, 7),

- [diagonal edges] for i € [{' — 1] and for j € {2,...,L}, there is a directed edge
from node (i, j) tonode (i + 1,5 — 1).

According to Definition[2] an admissible PDAG has 2 ¢ input nodes and no horizontal
edges. Desmedt et al. indicated that the y-input nodes could be arranged along a column
on Gy, (¢, £) instead of being along the same row as the x-input nodes. They also ex-
plained that Gy,-;(¢', £) could also be drawn according the requirements of Definition 2]
By rotating G;.; (¢, £) by 45 degrees anticlockwise, the z-input nodes and y-input nodes
of Gy (¢, £) are now on the same row and the horizontal edges of G;.;(¢', £) have be-
come diagonal edges which satisfies Definition 21

A priori, Gy (€', £) is a rectangular grid. In [3], Desmedt et al. considered square
grids Gy-;(¢, £) for which they introduced the following notion.

Definition 5 ([5]]). We say that C : [{] X [{] — [n] is a weakly t-reliable n-coloring for
Giri (£, 0) if for each t-color subset I C [n]:
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— There exists an I-avoiding path P, in Gi-;(£,£) from a node on the top row to a
node on the bottom row. Such a path is called an I-avoiding top-bottom path.

— There exists an I-avoiding path Py in Giri(£, {) from a node on the rightmost col-
umn to a node on the leftmost column. Such a path is called an I-avoiding right-left
path.

As said in [3]], the admissible PDAG requirements (Definition 2)) are still satisfied if we
remove from G;,.; some ’positive slope’ diagonal edges and add some ’negative slope’
diagonal edges (connecting a node (¢, j) to node (¢ + 1,5 + 1), for some i € [¢/ — 1]
and j € [¢ — 1]). Such a generalized admissible PDAG is denoted Gr.;.

Lemma 1 ([8]). Let C : [¢] x [£] — [n] be a weakly t-reliable n-coloring for square
admissible PDAG G, (£, £). Then, we can construct a t-reliable n-coloring for a rect-
angular admissible PDAG G g4 (20 — 1, 0).

Thus, Desmedt et al. have demonstrated that it was sufficient to get a weakly ¢-reliable
n coloring for some Gy,;(¢, ¢) in order to construct a ¢-private protocol for computing
the n-product f. The cost communication cost of this protocol is (n — 1) times the
number of edges of Gy (2¢ — 1,¢). Since that grid is obtained from Gy,;(¢, £) using a
mirror, the communication cost of the whole protocol is O(n £?) group elements. The
constructions that we propose in this paper are colorings of some grids G, (¢, £).

3 A Randomized Construction Achieving Maximal Privacy

In this section, we present a randomized construction ensuring the ¢-privacy of the com-
putation of fg up to "' . Our scheme has a linear share parameter £ = O(n).

We use the same random coloring C.4y,q4 for the grid Gy.;(¢, ¢) as in [3]. However,
our analysis is based on percolation theory while Desmedt et al. used a counting-based

argument. We first introduce the following definition which is illustrated in Fig.

Algorithm 1. Coloring C.4p4

Input: A grid G¢ri (4, £).
1. For each (4, j) € [£] x [f], choose the color C(4, ) of node (i, 7) independently and uni-
formly at random from [n].

Output: A n-coloring of the grid.

Definition 6. The triangular lattice of depth ¢ denoted T (¢) is a directed graph drawn
overal x (30— 2) grid such that:

— [horizontal edges] for i € [¢) and for j € [£ — 1], there is a directed edge from node
(i,i+24) 1o (i,i +2(j — 1)),

— [right downwards edges] for i € [¢ — 1] and for j € {0,...,0 — 1}, there is a
directed edge from node (i, + 2 j) tonode (i + 1,1+ 25 + 1),

— [left downwards edges] for i € [{ — 1] and for j € [¢ — 1], there is a directed edge
from node (i,i+ 2 j) tonode (i + 1,i+2j — 1).
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We have the following result.
Lemma 2 ([2]). The triangular lattice T () has the following property:

Pry(there is an open top-bottom path in T (£))
_|_
Pry(there is a closed right-left path in T ({))
=1
When we combine LemmaP] Proposition2land @), we obtain the following:

Pr(there is no I-avoiding top-bottom path in Gy,;(¢, £))

Pry (there is a closed right-left path in 7 (¢))

Pr;_,(there is an open right-left path in 7 (¢)) 3)
In (@), Pr1_,(-) means that we open each vertex with probability 1 — p. We have the
following result from percolation theory.
Lemma 3 ([13]). Let T be the triangular lattice in the plane. Then, the critical proba-
bility of site percolation p5(T') is equal to ;
When the open probability is less than the critical probability, the percolation has the
following properties (see for example Chapter 4, Theorem 9 in [2]]).
Lemma 4 ([9]). If p < p3(T'), then there is a constant ¢ = ¢(p),

Pr,(0 ) < e °™

where {x "=} is the event that there is an open path from x to a point in S,,(x) with
Sy (z) :={y: d(z,y) = n} and d(z,y) denotes the distance between x and y.

Remark: The value 0 from Lemma [ represent the zero element of Z x Z when the
graph is represented as a lattice over that set. In the case of the triangular lattice depicted
as Fig.[2] the value O can be identified to the node (1, 1).

In our case, we have: 1 —p = tn < 2-1"-6 < p3(T). Using Lemmal] we get:

Pr;_,(there is an open right-left path in 7 (¢)) < ¢ Pr;_,(0 S) <tLect=1 (4)

The first inequality is due to the fact that any right-left path has length at least (¢ — 1)
in 7 (¢). Combining (I)-@), we obtain:

Pr(Crana is bad) < 2 <:> fe—ct=1)

Thus, if we choose ¢ := ¢, n for some large enough constant c., we have:
1

Pr(Crana is bad) < on

which guarantees the fact that C.q,,q4 is a weakly t.-reliable n-coloring for Gi,.; (¢, ¢)
with overwhelming probability in n. O

Corollary 1. There exists a black box t.-private protocol for fg with communication
complexity O(n?) group elements where t. = Lokt |- Moreover, for any 6 > 0, we
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can construct a probabilistic algorithm, with run-time polynomial in n and log(6~1),
which outputs a protocol || for fa such that the communication complexity of [] is
O(n®log®(6~ 1)) group elements and the probability that || is not t.-private is
at most 6.

Proof. The existence of the protocol is a direct consequence of Theorem [2] as well as
the different reductions exposed in Sect. 2l As our construction requires £ = O(n),
we deduce that the communication cost of the protocol computing fg is O(n?). The
justification of the running time of the algorithm and the probability of failure ¢ is
identical to what is done in [5]. O

2+4+€

private computation of f¢ using O(n?) group elements. Even if the probability of fail-
ure of our previous construction is small, we would like to remove the randomized
restriction so that we can get a (deterministic) protocol which is always guaranteed to
succeed. In [5]], Desmedt et al. only provided deterministic protocols to compute f¢ in
polynomial communication cost when ¢ = O(logn). In the next section, we present a
deterministic construction for any ¢t = O(n'~¢) where € is any positive constant. Our
construction requires polynomial communication complexity as well.

We showed that it was possible to build a randomized algorithm to achieve L " J-

4 A Deterministic Construction for Secure Computation

In this section, we show how to build a deterministic ¢-private protocol to compute fi
with polynomial complexity cost for any ¢t = O(n'~¢). First, we will focus on particular
pairs (¢,n). Second, we generalize our result to any (¢, n) with ¢t = O(n'~¢).

We recursively construct our admissible PDAG G,... and its coloring C,.... Let d €
N\ {0, 1} be a constant. Denote By the binomial coefficient (% ~').
Theorem 3. For any positive integer k, there is a weakly ty-reliable ny-coloring
Crec(lr) for the square admissible PDAG G,..({x), where the parameters are:

ty = dF —1, g = (2d — 1) and 0, = BY (By + 1)
Proof. We prove the theorem by induction on k.

k=1:Wehavet; =d—1,ny =2d—1and ¢; = By. We set grec(éﬂ = gm(ﬁh 61)
We define C,..(¢1) as being the combinatorial coloring C'..,, designed in [3] and re-
called as Algorithm[2l

Algorithm 2. Coloring Copmp

Input: A L x L grid where L = (7).
1. Let Iy, ..., I1, denote the sequence of all T-color subsets of [IV] (in some ordering).
2. For each (4, j) € [L] x [L], define the color C(z, j) of node (3, j) in the grid to be any color
inthe set S; ; := [N] \ (L; U I;).

Output: A N-coloring of the grid.
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Desmedt et al. noticed that, even if we removed the diagonal edges from G;,.;(¢1, £1),
we still had the existence of [-avoiding top-bottom and right-left paths. Thus, we as-
sume that G,...(¢1) has no such edges so that G,...(¢1) is a square grid the side length of
which is ¢1 nodes. G,...(¢1) is an admissible PDAG.

k > 1: Suppose we already have the construction and coloring for k, we recursively
construct Gpe.(L11) from Gree(Lr).

We first build the block grid B by copying (Bg + 1) x (Bg + 1) times Gre.(41).
The connections between two copies of G,...(¢1) are as follows. Horizontally, we draw
a directed edge from node (4, 1) in the right-hand side copy to node (i, ¢1) in the left-
hand side copy for ¢ € [¢;] (i.e. we horizontally connect nodes at the same level).
Vertically, we draw a directed edge from node ({1, 7) in the top side copy to node (1, j)
in the bottom side copy for j € [¢1] (i.e. we vertically connect nodes at the same level).

The block Bisa (Bg (Bg+ 1)) x (Bg (Bg + 1)) grid. It has the following property
the proof of which can be found in Appendix[Al

Proposition 3. The block grid B admits a (2 d — 1)-coloring (just use the same Comp
Sor each copy of Grec(£1)), such that for any (d — 1)-color subset I C [2d — 1], there
are By + 1 horizontal (vertical) I-avoiding straight lines in B.

Now, we construct G.¢.(¢x+1) and its coloring C....(¢x+1) as follows. We replace each
node in G,..(¢;) by a copy of B. If the node of G,..(¢;) was colored by the color
¢ € [ng], then we color B with the set of colors {(2d —1)(c—1)+ 1, (2d—1)(c—1)+
2,...,(2d —1) ¢}, using Ceomp- All the edges within each copy of B remain identical
in grec(£k+1)-

Now, we show how to connect two copies of B. We first focus on vertical connec-
tions. Consider an edge in G,¢.(¢)) from a node in the i-th row to another node in the
(i + 1)-th row. Since these two nodes have been replaced by two copies of B, we de-
note the nodes on the top copy (i.e. those corresponding to the nodes of the i-th row
inGrec(fk))asvi1,...,01.8,,02.1,--.,U8,+1,8, and the nodes on the bottom copy as
Wi,1y---,W1,B4,W2,15--.,WB;+1,B4-

For each (i, ) € [Ba] % [Bq], we add a directed edge (v; ;, Wi jt+i—1) in Grec(Lri1)-
If the index (j +¢ — 1) is greater than Bg, w; j4;—1 is the node w; 1 j4+;—1-8, . Figure[3]
gives the example for d = 2. The connection process works similarly for two consec-
utive columns where we replace each horizontal edge from G,...(¢x) by 83 different
edges in Grec(Lr41)-

It is clear that the number of nodes on each side of the square G,.c.({11) is:

Uhsr = Ba(By+1) - £, = B (By + 1)*
and the number of colors used in Cree(€gt+1) is N1 = (2d —1) -np = (2d — 1)k+1.
The grid G,e.(¢+1) obtained by this recursive process is also an admissible PDAG due
to the horizontal/vertical connection processes between two copies of B (as well as two
copies of G,...(¢1) inside B).
The last point to prove is that for any ¢j1-color subset I C [nj1], there is an
T-avoiding top-bottom (and right-left) path in G,..(¢x+1). We only prove the existence
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Vi: |Viz |[Vis |Var [Vez Va3 |V |Vaz |Va3 |Var [Vaz Va3

Wi Wiz Wiz W21 [Wap [Wa3 W31 [Waz |Was [Way |Wyp [Was

Fig. 3. How to vertically connect two copies of B when d = 2

of a top-bottom path in this paper as the demonstration of the existence for a right-left
path is similar. For each j € [n], we define the set I; as:

L=In{2d-1)G—-1)+1,(2d-1)(j—1)+2,...,(2d - 1) j}

Since
il ] = ] =ty = d*H =1 )

and each |I;| < 2d — 1, there are at least (nj — t) subsets having at most (d — 1)
elements. Indeed, in the opposite case, we would have:

|+ A+ L | > d (g — (e — e — 1)) = d - dF = d",

which would contradict (3). Assume that S C [ng] is the set of these indices (i.e. for
eachj € S, |I;| < d—1). We have: |[ng] \ S| < ;. By the induction hypothesis, there
is a ([nk] \ S)-avoiding top-bottom path in Gye.(€x), i.e., the colors used on this path
all belong to S. Let vy, . .., vy, be the vertices of the path and denote the color of node
vjasc; € S(j € [m]).

Now, we show there is an [I-avoiding top-bottom path in G,ec(fxt1). In
Grec(Lr+1), each node v; has been replaced by a copy B,; with colors in {(2d—1)(c; —
1)+1,(2d—1)(c;—1)42,...,(2d—1) ¢;}. Since the color set I..; satisfies |I.,| < d—1,
by Proposition 3] we deduce that there are By horizontal and B, vertical I..;-avoiding
paths in B,,.

One can show that this property involves the existence of an /-avoiding top-bottom
path in G,.cc(€x+1). This top-bottom path is the connection of an I, -avoiding path
(from B,, ), an I.,-avoiding path (from B,,,),. . ., an I -avoiding path (from B,,, ). The
reader can find more details about this process in Appendix[Bl A similar demonstration
leads to the existence of an I-avoiding right-left path in G,...(¢x+1) which achieves the
demonstration of our theorem. a

Um

The communication complexity of the protocol to ¢g-privately compute the function
fa(z1, ..., m,, ) using the previous admissible PDAG is O (ny, £2 ) group elements where
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2(2d—1)

0 < BE(By 4+ 1)F1 < 2Cd=Dk 5 92d=1(k-1) < 92k(2d-1) < p 752 (24D

1
Note that the last inequality comes from 2% = n, %2 @~V

Now, we generalize our result to any (¢,n) where t = O(n'~¢) for any fixed positive
€. The class O(n'~°) is the set of all functions f such that: 375 > 03ng > 0 : ¥n >
no f(n) < 1 n'~¢. In our case, the function f is the privacy level ¢. Our main result is
stated as follows.

Theorem 4. For any fixed € > 0, for any fixed T > 0, there exists a constant n. » € N,
such that for any n > ner, if t < Tnl~¢, then there exists a black-box t-private
protocol to compute fg with communication complexity polynomial in n. Moreover,
there is a deterministic polynomial time algorithm to construct the protocol.

Proof. We fixe > Oand 7 > 0. We set d = 2/21-1 and k = [l0g(24—1) 7). We have
d>2.1fn >2d—1then k > 1. In such a condition, we can apply Theorem 3] for
the pair (k, d). There exists a ti-private protocol to compute the value fg(z1,...,Zn,)
using O(ny Ei) group elements where tj,, ny, £, are defined as in Theorem[3] It is clear
that the construction also ¢'-privately computes fg(x1,...,z, ) for any (¢',n’) such
that ' < ¢, and n’ > ny. So, we only need to show 7n'~¢ < t;, n > n; and
£, = poly(n). Due to our choice of d and k, we have:

ng < (2d — 1)L10g<zd71> nl < (2d — 1)!8a-n ™ <

And:
logo d logo d
logo (2d—1) logo 2d
t, > dllogea-nnl _ 1 > glogea-nn-l _ 1 > e > = 1
- - - d - d
Since d = 2/¢171, we get:
r21-1
r2 1-3 5
n ‘e n 2 n2
ty > —1> —1> n'7¢—1
=521 = 9l?1-1 = 9[?]-1
Since ¢ is a fixed positive constant, the mapping n +— (2]271 has an infinite limit.
2 e
Therefore: Ine » >0 : Vn > ne ;- 2(2]2_1 > 7+ nie'

Remember that we early required n > 2d — 1 in order to use Theorem [3 If we set
Ne,r = max(2d — 1,7, ;) then:

ng <n

V2 ner {tk > rpl=c >t

2(2d—1)
It remains to argue about ¢;. Since ny < n, we have: £}, < nles22d4-1)_ Since d is
independent from n, ¢ is upper bounded by a polynomial in n. O
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The previous theorem claims that for any fixed ¢, if n is chosen large enough then we
can t-privately compute fg for any t = O(n!~¢). Such an asymptotic survey is also
performed in [S]. However, in practical applications, the number of participants is not
asymptotically large. The deterministic construction by Desmedt et al. has polynomial
cost when ¢ = O(logn). We now present a result valid for any group size n which
guarantees privacy for larger ¢’s than in [S]] using polynomial communication as well.

Theorem 5. For any positive integer n no smaller than 3, there exists a black-box pro-
logg 2

tocol for fo whichis ([™ ;3 1 — 1)-private. It requires the n participants to exchange

O(n®) group elements. Moreover; there is a deterministic polynomial time algorithm to

construct the protocol.

Proof. We set d = 2 and k := |logs(n)]. The protocol obtained using Theorem 3| has

logg 2 142 lo 2
parameter ¢, > " ;3 — Land n, < n. We have: By = 3. Therefore: £ < ™ 5

Thus, we obtain: n,¢2 = O(n®). O

5 Conclusion and Open Problems

In this paper, we first demonstrated that we could construct a probabilistic ¢-private
protocol computing the n-product function over any non-Abelian group for any ¢t up to
2’; (for any fixed positive ), thus nearly matching the known upper bound [ 5] — 1.
As the communication complexity of our construction is O(n?) group elements, this
result answers one of the questions asked by Desmedt et al. concerning the largest col-
lision resistance achievable with an admissible PDAG of size polynomial in n. Note that
Desmedt et al. indicated the discovery of a construction for (n, t) = (24, 11) improving
locally their own theoretical bound , ¢, since 11 ~ 2_21‘§2. Our result demonstrates the
existence of such a construction for any fixed positive € (in [3], we have the particular
case ¢ = 0.182). Since the scheme developed in [3] (exclusively valid for ¢t < , J'\.)
only requires O(n t?) elements to be exchanged, a direction to further investigate is the
existence of a (randomized) ¢-private protocol for any ¢ < [ ] — 1 having at most the
cost of Desmedt et al.’s scheme.

Second, we showed that it was possible to construct a deterministic ¢-private n-party
protocol to compute f having a polynomial communication cost for any t = O(n!~¢).
For practical purpose, one may want to optimize the choice of parameters in our con-

struction. For example, we have proved that one could ¢-privately compute f for any
nloss 2

(t,n) satisfying t < [ 5 -‘ —1.

Desmedt et al. argued that the reduction from a protocol computing the n-product
to a subroutine computing the shared 2-product extended to the more general function
fg(azl, ooy Tyy) i=T1 - Ta - ... Ty, Where m > n and each of the n parties holds one
or more input values. This ensured the validity of their protocol to securely compute fg
as well. Since the constructions that we presented are particular admissible PDAGs, our
results are also valid to compute fg.

Our work leads to the following two questions. First, is it possible to reduce the
communication cost when t = O(n'~¢)? Second, can we generalize this approach to
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design a deterministic polynomial communication cost algorithm for any ¢ up to the
threshold [ 7] —1?

Apart from the previous points which constitute directions to improve the security
for the passive adversary model, a problem which requires attention is the possibility
of achieving secure computation of f; against malicious parties. Indeed, even if mul-
tiparty computation can be used with small groups (as in the case of the Millionaires’
problem [[19]]), the general purpose is to enable large communication groups to perform
common computations and the larger the number of parties is, the more likely (at least)
one of them will deviate from the given protocol.
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A Proof of Proposition

Let I be a (d — 1)-color subset of [2d — 1]. In [5]], Desmedt et al. demonstrated that
there were a I-avoiding top-bottom path and a I-avoiding right-left path in Gy,; (€1, ¢1).
They also showed that those two paths were straight lines. Thus, one can remove the
diagonal edges of Gy,;(¢1, ¢1) while preserving those paths. This means that there exist
a [-avoiding top-bottom path and a I-avoiding right-left path in G,..(¢1) which are
straight lines.

Since Bis a-(By+1) x (Bg+ 1)-copy of G,...(¢1) and, due to the vertical/horizontal
connections of these copies, we deduce that there are (B, + 1) [-avoiding top-bottom
paths and (B, + 1) I-avoiding right-left paths in B. Moreover, each of these paths is a
straight line.

B Connection of Color Avoiding Paths

It was shown in the proof of Theorem[3] that each block B,, had B, horizontal and B,
vertical I.,-avoiding paths. In this appendix, we show how to construct a I-avoiding
top-bottom path in G,ec(fg+1). Our path will start at the top of B,, and ends at the
bottom of B, , .

Every grid from the family (Grec(¢1)),~; is a square grid. Thus, the sequence of
blocks By, ;- .., By, in Gree(f)11) is determined by the position of B, as well as the
m-tuple of letters from {£, R, T, B} (Left, Right, Top, Bottom) indicating the output
side of the block B,,, for i € [m]. Note that the last letter of the tuple is always B since
the I-avoiding top-bottom path ends at the bottom of B, , .

This tuple has the property the two consecutive letters cannot be opposite to each

other (i.e, one cannot have (£, R), (R, £), (%, B) or (B, T)). This means that you leave
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a block on a different side that you entered it. The reader can check the correctness of
this claim by a simple recursive process on the parameter k. This property is trivially
true for k = 1 since Gre.(¢1) = Giri(¢1). The recursion follows from the path construc-
tion that we will design below.

Proposition 4. Let i be any element of [m]. Assume that N is any node on a side of
B, belonging to a I.,-avoiding straight line path. For each other side S; of B,,, we
can construct a I.,-avoiding path from N to any of the (Bq+ 1) nodes on &; belonging
to a I.,-avoiding straight line path.

Proof. We only provide a proof when A is on the top side of B,, (the three other
cases are similar). The three possible output sides are B, £ and ‘R. The block B,, is
a-(Bg+ 1) x (Bg + 1)-copy of the original grid G,...(¢1). Thus, B, can be treated as a
(Bg+1) x (Bg+ 1) array of grids G,...(¢1). Based on this observation, we will use the
terminology grid-row (respectively grid-column) to denote a set of 34 + 1 horizontal
(respectively vertical) grids G,.e.(¢1) in B,,.

1. &; = B. The vertical I, -avoiding path starting at node N intersects the hori-
zontal I.,-avoiding path located within the bottom grid-row of B,, at node Z. That
horizontal path intersects each of the B; + 1 vertical I.,-avoiding paths (one within
each grid-column) at 7, . .., Zg,+1. Note that Z = 7, for some 1 € [B4+ 1]. Once we
are at one of the Z;’s, we simply go vertically downwards to the node /\/J’ located at the
bottom side of the block B,,.

Thus, we can construct a path from A to each of the B4 + 1 output nodes on
the bottom side of B, belonging to the vertical I.;-avoiding paths. Those paths are
WN,Z,Z;,N]) for j € [Ba + 1].

2. &; = fR. The vertical I..,-avoiding path starting at node N intersects the horizon-
tal I.,-avoiding path located within the top grid-row of B,, at node Z. That horizontal
path intersects the vertical I.,-avoiding path located within the rightmost grid-column
of B,, atnode 7. This vertical path intersects each of the 35+ 1 horizontal /., -avoiding
paths (one within each grid-row) at Il, .. Igﬁl As before, we get: 7= I for some
p € [Bg +1]. Once we are at one of the I] s, we horizontally go rightwards to the node
/\/Jf located on the right hand side of the block B,, .

Thus, we can construct a path from N to each of the By + 1 output nodes on the
right hand side of B,,; belonging to the horizontal I.;-avoiding paths. Those paths are

(N.Z,Z,Z;,N}) for j € [By+1].
3. 6; = £. This is analogous to the previous case. a

We can finally construct a [-avoiding top-bottom path in G,..(fx+1). We denote the
m-tuple of output sides as (&1, ..., S,,). As previously said, we have: &,,, = B.

We start at any node N; located on the top side of B,, and on a vertical I., -avoiding
path. Using Proposition [, we can connect N7 to any of the B4 + 1 nodes on side &,
of B, using a I, -avoiding path. An important remark is that each block of the whole
grid Grec(Lr41) is aset of (By + 1) x (Bg + 1) identical copies of Gy¢.(¢1) (including
the coloring). As a consequence, these B4 + 1 nodes have the same location in their
respective copies of G,...(¢1). Given the connection process between any pair of blocks
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within Ge.({k+1), one of these By + 1 nodes must be connected to a node Ny from
block B,, belonging to a I.,-avoiding straight line path. Similarly, N3 is connected via
a I.,-avoiding path in B,,, to a node N3 from B,,, belonging to a I.,-avoiding straight
line path. If we repeat this process for each of the remaining blocks, we obtain a set of
m — 1 nodes Ny, ..., N,,_1. The last node N,,, 1 can be connected to a node N, on
the bottom side of B, using a I., -avoiding path. Thus, Ny (top side of G.c.(¢k11)) is
connected to N, (bottom side of G,...(fx+1)) using a I-avoiding path which achieves
the demonstration of our theorem.

Remark: As claimed above, this construction involves that the two consecutive side
letters of the m-tuple cannot be opposite to each other.
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Abstract. In the 1940’s, Shannon applied his information theory to
build a mathematical foundation for classical cryptography which stud-
ies how information can be securely encrypted and communicated. In
the internet age, Turing’s theory of computation has been summoned
to augment Shannon’s model and create new frameworks, under which
numerous cryptographic applications have blossomed. Fundamental con-
cepts, such as “information” and “knowledge transfer”, often need to be
re-examined and reformulated. The amalgamation process is still on-
going in view of the many unsolved security issues. In this talk we give
a brief overview of the background, and discuss some of the recent de-
velopments in complexity-based cryptography. We also raise some open
questions and explore directions for future work.

J. Pieprzyk (Ed.): ASTACRYPT 2008, LNCS 5350, p. 54, 2008.
© International Association for Cryptologic Research 2008



A Modular Security Analysis of the TLS
Handshake Protocol

P. Morrissey, N.P. Smart, and B. Warinschi

Department Computer Science, University of Bristol,
Merchant Venturers Building, Woodland Road,
Bristol, BS8 1UB,

United Kingdom
paulm,nigel,bogdan@cs.bris.ac.uk

Abstract. We study the security of the widely deployed Secure Ses-
sion Layer/Transport Layer Security (TLS) key agreement protocol. Our
analysis identifies, justifies, and exploits the modularity present in the
design of the protocol: the application keys offered to higher level appli-
cations are obtained from a master key, which in turn is derived, through
interaction, from a pre-master key.

Our first contribution consists of formal models that clarify the se-
curity level enjoyed by each of these types of keys. The models that we
provide fall under well established paradigms in defining execution, and
security notions. We capture the realistic setting where only one of the
two parties involved in the execution of the protocol (namely the server)
has a certified public key, and where the same master key is used to
generate multiple application keys.

The main contribution of the paper is a modular and generic proof
of security for the application keys established through the TLS proto-
col. We show that the transformation used by TLS to derive master
keys essentially transforms an arbitrary secure pre-master key agree-
ment protocol into a secure master-key agreement protocol. Similarly,
the transformation used to derive application keys works when applied
to an arbitrary secure master-key agreement protocol. These results are
in the random oracle model. The security of the overall protocol then
follows from proofs of security for the basic pre-master key generation
protocols employed by TLS.

1 Introduction

The SSL key agreement protocol, developed by Netscape, was made publicly
available in 1994 [22] and after various improvements [20] has formed the bases
for the TLS protocol [18, [19] which is nowadays ubiquitously present in secure
communications over the internet. Surprisingly, despite its practical importance,
this protocol had never been analyzed using the rigorous methods of modern
cryptography. In this paper we offer one such analysis. Before describing our
results and discussing their implications we recall the structure of the TLS pro-
tocol (Figure [T]). The protocol proceeds in six phases. Through phases (1) and
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(2) parties confirm their willingness to engage in the protocol, exchange, and
verify the validity of their identities and public keys (it is assumed that at least
one party (the server) possess a long term public/private key pair (PKpg, SKg),
as well as a certificate sigo, (PKp) issued by some certification authority CA).
The next four phases, which are the focus of this paper, are as follows.

(3) A pre-master secret s € Spug is obtained using one of a number of proto-
cols that include RSA based key transport and signed Diffie-Hellman key
exchange (which we describe and analyze later in the paper).

(4) The pre-master secret key s is used to derive a master secret m € Sys,
with m = G(s,r4,rp). Here r4, rp are random nonces that the two parties
exchange and G is a key derivation function. The obtained master secret
key is confirmed by using it to compute two MACs of the transcript of the
conversation which are then exchanged.

(5) In the next phase the master key m is used to obtain one or more appli-
cation keys: for each application key, the parties exchange random nonces
na and np and compute the shared application key via k = k' || k" «
H(m,na,np). Here, H is a key derivation function. Notice, that each ap-
plication key is actually two keys: one for securing communication from the
client to the server, and one from the server to the client. This is important
to prevent reflection attacks.

(6) Finally the application keys are used in an application (and we exhibit one
possible use for encrypting some arbitrary messages). We emphasise that
many applications can use the same master key by repeated application of
Steps 5 and 6.

The proper use of keys in this last stage had been the object of previous studies |4,
25) and is not part of our analysis.

An interesting aspect of TLS is that the protocols used to obtain the pre-
master secret in Step (3) are very simplistic and on their own insecure in the
terms of modern cryptography. It is the combination of step (3) with those in
(4) and (5) which leads (as we show in this paper) to secure key agreement
protocol in the standard sense. Broadly speaking, our goal is to derive sufficient
security conditions on the pre-master key agreement protocol which would ensure
that the above combination indeed yields a secure key-agreement protocol in a
standard cryptographic sense.

We caution that in our analysis we disregard steps (1) and (2), and therefore
assume an existing PKI which authenticates all public keys in use in the system.
In particular we do not take into account any so-called PKI attacks.

MODELS. Much of the previous work on key agreement protocols in the provable
security community has focused on defining security models and then creating
protocols which meet the security goals of the models. In some sense, we are taking
the opposite approach: we focus on a particular existing protocol, namely TLS,
and develop security models that capture the security levels that the various keys
derived in one execution of the protocol enjoy. The path we take is also motivated
by the lack of models that capture precisely the security of these keys.
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Fig. 1. A general TLS like protocol

A second important aspect of our approach is that unlike in prior work on key-
agreement protocols, we do not regard the protocol as a monolithic structure. In-
stead, we identify the structure described above and give security models for each
of the keys that are derived in the protocol. A benefit that follows from this mod-
ular approach is that we split the analysis of the overall protocol to the analysis
of its components, thus making the task of proving security more manageable.

We first provide a model for pre-master key agreement protocols. The model is
a weakened version of the Blake-Wilson, Johnson and Menezes (BJM) model [9].
In particular we only require that pre-master key agreement protocols are secure
in a one-way sense (the adversary cannot recover the entire established key), and
that the protocol is secure against man-in-the-middle attacks. In addition, unlike
in prior work, we model the realistic setting where only one of the parties involved
in the protocol is required to possess a certified public key.

Next, we give a security model for master-key agreement protocols which
strengthens the one described above. We still only require secrecy for keys in
the one-wayness sense, but now we ask for the protocol to also be secure against
unknown-key-share attacks. In addition, we introduce key-confirmation as a re-
quirement for master keys.

Finally, via a further extension, we obtain a model for the security of key
agreement protocols. Our model for application key security is rather standard,
and resembles the BJM model: we require for the established key to be indis-
tinguishable from a randomly chosen one, and we give the adversary complete
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control over the network, and various corruption capabilities. Our model explic-
itly takes into consideration the possibility that the same master key is used to
derive multiple application keys.

SECURITY ANALYSIS OF THE TLS HANDSHAKE PROTOCOL. Based on the models
that we developed, we give a security proof for the TLS handshake protocol. In
particular, we analyze a version where the MAC sent in step 4 is passed in the clear
(and not encrypted under the application keys as in full TLS.) It is intuitively clear
that the security of the full TLS protocol follows from our analysis. While a direct
analysis of the latter may be desirable we choose to trade immediate applicability
of our results to full TLS for the modularity afforded by our abstraction.

Our proof is modular and generic. Specifically, we show that the protocol
(II; MKDss| (Mac, G)) obtained by appending to an arbitrary pre-master key
agreement protocol IT the flows in phase (4) of TLS is a secure master-key
agreement protocol in the sense that we define in this paper. The result holds
provided that the message authentication code used in the transformation is
secure and the hash function in the construction is modeled as a random oracle.
Similarly, we show that starting from an arbitrary secure master-key agreement
protocol II, the protocol (II;AKssi (H)) obtained by appending the flows in
phase (5) of TLS is a secure application-key agreement protocol (provided that
H is modeled as a random oracle).

An important benefit of the modular approach that we employ surfaces at
this stage: to conclude the security of the overall protocol it is sufficient to show
that the individual pre-master key agreement protocols of TLS are indeed secure
(in the weak sense that we put forth in this paper). The analysis is thus more
manageable, and avoids duplicating and rehashing proof ideas, which would be
the case if one was to analyze TLS in its entirety for each distinct method for
establishing pre-master keys.

IMPACT ON PRACTICE. An implication of practical consequence of our analysis
concerns the use of encryption for implementing the pre-master key agreement
protocol of TLS. Currently, the RSA key transport mode of TLS uses a ran-
domized padding mechanism to avoid known problems with vanilla RSA. The
original choice was the encryption scheme from PKCS-v1.0. The exact choice
is historic, but in modern terms was made to attempt to create an IND-CCA
encryption scheme. It turns out that the encryption scheme from PKCS-v1.0 is
not in fact IND-CCA secure. This was exploited in the famous reaction attack
by Bleichenbacher |11] on SSL, where invalid ciphertext messages were used to
obtain pre-master secret keys. Our analysis implies that no randomized padding
mechanism is actually needed, as deterministic encryption suffices to guarantee
the security of the whole protocol.

Importantly, our models do capture security against reaction attacks as long
as the full behaviour of the protocol is specified and analyzed. The key aspect is
that the analysis should include the behaviour of the parties when the messages
that they receive do not follow the protocol (e.g. are malformed). Our analysis
of the premaster key agreement based on encryption schemes (e.g. that based on
RSA) considers and thus justifies the validity of the patch proposed to cope with
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reaction attacks, i.e. by ensuring that the execution when malformed packages
are received is indistinguishable from honest executions.

Our models can be used to explicitly capture one-way and mutual authentica-
tion via public-key certificate information. We do not model variants of the stan-
dard TLS protocol which can include password-based authentication or shared
key-based techniques. We leave these extensions for future work.

It is important to observe that our model does not require that the application
keys satisfy a notion of key-confirmation (as we require for the master-keys).
Indeed, the TLS protocol does not ensure this property. However, one may obtain
implicit key confirmation through the use of such keys in further applications. In
some sense, this loss is a by-product of the way we have broken up the protocol.
One of our goals was to show what security properties each of the stages provides,
and therefore we modeled and analyzed the security of the application keys.
However, if one considers Stages 1-4 as the key agreement protocol, and stages
5-6 as the application where the keys are used, then one does obtain an explicit
notion of key confirmation. Hence, the loss of explicit key confirmation in Stage
5 should not be considered a design flaw in TLS.

ON THE USE OF THE RANDOM ORACLE MODEL. In our proofs we assume that
the key derivation function is a random oracle, i.e. an idealized randomness ex-
tractor. As such, the typical disclaimer associated to proofs in the random oracle
model certainly applies, and we caution against over optimism in their interpre-
tation. A natural and important question is whether a standard model analysis
is possible, ideally, assuming that the key derivation function is pseudorandom
(as is the function based on HMAC used in the current specification of TLS).
Unfortunately, indirect evidence indicates that such a result is extremely hard to
obtain. As observed by Jonsson and Kaliski in their analysis of the use of RSA in
TLS (23], the use of the key derivation function in TLS is akin to the use of such
functions in deriving DEM keys under the KEM/DEM paradigm [16]. It is thus
likely that a proof as above would immediately imply an efficient RSA-based
encryption scheme secure in the standard model, thus solving a long-standing
open question in cryptography.

Related Work. The work which is closest with ours is the analysis of the
use of RSA in TLS by Jonsson and Kaliski [23]. They consider a very simplified
security model for the master secret key, for the particular case when the protocol
for premaster key is based on encryption. We share the modeling of the key
derivation function as a random oracle, and the observation that deterministic
encryption may suffice for a secure premaster key had also been made there.
However, the present work uses a far more general and modular model for key-
exchange, analyzes several pre-master key agreement protocols, including one
based on DDH which is offered by TLS.

Other analyses of the TLS protocol used Dolev-Yao models, where ideal secu-
rity of the underlying primitives is postulated, and thus no guarantees are offered
for the more concrete world. Such analyses include the one carried out by Mitchel,
Shmatikov, and Stern [28] using a model checker, and the one of Paulson who used
the inductive method [30]. Wagner and Schneier analyze various security aspects
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of SSL 3.0 [32], but their treatment is informal. Finally, Bellare and Namprem-
pre [4], and Krawczyk [25] study how to correctly use the application keys derived
via TLS. Their treatment is focused exclusively on the use of keys, and is not con-
cerned with the security of the entire key agreement protocol.

The first complexity theoretic model for key agreement was the Bellare-
Rogaway (BR) model [6,[7]. The main driving forces of this model were the works
of |8, [17]. Since the initial work of Bellare and Rogaway there have been a number
of other models proposed for key-exchange in various applications and environ-
ments 1,13, 15, 19, 10, 12, 13, 114, 27, 31]. These models can be loosely categorised
into two main groups: those that use simulation based techniques (3,114, 131], and
those closer to the original BR model that use an indistinguishability based ap-
proach [9,[10, 13, [27]. As explained before, our analysis uses a model that falls in
the latter category which, as argued elsewhere [13], has certain drawbacks but also
several important benefits over the simulation based approach. Certainly, our gen-
eral understanding of TLS would benefit from an analysis in a simulation based
model, especially one that guarantees compositionality [14]. However, in such set-
tings care must be taken on the use of the UC session identifiers which must be
unique and predetermined. Furthermore, multiple sessions of TLS use the same
long term secret keys which is a setting inherently difficult to handle in the UC
framework. The joint state UC theorem [15] a technical tool sometimes useful in
such situations does not apply to encryption (as used by encryption based pre-
master key derivation). Furthermore, applying the JUC theorem to protocols that
use signatures it requires signing messages/session identifier pairs, thus obtaining
an analysis of a related but different protocol.

Some aspects of other indistinguishability-based models relevant to our work
are the following. In [6] entity authentication and authenticated key distribution
are considered in the two-party symmetric key case where users are modeled as
message driven oracles. The adversary in this case acts as the communications
channel between users. To define security, the notions of an “error-free history”
of [8] and of “matching protocol runs” from [17] are made formal in [6] using the
notion of a matching conversation. We use this notion in our definitions.

Various security attributes are then included in the definition of security by
allowing the adversary to make corresponding queries such as Reveal queries. In
[7] this was developed to model the three party symmetric key case for entity
authentication and key distribution. The models most relevant to our work are
the Blake-Wilson, Johnson and Menezes (BJM) based models |9, [10, [27]. The
BJM model of |9] extended the BR model, to authenticated key agreement (AK)
and authenticated key agreement with key confirmation (AKC) in the public key
case. The work of [9] uses the notion of a No-Matching condition [6], to define a
clearer separation between AK and AKC protocols and deals with Diffie-Hellman
(DH) like protocols. Our execution models are inspired by the BJM model (while
our security definitions are different.)

Following on from this [10] deals with the case of key transport using public
key encryption (PKE) and key agreement using DH key agreement with digital
signatures (DSS). In [27] a modular proof technique was used in a modified BJM
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model to prove security of key agreement protocols relative to a gap assumption.
Indeed, the idea of transforming a one-way security definition into an indistin-
guishability definition occurs also in the generic transform proposed by Kudla
and Paterson [26, 27] and our techniques are very similar to theirs.

Finally, an important security model that is related to ours is that of Canetti
and Krawczyk (CK) [13]. In addition to the corruption capabilities that we
consider, the CK model allows the adversary to obtain the entire internal state
of a session and in particular the ephemeral secrets used in sessions. As pointed
out by Choo et al. this type of query is the only essential difference between
the adversarial capabilities in the model of Bellare and Rogaway and that of
Canetti and Krawczyk (see Table 2 of [24]). Clearly, our analysis does not offer
guarantees in the face of such extremely powerful types of adversaries and in
fact it can be easily seen that under such attacks the TLS version that uses the
DDH-based premaster secret key agreement is insecure. It may be possible that
one can demonstrate security of TLS under such stronger attacks by assuming
secure erasures as done for similar protocols [13, [14].

By adopting the style of the BR models over the style of the CK model we
also avoid some of the idiosyncrasies of the latter related to the use of session
identifiers (which need to be unique, and somehow agreed upon in advance by
participating parties) [13, 24]. For a further discussion on the use of identifiers
in the CK model versus the BR model see [24].

One other aspect of [13] which is somewhat related to our work is a modular
framework for designing protocols. In the model of [13] one can first develop
a secure protocol under the powerful assumption that all communication is au-
thenticated. Then, a secure protocol in the more realistic setting with no authen-
ticated communication is obtained by applying a generic transformation using
an authenticator. Obviously, the modular structure of TLS that we observe and
exploit is of a different nature. In particular it does not seem possible to regard
TLS as the result of applying an authenticator to some other protocol.

2 A Generic Execution Model for Two-Party Protocols

The security models that we use in this paper are based on the earlier work
of Bellare et al. [3, |5, |6, [7], as refined by BJM [9]. In this section we give a
general description of the common features of these models, and recall some of
the intuition behind them. Later, we specialise the general model for the different
tasks that we consider in the paper.

REGISTERED AND UNREGISTERED USERS. We model a setting with two kinds of
users: registered users (with identities in some set i) and non-registered user (with
identities in some set U’). Each user U € U has a long-term public key PKy and a
corresponding long term private key SKy;. The set U is intended to model the set of
servers in the standard one-way authentication mode of TLS, the set of identities
U’ models users that do not have a long term public/private key pair.

MODELS FOR INTERACTIVE PROTOCOLS EXECUTION. We are concerned with
two-party protocols: interactive programs in which an initiator and a responder
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communicate via some communication channel. Each of the two parties runs
some reactive program: each program expects to receive a message from the
communication channel, computes a response, and sends this back to the chan-
nel. We refer to one execution of the program for the initiator (respectively,
responder) as an initiator session (respectively, a responder session). Each party
may engage in multiple, concurrent, initiator and responder sessions.

As standard, we assume an adversary in absolute control of the communication
network: the adversary intercepts all messages sent by parties, and may respond
with whatever message it wants. This situation is captured by considering an ad-
versary (an arbitrary probabilistic, polynomial-time algorithm) who has access to
oracles that correspond to some (initiator or responder) sessions of the protocol
which the oracle maintains internally. In particular, each oracle maintains an in-
ternal state which consists of the variables of the session to which it corresponds,
and additional meta-variables used later to define security notions. In our descrip-
tions we typically ignore the details of the local variables of the sessions, and we
omit a precise specification of how these sessions are executed. Both notions are
standard. The typical meta-variables of an oracle O include the following. Variable
To € {0,1}*U{L} that maintains the transcript of all messages sent and received
by the oracle, and occasionally, other data pertaining to the execution. Variable
rolep € {initiator, responder, 1} records the type of session to which the oracle
corresponds. Variable pid, € U keeps track of the identity of the intended partner
of the session maintained by O. Variable ¢ indicates whether the session had fin-
ished successfully, or unsuccessfully. We specify the values that this variable takes
later in the paper. Finally, variable yo € {L, corrupted} records whether or not
the session had been corrupted by the adversary.

After an initialisation phase, in which long term keys for the parties are gener-
ated the adversary takes control of the execution which he drives forward using
several types of queries. The adversary can create a new session of user U play-
ing the role of the initiator/responder by issuing a query NewSession(U, role),
with role € {initiator, responder}. User U can be either registered or unregis-
tered. We write IT}; for the i’th session of user U. To any oracle O the adversary
can send a message msg using the query Send(O, msg). In return the adversary
receives an answer computed according to the session maintained by O. The
adversary may also corrupt oracles. Later in the paper when we specialise the
general model, we also clarify the different versions of corruptions that can oc-
cur and how are they handled by the oracles. The execution halts whenever the
adversary decides to do so.

To identify sessions that interact with each other we use the notion of matching
conversations introduced by Bellare and Rogaway (which essentially states that the
inputs to one session are outputs of the other sessions, and the other way around) [6].

3 Pre-master Key Agreement Protocols

In this section we specialise the general model described above for the case of
pre-master key agreement protocols, and analyze the security of the pre-master
key agreement protocols used in TLS.
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As discussed in the introduction, the design of our models is guided by the
security properties that the various subprotocols of TLS satisfy. In particular,
we require extremely weak security properties for the pre-master secret key.
Specifically, we demand that an adversary is not able to fully recover the key
shared between two honest parties. In its attack the adversary is allowed to
adaptively corrupt parties and obtain their long term secret key, and is allowed
to check if a certain string s equals the pre-master secret key held by some honest
session. The latter capability models an extremely limited form of reveal queries:
our adversary is not allowed to obtain the pre-master secret key of any of the
sessions, but can only guess (and then check) their values.

The formal model of security for pre-master key agreement protocols extends
the general model in Section [2l and makes only mild assumptions regarding the
syntax of such protocols. Specifically, we assume that the pre-master key be-
longs to some space Spys. This space is often the support set of some mathe-
matical structure such as a group. We require that if ¢ is the security parameter
then #Spyg > 2°. Furthermore, we assume that the initiator and responder
programs use a variable s € Spys U {L} that stores the shared pre-master
key. The corresponding variable stored by some oracle O is sp. For pre-master
secret key agreement protocols the internal variable é» stores one of the fol-
lowing values: L (the session had not finished its execution), accepted-pmk (the
session had finished its execution successfully (which in particular means that
so holds some pre-master session key in Spmg) or rejected (the session had
finished its execution unsuccessfully). Unless 6o = accepted-pmk we assume
so =1.

The corruption capabilities of the adversary discussed above are modeled
using queries Corrupt and Check formally defined as follows. When the adversary
issues a query Corrupt(U) the following actions take place. If U € U then SKy
is returned to the adversary, and we say that party U had been corrupted. In
all sessions O = I}, for some i € N the value of yo is set to corrupted and
no further interaction between these oracles and the adversary may take place.
Additionally, no further queries NewSession(U, role) are permitted.

When the adversary issues the query Check(O, s), for O = II};, i € N, U some
uncorrupted party, and s € Spyg, then the answer returned to the adversary
is true, if 6p = accepted-pmk and sp = s, and false otherwise. When a given
oracle is initialized all values for the internal states are set to L. At the end of
a protocol, the role, partner ID, and oracle state (but not the pre-master key)
are recorded in the transcript.

The following definition captures the class of oracles which are valid targets
for the attacker using the notion of “fresh oracles”. These are uncorrupted ora-
cles who have successfully finished their execution, and have a known intended
partner who is also not corrupted.

Definition 1 (Fresh Pre-Master Secret Key Oracle). A pre-master secret
oracle O is said to be fresh if all of the following conditions are satisfied:

(1) vo =L, (2) b0 = accepted-pmk, and (3) 3 V € U such that V is
uncorrupted and pidp = V.
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SECURITY GAME FOR PRE-MASTER KEY AGREEMENT PROTOCOLS. We define
the security of a pre-master key agreement protocol IT via the following game

Execa\f\ZPMS(t) between an adversary A and a challenger C:

(1) The challenger, C, generates public/secret key pairs for each user U € U (by
running the appropriate key-generation algorithm on the security parameter
t), and returns the public keys to A.

(2) Adversary A, is allowed to make as many NewSession, Send, Check, and
Corrupt queries as it likes.

(3) At some point A outputs a pair (O*,s*), where O* is some pre-master
secret oracle, and s* € Spys.

We say the adversary A wins if its output (O*, s*) is such that O* is fresh, and

s* = sp+. In this case the output of ExecH\{\SPMS(t) is set to 1. Otherwise the

output of the experiment is set to 0. We write

AdvQTM () = PriExecQ ™Mo (1) = 1],
. .. OW-PMS .. .
for the advantage of A in winning the Execy;; () game. The probability is
taken over all the random coins used in the game. We deem a pre-master secret

key protocol secure if the adversary is not able to fully compute the key held by
fresh oracles.

Definition 2 (Pre-Master Key Agreement Security). A pre-master key
agreement protocol is secure if it satisfies the following requirements:

e Correctness: If at the end of the execution of a benign adversary, who cor-
rectly relays messages, any two oracles which have had a matching conversa-
tion hold the same pre-master key, and the key should be distributed uniformly
on the pre-master key space Spus.-

e Key Secrecy: A pre-master key agreement protocol Il satisfies OW-PMS
key secrecy if for any p.p.t. adversary A its advantage AdvaYvﬁPMS(t) is a
negligible function.

Before proceeding, we discuss the strength of our model for the security of pre-
master secret keys, and several authentication issues.

REMARK 1. Our security requirements for pre-master secret key agreement are
significantly weaker than the standard requirements for key exchange |6, [7]. In
particular, we only require secrecy in the sense of one-wayness (not in the sense
of indistinguishability from a random key). Furthermore, the corruption abilities
of the adversary are severely limited: the adversary cannot obtain (or “reveal”)
pre-master secrets established by honest parties (even if these parties are not
those under the attack).

REMARK 2. As a consequence of our security requirements our model may
deem protocols that succumb to unknown-key-share attacks [17] secure. In such
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attacks, two sessions belonging to honest users U and V locally establish the
same pre-master secret key, without intentional interaction with each other.

REMARK 3. Security under our notion guarantees security against man-in-the-
middle attacks: a situation where honest parties U and V believe they interact
with each other but their pre-master key(s) is in fact shared with the adversary
is a security break in our model.

REMARK 4. Although the resulting security notion is very weak, it turns out
that it suffices to obtain good master-key agreement protocols by appropriately
designed protocols to derive such keys (e.g. the protocol in Step 4 of the TLS
protocol — Figure [l1) More importantly, the weak notion also allows for many
simple protocols to be proved secure. For example, in the next section we prove
that deterministic encryption is sufficient to construct such protocols.

REMARK 5. Our model is not concerned with secure establishment of pre-master
secret keys between two unauthenticated parties (the oracle that is under attack
always has pid, # 1). While treating this case is possible using the concept of
matching conversations to pair sessions, the resulting definition would be heavier
and not particularly illuminating. Instead, we concentrate on the situation more
relevant to practice where at least one of the parties that take part in the protocol
(the server) has a certified public key.

REMARK 6. As usual, our security model can be easily adapted to the random
oracle model by providing the adversary with access to the random oracle (when-
ever some hash function is modeled as a RO). The same holds true for the rest
of the models that we develop in this paper.

We now discuss the security of the pre-master secret key agreement protocols
used in TLS.

PROTOCOLS BASED ON PUBLIC-KEY ENCRYPTION. A natural, intuitively ap-
pealing, construction for pre-master key agreement protocols is based on the
following use of an arbitrary public-key encryption scheme Enc. A user selects
a pre-master secret key s from an appropriate space, and sends to the server
the encryption of s under the server’s public-key. The server then obtains s as
the decryption of the ciphertext that it receives. We write PMK(Enc) for the
resulting protocol.

Theorem 1. IfEnc is a OW-CPA secure deterministic encryption or a OW-CCA
secure randomized encryption scheme, then the pre-master secret key agreement
protocol IT = PMK(Enc) is a secure pre-master key transport protocol.

The result of this theorem, like all theorems in this paper will be proved in the
full version.

The weak security properties that we define for pre-master key agreement
protocols enable us to show security of PMK(Enc) based on weak security re-
quirements for Enc. Indeed, the one-wayness type secrecy for pre-master keys
translates to the one-wayness of the encryption function of Enc. This result
of our analysis implies, perhaps surprisingly, that one can avoid the use of
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full-fledged IND-CCA encryption schemes in favor of the much simpler determin-
istic OW-CPA schemes (e.g. textbook RSA). Of course, probabilistic encryption
can also be used, but in this case we show security of the associated pre-master
secret key protocol based on OW-CCA security. More generally our results holds
under the assumption that the encryption scheme is secure against an attacker
with access to a plaintext checking oracle. It is therefore not paradoxical that a
deterministic scheme suffices but an IND-CPA scheme does not.

Finally, since IND-CCA implies OW-CCA, our security analysis does apply to
the (correct) use of an IND-CCA secure public key encryption scheme within the
TLS protocol. In particular, when Enc is RSA-OAEP, the pre-master secret key
protocol PMK(Enc) is secure.

SIGNED DIFFIE-HELLMAN PRE-MASTER KEY AGREEMENT. The pre-master se-
cret key in TLS can also be produced by exchanging a Diffie-Hellman key ¢*¥,
for x and y randomly chosen by the two participants, who also sign the relevant
message flow (either g* or g¥) with their long term signing keys. It is known that
this protocol, which we denote by PMK(Sig, G), does not meet the requirements
of an authenticated key agreement protocol, for example see |17] for a discussion
of this protocol and various attacks on it. However, one can show.

Theorem 2. Let G be cyclic group for which the gap-Diffie-Hellman assumption
holds and let Sig be a secure digital signature scheme. Then II = PMK(Sig, G)
18 a secure pre-master key agreement protocol.

4 Master Key Agreement Protocols

In this section we introduce a security model for master-key agreement protocols.
We then show that master key agreement protocols obtained from secure pre-
master key agreement protocols via the transformation used in TLS satisfy our
notion of security.

Our security model for master key agreement protocols is similar to that
for pre-master key agreement protocols. We again ask for the adversary not
to be able to fully recover the master secret key of the session under attack.
Moreover, we ask for a key confirmation guarantee: if a session of some user U
accepts a certain master-key then there exists a unique session of its intended
partner that had accepted the same key. In addition to the queries previously
defined for the adversary, we also let the adversary obtain the master keys agreed
in different sessions of the protocol, without corrupting the user to which this
session belongs, i.e. we allow so-called Reveal queries.

In the formal model that we give below we make the following assumptions
about the syntax of a master-key agreement protocol. We assume that the master
key belongs to some space Sys for which we require that #Sys > 2¢, and assume
that the programs that specify a master key agreement protocol use a variable
m to store the agreed master key. For such protocols the variable 6 now takes
values in {L, accepted-mk, reject} with the obvious meaning. Furthermore, the
variable y» can also take the value revealed to indicate that the stored master
key has been given to the adversary (see below).
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In addition to the queries allowed in the experiment for pre-master key secu-
rity, the adversary is also allowed to issue queries of the form Reveal(Q). This
query is handled as follows: if 60 =accepted-mk then me is returned to A and
Yo is set to revealed, while if 6 #accepted-mk then the query acts as a no-op.
As before, when a given oracle is initialized all values for the internal states are
set to L. At the end of a protocol the role, partner ID and oracle state (but
not the master key) are recorded in the transcript. Unless 6o =accepted-mk we
assume mj, =1.

The definition of freshness needs to be adapted to take into account the new
adversarial capabilities. We call an oracle O fresh if it is uncorrupted, has suc-
cessfully finished its execution, its intended partner V' is uncorrupted, and none
of the revealed oracles belonging to V' has had a matching conversation with O.
The latter condition essentially says that the adversary can issue Reveal(Q) for
any Q (including those that belong to the intended partner of O), as long as Q
is not the session with which O actually interacts.

Definition 3 (Fresh Master Secret Oracle). A master secret oracle O is
said to be fresh if all of the following conditions hold:

(1) ~vo =1, (2) bo = accepted-mk, (3) 3 V € U such that V is
uncorrupted and pidp =V, and

(4) No revealed oracle IT{, has had a matching conversation with O.

SECURITY GAME FOR MASTER-KEY AGREEMENT PROTOCOLS. The game, de-
noted by ExecaY\II}MS(t), for defining the security of master-key agreement proto-
col IT in the presence of adversary A is similar to that for pre-master key, with
the modification that A is also allowed to make any number of Reveal queries,
in addition to the NewSession, Send, Corrupt, Reveal, and Check queries. Here,
check queries are with respect to the master secret keys only. When the adver-
sary stops, it outputs a pair (O*, m*), where O* identifies one of its oracles, and
m* is some element of Syis. We say that A wins if its output (O*, m*) is such
that O* is fresh and m* = me-. In this case the output of ExecaYVI}MS(t) is set
to 1. Otherwise the output of the experiment is set to 0. We write

Adv QM (1) = Pr[ExecQy "o (1) = 1]

for the advantage of A in winning the Exec%v,}Ms(t) game. The probability is

taken over all random coins used in the execution.

The following definition describes a situation where some party U had engaged
in a session which terminated successfully with some party V', but no session of
V has a matching conversation with U.

Definition 4 (No-Matching). Let No-Matching 4 ;(t) be the event that at some

point during the execution of ExecaYVIY'MS(t) for two uncorrupted parties U € UUU'

and V € U there exists an oracle O = II}; with pidy, =V € U, o = accepted,
and yet no oracle Iy, has had a matching conversation with O.

The following definition says that a protocol is a secure master-key agreement
protocol if the key established in an honest session is secret (in the one-wayness
sense) and no honest party can be coaxed into incorrectly accepting.
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Definition 5 (Master Key Agreement Security). A master key agreement
protocol is secure if it satisfies the following requirements:

e Correctness: If at the end of the execution of a benign adversary, who cor-
rectly relays messages, any two oracles which have had a matching conversa-
tion hold the same master key, which is distributed uniformly over the master
key space Sms.

e Key Secrecy: A master key agreement protocol Il satisfies OW-MS key se-
crecy if for any p.p.t. adversary A, its advantage Adva\fvﬁMs(t) is a negligible
Sfunction.

e No Matching: For any p.p.t. adversary A, the probability of the event
No-Matching 4 1;(t) is a negligible function.

REMARK 1. Our security requirements for master secret keys are still signif-
icantly weaker than the more standard requirements for key exchange |6, [7].
Although the adversarial powers are similar to those in existing models (e.g.|9]),
we still require the adversary to recover the entire key. The weaker requirement
is motivated by our use of TLS as guide in designing the security model. In this
protocol, the master secret key is not indistinguishable from a random one since
it is used to compute MACs that are sent over the network.

REMARK 2. The No Matching property we require is essentially the one based
on matching conversations introduced by Bellare and Rogaway [6], adapted to
our setting where only one of the parties involved in the execution is required to
hold a certified key (and thus have a verifiable identity). One could potentially
replace matching conversations with weaker versions of partnering, but only at
the expense of making the definitions and results less clear. Bellare and Rog-
away also show that if the No Matching property is satisfied, then agreement is
injective. In our terms, with overwhelming probability it holds that if O = IT f]
had accepted and has pidy =V € U, then there exist precisely one session of V'
with which O has a matching conversation.

REMARK 3. Notice that, together, the first and third conditions in the above
definitions imply a key confirmation guarantee: if one session has accepted a
certain key, then there exists a unique session of the intended partner who has
accepted the same key.

REMARK 4. The addition of Reveal queries implies security against “unknown-
key-share” attacks: if parties U and V share a master-key without being aware
that they interact with each other the adversary can obtain the key of U by
performing a Reveal query on the appropriate session of V', thus breaking security
in the sense defined above.

REMARK 5. Notice that an adversary against the master-secret key does not
have any query that allows it to obtain information about the pre-master secret
key. This is consistent with the SSL specification which states that the pre-
master secret should be converted to the master secret immediately and that
the pre-master secret should be securely erased from memory. In particular this
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means that the pre-master secret does not form part of the state of the master
key agreement oracle, and so it does not get written on a transcript.

In this section we show that the master-key agreement protocol obtained from
a secure pre-master key agreement protocol by using the transformation used
in TLS is secure. Let II be an arbitrary pre-master key agreement protocol,
G a hash function, and Mac = (K,MAC, ver) a message authentication code.
We write (I1; MKDss (Mac, G)) the master-key agreement protocol obtained by
extending IT with the master-key derivation phase of TLS, i.e. by appending to
the message flows of IT those in Step 4 of Figure[Il Starting from a secure pre-
master key agreement protocol, the above transformation yields a secure master
key agreement protocol.

Theorem 3. Let II be a secure pre-master agreement protocol, Mac a secure mes-
sage authentication code, and G a random oracle. Then (II; MKDss (Mac, G)) is
a secure master-key agreement protocol.

5 Application Key Agreement

In this section we extend the model developed so far to deal with application keys
obtained from master-secret keys, and the analyze the security of the application
keys obtained through the TLS protocol.

As discussed in the introduction we focus on protocols with a particular struc-
ture: first, a master-key is agreed by the parties via some master-key agreement
protocol I7, and then this key is used as input to an application key derivation
protocol, Y. The same master-key can be used in multiple executions of the
application key protocol which can take place in parallel and concurrently.

We capture this setting by modifying the model for master-key agreement
protocols as follows. We consider two types of oracles: MK-oracles which corre-
spond to sessions where the master secret key is derived (i.e. sessions of protocol
IT), and AK-oracles, which correspond to sessions of the application key deriva-
tion protocol (i.e. sessions of X). The AK-oracles are spawned by MK-oracles
that have established a master-secret key; spawning is done at the request of the
adversary. The internal structure and behavior of MK-oracles are as defined in
the previous section. To describe AK-oracles, we again impose some syntactic
restrictions on the protocols (and thus on the oracles). We require that AK-
oracle @ maintain variables 7g, mg,roleg, pidg with the same roles as before.
In addition, a new variable kg € Sa holds the application key obtained in the
session. (Here #Sa > 2!, where ¢ is the security parameter). The state variable
8o now assumes values in {1, accepted-ak, rejected}, with the obvious seman-
tics. Finally, the corruption variable d¢ is either L or compromised (we explain
below when the latter value is set).

In addition to the powers previously granted to the adversary, now the adver-
sary can also create new AK-oracles by issuing queries of the form Spawn(O),
with O an MK-oracle that had successfully finished its execution. As a result,
a new oracle Q = Egg is created (where j indicates that Q is the j’th oracle
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spawned by O.) Oracle Q inherits the variables 7g, mg, roleg, and pidy from
O in the obvious way. The adversary may also compromise AK-oracles: when a
query Compromise(Q) is issued, if Q has accepted, then kg is returned to the
adversary and ¢ is set to compromised. Notice that the Compromise queries are
the analogue of Reveal queries for AK-oracles. We chose to have different names
for clarity.

The security of keys is captured via a Test query. When Test(Q) is issued, a
bit b € {0,1} is chosen at random. Then if b = 0 then kg- is returned to the
adversary, otherwise a randomly selected element from Sp is returned to the
adversary (who then has to guess b; see the game defined below).

An AK-oracle Q is a valid target for the adversary if the parent oracle of Q
is fresh, @ has finished successfully its execution, its intended partner, say V', is
not corrupt, and any session of V' with which Q has a matching conversation is
not compromised.

Definition 6 (Fresh Application Key Oracle). Let O be a master key agree-
ment oracle and Q denote one of its children. The oracle Q is said to be fresh if
the following conditions hold:

(1) O is a fresh master key agreement oracle, (2) ~vo =1, (8) 6o =
accepted-ak , (4) 3V € U such that pidg =V, and (5) No compromised
session Yo/ that belongs to V has had a matching conversation with Q.

Note that here, we are implicitly assuming that knowing a master key automat-
ically gives the adversary all derived application keys. Whilst this will not be
true of all protocols which one can think of, it is true for all application key
derivation protocols that we consider here and in particular in Stage 5 of the
protocol of Figure [Il

SECURITY GAME FOR APPLICATION-KEY AGREEMENT PROTOCOLS. We define
the security of an application-key protocol IT; X via a game Exec%)‘?}g(t) be-
tween an adversary 4 and a challenger C.

(1) C generates public-secret key pairs for each user U € U, and returns the
public keys to A.

(2) Ais allowed to make as many NewSession, Send, Spawn, Compromise, Reveal,
Check, and Corrupt queries as it likes throughout the game.

(3) At any point during the game adversary .4 makes a single Test(Q*) query.

(4) The adversary outputs a bit b'.

We say that A wins if Q* is fresh at the end of the game and its output bit b
is such that b = b’ (where b is the bit internally selected during the Test query).
In this case the result of Exec%%f}}((t) is set to 1. Otherwise the output of the

experiment is set to 0. We write

1
AV (1) = [Pr[Exec) 1A (1) = 1] —

for the advantage of A in winning the Execll\\')[}}f\EK(t) game. Using this security

game we can now define the security of a application key agreement protocol.
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Definition 7 (Application Key Agreement Security). An application key
agreement protocol is secure if it satisfies the following conditions:

e Correctness: In the presence of an adversary which faithfully relays mes-
sages, two oracles running the protocol accept holding the same application
key and session ID, and the application key is distributed uniformly at ran-
dom on the application key space.

e Key secrecy: An application key agreement protocol I1; X satisfies IND-AK
key secrecy if for any p.p-t. adversary A, its advantage Adv%%g(t) 18 neg-

ligible in t.

REMARK 1. The model that we develop ensures strong security guarantees for
the application keys, in the standard sense of indistinguishability against at-
tackers with powerful corruption capabilities. In this sense our model is close to
existing ones, but has the added feature that we explicitly consider the setting
where more than one application-key can be derived from the same master key.

REMARK 2. Notice that at the application key layer we do not require key
confirmation anymore. Indeed, a trivial attack on the standard notion of key
confirmation can be mounted against application keys derived using the TLS
protocol. However, implicit key confirmation for application keys may still be
achieved, depending how the application key is actually used. (In the full ver-
sion of the paper we discuss the composition of our application key agreement
protocol with specific applications, especially confidentiality applications.)

The loss of this property is in some sense a result of how we chose to break
down the protocol for analysis, since one of our goals was to identify what security
properties each of the stages provides. However, if one considers Stages 1-4 as
the key agreement protocol, and stages 5-6 as the application then one does
obtain an explicit notion of key confirmation. Hence, the loss of explicit key
confirmation in Stage 5 should not be considered a design flaw in TLS.

In this section we show that the application-key agreement protocol obtained
from any secure master-key derivation protocol, and the application-key deriva-
tion protocol of TLS (Stage 5 of Figure [T]) is secure.

For any master-key agreement protocol II, and hash function H, we write
(IT; AKss(H)) for the application-key agreement protocol obtained by extend-
ing IT with the application-key derivation protocol of TLS. Informally, this means
that we derive an application key agreement protocol from a master key agree-
ment protocol using Stage 5 of Figure [l We make no assumption as to whether
the master key agreement protocol itself is derived from a pre-master key agree-
ment protocol as in Figure [[I The following theorem says that starting with a
master-key agreement protocol secure in the sense of Definition [B the above
transformation yields a secure application key protocol.

Theorem 4. Let IT be a secure master-key agreement protocol and H a random
oracle. Then (IT; AKssL(H)) is a secure application-key agreement protocol.

The security of TLS follows from Theorems 1, 2, 3 and 4. For full details the
reader should consult the full version of this paper.
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Abstract. Optimistic fair exchange (OFE) is a protocol for solving the
problem of exchanging items or services in a fair manner between two
parties, a signer and a verifier, with the help of an arbitrator which
is called in only when a dispute happens between the two parties. In
almost all the previous work on OFE, after obtaining a partial signature
from the signer, the verifier can present it to others and show that the
signer has indeed committed itself to something corresponding to the
partial signature even prior to the completion of the transaction. In some
scenarios, this capability given to the verifier may be harmful to the
signer. In this paper, we propose the notion of ambiguous optimistic fair
exchange (A-OFE), which is an OFE but also requires that the verifier
cannot convince anybody about the authorship of a partial signature
generated by the signer. We present a formal security model for A-OFE in
the multi-user setting and chosen-key model. We also propose an efficient
construction with security proven without relying on the random oracle
assumption.

1 Introduction

Optimistic Fair Exchange (OFE) allows two parties to fairly exchange information
in such a way that at the end of a protocol run, either both parties have obtained
the complete information from one another or none of them has obtained anything
from the counter party. In an OFE, there is a third party, called Arbitrator, which
only gets involved when a dispute occurred between the two parties. OFE is a
useful tool in practice, for example, it can be used for performing contract signing,
fair negotiation and similar applications on the Internet. Since its introduction [1],
there have been many OFE schemes proposed [2,13,14,112,113,114,118,121,123,124]. For
all recently proposed schemes, an OFE protocol for signature typically consists of
three message flows. The initiator of OFE, Alice, first sends a message op, called
partial signature, to the responder, Bob. The partial signature op acts as Alice’s
partial commitment to her full signature which is to be sent to Bob. But Bob needs
to send his full signature to Alice first in the second message flow. After receiving
Bob’s full signature, Alice sends her full signature to Bob in the third message
flow. If in the second message flow that Bob refuses to send his full signature back
to Alice, Alice’s partial signature o p should have no use to Bob, so that Alice has
no concern about giving away o p. However, after Bob has sent his full signature to
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Alice while Alice refuses to send her full signature in the third message flow, then
Bob can ask the Arbitrator to retrieve Alice’s full signature from op after sending
both op and Bob’s full signature to the Arbitrator. To the best of our knowledge,
among almost all the known OFE schemes, there is one common property about
Alice’s partial signature o p which has neither been captured in any of the security
models for OFE nor been considered as a requirement for OFE. The property is
that once op is given out, at least one of the following statements is true.

1. Everyone can verify that op must be generated by Alice because op, sim-
ilar to a standard digital signature, has the non-repudiation property with
respect to Alice’s public key;

2. Bob can show to anybody that Alice is the signer of op.

For example, in the schemes proposed in [12, [18], the partial signature of Alice
is a standard signature, which can only be generated by Alice. In many OFE
schemes in the literature, Alice’s signature is encrypted under the arbitrator’s
public key, and then a non-interactive proof is generated to show that the cipher-
text indeed contains a signature of Alice. This is known as verifiably encrypted
signature. However, this raises the question of whether a non-interactive proof
that a signature is encrypted is really any different from a signature itself, since
it alone is sufficient to prove to any third party that the signer has committed
to the message |10].

This property may cause no concern in some applications, for example, in
those where only the full signature is deemed to have some actual value to
the receiving party. However, it may be undesirable in some other applications.
Since op is publicly verifiable and non-repudiative, in practice, cp may not be
completely useless to Bob. Instead, op has evidently shown Alice’s commitment
to the corresponding message. This may incur some unfair situation, to the
advantage of Bob, if Bob does not send out his full signature. In contract signing
applications, this could be undesirable because op can already be considered as
Alice’s undeniable commitment to a contract in court while there is no evidence
showing that Bob has committed to anything.

In another application, fair negotiation, the property above may also be un-
desirable. Suppose after obtaining op from Alice on her offer, Bob may show
it to Charlie, who is Alice’s competitor, and ask Charlie for making a better
offer. If Charlie’s offer is better, then Bob may stop the OFE protocol run with
Alice indicating that Bob is unwilling to conclude the negotiation with Alice,
and instead carrying out a new OFE protocol run with Charlie. Bob can play
the same game iteratively until that no one can give an even better offer. Then
Bob can resolve the negotiation by sending his service (i.e. his full signature as
the commitment to his service) to the highest bidder.

For making OFE be applicable to more applications and practical scenarios,
in this paper, we propose to enhance the security requirements of OFE and
construct a new OFE scheme which does not have the problems mentioned above.
One may also think of this as an effort to make OFE more admissible as a viable
fair exchange tool for real applications. We will build an OFE scheme which not
only satisfies all the existing security requirements of OFE (with respect to the
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strongest security model available [18]), but in addition to that, will also have
op be not self-authenticating and unable for Bob to demonstrate to others that
Alice has committed herself to something. We call this enhanced notion of OFE
as Ambiguous Optimistic Fair Exchange (A-OFE). It inherits all the formalized
properties of OFE |12, 18] and has a new property introduced: signer ambiguity.
It requires that a partial signature op generated by Alice or Bob should look
alike and be indistinguishable even to Alice and Bob.

(Related Work): There have been many OFE schemes proposed in the past
12, 13, 4, 12, [13, [18, 21, 123, [24]. In the following, we review some recent ones
by starting from 2003 when Park, Chong and Siegel [24] proposed an OFE
based on sequential two-party multi-signature. It was later broken and repaired
by Dodis and Reyzin [13]. The scheme is setup-driven |25, 26], which requires
all users to register their keys with the arbitrator prior to any transaction. In
[23], Micali proposed another scheme based on a CCA2 secure public key en-
cryption with the property of recoverable randomness (i.e., both plaintext and
randomness used for generating the ciphertext can be retrieved during decryp-
tion). Later, Bao et al. [4] showed that the scheme is not fair, where a dishon-
est party, Bob, can obtain the full commitment of another party, Alice, with-
out letting Alice get his obligation. They also proposed a fix to defend against
the attack.

In PKC 2007, Dodis, Lee and Yum [12] considered OFE in a multi-user set-
ting. Prior to their work, almost all previous results considered the single-user
setting only which consists of a single signer and a single verifier (along with
an arbitrator). The more practical multi-user setting considers a system to have
multiple signers and verifiers (along with the arbitrator), so that a dishonest
party can collude with other parties in an attempt of cheating. Dodis et al. [12]
showed that security of OFE in the single-user setting does not necessarily imply
the security in the multi-user setting. They also proposed a formal definition of
OFE in the multi-user setting, and proposed a generic construction, which is
setup-free (i.e. no key registration is required between users and the arbitrator)
and can be built in the random oracle model [5] if there exist one-way functions,
or in the standard model if there exist trapdoor one-way permutations.

In CT-RSA 2008, Huang, Yang, Wong and Susilo [18] considered OFE in
the multi-user setting and chosen-key model, in which the adversary is allowed
to choose public keys arbitrarily without showing its knowledge of the corre-
sponding private keys. Prior to their work, the security of all previous OFE
schemes (including the one in [12]) are proven in a more restricted model, called
certified-key (or registered-key) model, which requires the adversary to prove its
knowledge of the corresponding private key before using a public key. In [1§],
Huang et al. gave a formal security model for OFE in the multi-user setting
and chosen-key model, and proposed an efficient OFE scheme based on ring sig-
nature. In their scheme, a partial signature is a conventional signature and a
full signature is a two-member ring signature in additional to the conventional
signature. The security of their scheme was proven without random oracles.
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Liskov and Micali |22] proposed an online-untransferable signature scheme,
which in essence is an enhanced version of designated confirmer signature, with
the extra property that a dishonest recipient, who is interacting with a signer,
cannot convince a third party that the signature is generated by the signer.
Their scheme is fairly complex and the signing process requires several rounds
of interaction with the recipient. Besides, their scheme works in the certified-key
model, and is not setup-free, i.e. there is a setup stage between each signer and
the confirmer, and the confirmer needs to store a public/secret key pair for each
signer, thus a large storage is required for the confirmer.

In [14], Garay, Jakobsson and MacKenzie introduced a similar notion for op-
timistic contract signing, named abuse-freeness. It requires that no party can
ever prove to a third party that he is capable of choosing whether to validate
or invalidate a contract. They also proposed a construction of abuse-free opti-
mistic contract signing protocol. The security of their scheme is based on DDH
assumption under the random oracle model. Besides they did not consider the
multi-user setting for their contract signing protocol.

(Our Contributions): In this paper we make the following contributions.

1. We propose the notion of Ambiguous Optimistic Fair Exchange (Ambiguous
OFE or A-OFE in short) which allows a signer Alice to generate a partial
signature in such a way that a verifier Bob cannot convince anybody about
the authorship of this partial signature, and thus cannot prove to anybody
that Alice committed herself to anything prematurely. Realizing the notion
needs to make the partial signature ambiguous with respect to Alice and
Bob. We will see that this requires us to include both Alice and Bob’s public
keys into the signing and verification algorithms of A-OFE.

2. For formalizing A-OFE, we propose a strong security model in the multi-
user setting and chosen-key model. Besides the existing security require-
ments for OFE, that is, resolution ambiguit, security against signers,
security against verifiers and security against the arbitrator, A-OFE has
an additional requirement: signer ambiguity. It requires that the verifier can
generate partial signatures whose distribution is (computationally) indistin-
guishable from that of partial signatures generated by the signer. We also
evaluate the relations among the security requirements and show that if a
scheme has security against the arbitrator and (a weaker variant of) signer
ambiguity, then it already has (a weaker variant of) security against veri-
fiers.

3. We propose the first efficient A-OFE scheme and prove its security in the
multi-user setting and chosen-key model without random oracle. It is based
on Groth and Sahai’s idea of constructing a fully anonymous group signature
scheme [15, [16] and the security relies on the decision linear assumption and
strong Diffie-Hellman assumption.

(Paper Organization): In the next section, we define A-OFE and propose a
security model for it. We also show some relation among the formalized security

! Resolution ambiguity is just another name for the ambiguity considered in 12, 1g].
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requirements of A-OFE. In Sec. Bl we introduce some preliminaries which are
used in our construction, which is described in Sec. @l In Sec. Bl we prove the
security of our scheme in the standard model, and compare our scheme with
other two related work.

2 Ambiguous Optimistic Fair Exchange

In an A-OFE scheme, we require that after receiving a partial signature op
from Alice (the signer), Bob (the verifier) cannot convince others but himself
that Alice has committed herself to op. This property is closely related to the
non-transferability of designated verifier signature [19] and the ambiguity of
concurrent signature [11]. Similarly, we require that the verification algorithm in
A-OFE should also take as the public keys of both signer and (designated) verifier
as inputs, in contrast to that in the traditional definition of OFE [1, 12,12, [1§].

Definition 1 (Ambiguous Optimistic Fair Exchange). An ambiguous op-
timistic fair exchange (A-OFE in short) scheme involves two users (a signer
and a verifier) and an arbitrator, and consists of the following (probabilistic)
polynomial-time algorithms:

— PMGen: On input 1% where k is a security parameter, it outputs a system
parameter PM.

— Setup'™P: On input PM, the algorithm generates a public arbitration key
APK and a secret arbitration key ASK.

— SetupYs¢": On input PM and (optionally) APK , the algorithm outputs a pub-
lic/secret key pair (PK,SK). For user U;, we use (PK;, SK;) to denote its
key pair.

— Sig and Ver: Sig(M, SK;, PK;, PK;, APK) outputs a (full) signature op on
M of user U; with the designated verifier U;, where message M is chosen by
user U; from the message space M defined under PK;, while Ver(M,op, PK;,
PK;, APK) outputs accept or reject, indicating o is U;’s valid full signature
on M with designated verifier U; or not.

— PSig and PVer: They are partial signing and verification algorithms respec-
tively. PSig(M, SK,;, PK;, PK;, APK) outputs a partial signature op, while
PVer(M,op,PK, APK) outputs accept or reject, where PK = { PK;, PK;}.

— Res: This is the resolution algorithm. Res(M,op, ASK,PK), where PK =
{PK,;, PK;}, outputs a full signature o, or L indicating the failure of re-
solving a partial signature.

Note that we implicitly require that there is an efficient algorithm which given
a a pair of (SK, PK), verifies if SK matches PK, i.e. (SK, PK) is an output
of algorithm SetupY*®". As in [12], PSig together with Res should be functionally
equivalent to Sig.

For the correctness, we require that for any & € N, PM « PMGen(1%),
(APK,ASK) +« Setup'™ (PM), (PK; SK;) + SetupVs(PM, APK),
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(PKj,SK;) « SetupYs*"(PM, APK), and M € M(PK;),let PK={PK;, PK;},
we have the following

PVer(M, PSig(M,SK;, PK;, PK;, APK),PK, APK) = accept,
Ver(M, Sig(M, SK;, PK;, PK;, APK), PK;, PK;, APK) = accept, and
Ver(M, Res(M, PSig(M,SK;, PK;, PK;, APK), ASK,PK), PK;, PK,;, AP K )=accept.

2.1 Security Properties

(Resolution Ambiguity): The resolution ambiguity property requires that any
‘resolved signature’ Res(M, PSig(M, SK;, PK;, PK;, APK), ASK,{PK;, PK;})
is computationally indistinguishable from an ‘actual signature’ generated by the
signer, Sig(M, SK;, PK;, PK;, APK). It is identical to ‘ambiguity’ defined in
[12, [18]. Here we just use another name, in order to avoid any confusion, as we
will define another kind of ambiguity next.

(Signer Ambiguity): Informally, signer ambiguity means that given a partial
signature op from a signer A, a verifier B should not be able to convince others
that op was indeed generated by A. To capture this property, we use the idea of
defining ambiguity in concurrent signature [11]. We require that B can generate
partial signatures that look indistinguishable from those generated by A. This is
also the reason why a verifier should also have a public/secret key pair, and the
verifier’s public key should be included in the inputs of PSig and Sig. Formally, we
define an experiment in which D is a probabilistic polynomial-time distinguisher.

PM — PMGen(1¥)
(APK, ASK) «— Setup' " (PM)
(M, (PKo, SKo), (PK1,SK)1),8) — D (APK)
b—{0,1}
op — PSig(M, SKy,, PKy, PK,_,, APK)
b — D% (6,0p)
success of D := [t/ =bA (M,op,{PKo, PK1}) & Query(D, Ores)]

where 6 is D’s state information, oracle Oges takes as input a valid? partial sig-
nature op of user U; on message M with respect to verifier U, i.e. (M,op, {PK;,,
PK;}), and outputs a full signature op on M under PK;, PK;, and Query
(D, Oges) is the set of valid queries D issued to the resolution oracle Oges. In this
oracle query, D can arbitrarily choose a public key PK without knowing the cor-
responding private key. However, we do require that there exists a PPT algorithm
to check the validity of the two key pairs output by D, i.e. if SK}, matches PKj
for b = 0,1, or if (PK}, SK}) is a possible output of SetupV*®". The advantage of
D, Adv3 (k), is defined to be the gap between its success probability in the exper-
iment above and 1/2, i.e. Advy{* (k) = |Pr[b/ = b] — 1/2|.

2 By ‘valid’, we mean that op is a valid partial signature on M under public keys
PK;, PKj, alternatively, the input (M, op, PK;, PK;) of Ores satisfies the condition
that PVer(M,op,{PK;, PK;}, APK) = accept.
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Definition 2 (Signer Ambiguity). An OFFE scheme is said to be signer am-
biguous if for any probabilistic polynomial-time algorithm D, Adv%A(k) is negli-
gible in k.

Remark 1. We note that a similar notion was introduced in |14, 122]. It’s required
that the signer’s partial signature can be simulated in an indistinguishable way.
However, the ‘indistinguishability’ in [14, 22] is defined in CPA fashion, giving
the adversary no oracle that resolves a partial signature to a full one, while
our definition of signer ambiguity is done in the CCA fashion, allowing the
adversary to ask for resolving any partial signature except the challenge one to a
full signature, which is comparable to the CCA security of public key encryption
schemes.

(Security Against Signers): We require that no PPT adversary A should be
able to produce a partial signature with non-negligible probability, which looks
good to a verifier but cannot be resolved to a full signature by the honest arbitra-
tor. This ensures the fairness for verifiers, that is, if the signer has committed to
a message with respect to an (honest) verifier, the verifier should always be able
to obtain the full commitment of the signer. Formally, we consider the following
experiment:

PM — PMGen(1¥)
(APK, ASK) «— Setup' " (PM)
(PKgp,SKp) « Setup”"(PM, APK)

(M, op, PK,) — A%%eOrs(APK, PKp)
or < Res(M,op, ASK,{PK4,PKg})
success of A := [PVer(M,op,{PKa, PKp}, APK) = accept
AVer(M,op, PKa,PKp, APK) = reject
N(M,PKa) & Query(A,OESig)]

where oracle Oges is described in the previous experiment, O§Sig takes as input
(M, PK;) and outputs a partial signature on M under PK;, PKp generated
using SK g, and Query(A, OESig) is the set of queries made by A to oracle OF],BSig.
In this experiment, the adversary can arbitrarily choose a public key PK;, and it
may not know the corresponding private key of PK;. Note that the adversary is
not allowed to corrupt PK g, otherwise it can easily succeed in the experiment by
simply using SKp to produce a partial signature under public keys PK 4, PKp
and outputting it. The advantage of A in the experiment Adv5*S(k) is defined
to be A’s success probability.

Definition 3 (Security Against Signers). An OFE scheme is said to be
secure against signers if there is no PPT adversary A such that AdvSAS(k) is
non-negligible in k.

(Security Against Verifiers): This security notion requires that any PPT
verifier B should not be able to transform a partial signature into a full sig-
nature with non-negligible probability if no help has been obtained from the
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signer or the arbitrator. This requirement has some similarity to the notion of
opacity for verifiably encrypted signature [9]. Formally, we consider the following
experiment:

PM — PMGen(1¥)
(APK,ASK) « Setup' " (PM)
(PKa,SKa) — Setup”"(PM, APK)
(M, PKp,or) — BOPSeORs(PK 4 APK)
success of B := [Ver(M,op, PK4,PKp, APK) = accept A
(M, {PKa,PKg}) & Query(B, Ores)]

where oracle Oges is described in the experiment of signer ambiguity, Query(B,
ORges) is the set of valid queries B issued to the resolution oracle Oges, and
oracle Opsig takes as input a message M and a public key PK; and returns a
valid partial signature o on M under PK 4, PK; generated using SK4. In the
experiment, B can ask the arbitrator for resolving any partial signature with
respect to any pair of public keys (adaptively chosen by B, probably without
the knowledge of the corresponding private keys), with the limitation described
in the experiment. The advantage of B in the experiment Adv$*V (k) is defined
to be B’s success probability in the experiment above.

Definition 4 (Security Against Verifiers). An OFE scheme is said to be
secure against verifiers if there is no PPT adversary B such that AdeBAV(k) 18
non-negligible in k.

(Security Against the Arbitrator): Intuitively, an OFE is secure against
the arbitrator if no PPT adversary C including the arbitrator, should be able
to generate with non-negligible probability a full signature without explicitly
asking the signer for generating one. This ensures the fairness for signers, that
is, no one can frame the actual signer on a message with a forgery. Formally, we
consider the following experiment:

PM — PMGen(1%)
(APK,ASK*) — C(PM)
(PKa,SK4) — Setup”™(PM, APK)
(M, PKp,or) — COPSt(ASK* APK, PK 4)
success of C' := [Ver(M,or, PKa, PKp, APK) = accept A
(M, PKg) ¢ Query(C, Opsig)]

where the oracle Ops;g is described in the previous experiment, ASK™* is C’s state
information, which might not be the corresponding private key of APK, and
Query(C, Opsig) is the set of queries C issued to the oracle Opsig. The advantage

of C in this experiment Adv?** (k) is defined to be C’s success probability.

Definition 5 (Security Against the Arbitrator). An OFE scheme is said
to be secure against the arbitrator if there is no PPT adversary C such that
AdvPAA (k) is non-negligible in k.
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Remark 2. In A-OFE, both signer U4 and verifier Ug are equipped with pub-
lic/secret key pairs (of the same structure), and U4 and Upg can generate in-
distinguishable partial signatures on the same message. If the security against
the arbitrator holds for Ua (as described in the experiment above), it should
also hold for Up. That is, even when colluding with U4 (and other signers), the
arbitrator should not be able to frame Up for a full signature on a message, if
it has not obtained a partial signature on the message generated by Ug.

Definition 6 (Secure Ambiguous Optimistic Fair Exchange). An A-OFE
scheme is said to be secure in the multi-user setting and chosen-key model if it is
resolution ambiguous, signer ambiguous, Secure against signers, secure against
verifiers and secure against the arbitrator.

2.2 Weaker Variants of the Model

In this section, we evaluate the relation between the signer ambiguity and se-
curity against verifiers. Intuitively, if an A-OFE scheme is not secure against
verifiers, the scheme cannot be signer ambiguous because a malicious verifier
can convert with non-negligible probability a signer’s partial signature to a full
one which allows the verifier to win the signer ambiguity game. For technical
reasons, we first describe some weakened models before giving the proof for a
theorem regarding the relation.

In our definition of signer ambiguity (Def. 2]), the two public/secret key pairs
are selected by the adversary D. In a weaker form, the key pairs can be selected
by the challenger, and D is allowed to corrupt these two keys. This is compa-
rable to the ambiguity definition for concurrent signature [11], or the strongest
definition of anonymity of ring signature considered in [6], namely anonymity
against full key exposure. We can also define an even weaker version of signer
ambiguity, in which D is given two public keys, PK 4, PK g, the oracle access of
Opsig which returns Uy’s partial signatures, and is allowed to corrupt PKpg. We
call this form of signer ambiguity as weak signer ambiguity.

In the definition of security against verifiers (Def. @), the verifier’s public key
PKp is adaptively selected by the adversary B. In a weaker model, PKp can
be generated by the challenger and the corresponding user secret key can be
corrupted by B. The rest of the model remains unchanged. We call this as weak
security against verifiers. Below we show that if an OFE scheme is weakly signer
ambiguous and secure against the arbitrator, then it is also weakly secure against
verifiers.

Theorem 1. In A-OFE, weak signer ambiguity and security against the arbi-
trator (Def.[3) together imply weak security against verifiers.

Proof. Suppose that an A-OFE scheme is not weakly secure against verifiers. Let
B be the PPT adversary that has non-negligible advantage € in the experiment of
weak security against verifiers and B make at most ¢ queries of the form (-, PKp)
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to oracle Opsjg. Due to the security against the arbitrator, B must have queried
Opsig in the form (-, PKp). Hence the value of ¢ is at least one. Denote the
experiment of weak security against verifiers by Ex(?). Note that in Ex(?) all
queries to Opsjg are answered with partial signatures generated using SK4. We
now define a series of experiments, Ex(l), ceey EX(Q), so that Ex"¥) (i > 1) is the
same as Ex(™ Y except that starting from the (¢ + 1 —¢)-th query to Opsig up to
the g-th query of the form (-, PKp), they are answered with partial signatures
generated using SKp. Let B’s success probability in experiment Ex®) be ¢;. Note
that €y = €, and in experiment Ex(?) all queries of the form (-, PKg) to Opsig are
answered with partial signatures generated using SKp. Since B also knows SKp
(through corruption), it can use SKp to generate partial signatures using SKpg
on any message. Therefore, making queries of the form (-, PKg) to Opsiz does
not help B on winning the experiment if answers are generated using SKp. It is
equivalent to the case that B does not issue any query (-, PKg) to Opsig. Hence
guaranteed by the security against the arbitrator, we have that B’s advantage
in Ex\? is negligible as B has to output a full signature without getting any
corresponding partial signature.

Since the gap, |eg — €4, between B’s advantage in Ex”) and that in Ex\? is
non-negligible, there must exist an 1 < ¢ < ¢ such that |e;—1 — ¢;| is at least
leo — €4]/g, which is non-negligible as well. Let i* be such an i. We show how
to make use of the difference of B’s advantage in Ex®" Y and Ex") to build a
PPT algorithm D to break the weak signer ambiguity.

Given APK and PK 4, PKpg, D first asks its challenger for SK g, and then
invokes B on (APK,PK,, PKg). D randomly selects an i* from {1,---,q},
and simulates the oracles for B as follows. If B asks for SKg, D simply gives
it to B. The oracle Oges is simulated by D using its own resolution oracle.
If B makes a query (M, PK;) to Opsig where PK; # PKp, D forwards this
query to its own partial signing oracle, and returns the obtained answer back
to B. Now consider the /-th query of the form (M, PKg) made by B to Opsig.
If ¢/ < g+ 1—14* D forwards it to its own oracle, and returns the obtained
answer. If { = g+ 1 — ¢*, D requests its challenger for the challenge partial
signature o} on M and returns it to B. If £ > ¢+ 1 —4*, D simply uses SKp
to produce a partial signature on M. At the end of the simluation, when B
outputs (M*,0%,), if B succeeds in the experiment, D outputs 0; otherwise, D
outputs 1.

It’s easy to see that D guesses the correct ¢* with probability at least 1/q.
Now suppose that D’s guess of ¢* is correct. If o7, was generated by D’s chal-
lenger using SKy4, i.e. b = 0, the view of B is identical to that in Ex( 1),
On the other side, if o} was generated using SKp, i.e. b = 1, the view of B
is identical to that in Ex®"). Let b be the bit output by D. Since D outputs
0 only if B succeeds in the experiment, we have Pr[b/ = 0|b = 0] = ¢;-_1 and
Pr[t/ = 0|b = 1] = ¢;~. Therefore, the advantage of D in attacking the weak
signer ambiguity over random guess is
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Pr[p’ = b] — ;‘: Prp' =0Ab=0]+Prp' =1Ab=1] - ;‘
= |Pr[t) =0Ab=0]+ (Prpb=1] —Prt' =0Ab=1]) — ;'
= ; |Pr[t’ = 0[b = 0] — Pr[b’ = 0|]b = 1]|
> 21q € —1 — €| > 2(112 leo — €4l

which is also non-negligible. This contradicts the weak signer ambiguity
assumption. O

Corollary 1. In A-OFE, signer ambiguity (Def. [3) and security against the
arbitrator (Def. [1) together imply weak security against verifiers.

Letting an adversary select the two challenge public keys gives the adversary
more power in attacking signer ambiguity. Therefore, signer ambiguity defined
in Sec.2Jlis at least as strong as the weak signer ambiguity. Hence this corollary
follows directly the theorem above.

3 Preliminaries

(Admissible Pairings): Let G; and Gt be two cyclic groups of large prime
order p. € is an admissible pairing if & : Gy x G; — G is a map with the following
properties: (1) Bilinear: VR, S € Gy and Va,b € 7Z, & R*, S®) = &(R, S)%; (2)
Non-degenerate: AR, S € Gy such that é(R,S) # 1; and (3) Computable: there
exists an efficient algorithm for computing &(R, S) for any R, S € G;.

(Decision Linear Assumption (DLN)[8]:) Let G; be a cyclic group of large
prime order p. The Decision Linear Assumption for G; holds if for any PPT
adversary A, the following probability is negligibly close to 1/2.

Pr[F, H,W—G1;r,s—ZLp; Zo— W' Zy— Gy;d— {0,1} : A(F,H,W, F",H®, Z4) =d]
(¢-Strong Diffie-Hellman Assumption (¢-SDH)|7]): The ¢-SDH problem
. . . 2 q

in Gy is defined as follows: given a (¢ + 1)-tuple (g, ¢%,¢9* , -+ ,g* ), output a

pair (g%/(=+9) ¢) where ¢ € Z,. The ¢-SDH assumption holds if for any PPT
adversary A, the following probability is negligible.

* xT x 1
Pr |:x<_ZP:‘A(gvg ' g q):(gm+c7c)}

4 Ambiguous OFE without Random Oracles

In this section, we propose an A-OFE scheme, which is based on Groth and
Sahai’s idea of constructing a fully anonymous group signature scheme [15, [16].
Before describing the scheme, we first describe our construction in a high level.
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4.1 High Level Description of Our Construction

As mentioned in the introduction part, many OFE schemes in the literature
follows a generic framework: Alice encrypts her signature under the arbitrator’s
public key, and then provides a proof showing that the ciphertext indeed contains
her signature on the message. To extend this framework to ambiguous optimistic
fair exchange, we let Alice encrypt her signature under the arbitrator’s public key
and provide a proof showing that the ciphertext contains either her signature on
the message or Bob’s signature on it. Therefore, given Alice’s partial signature,
Bob cannot convince others that Alice was committed herself to something, as
he can also generate this signature.

Our concrete construction below follows the aforementioned framework, which
is based on the idea of Groth in constructing a fully anonymous group signa-
ture scheme [15]. In more details, Alice’s signature consists of a weakly secure
BB-signature [7] and a strong one-time signature. Since only the BB-signature is
related to Alice’s identity, we encrypt it under the arbitrator’s public key using
Kiltz’ tag-based encryption scheme [20], with the one-time verification key as
the tag. The non-interactive proof is based on a newly developed technique by
Groth and Sahai [16], which is efficient and doesn’t require any complex NP-
reduction. The proof consists of two parts. The first part includes a commitment
to Alice’s BB-signature along with a non-interactive witness indistinguishable
(NIWTI) proof showing that either Alice’s BB-signature or Bob’s BB-signature
on the one-time verification key is in the commitment. The second part is non-
interactive zero-knowledge (NIZK) proof (of knowledge) showing that the com-
mitment and the ciphertext contains the same thing. These two parts together
imply that the ciphertext contains a BB-signature on the message generated
by either Alice or Bob. Both the ciphertext and the proof are authenticated
using the one-time signing key. Guaranteed by the strong unforgeability of the
one-time signature, no efficient adversary can modify the ciphertext or the proof.

The NIWI proof system consists of four (PPT) algorithms, Ky, Pwr, Vi
and Xk, where Ky is the key generation algorithm which outputs a common
reference string crs and an extraction key xk; Py takes as input crs, the
statement to be proved z, and a corresponding witness w, and outputs a proof
m; Vv is the corresponding verification algorithm; and X, takes as input crs
and a valid proof w, outputs a witness w’. The NIZK proof shares the same
common reference string with the NIWI proof. Pzx and Vzi are the proving
and verification algorithms of the NIZK proof system respectively. Due to the
page limit, we refer readers to |16] for detained information about the non-
interactive proofs and to [15] for an introduction to the building tools needed
for our construction.

4.2 The Scheme

Now we propose our A-OFE scheme. It works as follows:

— PMGen takes 1% and outputs PM = (1*,p, G1, G, &, g) so that G, and G are
cyclic groups of prime order p; g is a random generator of G1; & : Gy x G —
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Gr is an admissible bilinear pairing; and group operations on G; and Gp
can be efficiently performed.
Setup'"™P: The arbitrator runs the key generation algorithm of the non-
interactive proof system to generate a common reference string crs and an
extraction key zk, i.e. (crs, zk) < Kynr(1%), where crs = (F, H,U,V,W, U,
V/,W’). Tt also randomly selects K,L « Gy, and sets (APK,ASK) =
((crs, K, L), zk), where F, H, K, L together form the public key of the tag-
based encryption scheme [20], and zk is the extraction key of the NIWI proof
system [15, [16], which is also the decryption key of the tag-based encryption
scheme.
SetupYser: Each user U; randomly selects x; < Z,, and sets (PK;, SK;)
= (g%, x;).

PSig: To partially sign a message m with verifier Uj, user U; does the fol-
lowing:

1. call the key generation algorithm of S to generate a one-time key pair
(otvk, otsk); .
use SK; to compute a BB-signature o on H(otvk), i.e. o « g=ithotvk)
3. compute an NIWI proof m; showing that o is a valid signature under ei-

ther PK; or PKj, i.e. m1 < Pwi(crs, (&(g,9), PK;, PK;, H(otvk)), (o)),
which shows that the following holds:

&(o, PK; - ")) = &(g, g) V &(0, PK; - g"°""*)) = &(g, g)

o

4. compute a tag-based encryption ([20]) y of o, ie. y = (y1,Y2, Y3, Y4,
ys) < E.Epi (o, tag), where pk = (F, H, K, L) and tag = H(otvk);

5. compute an NIZK proof o showing that y and the commitment C to o
in 71 contain the same o, i.e. my « Pzx(crs, (y,m1), (1,8,1));

6. use otsk to sign the whole transcript and the message M, i.e. g, «—
S.Sotsk(MﬂThyﬂTQ).

The partial signature op of U; on message M then consists of (otvk, o,

1, Y, T2).

PVer: After obtaining U,’s partial signature op = (otvk, o4, 71,y,72), the

verifier U; checks the following. If any one fails, U; rejects; otherwise, it

accepts.

1. if o4 is a valid one-time signature on (M, 71, y, m2) under otvk;

2. if m is a valid NIWI proof, i.e. Viys(crs, (&(g,9), PK;, PK;,H(otvk)),
1) ~ accept;

3. if my is a valid NIZK proof, i.e. Vzi (crs, (y, 1), 72) < accept;

Sig: To sign a message M with verifier U;, user U; generates a partial signa-

ture op as in PSig, and set the full signature op as op = (op, o).

Ver: After receiving op on M from U;, user U; checks if PVer(M,op,

{PK;, PK;}, APK) < accept, and if &(c, PK; - g"t"k)) £ &(g, g). If any

of the checks fails, U; rejects; otherwise, it accepts.

Res: After receiving U;’s partial signature op on message M from user Uj,

the arbitrator firstly checks the validity of op. If invalid, it returns L to Uj.

Otherwise, it extracts o from m; by calling 0 «— X, (crs, ;). The arbitrator

returns o to Uj.
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5 Security Analysis

Theorem 2. The proposed A-OFE scheme is secure in the multi-user setting
and chosen-key model (without random oracle) provided that DLN assumption
and q-SDH assumption hold.

Intuitively, the resolution ambiguity is guaranteed by the extractability and
soundness of the NIWI proof of knowledge system. The signer ambiguity and
security against verifiers are due to the CCA security of the encryption scheme.
Security against signers and security against the arbitrator are guaranteed by
the (weak) unforgeability of BB-signature scheme. Due to the page limit, we
leave the detailed proof in the full version of this paper.

Remark 3. In our construction, the signer uses its secret key to generate a BB-
signature on a fresh one-time verification key, while the message is signed using
the corresponding one-time signing key. As shown by Huang et al. in [17], this
combination leads to a strongly unforgeable signature scheme. It’s not hard to
see that our proposed A-OFE scheme actually achieves a stronger version of
security against the verifier. That is, even if the adversary sees the signer Ua’s
full signature op on a message M with verifier Up, it cannot generate another
o on M such that Ver(M, o, PK4, PKp, APK) = accept. The claim can be
shown using the proof given in this paper without much modification.

(Comparison): We note that schemes proposed in [14,22] have similar properties
as our ambiguous OFE, i.e. (online, offline) non-transferability. Here we make
a brief comparison with these two schemes. First of all, our A-OFE scheme is
better than them in terms of the level of non-transferability. In [14, [22], the
non-transferability is defined only in the CPA fashion. The adversary is not
given an oracle for converting a partial signature to a full one. While in our
definition of A-OFE, we define the ambiguity in the CCA fashion, allowing the
adversary to ask for resolving a partial signature to a full one. Second, in terms
of efficiency, our scheme outperforms the scheme proposed in [22], and is slightly
slower than [14]. The generation of a partial signature of their scheme requires
linear (in security parameter k) number of encryptions, and the size of a partial
signature is also linear in k. While in our scheme both the computation cost
and size of a partial signature are constant. The partial signature of ousr scheme
includes about 41 group elements plus a one-time verification key and a one-time
signature. Third, both our scheme and the scheme in [14] only require one move
in generating a partial signature, while the scheme in [22] requires four moves.
Fourth, in [22], there is a setup phase between each signer and the confirmer, in
which the confirmer generates an encryption key pair for each signer. Therefore,
the confirmer has to store a key pair for each signer, leading to a large storage.
While our scheme and [14] don’t need such a phase. Fifth, in terms of security,
our scheme and [22] are provably secure without random oracles. But the scheme
in [14] is only provably secure in the random oracle model.



88

Q. Huang et al.

Acknowledgements

We are grateful to the anonymous reviewers of Asiacrypt 2008 for their invaluable
comments. The first three authors were supported by a grant from the Research
Grants Council of the Hong Kong Special Administrative Region, China (RGC
Ref. No. CityU 122107).

References

1.

2.

10.

11.

12.

13.

14.

15.

Asokan, N., Schunter, M., Waidner, M.: Optimistic protocols for fair exchange. In:
CCS, pp. 7-17. ACM, New York (1997)

Asokan, N., Shoup, V., Waidner, M.: Optimistic fair exchange of digital signatures
(extended abstract). In: Nyberg, K. (ed.) EUROCRYPT 1998. LNCS, vol. 1403,
pp. 591-606. Springer, Heidelberg (1998)

Asokan, N., Shoup, V., Waidner, M.: Optimistic fair exchange of digital signatures.
IEEE Journal on Selected Areas in Communication 18(4), 593-610 (2000)

. Bao, F., Wang, G., Zhou, J., Zhu, H.: Analysis and improvement of Micali’s fair

contract signing protocol. In: Wang, H., Pieprzyk, J., Varadharajan, V. (eds.)
ACISP 2004. LNCS, vol. 3108, pp. 176-187. Springer, Heidelberg (2004)

Bellare, M., Rogaway, P.: Random oracles are practical: A paradigm for designing
efficient protocols. In: ACM CCS, pp. 62-73. ACM, New York (1993)

Bender, A., Katz, J., Morselli, R.: Ring signatures: Stronger definitions, and con-
structions without random oracles. In: Halevi, S., Rabin, T. (eds.) TCC 2006.
LNCS, vol. 3876, pp. 60-79. Springer, Heidelberg (2006),
http://eprint.iacr.org/

Boneh, D., Boyen, X.: Short signatures without random oracles. In: Cachin, C.,
Camenisch, J.L. (eds.) EUROCRYPT 2004. LNCS, vol. 3027, pp. 56-73. Springer,
Heidelberg (2004)

Boneh, D., Boyen, X., Shacham, H.: Short group signatures. In: Franklin, M. (ed.)
CRYPTO 2004. LNCS, vol. 3152, pp. 41-55. Springer, Heidelberg (2004)

Boneh, D., Gentry, C., Lynn, B., Shacham, H.: Aggregate and verifiably encrypted
signatures from bilinear maps. In: Biham, E. (ed.) EUROCRYPT 2003. LNCS,
vol. 2656, pp. 416-432. Springer, Heidelberg (2003)

Boyd, C., Foo, E.: Off-line fair payment protocols using convertible signatures.
In: Ohta, K., Pei, D. (eds.) ASTACRYPT 1998. LNCS, vol. 1514, pp. 271-285.
Springer, Heidelberg (1998)

Chen, L., Kudla, C., Paterson, K.G.: Concurrent signatures. In: Cachin, C., Ca-
menisch, J.L. (eds.) EUROCRYPT 2004. LNCS, vol. 3027, pp. 287-305. Springer,
Heidelberg (2004)

Dodis, Y., Lee, P.J., Yum, D.H.: Optimistic fair exchange in a multi-user setting. In:
Okamoto, T., Wang, X. (eds.) PKC 2007. LNCS, vol. 4450, pp. 118-133. Springer,
Heidelberg (2007)

Dodis, Y., Reyzin, L.: Breaking and repairing optimistic fair exchange from PODC
2003. In: DRM 2003, pp. 47-54. ACM, New York (2003)

Garay, J.A., Jakobsson, M., MacKenzie, P.: Abuse-free optimistic contract signing.
In: Wiener, M. (ed.) CRYPTO 1999. LNCS, vol. 1666, pp. 449-466. Springer,
Heidelberg (1999)

Groth, J.: Fully anonymous group signatures without random oracles. In: Kuro-
sawa, K. (ed.) ASTACRYPT 2007. LNCS, vol. 4833, pp. 164-180. Springer, Hei-
delberg (2007)


http://eprint.iacr.org/

16.

17.

18.

19.

20.

21.

22.

23.

24.

25.

26.

Ambiguous Optimistic Fair Exchange 89

Groth, J., Sahai, A.: Efficient non-interactive proof systems for bilinear groups. In:
Smart, N.P. (ed.) EUROCRYPT 2008. LNCS, vol. 4965, pp. 415-432. Springer,
Heidelberg (2008)

Huang, Q., Wong, D.S.; Li, J., Zhao, Y.: Generic transformation from weakly
to strongly unforgeable signatures. Journal of Computer Science and Technol-
ogy 23(2), 240-252 (2008)

Huang, Q., Yang, G., Wong, D.S.; Susilo, W.: Efficient optimistic fair exchange
secure in the multi-user setting and chosen-key model without random oracles.
In: Malkin, T.G. (ed.) CT-RSA 2008. LNCS, vol. 4964, pp. 106-120. Springer,
Heidelberg (2008)

Jakobsson, M., Sako, K., Impagliazzo, R.: Designated verifier proofs and their
applications. In: Maurer, U.M. (ed.) EUROCRYPT 1996. LNCS, vol. 1070, pp.
143-154. Springer, Heidelberg (1996)

Kiltz, E.: Chosen-ciphertext security from tag-based encryption. In: Halevi, S.,
Rabin, T. (eds.) TCC 2006. LNCS, vol. 3876, pp. 581-600. Springer, Heidelberg
(2006)

Kremer, S.: Formal Analysis of Optimistic Fair Exchange Protocols. PhD thesis,
Université Libre de Bruxelles (2003)

Liskov, M., Micali, S.: Online-untransferable signatures. In: Cramer, R. (ed.) PKC
2008. LNCS, vol. 4939, pp. 248-267. Springer, Heidelberg (2008)

Micali, S.: Simple and fast optimistic protocols for fair electronic exchange. In:
PODC 2003, pp. 12-19. ACM, New York (2003)

Park, J.M., Chong, E.K., Siegel, H.J.: Constructing fair-exchange protocols for
e-commerce via distributed computation of RSA signatures. In: PODC 2003, pp.
172-181. ACM, New York (2003)

Zhu, H., Bao, F.: Stand-alone and setup-free verifiably committed signatures. In:
Pointcheval, D. (ed.) CT-RSA 2006. LNCS, vol. 3860, pp. 159-173. Springer, Hei-
delberg (2006)

Zhu, H., Susilo, W., Mu, Y.: Multi-party stand-alone and setup-free verifiably com-
mitted signatures. In: Okamoto, T., Wang, X. (eds.) PKC 2007. LNCS, vol. 4450,
pp. 134-149. Springer, Heidelberg (2007)



Compact Proofs of Retrievability

Hovav Shacham® and Brent Waters?*

! University of California, San Diego
hovav@cs.ucsd.edu
2 University of Texas, Austin
bwaters@csl.sri.com

Abstract. In a proof-of-retrievability system, a data storage center con-
vinces a verifier that he is actually storing all of a client’s data. The
central challenge is to build systems that are both efficient and provably
secure — that is, it should be possible to extract the client’s data from
any prover that passes a verification check. In this paper, we give the first
proof-of-retrievability schemes with full proofs of security against arbi-
trary adversaries in the strongest model, that of Juels and Kaliski. Our
first scheme, built from BLS signatures and secure in the random oracle
model, has the shortest query and response of any proof-of-retrievability
with public verifiability. Our second scheme, which builds elegantly on
pseudorandom functions (PRFs) and is secure in the standard model, has
the shortest response of any proof-of-retrievability scheme with private
verifiability (but a longer query). Both schemes rely on homomorphic
properties to aggregate a proof into one small authenticator value.

1 Introduction

In this paper, we give the first proof-of-retrievability schemes with full proofs of
security against arbitrary adversaries in the Juels-Kaliski model. Our first scheme
has the shortest query and response of any proof-of-retrievability with public
verifiability and is secure in the random oracle model. Our second scheme has the
shortest response of any proof-of-retrievability scheme with private verifiability
(but a longer query), and is secure in the standard model.

Proofs of storage. Recent visions of “cloud computing” and “software as a ser-
vice” call for data, both personal and business, to be stored by third parties, but
deployment has lagged. Users of outsourced storage are at the mercy of their
storage providers for the continued availability of their data. Even Amazon’s S3
the best-known storage service, has recently experienced significant downtime

In an attempt to aid the deployment of outsourced storage, cryptographers
have designed systems that would allow users to verify that their data is still
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available and ready for retrieval if needed: Deswarte, Quisquater, and Saidane [§],
Filho and Barreto [9], and Schwarz and Miller [15]. In these systems, the client
and server engage in a protocol; the client seeks to be convinced by the protocol
interaction that his file is being stored. Such a capability can be important to
storage providers as well. Users may be reluctant to entrust their data to an
unknown startup; an auditing mechanism can reassure them that their data is
indeed still available.

Evaluation: formal security models. Such proof-of-storage systems should be
evaluated by both “systems” and “crypto” criteria. Systems criteria include: (1)
the system should be as efficient as possible in terms of both computational
complexity and communication complexity of the proof-of-storage protocol, and
the storage overhead on the server should be as small as possible; (2) the system
should allow unbounded use rather than imposing a priori bound on the number
of audit-protocol interactions3; (3) verifiers should be stateless, and not need to
maintain and update state between audits, since such state is difficult to maintain
if the verifier’s machine crashes or if the verifier’s role is delegated to third parties
or distributed among multiple machineJ Statelessness and unbounded use are
required for proof-of-storage systems with public verifiability, in which anyone
can undertake the role of verifier in the proof-of-storage protocol, not just the
user who originally stored the file

The most important crypto criterion is this: Whether the protocol actually
establishes that any server that passes a verification check for a file — even a
malicious server that exhibits arbitrary, Byzantine behavior — is actually stor-
ing the file. The early cryptographic papers lacked a formal security model,
let alone proofs. But provable security matters. Even reasonable-looking pro-
tocols could in fact be insecure; see Appendix C of the full paper [I6] for an
example.

The first papers to consider formal models for proofs of storage were by
Naor and Rothblum, for “authenticators” [I4], and by Juels and Kaliski, for
“proofs of retrievability” [I2]. Though the details of the two models are differ-
ent, the insight behind both is the same: in a secure system if a server can pass
an audit then a special extractor algorithm, interacting with the server, must be
able (w.h.p.) to extract the file &

2 We believe that systems allowing a bounded number of interactions can be useful,
but only as stepping stones towards fully secure systems. Some examples are bounded
identity-based encryption [II] and bounded CCA-secure encryption [7]; in these
systems, security is maintained only as long as the adversary makes at most ¢ private
key extraction or decryption queries.

3 We note that the sentinel-based scheme of Juels and Kaliski [12], the scheme of

Ateniese, Di Pietro, Mancini, and Tsudik [3], and the scheme of Shah, Swaminathan

and Baker [I7] lack both unbounded use and statelessness. We do not consider these

schemes further in this paper.

Ateniese et al. [I] were the first to consider public verifiability for proof-of-storage

schemes.

5 This is, of course, similar to the intuition behind proofs of knowledge.

IS
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A simple MAC-based construction. In addition, the Naor-Rothblum and Juels-
Kaliski papers describe similar proof-of-retrievability protocols. The insight be-
hind both is that checking that most of a file is stored is easier than checking
that all is. If the file to be stored is first encoded redundantly, and each block of
the encoded file is authenticated using a MAC, then it is sufficient for the client
to retrieve retrieves a few blocks together with their MACs and check, using his
secret key, that these blocks are correct. Naor and Rothblum prove their scheme
secure in their model[ The simple protocol obtained here uses techniques sim-
ilar to those proposed by Lillibridge et al. [13]. Signatures can be used instead
of MACs to obtain public verifiability.

The downside to this simple solution is that the server’s response consists of
A block-authenticator pairs, where A is the security parameter. If each authen-
ticator is A bits long, as required in the Juels-Kaliski model, then the response
is A2 - (s + 1) bits, where the ratio of file block to authenticator length is s : 10

Homomorphic authenticators. The proof-of-storage scheme described by Ate-
niese et al. [I] improves on the response length of the simple MAC-based scheme
using homomorphic authenticators. In their scheme, the authenticators o; on
each file block m; are constructed in such a way that a verifier can be convinced
that a linear combination of blocks ). v;m; (with arbitrary weights {v;}) was
correctly generated using an authenticator computed from {O’i}ﬁg

When using homomorphic authenticators, the server can combine the blocks
and A\ authenticators in its response into a single aggregate block and authen-
ticator, reducing the response length by a factor of A. As an additional benefit,
the Ateniese et al. scheme is the first with public verifiability. The homomorphic
authenticators of Ateniese et al. are based on RSA and are thus relatively long.

Unfortunately, Ateniese et al. do not give a rigorous proof of security for
their scheme. In particular, they do not show that one can extract a file (or
even a significant fraction of one) from a prover that is able to answer auditing
queries convincingly. The need for rigor in extraction arguments applies equally
to both the proof-of-retrievability model we consider and the weaker proof of
data possession model considered by Ateniese et allfl

Our contributions. In this paper, we make two contributions.

1. We describe two new short, efficient homomorphic authenticators. The first,
based on PRFs, gives a proof-of-retrievability scheme secure in the

5 Juels and Kaliski do not give a proof of security against arbitrary adversaries, but
this proof is trivial using the techniques we develop in this paper; for completeness,
we give the proof in Appendix D of the full paper [16].

” Naor and Rothblum show that one-bit MACs suffice for proving security in their less
stringent model, for an overall response length of A-(s+1) bits. The Naor-Rothblum
scheme is not secure in the Juels-Kaliski model.

8 In the Ateniese et al. construction the aggregate authenticator is I, 0" mod N.

9 For completeness, we give a correct and fully proven Ateniese-et-al.—inspired, RSA-
based scheme, together with a full proof of security, in Appendix E of the full pa-
per [16].
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standard model. The second, based on BLS signatures [5], gives a proof-
of-retrievability scheme with public verifiability secure in the random oracle
model.

2. We prove both of the resulting schemes secure in a variant of the Juels-Kaliski
model. Our schemes are the first with a security proof against arbitrary
adversaries in this model.

The scheme with public retrievability has the shortest query and response of any
proof-of-retrievability scheme: 20 bytes and 40 bytes, respectively, at the 80-bit
security level. The scheme with private retrievability has the shortest response
of any proof-of-retrievability scheme (20 bytes), matching the response length
of the Naor-Rothblum scheme in a more stringent security model, albeit at the
cost of a longer query. We believe that derandomizing the query in this scheme
is the major remaining open problem for proofs of retrievability.

1.1 Owur Schemes

In our schemes, as in the Juels-Kaliski scheme, the user breaks an erasure en-
coded file into n blocks my,...,m, € Z, for some large prime p. The erasure
code should allow decoding in the presence of adversarial erasure. Erasure codes
derived from Reed-Solomon codes have this property, but decoding and encoding
are slow for large files. In Appendix B of the full paper [I6] we discuss how to
make use of more efficient codes secure only against random erasures.

The user authenticates each block as follows. She chooses a random o € Z,
and PRF key k for function f. These values serve as her secret key. She calculates
an authentication value for each block i as

o; = fk(Z) +am; € Zp .

The blocks {m;} and authenticators {o;} are stored on the server. The proof
of retrievability protocol is as follows. The verifier chooses a random challenge
set I of [ indices along with [ random coefficients in Zp Let @ be the set
{(i,v;)} of challenge index—coeflicient pairs. The verifier sends @ to the prover.
The prover then calculates the response, a pair (o, i), as

o — Zz/i-ai and W Zm~mi.
(i,v:)€Q (i,v:)€Q
Now verifier can check that the response was correctly formed by checking that
? .
o=a-p+ Z vi - fr(i) .
(i,v:)€EQ

It is clear that our techniques admit short responses. But it is not clear that
our new system admits a simulator that can extract files. Proving that it does is
quite challenging, as we discuss below. In fact, unlike similar, seemingly correct
schemes (see Appendix C of the full paper [16]), our scheme is provably secure
in the standard model.

19°Or, more generally, from a subset B of Z,, of appropriate size; see Section [LI1
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A scheme with public verifiability. Our second scheme is publicly verifiable. It
follows the same framework as the first, but instead uses BLS signatures [5]
for authentication values that can be publicly verified. The structure of these
signatures allows for them to be aggregated into linear combinations as above.
We prove the security of this scheme under the Computational Diffie-Hellman
assumption over bilinear groups in the random oracle model.

Let e: G x G — Gr be a computable bilinear map with group G’s support
being Z,. A user’s private key is « € Z,,, and her public key is v = g* € G along
with another generator v € G. The signature on block i is o; = [H(z)uml]w
On receiving query @ = {(4,v;)}, the prover computes and sends back o «—
[ieqoi” and p— 32 ., cq Vi - mi. The verification equation is:

e(o,9) ;e( H H(i)" - ut, v) .

(,v1)€Q

This scheme has public verifiability: the private key x is required for generating
the authenticators {o;} but the public key v is sufficient for the verifier in the
proof-of-retrievability protocol.

Parameter selection. Let A be the security parameter; typically, A = 80. For the
scheme with private verification, p should be a A bit prime. For the scheme with
public verification, p should be a 2A-bit prime, and the curve should be chosen so
that discrete logarithm is 2*-secure. For values of A up to 128, Barreto-Naehrig
curves [4] are the right choice; see the survey by Freeman, Scott, and Teske [10].

Let n be the number of blocks in the file. We assume that n > \. Suppose
we use a rate-p erasure code, i.e., one in which any p-fraction of the blocks
suffices for decoding. (Encoding will cause the file length to grow approximately
(1/p)x.) Let I be the number of indices in the query @), and B C Z, be the set
from which the challenge weights v; are drawn.

Our proofs — see Section for the details — guarantee that extraction will
succeed from any adversary that convincingly answers an e-fraction of queries,
provided that € — p! — 1/#B is non-negligible in \. It is this requirement that
guides the choice of parameters.

A conservative choice is p = 1/2, 1 = A, and B = {0, 1})‘; this guarantees
extraction against any adversaryll} For applications that can tolerate a larger
error rate these parameters can be reduced. For example, if a 1-in-1,000,000
error is acceptable, we can take B to be the set of 22-bit strings and [ to be 22;
alternatively, the coding expansion 1/p can be reduced.

A tradeoff between storage and communication. As we described our schemes
above, each file block is accompanied by an authenticator of equal length. This
gives a 2x overhead beyond that imposed by the erasure code, and the server’s

1 The careful analysis in our proofs allows us to show that, for 80-bit security, the
challenge coefficients v; can be 80 bits long, not 160 as proposed in [2 p. 17]. The
smaller these coefficients, the more efficient the multiplications or exponentiations
that involve them.
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response in the proof-of-retrievability protocol is 2x the length of an authenti-
cator. In the full schemes of Section [3] we introduce a parameter s that gives
a tradeoff between storage overhead and response length. Each block consists
of s elements of Z, that we call sectors. There is one authenticator per block,
reducing the overhead to (1 4+ 1/s)x. The server’s response is one aggregated
block and authenticator, and is (14 s)x as long as an authenticator. The choice
s = 1 corresponds to our schemes as we described them above and to the scheme
given by Ateniese et al. [1}

Compressing the request. A request, as we have seen, consists of an [ element
subset of [1,n] together with I elements of the coefficient set B, chosen uniformly
and independently at random. In the conservative parametrization above, a re-
quest is thus A- ([Ign]+A) bits long. One can reduce the randomness required to
generate the request using standard techniques but this will not shorten the
request itself. In the random oracle model, the verifier can send a short (2 bit)
seed for the random oracle from which the prover will generate the full query.
Using this technique we can make the queries as well as responses compact in our
publicly verifiable scheme, which already relies on random oracles[ Obtaining
short queries in the standard model is the major remaining open problem in
proofs of retrievability.

We note that, by techniques similar to those discussed above, a PRF can be
used to generate the per-file secret values {«a;} for our privately verifiable scheme
and a random oracle seed can be used to generate the per-file public generators
{u;} in our publicly verifiable scheme. This allows file tags for both schemes to
be short: O()), asymptotically.

We also note that subsequent to our work Bowers, Juels, and Oprea [6] pro-
vided a framework, based on “inner and outer” error correcting codes, by which
they describe parameterizations of our approach that trade off the cost of a sin-
gle audit and the computational efficiency of extracting a file a series of audit
requests. In our work we have chosen to put emphasis on reducing single au-
dit costs. We envision an audit as a mechanism to ensure that a file is indeed
available and that a file under most circumstances will be retrieved as a sim-
ple bytestream. In a further difference, the error-correcting codes employed by
Bowers, Juels, and Oprea are optimized for the case where € > 1/2, i.e., for
when the server answers correctly more than half the time. By contrast, our

12 Tt would be possible to shorten the response further using knowledge-of-exponent
assumptions, as Ateniese et al. do, but such assumptions are strong and nonstandard;
more importantly, their use means that the extractor can never be implemented in
the real world.

For example, choose keys k' and k" for PRFs with respective ranges [1,n] and B.
The query indices are the first [ distinct values amongst f;. (1), fi/(2),...; the query
coeflicients are f7/(1),..., fin(1).

Ateniese et al. propose to eliminate random oracles here by having the prover gen-
erate the full query using PRF keys sent by the verifier [2 p. 11], but it is not clear
how to prove such a scheme secure, since the PRF security definition assumes that
keys are kept secret.

13

14
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techniques scale to any small (but nonnegligible) e. We believe that this frees
systems implementers from having to worry about whether a substantial error
rate (for example, due to an intermitent connection between auditor and server)
invalidates the assumptions of the underlying cryptography.

1.2 Owur Proofs

We provide a modular proof framework for the security of our schemes. Our
framework allows us to argue about the systems unforgeability, extractability,
and retrievability with these three parts based respectively on cryptographic,
combinatorial, and coding-theoretical techniques. Only the first part differs be-
tween the three schemes we propose. The combinatorial techniques we develop
are nontrivial and we believe they will be of independent interest.

It is interesting to compare both our security model and our proof methodol-
ogy to those in related work.

The proof of retrievability model has two major distinctions from that used
by Naor and Rothblum [I4] (in addition to the public-key setting). First, the
NR model assumes a checker can request and receive specific memory locations
from the prover. In the proof of retrievability model, the prover can consist of an
arbitrary program as opposed to a simple memory layout and this program may
answer these questions in an arbitrary manner. We believe that this realistically
represents an adversary in the type of setting we are considering. In the NR
setting the extractor needs to retrieve the file given the server’s memory; in the
POR setting the analogy is that the extractor receives the adversary’s program.

Second, in the proof of retrievability model we allow the attacker to execute
a polynomial number of proof attempts before committing to how it will store
memory. In the NR model the adversary does not get to execute the protocol
before committing its memory. This weaker model is precisely what allows for
the use of 1-bit MACs with error correcting codes in one NR variant. One might
argue that in many situations this is sufficient. If a storage server responds
incorrectly to an audit request we might assume that it is declared to be cheating
and there is no need to go further. However, this limited view overlooks several
scenarios. In particular, we want to be able to handle setups where there are
several verifiers that do not communicate or if there might be several storage
servers handling the same encoded file that are audited independently. Only our
stronger model can correctly reflect these situations. In general, we believe that
the strongest security model allows for a system to be secure in the most contexts
including those not previously considered [

One of the distinctive and challenging parts of our work is to argue extrac-
tion from homomorphically accumulated blocks. While Ateniese et al. [I] pro-
posed using homomorphic RSA signatures and proved what is equivalent to our
unforgeability requirement, they did not provide an argument that one could
extract individual blocks from a prover. The only place where extractability is

15 We liken this argument to that for the strong definition currently accepted for chosen-
ciphertext secure encryption.
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addressed in their work is a short paragraph in Appendix A, where they provide
some intuitive arguments. Here is one concrete example: Their constructions
make multiple uses of pseudorandom functions (PRFs), yet the security prop-
erties of a PRF are never applied in a security reduction. This gives compelling
evidence that a rigorous security proof was not provided. Again, we emphasize
that extraction is needed in even the weaker proof of data possession model
claimed by the authors.

Extractability issues arise in several natural constructions. Proving extraction
from aggregated authenticator values can be challenging; in Appendix C of the
full paper [16] we show an attack on a natural but incorrect system that is
very similar to the “E-PDP” efficient alternative scheme given by Ateniese et al.
(which they use in their performance measurements). For this scheme, Ateniese
et al. claim only that the protocol establishes that a cheating prover has the
sum .., m; of the blocks. We show that indeed this is all it can provide.
Ateniese et al. calculate that a malicious server attacking the E-PDP scheme
et al. that a malicious server attacking the E-PDP scheme would need to store
10'4% blocks in order to cheat with probability 100%. By contrast, our attack,
which allows the server to cheat with somewhat lower probability (almost 9% for
standard parameters) requires no more storage than were the server faithfully
storing the file.

Finally, we argue that the POR is the “right” model for considering practical
data storage problems, since provides a successful audit guarantees that all the
data can be extracted. Other work has advocated that a weaker Proof of Data
Possession [I] model might be acceptable. In this model, one only wants to
guarantee that a certain percentage (e.g., 90%) of data blocks are available. By
offering this weaker guarantee one might hope to avoid the overhead of applying
erasure codes. However, this weaker condition is unsatisfactory for most practical
application demands. One might consider how happy a user would be were 10% of
a file containing accounting data lost. Or if, for a compressed file, the compression
tables were lost — and with them all useful data. Instead of hoping that there
is enough redundancy left to reconstruct important data in an ad-hoc way, it is
much more desirable to have a model that inherently provides this. We also note
that Ateniese et al. [1] make an even weaker guarantee for their “E-PDP” system
that they implement and use as the basis for their measurements. According to
[1] their E-PDP system “only guarantees possession of the sum of the blocks.”
While this might be technically correct, it is even more difficult to discern what
direct use could come from retrieving a sum of a subset of data blocks.

One might still hope to make use of systems proved secure under these models.
For example, we might attempt to make a PDP system usable by adding on
an erasure encoding step. In addition, if a system proved that one could be
guaranteed sums of blocks for a particular audit, then it might be the case that
by using multiple audit one could guarantee that individual file blocks could
be extracted. However, one must prove that this is the case and account for
the additional computational and communication overhead of multiple passes.
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When systems use definitions that don’t model full retrievability it becomes very
difficult to make any useful security or performance comparisons.

2 Security Model

We recall the security definition of Juels and Kaliski [I2]. Our version differs
from the original definition in several details:

— we rule out any state (“a”) in key generation and in verification, because
(as explained in Section[l]) we believe that verifiers in proof-of-retrievability
schemes should be stateless;

— we allow the proof protocol to be arbitrary, rather than two-move, challenge-
response; and

— our key generation emits a public key as well as a private key, to allow us to
capture the notion of public verifiability.

Note that any stateless scheme secure in the original Juels-Kaliski model will be
secure in our variant, and any scheme secure in our variant whose proof protocol
can be cast as two-move, challenge-response protocol will be secure in the Juels-
Kaliski definition. In particular, our scheme with private verifiability is secure in
the original Juels-Kaliski model [

A proof of retrievability scheme defines four algorithms, Kg, St, V, and P,
which behave thus:

Kg(). This randomized algorithm generates a public-private keypair (pk, sk).

St(sk, M). This randomized file-storing algorithm takes a secret key sk and a
file M € {0,1}" to store. It processes M to produce and output M*, which
will be stored on the server, and a tag t. The tag contains information that
names the file being stored; it could also contain additional secret information
encrypted under the secret key sk.

P, V. The randomized proving and verifying algorithms define a protocol for
proving file retrievability. During protocol execution, both algorithms take as
input the public key pk and the file tag t output by St. The prover algorithm
also takes as input the processed file description M* that is output by St,
and the verifier algorithm takes as input the secret key. At the end of the
protocol run, V outputs 0 or 1, where 1 means that the file is being stored on
the server. We can denote a run of two machines executing the algorithms

as: {0,1} & (V(pk, sk, t)  P(pk, t, M*)).

16 T an additional minor difference, we do not specify the extraction algorithm as part
of a scheme, because we do not expect that the extract algorithm will be deployed
in outsourced storage applications. Nevertheless, the extract algorithm used in our
proofs (cf. Section [£2) is quite simple: undertake many random V interactions with
the cheating prover; keep track of those queries for which V accepts the cheating
prover’s reply as valid; and continue until enough information has been gathered to
recover file blocks by means of linear algebra. The adversary A could implement this
algorithm by means of its proof-of-retrievability protocol access.
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We would like a proof-of-retrievability protocol to be correct and sound. Correct-
ness requires that, for all keypairs (pk, sk) output by Kg, for all files M € {0,1}",
and for all (M*, t) output by St(sk, M), the verification algorithm accepts when
interacting with the valid prover:

(V(pk,sk,t)  P(pk,t,M*)) =1 .

A proof-of-retrievability protocol is sound if any cheating prover that con-
vinces the verification algorithm that it is storing a file M is actually storing
that file, which we define in saying that it yields up the file M to an extrac-
tor algorithm that interacts with it using the proof-of-retrievability protocol.
We formalize the notion of an extractor and then give a precise definition for
soundness.

An extractor algorithm Extr(pk, sk, t, P’) takes the public and private keys,
the file tag t, and the description of a machine implementing the prover’s role
in the proof-of-retrievability protocol: for example, the description of an interac-
tive Turing machine, or of a circuit in an appropriately augmented model. The
algorithm’s output is the file M € {0,1}". Note that Extr is given non—black-box
access to P’ and can, in particular, rewind it.

Consider the following setup game between an adversary A and an environ-
ment:

1. The environment generates a keypair (pk, sk) by running Kg, and provides
pk to A.

2. The adversary can now interact with the environment. It can make queries
to a store oracle, providing, for each query, some file M. The environment

computes (M*, t) & St(sk, M) and returns both M* and ¢ to the adversary.

3. For any M on which it previously made a store query, the adversary can un-
dertake executions of the proof-of-retrievability protocol, by specifying the
corresponding tag t. In these protocol executions, the environment plays
the part of the verifier and the adversary plays the part of the prover:
V(pk, sk, t) A. When a protocol execution completes, the adversary is
provided with the output of V. These protocol executions can be arbitrarily
interleaved with each other and with the store queries described above.

4. Finally, the adversary outputs a challenge tag t returned from some store
query, and the description of a prover P’.

The cheating prover P’ is e-admissible if it convincingly answers an € fraction of
verification challenges, i.e., if Pr[(V(pk,sk,t)  P’) = 1]> e. Here the probabil-
ity is over the coins of the verifier and the prover. Let M be the message input to

the store query that returned the challenge tag t (along with a processed version
M* of M).

Definition 1. We say a proof-of-retrievability scheme is e-sound if there exists
an extraction algorithm Extr such that, for every adversary A, whenever A,
playing the setup game, outputs an e-admissible cheating prover P’ for a file M,
the extraction algorithm recovers M from P’ — i.e., Extr(pk,sk,t,P') = M -
except possibly with negligible probability.
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Note that it is okay for A to have engaged in the proof-of-retrievability protocol
for M in its interaction with the environment. Note also that each run of the
proof-of-retrievability protocol is independent: the verifier implemented by the
environment is stateless.

Finally, note that we require that extraction succeed (with all but negligible
probability) from an adversary that causes V to accept with any nonnegligible
probability €. An adversary that passes the verification even a very small but
nonnegligible fraction of the time — say, once in a million interactions — is fair
game. Intuitively, recovering enough blocks to reconstruct the original file from
such an adversary should take O(n/¢€) interactions; our proofs achieve essentially
this bound.

Concrete or asymptotic formalization. A proof-of-retrievability scheme is secure
if no efficient algorithm wins the game above except rarely, where the precise
meaning of “efficient” and “rarely” depends on whether we employ a concrete
of asymptotic formalization.

It is possible to formalize the notation above either concretely or asymptot-
ically. In a concrete formalization, we require that each algorithm defining the
proof-of-retrievability scheme run in at most some number of steps, and that for
any algorithm A that runs in time ¢ steps, that makes at most ¢g store queries,
and that undertakes at most ¢, proof-of-retrievability protocol executions, ex-
traction from an e-admissible prover succeeds except with some small proba-
bility 6. In an asymptotic formalization, every algorithm is provided with an
additional parameter 1* for security parameter A\, we require each algorithm
to run in time polynomial in A, and we require that extraction fail from an
e-admissible prover with only negligible probability in A, provided € is nonneg-
ligible.

Public or private verification, public or private extraction. In the model above,
the verifier and extractor are provided with a secret that is not known to the
prover or other parties. This is a secret-verification, secret-extraction model
model. If the verification algorithm does not use the secret key, any third party
can check that a file is being stored, giving public verification. Similarly, if the
extract algorithm does not use the secret key, any third party can extract the
file from a server, giving public extraction.

3 Constructions

In this section we give formal descriptions for both our private and public ver-
ification systems. The systems here follow the constructions outlined in the in-
troduction with a few added generalizations. First, we allow blocks to contain
s > 1 elements of Z,. This allows for a tradeoff between storage overhead and
communication overhead. Roughly the communication complexity grows as s+ 1
elements of Z, and the ratio of authentication overhead to data stored (post en-
coding) is 1 : s. Second, we describe our systems where the set of coefficients
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sampled from B can be smaller than all of Z,. This enables us to take advantage
make more efficient systems in certain situations.

3.1 Common Notation

We will work in the group Z,. When we work in the bilinear setting, the group
Zy, is the support of the bilinear group G, i.e., #G = p. In queries, coefficients
will come from a set B C Z,. For example, B could equal Z,, in which case
query coefficients will be randomly chosen out of all of Z,,.

After a file undergoes preliminary processing, the processed file is split into
blocks, and each block is split into sectors. Each sector is one element of Z,,
and there are s sectors per block. If the processed file is b bits long, then there
are n = [b/slgp] blocks. We will refer to individual file sectors as {m;;}, with
1<i<mnand1<j<s.

Queries. A query is an l-element set @ = {(¢,v;)}. Each entry (i,1;) € @ is such
that 4 is a block index in the range [1,n], and v; is a multiplier in B. The size [
of @) is a system parameter, as is the choice of the set B.

The verifier chooses a random query as follows. First, she chooses, uniformly at
random, an [-element subset I of [1,n]. Then, for each element i € I she chooses,

uniformly at random, an element v; & B. We observe that this procedure im-
plies selection of [ elements from [1,n] without replacement but a selection of
[ elements from B with replacement.

Although the set notation @ = {(i,v;)} is space-efficient and convenient for
implementation, we will also make use of a vector notation in the analysis. A
query @ over indices I C [1,n] is represented by a vector q € (Z,)" where
q; =v; fori eI and q; =0 for all i ¢ I. Equivalently, letting u,,...,u, be the
usual basis for (Z,)", we have g = Z(i’yi)eQ viu; Lt

If the set B does not contain 0 then a random query (according to the se-
lection procedure defined above) is a random weight-l vector in (Z,)™ with co-
efficients in B. If B does contain 0, then a similar argument can be made,
but care must be taken to distinguish the case “i € I and v; = 0” from the
case “i ¢ 1.V

Aggregation. For its response, the server responds to a query @ by computing,
for each j, 1 < j <'s, the value

Mg E vimg; .

(i,v:)€Q

That is, by combining sectorwise the blocks named in @), each with its multi-
plier v;. Addition, of course, is modulo p. The response is (1, ..., us) € (Zp)s.

Suppose we view the message blocks on the server as an n X s element matrix
M = (myj), then, using the vector notation for queries given above, the server’s
response is given by qM.

17 We are using subscripts to denote vector elements (for q) and to choose a particular
vector from a set (for w); but no confusion should arise.
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3.2 Construction for Private Verification

Let f:{0,1}" X Kyt — Z, be a PRF[® The construction of the private verifi-
cation scheme Priv is:

Priv.Kg(). Choose a random symmetric encryption key kepc & Kene and a ran-
dom MAC key kmac & Kinac- The secret key is sk = (kenc, kmac); there is no
public key.

Priv.St(sk, M). Given the file M, first apply the erasure code to obtain M’; then
split M’ into n blocks (for some n), each s sectors long: {m;;}1<i<n. Now

1<j<s
choose a PRF key k.t & Kprt and s random numbers ayq, ..., a; & Zyp. Let
to be n||Ency,,. (kpetl|a]l - - - ||as); the file tag is t = to||MAC,,.. (to). Now,

for each 7, 1 <1i < n, compute
S
T — frpee(8) + > aymij .
j=1

The processed file M* is {m;;}, 1 <i <n, 1 < j < s together with {o;},
1<i<n.

Priv.V(pk, sk, t). Parse sk as (kenc, kmac)- Use kmac to verify the MAC on ¢; if the
MAC is invalid, reject by emitting 0 and halting. Otherwise, parse t and use
kenc to decrypt the encrypted portions, recovering n, kp., and oq, ..., as.
Now pick a random I-element subset I of the set [1,n], and, for each i € T,
a random element v; < B. Let @ be the set {(i,1;)}. Send @ to the prover.
Parse the prover’s response to obtain p1, ..., us and o, all in Z,. If parsing
fails, fail by emitting 0 and halting. Otherwise, check whether

o= > Uik (0) + > ajuy
j=1

(i,v5)€Q

if so, output 1; otherwise, output 0.

Priv.P(pk, t, M*). Parse the processed file M* as {m;;}, 1 <i<n,1<j <s,
along with {o;}, 1 < i < n. Parse the message sent by the verifier as @, an
l-element set {(4,v;)}, with the ¢’s distinct, each ¢ € [1,n], and each v; € B.
Compute

Hj — Z vimg; for1 <7 <s, and o — Z v;o; .
(i,Vi)EQ (i,Vi)EQ

Send to the prover in response the values p1, ..., us and o.

18 In fact, the domain need only be [lg N|-bit strings, where N is a bound on the
number of blocks in a file.
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3.3 Construction for Public Verification

Let e: G x G — Gr be a bilinear map, let g be a generator of G, and let
H:{0,1}" — G be the BLS hash, treated as a random oracle[ The construction
of the public verification scheme Pub is:

Pub.Kg(). Generate a random signing keypair (spk, ssk) & SKg. Choose a ran-

dom o & Z,, and compute v < g*. The secret key is sk = (o, ssk); the public
key is pk = (v, spk).

Pub.St(sk, M). Given the file M, first apply the erasure code to obtain M’; then
split M’ into n blocks (for some n), each s sectors long: {mu}1<l<n Now

1<5<s

parse sk as (a, ssk). Choose a random file name name from some sufficiently
large domain (e.g., Zp). Choose s random elements ug, ..., us & G. Let
to be “namel||n|ui||---|jus”; the file tag t is to together with a signature
on to under private key ssk: t «— to||SSig.(to). For each ¢, 1 < i < n,

compute
0 — ( (name||i) Hu )

The processed file M* is {m;;}, 1 <i <n, 1 < j < s together with {o;},
1<i<n.

Pub.V(pk, sk, t). Parse pk as (v, spk). Use spk to verify the signature on on t; if
the signature is invalid, reject by emitting 0 and halting. Otherwise, parse t,
recovering name, n, and u1,...,us. Now pick a random [-element subset [
of the set [1, n], and, for each i € I, a random element v; & B. Let Q be the
set {(¢,v;)}. Send @ to the prover.

Parse the prover’s response to obtain (u1,...,us) € (Zp)° and 0 € G. If
parsing fails, fail by emitting 0 and halting. Otherwise, check whether

e(o,9) —e H H (namel|i)” Hu ;

(1) €Q

if so, output 1; otherwise, output 0.

Pub.P(pk, t, M*). Parse the processed file M* as {m;;}, 1 <i<n,1<j <s,
along with {o;}, 1 <i < n. Parse the message sent by the verifier as @, an
l-element set {(4,v;)}, with the ¢’s distinct, each ¢ € [1,n], and each v; € B.
Compute

w3 vmy ez, fori<j<s, ad oo [[ oV eq.
(tri)eQ (iv)€Q
Send to the prover in response the values p1, ..., us and o.

19 For notational simplicity, we present our scheme using a symmetric bilinear map, but
efficient implementations will use an asymmetric map e: G1 X G2 — Gr. Translating
our scheme to this setting is simple. User public keys v will live in G2; file generators
u; will live in G'1, as will the output of H; and security will be reduced to co-CDH [5].
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4 Security Proofs

In this section we prove that both of our systems are secure under the model we
provided. Intutively, we break our proof into three parts. The first part shows
that the attacker can never give a forged response back to the a verifier. The
second part of the proof shows that from any adversary that passes the check a
non-negligible amount of the time we will be able to extract a constant fraction
of the encoded blocks. The second step uses the fact that (w.h.p.) all verified
responses must be legitimate. Finally, we show that if this constant fraction of
blocks is recovered we can use the erasure code to reconstruct the original file.

In this section we provide an outline of our proofs and state our main theorems
and lemmas. We defer the proofs of these to the full paper [16]. The proof, for
both schemes, is in three parts:

1. Prove that the verification algorithm will reject except when the prover’s
{u;} are correctly computed, i.e., are such that p; = 3, .o vimi;- This
part of the proof uses cryptographic techniques.

2. Prove that the extraction procedure can efficiently reconstruct a p fraction
of the file blocks when interacting with a prover that provides correctly-
computed {yu;} responses for a nonnegligible fraction of the query space.
This part of the proof uses combinatorial techniques.

3. Prove that a p fraction of the blocks of the erasure-coded file suffice for
reconstructing the original file. This part of the proof uses coding theory
techniques.

Crucially, only the part-one proof is different for our two schemes; the other
parts are identical.

4.1 Part-One Proofs
Scheme with Private Verifiability

Theorem 1. If the MAC is unforgeable, the symmetric encryption scheme is
semantically secure, and the PRF is secure, then (except with negligible probabil-
ity) no adversary against the soundness of our private-verification scheme ever
causes V to accept in a proof-of-retrievability protocol instance, except by re-

sponding with values {p;} and o that are computed correctly, i.e., as they would
be by Priv.P.

We prove the theorem in Appendix A.1 of the full paper [16].

Scheme with Public Verifiability

Theorem 2. If the signature scheme used for file tags is existentially unforge-
able and the computational Diffie-Hellman problem is hard in bilinear groups,
then, in the random oracle model, except with negligible probability no adversary
against the soundness of our public-verification scheme ever ever causes V to
accept in a proof-of-retrievability protocol instance, except by responding with
values {p;} and o that are computed correctly, i.e., as they would be by Pub.P.

We prove the theorem in Appendix A.2 of the full paper [16].
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4.2 Part-Two Proof

We say that a cheating prover P’ is well-behaved if it never causes V to accept
in a proof-of-retrievability protocol instance except by responding with values
{u;} and o that are computed correctly, i.e., as they would be by Pub.P. The
part-one proofs above guarantee that all adversaries that win the soundness game
with nonnegligible probability output cheating provers that are well-behaved,
provided that the cryptographic primitives we employ are secure. The part-two
theorem shows that extraction always succeeds against a well-behaved cheating
prover:

Theorem 3. Suppose a cheating prover P’ on an n-block file M is well-behaved
i the sense above, and that it is e-admissible: i.e., convincingly answers and
€ fraction of verification queries. Let w = 1/#B-+(pn)!/(n—1+1)'. Then, provided
that € — w is positive and nonnegligible, it is possible to recover a p fraction of
the encoded file blocks in O(n / (e —w)) interactions with P’ and in O(n%s +
(1+en®)(n) / (e —w)) time overall.

We first make the following definition.

Definition 2. Consider an adversary B, implemented as a probabilistic poly-
nomial-time Turing machine, that, given a query @ on its input tape, outputs
either the correct response (qM in vector notation) or a special symbol L to its
output tape. Suppose B responds with probability €, i.e., on an € fraction of the
query-and-randomness-tape space. We say that such an adversary is e-polite.

The proof of our theorem depends upon the following lemma that is proved in
Appendix A.3 of the full paper [16].

Lemma 1. Suppose that B is an e-polite adversary as defined above. Let w equal
1/#B + (pn)/(n — 1+ 1)\, If € > w then it is possible to recover a p fraction of
the encoded file blocks in O(n / (e —w)) interactions with B and in O(n?s+ (1+

en?)(n) / (e —w)) time overall.

To apply Lemmalll we need only show that a well-behaved e-admissible cheating
prover P’, as output by a setup-game adversary A, can be turned into an e-
polite adversary B. But this is quite simple. Here is how B is implemented.
We will use the P’ to construct the e-adversary B. Given a query @, interact
with P’ according to (V(pk, sk, t,sk) ~ P’), playing the part of the verifier. If the
output of the interaction is 1, write (1, ..., ) to the output tape; otherwise,
write L. Each time B runs P’, it provides it with a clean scratch tape and a new
randomness tape, effectively rewinding it. Since P’ is well-behaved, a successful
response will compute (u1,...,ps) as prescribed for an honest prover. Since
P’ is e-admissible, on an € fraction of interactions it answers correctly. Thus
algorithm B that we have constructed is an e-polite advesrary.

All that remains to to guarantee that w = 1/#B + (pn)!/(n — [ + 1)! is such
that € — w is positive — indeed, nonnegligible. But this simply requires that
each of 1/#B and (pn)!/(n — 1 + 1) be negligible in the security parameter; see
Section [[L11
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4.3 Part-Three Proof

Theorem 4. Given a p fraction of the n blocks of an encoded file M*, it is
possible to recover the entire original file M with all but negligible probability.

Proof. For rate-p Reed-Solomon codes this is trivially true, since any p fraction
of encoded file blocks suffices for decoding; see Appendix B of the full paper [16].
For rate-p linear-time codes the additional measures described there guarantee
that the p fraction of blocks retrieved will allow decoding with overwhelming
probability.
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Abstract. At EuroCrypt 08, Gilbert, Robshaw and Seurin proposed
HB# to improve on HBT in terms of transmission cost and security
against man-in-the-middle attacks. Although the security of HB¥ is for-
mally proven against a certain class of man-in-the-middle adversaries, it
is only conjectured for the general case. In this paper, we present a gen-
eral man-in-the-middle attack against HB# and RanpoM-HB¥, which
can also be applied to all anterior HB-like protocols, that recovers the
shared secret in 2%° or 22° authentication rounds for HB¥ and 23* or 228
for RANDOM-HB#, depending on the parameter set. We further show
that the asymptotic complexity of our attack is polynomial under some
conditions on the parameter set which are met on one of those proposed
in [§].

Keywords: HB, authentication protocols, RFID.

1 Introduction

Designing secure cryptographic protocols using lightweight components is one
of the main challenges of cryptography. Indeed, the emergence of new technol-
ogy such as radio-frequency identification (RFIDs) with low computation and
memory capabilities has stressed the need of such protocols.

These devices require protection from many threats. For example, for a com-
pany using RFIDs in inventories and supply-chain management, a RFID tag
should be protected from cloning. Biometric passports also have a tight relation
with RFIDs since they use contactless chips to communicate and authenticate
the passport holder to some authorized authority. Using RFID tags as a replace-
ment of barcodes by many merchant have also raised the issue of traceability
and privacy protection. Thus, the need of authentication protocols providing ef-
ficiency, security and privacy protection has become a key factor for the future
development of this technology. One of the most popular attempts to fulfill this
need are the HB family of authentication protocol.
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The HB Family. Originally introduced by Hopper and Blum [II], the HB
protocol aims at authenticating RFID tags to a reader using very lightweight
operations while reducing its security to a well-known AP-hard problem: the
learning parity with noise (LPN) problem [I]. In fact, this protocol only requires
a matrix multiplication and some basic XOR operations. But Juels and Weis [12]
showed later that HB is insecure against adversaries able to interact with tags
by impersonating readers and then proposed a new variant immune against this
type of attacks: HBT. As these two protocols were initially studied in a scenario
of a sequential executions, Katz and Shin [I3] extended both security proofs of
HB and HB™ to a more general concurrent and parallel setting. However, as
Gilbert, Robshaw and Sibert noted in [6], the security of HB™T is compromised
if the adversary is given the ability to modify messages going from the reader to
the tag. This model was later known as the GRS security model.

Since then, many HB-like protocols aiming security in the GRS model were
proposed. Most notably, we mention the works of Bringer, Chabanne and Dottax
on HB** [3], Munilla and Peinado on HB-MP [15] and Duc and Kim on HB* [4].
But all these protocols were proven to be insecure in the GRS model, as all of
them were successfully cryptanalyzed by Gilbert, Robshaw and Seurin in [7].

Tag (secret X,Y) Reader (secret X,Y)

Choose b € {0, 1}*v -

«——  Choose a €g {0,1}"=
Choose v €r {0,1}™ s.t. Prv; =1] =19
Compute z = aX & bY & v ——— Accept iff:

wt(aX @bY @z) <t

Fig. 1. The RanpoM-HB# and HB# protocols. In RANDOM-HB#, X € Fk=*™ and

Y € IF;” *™ are random matrices, in HB¥ they are Toeplitz matrices. wt denotes the
Hamming weight.

At EuroCrypt 08, Gilbert, Robshaw and Seurin [8/9], proposed a new variant
of HBT named RANDOM-HB# and its optimized version HB#. In these proto-
cols, the tag and the reader share some secret matrices X and Y. During an
authentication instance, both issue challenges of k,-bit and k,-bit length respec-
tively and the final response of the tag is a m-bit message disturbed by a noise
vector in which every bit has a probability 1 of being 1.

The details of the RANDOM-HB# and HB# protocols are outlined in Figure[T]
and the proposed parameters (inspired from the results of [I4]) in Table [l The
difference between these two versions lies in the structure of the secret matrices
X and Y: while in RANDOM-HB# these two are completely random, thus needing
(kx + ky)m bits of storage, HB# reduces this amount to k, + k, + 2m — 2 by
using Toeplitz matrices for X and Y.

Besides generating two random vectors v and b, the operations performed by
the tag to authenticate itself are very cheap: it only needs two matrix
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Table 1. HB# Parameter sets proposed in [819]. Prr and Pra denote the false rejection
and false acceptance rates respectively. In the set III, the Hamming weight of the error
vector v generated by the tag is smaller than t.

Parameter set k., k, m n t Prr Pra
I 80 512 1164 0.25 405 271 2788
11 80 512 441 0.125 113 2% 2788
111 80 512 256 0.125 48 0 273

multiplications to compute aX and bY which can be implemented using ba-
sic AND and XOR operations along with two bitwise XOR operations between
two m-bit vectors. In some variant, the tag generates a random error vector v
until it has weight no larger than ¢ requiring the tag to be able to compute a
Hamming weight wt.

RANDOM-HB# is also accompanied with a proof of security in the GRS se-
curity model if the parameters satisfy the condition mn < ¢ < m/2. Under
the conjecture that the Toeplitz-MHB puzzle is hard, HB# is also secure in the
same model. However, both protocols only provide “strong arguments” in favor
of their resistance against man-in-the middle adversaries and formally proving
their security in such a model was left as an open problem.

Our Contribution. In this paper, we present an attack against RANDOM-HB#
and HB# in a general man-in-the-middle attack where the adversary is given the
ability to modify all messages. The idea of our attack is to modify the messages of
a session according to values obtained from a passive attack where the adversary
eavesdrops on a protocol session between a reader and the tag.

Through this paper, we will denote b and z (resp. a) the values sent by the tag
(resp. the reader) and b and 2 (resp. @) the value received by the reader (resp. the
tag) after corruption by the adversary. Thus the tag computes z = X ®bY ®v
while the reader checks that wt(aX @ bY @& 2) < t.

Outline. Our paper is organized as follows. First, we show how it is possible to
mount a man-in-the-middle attack against HB# by proposing an algorithm able
to compute the Hamming weight of the errors introduced by the tag in a session
(@,b,z). Then, we provide a complexity analysis of this initial attack needed
by the man-in-the-middle to fully recover the secret matrices of RANDOM-HB#
and HB#. Afterwards, we present our optimized attack in Section 4 and give the
complexity results applied to parameter sets I and II of HB# of Table [l After
that, we investigate some open proposals to limit the Hamming weight of the
error vector in HB-like protocols and present an attack against the parameter
set IIT of HB# shown in Table [[I At last, we show the lower bounds on the
parameters for which our attack does not work.
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2 Basic Attack

In this section, we show that, contrarily to what was conjectured in [89], both
RANDOM-HB# and HB# are vulnerable against man-in-the-middle attacks by
presenting a (non-optimized) attack.

2.1 Principle

The core of our attack is Algorithm [I] in which @ denotes the cumulative distri-
bution function of the normal distribution. It shows how an adversary able to
modify messages going in both directions can compute the Hamming weight of
the error vector 7 = aX @ bY @ Z denoted w = wt(7) introduced in a triplet
(@,b, z). The crucial observation is that since z = aX ©bY @, at in each for-loop
of Algorithm [T}, the reader computes the Hamming weight wt(v @ ) of

aXBY ®2=aX®beb)Y®(ED2) = (aX DY ®2)® (aXBDY B2) =v&i
and accepts iff wt(v @ ) < t.

Algorithm 1. Approximating w

Input: a,b, z n
Output: P~ (
where P(w)

¢), an approximation of @ = wt(aX @ bY @ z)
— _ (t—(m—w)n—w(l-n)

= Priwt(v &) < 1] = o('~" D100
Processing:

1: Initialize ¢ < 0

2: fori=1...ndo

3:  During a protocol, set a < a @ a, b—bdband 2 «— 2® %
if reader accepts then

c—c+1

end if

4
5:
6:
7: end for

Correctness. We show, that the output of Algorithm [lis indeed an estimation
of wt(v @ ). The probability p that a bit of (v @ v) is 1 is given by:
_ g Jm if; =0
p=Prllvor) =1 = {1—77 it o — 1.
Hence, m—w bits of (v®v) follow a Bernoulli distribution of parameter i and the
other w bits follow a Bernoulli distribution of parameter 1 — 7, thus wt(v @ »)
follows a binomial distribution. Because of the independence of all bits, the
expected value and variance of wt(v @ ) are given by u = (m — w)n+ ow(1 —1n)
and 02 = mn(1 — n) respectively.
We now define the function P as P(w) = Prjwt(v @ 7) < t]. By the definition

of the standard normal cumulative distribution function @ and the central limit
theorem, we have that
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t —
P(w) ~ &(u), withu =" . 1)
o
The random variable © thus follows a normal distribution with expected value
P(w) and variance | P(w)(1 — P(w)). To decide whether wt(7) = w or not, the
estimate ¢ for P(wt(7)) has to be good enough. The difference of the probabil-
ities is at least P(w + 1) — P(w) =~ P’(w) which we can compute as

;o 1—-2n , 1—-2n 1 2
P'(w) ~ — d'(u) = — e 2 .
() Vmn(1 = n) ) Jmn(l—n) Ve
By takin
Y 0> _ P(w)(1 - P(w))
n= TQR(w) with R(w) =2 (P'())?2 , (2)

the probability that |¢ — P(w)| > r|P'(w)] is 26(—0v/2) = erfc(d). With 6 high
enough, ¢ yields a estimate of P(w) with precision rP’(w). Thus, Algorithm
[ is correct if n is chosen large enough.

Choice of Input. To determine a reasonable choice for the input n, we have to
fix values for r and 6. If we can assume that @w = wt(?) is an integer close to some
value wg, we can call Algorithm [and r = } to infer w = [P~!(¢)] with error
probability erfc(8) (here, [-| refers to normal rounding). On the other hand, if
we know that @w € {wo— 1, wo + 1}, we can choose r = 1 to infer w by the closest
value to P‘l(f;). The error probability is éerfc(ﬁ). In both cases, Algorithm [I]
is an oracle of complexity n = ﬁz R(wp) that can be used to compute w given
a, b, z and succeeding with an probability of error smaller than erfc(6).

Since we have to recover ¢ secret bits by Algorithm [ erfc(d) should be less
than the inverse of the number of secret bits £. Using the approximation ¢(—z) ~

p(z)/x when z is large (so &(—z) is small) we obtain

B B _e0v2) e 1
0=vVinl = erfc(d) =20(—0v2) ~ 2 0v2 = oyr <o

and thereby a reasonable choice for 6.

Recovering the whole secret key. Algorithm[PZlshows how to recover the secret
key by building a system of linear equations with the help of Algorithm [Tl
Clearly the complexity of Algorithm Bis 6?(4R(w) + mR(w)) and we have to
call it £/m times on independent (@, b) pairs to fully recover X and Y, where ¢
is the length of the secret key (Note that ¢ = (k; + k,)m in RANDOM-HB# and
=k, +ky+2m—2in HB#). The expected number of errors in the equation
system defining X and Y is £-erfc(#). The probability that a passive attack gives
an (a,b) linearly dependent from the i previous ones is 2,1:% . The number of
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Algorithm 2. Getting linear equations for X and Y
Input: @b, % and Wes the expected weight of 7 = aX @ bY @ Z
Output: A linear equation aX @ bY = ¢
Processing:
1: Initialize m-bit vector ¢ «+ z
2: Call Algorithm [Mon input (@, b, Z,n = 46% R(west)) to get w
3: fori=1...mdo
Flip bit 4 of z to get 2’
Call Algorithm [ on input (@, b,z',n = 8> R(w)) to get w’
if W' =w — 1 then
G —¢Cd1
end if
end for

passive attacks to get the inputs for Algorithm [2] is thus and can be neglected
in comparison to the ¢/m calls of Algorithm 2

[¢/m] 1 i
C= 1 <24 (3)
iz:; 1- 2’?m+}“y m

Computational complexity. The computational complexity of the given at-
tack is quite low in comparison to the number of authentications needed: For
each call of Algorithm [I] we have at most n incrementation of a counter and
one evaluation of P~!. For RANDOM-HB#, after running Algorithm 2 we have
m linear binary equation systems in k, + k, variables (one for each row of the
matrix [X TV T]), which can thus be solved in O(m(k, + k,)?) operations. This
number is negligible in comparison to the number of authentications needed to
perform Algorithm [ and is even lower for HB#. Throughout the paper we thus
measure the complexity of our attack in terms of (intercepted) authentications
between the tag and the reader.

2.2 Asymptotic Complexity Analysis

The complexity of the attack is related to the complexity of Algorithm 2which is
in its turn related to the complexity of Algorithm[Il Thus, the main component
of the attack affecting the overall complexity is the input n in Algorithm [l

’U/2 .
Equation (@) yields that n = O((#%e )/(1 — 21)?) so the complexity of our
attack is exponential in u? as we can use a 6 logarithmic in £.

Parameters with optimal complexity. The minimal value of n is reached
when u = 0 which happens when the estimated value West of wt(7) is

t—mn

1-2n°

West = wopt =
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In this case we obtain

_ 1
P(wopt) = 9 5

1—2n
V2rmn(1—mn)’

At = 7" (1 e —1):

Obviously, our attack has optimal complexity if we can call Algorithm 2] on
input of valid triplets (@,b,z) with wt(?) = tWopt, only. As clearly, for most
parameter sets the latter is not true for random triplets obtained by passive
attacks, we would like to manipulate errors in Z to reach an expected value of
Wopt. Unfortunately, due to the hardness of the LPN problem, we cannot remove
errors from z if w > Wopt. However, if w < wope then we can inject errors in z so
that the resulting vector has an expected weight of et and the attack remains
polynomial. This case happens when:

t—mn

< t>2 1-—
mns g, = > 2mn(1 —n) ,

Pl(wom) =

using the approximation wes; &~ mn when a valid triplet (a, b, z) is obtained by
a passive attack and the false rejection rate of the HB# protocol is negligible.
Thus in this case, our attack remains optimal.

Categorization of parameter sets. We have seen, that for u = 0, our attack
has subquadratic running time. However, even if u = O(y/In¢)), we obtain a
polynomial time attack. Thus, from Formula (2]) we distinguish three cases:

1. Subquadratic complexity: If t > 2mn(1 — n) the attack has a complexity of
O( (16“2‘5)2) since Algorithm [lis called O(¢) times.

2. Polynomial complexity: t = 2mn(1 —n) — cy/mn(1 —1n),c = O(y/In¢)): the
above complexity is multiplied by an e factor. Thus, Algorithm [ is still
polynomial.

3. Exponential complexity: All other cases.

Depending on the category of the parameter set, there are different strategies
to find the triplets (a, b, ) which serve as input for Algorithm ] (and thus Algo-
rithm [I]). We present those strategies in the following and give numbers for the
according parameter sets.

2.3 Strategy for the Case t > 2mn(1 — n)

Thanks to the hypothesis ¢t > 2mn(1 — 7), we have that Wep: > w = mn. Thus,
the best strategy is to optimize the complexity of Algorithm [ by having a triplet
(@, b, z) with an error vector of expected Hamming weight wop. Using a triplet
(a, b, 2) obtained from a passive attack, we can flip the last (wopr —mn)/(1 — 27)
bits of Z to get  of expected Hamming weight wep: and then use the attack
described previously.
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Application to parameter vector II. As these parameters are in the case
t > 2mn(1—n), we can use Algorithm[2lin its optimum complexity to attack both
RANDOM-HB# and HB#. After computing wept = 77.167, P'(op) = 0.0431,
R(wopt) = 269.39 and the expected value of w = mn = 55, we have to flip f = 29
bits to get an expected value close to Wept. For RANDOM-HB# the number of
bits to retrieve is £ = (kg + ky)m = 261 072 for which we can use § = 3.164. The
total complexity is €02 R(wopt) = 2294, In the case of HB# the number of secret
bits is £ = k; + ky +2m — 2 = 1472 for which we use § = 2.265 and end up with
complexity of £6% R(wept) = 221

2.4 Strategy for t Close to 2mn(1 — n)

The case t < 2mn(1 — n) is trickier to address since the expected value of w
becomes greater than wept. To achieve the same complexity as the previous
case we would have to reduce the Hamming weight of © which is infeasible in
polynomial time due to the hardness of the LPN problem.

However, if ¢ is a only a little less than 2mn(1 —n) then the expected value of
w is not far from wept. So, we can use Algorithm [2] without flipping any bit of z
and the complexity is still polynomial. To further speed up the attack, we can
remove errors from z in step 9 of Algorithm 2] until we reach @ = wept Which we

West —Wopt
West

can expect to happen at iteration i = [

Application to parameter set I. For parameter set I we have t < 2mn(1—1n).
We first compute West = mn = 291, Wopr = 228, P’ (Wept) = 0.0135, R(West) =
15532 and R(Wept) = 2742.6. For RANDOM-HB#, the number of key bits is £ =

(ke +ky)m = 689088 and 6 = 3.308 is enough to guarantee that erfc(f) < oo 1es-
We obtain a total complexity of 692(1601;5""‘]%(@6“) + g:::R(wopt)) = 2354 For
HB#, we have ¢ = k, + ky 4+ 2m —2 = 2918 secret bits to retrieve, so o = 2.401
is enough and we get a total complexity of 692(‘”_01;:”‘}2(15&) + g‘e’:R(wopt)) =
226.6.

2.5 Strategy for Lower t

The case of lower t, the false acceptance rate will be very low but the false re-
jection rate of HB# becomes high (e.g. 0.5 for t = mmn; Please remember that
for t < mn, HB# is no longer provable secure in the GRS security model.)
so that it would require more than one authentication in average for the tag
to authenticate itself. The main advantage of this approach is that the com-
plexity of Algorithm [Il becomes exponential. Here, we present a better strategy
than calling Algorithm [ with an triplet (@, b,Z) obtained by a simple passive
attack.

Our goal is to call Algorithm 2 with a wes as low as possible. During the pro-
tocol, we can set (a, b, %) to (a, b, z® 1) with U of weight w until the reader accepts
2. Then, we launch our attack with (a,b, 2) = (a,b,z). A detailed description is
shown in Algorithm Bl
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Algorithm 3. Getting (a, b, z) with low Hamming weight
Input: w
Output: (a,b, z) such that (aX @ bY @ z) has low weight.
Processing:

1: Pick random vector v of Hamming weight w

2: repeat

3:  During a protocol with messages (a,b,z),set 2 =2z @ v
4: until reader accepts

The probability that Z gets accepted by the verifier is P(w) which can be
written in an equivalent way to Equation (II) as:

Paw::§j<("f;w)wtr—mmwf-ﬁf(ﬁ)n@%l—nf) 0

t
=0 i=0

For an accepted Z, the m — w positions not in the support of v are erroneous
with probability

S5 (35 (L =y S (i (1 = ) .
o = (m — )P S
On the other hand, the other positions of Z in the support of 7 are non-zero with
probability

] Zj‘:o ((m;i))nj(l —p)m—Ti L 3 i(P)pmi(1 — n)i) "

e = wP () ’
Thus, because of the high false rejection rate, if Z gets accepted in our MIM-
Attack with (a, b, 2) = (0,0, 7), we can expect that the error vector v, introduced
in (a, b, z) the output of Algorithm B} has weight @West = (m — @W)ng + wW(1 —1S,).

Application to parameter set IT with ¢ = 55. Assume that for the param-
eter set IT we set ¢ = mn ~ 55. Then, an accepted vector obtained by a passive
attack will most likely have weight west = (m — w)no + w(1 — n§) ~ 50 and it
will take 402 R(est) = 230 operations to determine its correct weight. Calling
Algorithm Bl e.g., with w = 41, we get (a,b, z) with error vector v of weight
West = (M — w)na1 + w(l — ng;) ~ 33 in P(lw) = 220 juthentications and can
recover the weight of v in another 462 R(33) = 22° operations with Algorithm [l
We determined the optimal input @ by exhaustive search minimizing the sum of
the complexity of the consecutive execution of Algorithms [3 and Algorithm [II

The following table we consider parameter sets I and II with modified ¢. It
shows the costs to learn one bit about the secret key, i.e. calling Algorithm [[Jwith
a random vector obtained by a passive attack in comparison to calling Algorithm
Bl first and then Algorithm [I] with its output. Note, that recovering successive
bits is always cheaper.
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Table 2. Attack cost for the initial bit of the shared key for HB¥ applied to t = [nm]

Parameter set Algorithm [l Algorithms Bl 4 [
I 78 958.5
I 930 921

3 Optimizing the Attack

In this Section, we present our best attack on RANDOM-HB# and HB#. First, we
optimize Algorithm[2l Using an adaptive solution to the weighing problem [5] we
show how to efficiently recover the error vector. Then, we present our full attack.

3.1 Optimizing Algorithm

The problem we are solving in Algorithm 2] can be formulated as follows: given a
m-bit vector v of Hamming weight w and an oracle measuring the sum of some
selected bits (Algorithm [I]), what is the minimal number of measurements to
fully recover v?

The naive solution to this problem employed in Algorithm 2 takes m measure-
ments. A more sophisticated solution to to fully recover a vector v of arbitary
weight was already given by Erdés and Rényi in [5]. They show that the mini-
mal number of measurements required is upper-bounded by (mlog, 9)/log, m.
To recover v in the given complexity, they define a fixed series of measurements
for each m. However, in our case, the vector v is known to be of small weight
(< mn), which allows us to improve on the solution by Erdds and Rényi. Our
proposal, Algorithm Bl does not use a fixed series of measurements but takes
into account the partial information obtained by all previous measurements.

To determine the error positions in a k-bit window by measuring the weight,
Algorithm [] uses a divide-and-conquer strategy: it splits the vector into two
windows of the same length then measures each of them. For those parts which
do not have full or zero weight it then applies this strategy recursively leading
to a lower number of measurements comparing to measuring a k-bit window bit
by bit as Algorithm [2] does.

The number of invocations of Algorithm [ C,,(k), to fully recover a k-bit
window with known Hamming weight w by Algorithm [4] is

0 fw=0orw=%k
Lk/2]\ (Tk/2]
ey &()“"” J(Culk/2)) + Cumi([R/2]))  otherwise

w

Cuw(k) =

Let C(k) be the average number of invocations of Algorithm 1 to first determine
the number of errors in a k-bit window and then recover their positions using
Algorithm [t
k
k w —w
cw =1+ e (F ) -

w=0
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Algorithm 4. Finding errors in |.J|-bit windows

Input: a,b,z, @ = wt(aX @ bY @ %), aset J C {0,1,---m} and wy the number of
non-zero (aX ®bY ® 2);,j € J B

Output: [ C J containing the j with non-zero (aX @ bY @ 2);, j € J.

Processing:

1: if wy =0 then

20 IT—40

3: else if wy = |J| then

4: T —J

5: else

6:  Choose Ji1 C J such that |Ji| = [|J|/2].

7:  Set v the m-vector with v} = 1iff j € J)

8 Call Algorithm [[l on input (@, b,z ® v/, n = 46 R(w)) to get w'.

©

Call Algorithm [ with (
10:  Call Algorithm @l with (
11: I — 11 U 12

12: end if

,III,J1,’wJ1 = (III—F |J1| —’UJ/)/2) to get I

a,b,z
a,b,z,w,J\ Ji,w; —wy,) to get I

Table 3. Complexity of measuring a 16-bit window for parameter set II

Parameter Set I Parameter Set II
k C(k)'® Cost measurement C(k)'’ Cost measurement
2 1 21598 9.75 21243
4 972 21596 7.404 21249
8 951 21599 6.71 2127
16 9.51 2t 6.69 21390

We note that C'(k)/k is minimal when k is a power of 2. Although, it is clear
from Table [3] that the number of measurements decreases when k increases, the
cost of measuring the weight of a k-bit window also increases faster with k, so a
good tradeoff is to use k = 8.

Now that we have an efficient algorithm to find error positions in fixed size
windows, we introduce Algorithm [l which takes benefit from Algorithm H to
optimize the number of measurements needed to localize the introduced errors
and output m linear equations. Algorithm [B] splits the error vector introduced in
a triplet (@, b, 2) to m/k k-bit windows, each one of these is then recovered using
Algorithm @l Additionally, using the learned bits, it adjusts z so that the next
measurements cost less. The number of calls to Algorithm ] we need before we
reach W = Wopt, is then

Wopt — West : — —
= { E(m—est) if Wopt > West

West — Wopt : — —
k- Dest if Wopt < West
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Algorithm 5. Optimizing Algorithm

Input: @,b,Z and West the expected value of 7 = aX ® Y @z, k
Output: A linear equation aX ® bY =¢

Processing:

1: Initialize m-bit vector ¢ « z

2: Initialize M « ()

3: Call Algorithm M on input (@, b, z,n = 40% R(west)) to get w

4: Define a set S of J; = {ik +1,...,min((¢ + 1)k,m)}, i =1...[ ]
5: repeat

6: Choose J € S

7

8:

Call Algorithm [l on input (@, b, 2 ® J,n = 0>R(w®)) to get @' = wt(7 AND J)
Call Algorithm Hl with (a, b, z

9: Set¢;«—ci®lforalliel

10 M—MUI

11:  Remove J from S

12: if W > Wept then

0, Jywy = (0 + |J| —@')/2) to get I

13: Flip min(|/], @ — Wopt) bits Z; for which ¢ € I

14: W — w — min(|I|, W — Wopt)

15:  else if W < Wopt then

16: Flip min(|J \ I|, Wopt — @) bits Z; for which s € J\ I
17: W — W+ min(|J \ I|, Wopt — W)

18:  end if

19: until S0

So the full complexity of Algorithm [Alis given by

N = 62 (iR(ie) + | =] Rwop)) C(K) -

3.2 Final Algorithm

The final attack is described in Algorithm [Gl The idea is to get a vector with
low expected weight using Algorithm [l and then find all the erroneous posi-
tions inserted by the tag to obtain m linear equations and iterate this until we
get enough equations to solve and find the secrets X and Y. To get the lower
complexity, we can flip the last bits of Z so that we end up with an expected
weight of Wept. We note that introducing errors in a full segment as defined by
Step 4 of Algorithm [ does not increase the needed number of measurements as
Cy(k) = Cr—w(k). Using Formula (@), we deduce the full complexity in terms
of intercepted authentications as

[ i w 02 (iR(west)+ mj —ﬂ R(wopt)) Ck) + (2+ i Vpwy 7

Application to parameter set I. With input £ = 8 and w = 300 we
obtain P(w) = 277, et = 273 and Wopy = 228, i = 24, R(Wopt) = 2742.6,
R(West) = 7026.4. So the full complexity of the attack is then given by Equation
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Algorithm 6. Final attack on RANDOM-HB# and HB#
Input: &k, w
Output: X, Y the secrets of the tag
Processing:
1: Initialize S < 0

2: fori=1...2+ [ ] do

3:  Call algorithm Blon input w to get a, b, Z with an error vector of expected weight
West = (M — w) 1w + w(l —ny)

4: if Wopt > West then

5: Flip the last (Wopt — mn)/(1 — 2n) bits of z

6: Set ’u_)est — ’u_)opt

7:  end if

8 Call Algorithm [5 on input (@, b, Z, West, k) to get m linear equations

9:  Insert linear equations in S

10: end for

11: Solve §

(@ with  and ¢ as in Section B4l This is 22° sessions for HB# and 233-® for
RANDOM-HB#.

Application to parameter set II. In this case, we have £k = 8, w = 0 and
West = 5. We flip 29 bits to obtain an error vector of expected weight Wept = 77,
which yields R(wopt) = 269.39 and i = 0. The complexity is 2197 sessions for
HB# and 228! for RANDOM-HB¥.

4 Attacking Parameter Vectors without False Rejections

To thwart the previous attacks without taking parameter sets with huge m
or high false rejection rate, we could change the protocol so that the prover
generates a vector v of constant or bounded Hamming weight like it was proposed
for parameter set III. In this section we will show that this leads to different
attacks.

Assume that the prover accepts (a, b, z) iff w = wt(aX ® bY @ z) = ¢, then
from this triplet the attacker learns

m

- 1 if t odd
@(GX OOY); = @22 @ {0 if ¢ even
=1

i=1

It is possible to recover the matrices X and Y by sending z & v instead of the
Tag’s response z to the Reader, where U is a m-bit vector of Hamming weight
2. Doing so, the attacker learns

T 1 if 2 accepted
(X @bY)p' =20 @ {0 if 2 rejected



On the Security of HB¥ against a Man-in-the-Middle Attack 121

since the verifier accepts Z on challenges a, b if there was exactly one error in the
flipped positions, which is the case with probability ("7*) (7)/(%)-

The above approach may be generalized to the case where the Hamming
weight of v is bounded in the original protocol, i.e. if the verifier accepts if w < ¢
and the prover discards error vectors which are going to be rejected. This was
suggested for the parameter vector III. Again, the attacker can replace the Tag’s
answer z by z @ where v is of weight 2. Now, the attackers response z @ U gets
rejected iff w € {t — 1,t} and the attacker flipped two non-erroneous positions.
Thus, in the case of a rejection, the attacker learns

(aX D bY)z =2z VU 7’5 0

which happens with probability
. . m—t+1i
S (=1 =gy )
. x)
t

Dico (T (L —m)m=i

Application to parameter set III. For the parameter vector III, the attacker
learns two bits about the secret key every 1/q = 2992 ~ 512 iterations. This is
16 times faster than an attack by Algorithm [l and needs only £ -2/q = 226
authentications to recover a RANDOM-HB? secret key (2'° for HB#).

5 Lower Bounds on Secure Parameters

In this section, we investigate the lower bounds on the parameter sets for which
our attack is not effective. We say that HB# is secure if recovering one bit of
information about the secret key requires an attack with complexity (in terms of
protocol sessions) within an order of magnitude of at least 2° and time complexity
“reasonably comparable”.

Let us assume that Algorithm [3] succeeds with a total error weight of ¢t =
wt(v @ v) when the added error vector has weight w. To obtain this vector, the
attacker limited to 28 operations can choose the input @ in any way, such that
1/P(w) = 1/&(**) < 289, Since #(—10.2) ~ 2750 we can be sure, that the w
chosen by the attacker satisfies that

t—p _ t—(m-—w)n—o(1-n) - ~10.2
v V/mn(1-n) -
(m —w)n +w(l —n) < 10.2y/mn(l —n) +1t

= =

—wn +w(1 —n) <10.2y/mn(l —n) +t —mn (8)
w(1 —2n) < —mn +t+10.2/mn(1 —n)
w < 1j2n(10.2\/mn(1 —n)+t—mn).

Fixing t = |mn] for which our attack has the maximal complexity, we get the
10.24/mn(1—n)
1—2n
We can now calculate the value West by using equations ), (&) and (@) and
then by using Formula (2) with » = 1/2 and § = 1/2 (which leads to erfc(f) =

0.4795) we can estimate the total cost of the attack. By using an exhaustive

teo0

lowest value for a secure m, thus w =
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Fig. 2. Security level in logarithmic scale in comparison to m when t = mn

search on m we obtain that m = 1697 for n = 1/4 and m = 2903 for n = 1/8 is
the lowest choice achieving 28°-security and 50% of false rejection rate. The full
results with the intermediates values are summarized in Table @l

Table 4. Lowest values of m and t = |mn] for which our attack is not effective

n m t W West Na ne 1/P(w) n
0.25 1697 424 364 340 27273 2707 980 980
0.125 2903 363 242 229 27393 97036 980 980

Following this method we obtain the graphs of Fig. 2l showing how the secu-
rity scales with growing m. To reach this security with a more acceptable false
rejection rate (ideally negligible), it requires m to be higher.

6 Conclusion

In this article, we proved that the conjecture about the security of RANDOM-
HB# and HB# is wrong. We presented a basic attack against these protocols
that allows to retrieve the shared secret between a reader and a tag. We showed
a lower bound on the parameter set for which our attack is not effective but such
parameters are unpractical to use in RFID tags.

Although it may not be the most effective for all versions, our attack is valid
against all anterior protocols of the HB family.
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Table 5. Summary of the complexity of our attacks

Parameter Set kx ky m n t RaNpDOM-HB#* HB#

I 80 512 1164 0.25 405 234 2%
11 80 512 441 0.125 113 278 220
ITI(w bounded) 80 512 256 0.125 48 226 219

There are still new versions in the HB family. PUF-HB, proposed by Ham-
mouri and Sunar [I0] uses a physical unclonable function but does not carry any
proof of security against man-in-the-middle attacks within. Indeed, a closer look
reveals several possible points of attack for a man in the middle like flipping the
last bit in the challenge vector a. On the other side, Trusted-HB, proposed by
Bringer and Chabanne [2], is proved secure against general man-in-the-middle
attacks. However, this comes at the cost of adding a check on the integrity of the
error vector using a secure cryptographic hash function which on its own would
be sufficient to allow authentication by shared secrets.
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Abstract. We present a general way to get a provably collision-resistant
hash function from any (suitable) X-protocol. This enables us to both
get new designs and to unify and improve previous work. In the first
category, we obtain, via a modified version of the Fiat-Shamir proto-
col, the fastest known hash function that is provably collision-resistant
based on the standard factoring assumption. In the second category, we
provide a modified version VSH* of VSH which is faster when hash-
ing short messages. (Most Internet packets are short.) We also show
that 3-hash functions are chameleon, thereby obtaining several new and
efficient chameleon hash functions with applications to on-line/off-line
signing, chameleon signatures and designated-verifier signatures.

1 Introduction

The failure of popular hash functions MD5 and SHA-1 |42, 43] lends an impetus
to the search for new ones. The contention of our paper is that there will be a
“niche” market for proven-secure even if not-so-fast hash functions. Towards this
we provide a general paradigm that yields hash functions provably secure under
number-theoretic assumptions, and also unifies, clarifies and improves previous
constructs. Our hash functions have extra features such as being chameleon [25].
Let us now look at all this in more detail.

THE NEED FOR PROVEN-SECURE HASHING. Suppose an important document
has been signed with a typical hash-then-sign scheme much as PKCS#1 [24]. If
collisions are found in the underlying hash function the public key needs to be
revoked and the signature can no longer be accepted. Yet there are instances
in which we want a public key and signatures under it to survive for twenty
or more years. This might be the case for a central and highly disseminated
certificate or an important contract. Revocation of a widely disseminated public
key is simply too costly and error-prone. In such a case, we want to be able to
trust that collisions in our hash function will not be found even twenty years
down the line.

Given the failure of MD5 and SHA-1, it would be understandable, from this
twenty-year perspective, to feel uncertain about any hash function designed by
“similar” methods. On the other hand, we may be very willing to pay a (reason-
able!) computational price for security because documents or certificates of the

J. Pieprzyk (Ed.): ASTACRYPT 2008, LNCS 5350, pp. 125 2008.
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ultra-importance we are considering may not need to be signed often. In this case,
hash functions with proven security are interesting, and the faster they are the bet-
ter. Our contribution is a general transform that yields a plurality of such hash
functions, not only providing new ones but “explaining” or improving old ones.

FroM ¥ TO HASH. We show how to construct a collision-resistant hash function
from any (suitable) X-protocol. Recall that Y-protocols are a class of popular
3-move identification schemes. Canonical examples are the Schnorr [37], Fiat-
Shamir [17] and GQ [20] protocols, but there are many others as well |8, 121,
29, 131, 132, 133, [36]. Briefly, our hash function is defined using the simulator
underlying a strong form of the usual honest-verifier zero-knowledge property of
Y-protocols. (We stress that the computation of the hash is deterministic even
though the simulator is randomized!) The collision-resistance stems from strong
special soundness [7], a well-studied property of 3-protocols. The advantage of
our approach is that there is a rich history in constructing proven-secure -
protocols and we can now leverage this to get collision-resistant hash functions.
For future reference let us refer to a hash function derived from our approach as
a 3-hash function.

Damgard [16] and Cramer, Damgard and Mckenzie [13] have previously shown
that it is possible to design commitment schemes based on Y-protocols, but prior
to our work it has not been observed that one can design collision-resistant hash
functions from X-protocols. Note that secure commitment is not known to imply
collision-resistant hashing and in fact is unlikely to do so because the former can
be based on one-way functions [30] and the latter probably not [39]. Perhaps as
a consequence, our construction requires slightly stronger properties from the
Y-protocols than do the constructions of 13, [16].

SPECIFIC DESIGNS. The Schnorr [37] and GQ [20] schemes are easily shown to
meet our conditions, yielding collision resistant Y-hash functions #-Sch and
H-GQ based, respectively, on discrete log and RSA. More interesting is the
Fiat-Shamir protocol %S [17]. It doesn’t satisfy strong special soundness but we
modify it to a protocol SFS (strong FS) that we prove does under the factor-
ing assumption, thereby obtaining a Y-hash function H-S¥S. From a modified
version of the Micali-Shamir protocol [29] we obtain a 3-hash function H-SMS
with security based on the SRPP (Square Roots of Prime Products) assumption
of [29]. We also obtain a X-hash #-OKa from Okamoto’s protocol [32] and a
pairing-based ¥-hash H-HS from an identification protocol of |3] derived from
the identity-based signature scheme of Hess [21]].

How FAST? One question we consider interesting is, how fast can one hash
while maintaining a proof of security under the standard factoring assumption?
Figure [ compares #H-SFS to the fastest known factoring-based functions and
shows that the former emerges as the winner. (VSH is faster than all these,
but is based on a non-standard assumption related to the difficulty of extract-
ing modular square roots of products of small primes. We will discuss VSH,
and our improvement to it, in a bit.) In Figure[d, H-Da is the most efficient
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Pre H-Da H-ST H-SFS

0 1 0.22 2
2048 1 0.33 4
16384 1 2 8

Fig. 1. Performance of factoring-based hash functions. The modulus and output size
are 1024 bits and the block size is 512 bits. “Pre” is the amount of pre-computation,
in number of group elements stored. The table entry is the rate, defined as the average
number of bits of data hashed per modular multiplication.

factoring-based instantiation known of Damgard’s claw free permutation-based
hash function [14, 19, 25]. #-S7 is the hash function of Shamir and Tauman
[38]. The table entries are the rate, defined as the average number of bits of
data hashed per modular multiplication in MD mode with a block size of 512
bits and a modulus and output size of 1024 bits. The figure shows that without
pre-computation, H-SFS is twice as fast as H-Da and 9 times as fast as H-S5T.
But #H-S¥S is amenable to pre-computation based speedup and H-Da is not,
so the gap in their rates increases swiftly with storage. #-$7 is also amenable
to pre-computation based speedup but H-SFS remains a factor 4 faster for any
given amount of storage. We also remark that additionally H-S¥S is amenable
to parallelization, unlike the other functions. We remark that #H-SMS is faster
than H-SFS but based on a stronger assumption. In Section [ we recall H-Da
and H-S7 and justify the numbers in Figure [[l We also discuss implementation
results.

FEATURES OF X-HASH FUNCTIONS. Krawczyk and Rabin [25] introduced
chameleon hashing. The functions they show have this property are that of [10]
—H-Sch in our taxonomy— and H-Da. Shamir and Tauman |38] add one more
example, namely H-$7. We add five more examples, namely H-GQ, H-STFS,
H-SMS, H-Oka, and H-HS. We obtain this as a consequence of a general result
(Theorem []) showing that any X-hash is chameleon.

Chameleon hashing has numerous applications. One of these is Shamir and
Tauman’s [38] chameleon hash based method for on-line, off-line signing. This
means that when one uses a X-hash one can completely eliminate the on-line cost
of signing. (This cost is shifted entirely to the off-line phase.) This compensates
to some extent for the reduced efficiency of 3-hash functions compared to con-
ventional ones. (MD5 and SHA-1 are not chameleon and do not allow one to use
the Shamir-Tauman construction.) Another application is chameleon signatures
[25], which provides a recipient with a non-repudiable signature of a message
without allowing it to prove to a third party that the signer signed this message.
As explained in [25] this is an important tool for privacy-respecting authenticity
in the signing of contracts and agreements. Finally, chameleon hash functions
are used in designated-verifier signatures to achieve privacy [23, 40]. By adding
new and more efficient chameleon hash functions to the pool of existing ones we
enable new and more efficient ways to implement all these applications.
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Another attribute of Y-hash functions is that they are keyed. While one can,
of course, simply hardwire into the code a particular key to get an unkeyed
function in the style of MD5 or SHA-1, it is advantageous, as explained in [3],
to allow each user to choose their own key. The reason is that damage from a
collision is now limited to the user whose key is involved, and the attacker must
re-invest resources to attack another key. This slows down the rate of attacks
and gives users time to get patches in place or revoke keys.

Finally, the reductions underlying the security proofs of ¥-hash functions are
tight, so that the proven security guarantees hold with normal values of the
security parameters.

A REVERSE CONNECTION. As indicated above, Theorem [2] shows that YX-hash
functions are chameleon. Theorem [I] shows that the converse is true as well.
Namely, all chameleon-hash functions are 3-hash functions. We prove this by
associating to any chameleon hash function # a X-protocol SP such that apply-
ing our X2H (3-to-hash) transform to SP returns #. We thereby have a charac-
terization of chameleon hash functions as ¥-hash functions, which we consider
theoretically interesting. We also obtain numerous new X-protocols, and thus
identification protocols and, via [13, [16], commitment schemes, from existing
chameleon hash functions such as H-Da [14] and #H-ST [38]. However, we are
not aware of any practical benefit of these constructs over known ones.

UNIFYING PREVIOUS WORK. #-Sch turns out to be exactly the classical hash
function of Chaum, Van Heijst and Pfitzmann [10], and H-OKg an extension
thereof [10]. (Our other hash functions H-GQ, H-SFS, H-SMS and H-HS are
new.) The re-derivation of these two hash functions as Y-hashes sheds new light
on the designs and shows how the X paradigm explains and unifies previous
constructs.

But the most interesting connection in this regard is one we make between
VSH [11] and H-SMS, the X-hash function emanating from the protocol of Mi-
cali and Shamir [29]. The latter is a more efficient version of the Fiat-Shamir
protocol in which the public key, rather than consisting of random quadratic
residues, consists of small primes. Interestingly H-SMS turns out to be the VSH
compression function [11] modulo some details. We suggest that this provides
some intuition for the VSH design. It turns out that we can exploit this connec-
tion to get some improvements to VSH.

VSH*. In number-theoretic hashing there is (as elsewhere) a trade-off between
speed and assumptions. We saw above that H-SS is the fastest known hash
function under the standard factoring assumption. We now turn to non-standard
factoring-related assumptions. Here the record-holder is VSH [11] with a proof
based on the VSSR assumption of |[11]. Our contribution is a modification VSH*
of VSH that is faster for short messages. (Our implementations show that VSH*
is up to 5 times faster than VSH on short messages. On long messages they
have the same performance.) This is important because short messages are an
important case in practice. (For example, most Internet packets are short.) VSH*
remains provably collision-resistant under the same VSSR assumption as VSH.
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We provide analogous improvements for the Fast-VSH variant of VSH provided
by [11]. Again we can provide Fast-VSH* whose underlying compression func-
tion (unlike that of Fast-VSH) is proven collision-resistant, leading to speedups
in hashing short messages. However, the speed gains are smaller than in the
previous case.

Overall we believe that, even putting performance aside, having a collision
resistant compression function underlying a hash function is a plus since it can
be used directly and makes the hash function more misuse-resistant.

WHAT X-HASH FUNCTIONS AREN’T. Some recent work [1, 4, [12] suggests that
general-purpose hash functions should have extra properties like pseudorandom-
ness. 2-hash functions are merely collision-resistant and chameleon; they do not
offer these extra attributes. But as indicated above, X-hash functions are not in-
tended to be general purpose. The envisaged applications are chameleon hashing
and proven-secure, reasonable cost (purely) collision-resistant hashing.

RELATED WORK. Damgard |14] presents a construction of collision-resistant hash
functions from claw-free permutation pairs [19]. As noted above, his factoring-
based instantiation, based on [19] and also considered in |25, [38], is slower than
our H-SFS.

Ishai, Kushilevitz and Ostrovsky [22] show how to transform homomorphic en-
cryption (or commitment) schemes into collision-resistant hash functions. This is
an interesting theoretical connection between the primitives. As far as we can tell,
however, the approach is not yet practical. Specifically, their quadratic-residuosity
(QR) based instantiation has a rate of 1/40 (that is, 40 modular multiplications
per bit) with a 1024 bit modulus. (Their matrix needs 80 rows to get the 80-bit se-
curity corresponding to a 1024-bit modulus.) Hence their function is much slower
than the constructs of Figure[Ilin addition to being based on a stronger assump-
tion (QR as opposed to factoring). Additionally it has a 80 - 1024 bit output so in
a practical sense is not really hashing. Other instantiations of their construction
that we know (El Gamal under DDH, Paillier [34] under DCRA) are also both
slower than known ones and based on stronger assumptions.

Charles, Goren and Lauter |9] present a construct based on the assumed hard-
ness of some problems related to elliptic curves. Their constructs are slower than
ours and additionally are based on assumptions that are non-standard and should
be treated with care [41]. Lyubashevsky, Micciancio, Peikert and Rosen [27]
present a fast hash function SWIFFT with an asymptotic security proof based on
assumptions about the hardness of lattice problems 26, 35], but the proof would
not seem to yield guarantees for the parameter sizes proposed in |27]. In contrast,
our reductions are tight and the proofs provide guaranties for standard values of
the security parameters. Bellare and Micciancio’s construction [2] (whose goal was
to achieve incrementality) uses random oracles, but these can be eliminated by
using a small block size, such as one bit. In this case their MuHASH is provably
collision-resistant based only on the discrete-log assumption, and runs at 0.33 bits
per group operation in MD mode. In comparison, #H-Scfi (also discrete log based)
is faster, at 0.57 bits per group operation in MD mode.
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2 Definitions

NOTATION AND CONVENTIONS. We denote by a1l - - ||a, a string encoding of
ai,...,a, from which the constituent objects are uniquely recoverable. We de-
note the empty string by €. Unless otherwise indicated, an algorithm may be
randomized. If A is a randomized algorithm then y «s A(z1,...) denotes the
operation of running A with fresh coins on inputs x1, ... and letting y denote the
output. We denote by [A(x1,...)] the set of all y that have positive probability of
being output by A on input x1,.... If S is a (finite) set then s «—s S denotes the

operation of picking s uniformly at random from S. If X = z4]|z2] .. .||zn, then
x1||w2] ... zn — X denotes the operation of parsing X into its constituents. Sim-
ilarly, if X = (x1,22,...,x,) is an n-tuple, then (z1,z2,...,z,) < X denotes

the operation of parsing X into its elements. We denote the security parameter
by k, and by 1¥ its unary encoding. Vectors are denoted in boldface, for example
u. If u is a vector then |u| is the number of its components and uli] is its é-th
component. “PT” stands for polynomial time.

Y-PROTOCOLS. A Y-protocol is a three-move interactive protocol conducted by a
prover and a verifier. Formally, it is a tuple SP = (K, P, V, CmSet, ChSet, RpSet),
where K, P are PT algorithms and V is a deterministic boolean algorithm. The
key-generation algorithm K takes input 1% and returns a pair (pk, sk) consisting
of a public and secret key for the prover. The latter is initialized with pk, sk while
the verifier is initialized with pk. The parties interact as depicted in Figure 2
The prover begins by applying P to pk, sk to yield his first move Y € CmSet(pk),
called the commitment, together with state information y, called the ephemeral
secret key. The commitment is sent to the verifier, who responds with a chal-
lenge € drawn at random from ChSet(pk). The prover computes its response Z by
applying P to pk, sk, the challenge and the ephemeral secret key y. (This compu-
tation may use fresh coins although in the bulk of protocols it is deterministic.)
Upon receiving C the verifier applies V to the public key and transcript Y||c||z
of the conversation to decide whether to accept or reject. We require complete-
ness, which means that an interaction between the honest prover and verifier is
always accepting. Formally, for all k¥ € N we have d = 1 with probability 1 in
the experiment

(pk, sk) s K(1¥); (Y,y) <= P(pk, sk); ¢ «s ChSet(pk);

z s P(pk, sk, C,y); d « V(pk,Y]|c|z).

The verifier given pk,Y||c|z should always check that Y € CmSet(Y) and
C € ChSet(pk) and z € RpSet(pk) and reject otherwise. We implicitly assume
this is done throughout.

SECURITY NOTIONS. We provide formal definitions of strong special soundness
(sss) and strong honest verifier zero-knowledge (StHVZK). Strong special sound-
ness of X-protocol SP = (K, P,V, CmSet, ChSet, RpSet) [7] asks that it be com-
putationally infeasible, given only the public key, to produce a pair of accepting
transcripts that are commitment-agreeing but challenge-response-disagreeing.
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Prover Verifier
Input: pk, sk Input: pk
(Y,y) s P(pk, sk) Yo,
« C ¢ «s ChSet(pk)
z «s P(pk, sk, y, C) O V(pk, Y|c||z)

Fig. 2. Y-protocol. Keys pk and sk are produced using key-generation algorithm K.

Formally an sss-adversary, on input pk, returns a tuple (Y, Cy, %1, Co, Z2) such
that Y € CmSet(pk);C1,Co € ChSet(pk); 1,22 € RpSet(pk) and (C1,71) #
(C2,22). The advantage Advp 4(k) of such an adversary is defined for all k € N
as the probability that V(pk,Y|c1][z:) = 1 and V(pk, Y||Cz2|z2) = 1 in the
experiment where K(1¥) is first executed to get (pk,sk) and then A(pk) is ex-
ecuted to get (Y, C1,21,Co,%2). We say that SP has strong special soundness
if Advp 4(-) is negligible for all PT sss-adversaries A. To define StHVZK, let
Trsp be the algorithm that on input pk, sk executes P and V as per Figure[2
and returns the transcript Y||c||z. Recall that a PT algorithm Sim is a HVZK

simulator for SP if the outputs of the processes
(pk,sk) —s K(1%); Return (pk, Sim(pk))
and
(pk,sk) —s K(1*); Return (pk, Trsp(pk, sk))

are identically distributed. We say that a PT algorithm StSim is a strong HVZK
(StHVZK) simulator for SP if StSim is deterministic and the algorithm Sim
defined on input pk by

¢ «—s ChSet(pk); z s RpSet(pk); Y « StSim(pk, ¢, z); Return Y||c||z

is a HVZK simulator for SP. We say that SP is StHVZK if it has a PT StHVZK
simulator. We denote by ¥ (sss) the set of all ¥-protocols that satisfy strong
special soundness and by X (StHVZK) the set of all ¥-protocols that are strong
HVZK.

DiscussioN. While the basic format of ¥-protocols as 3-move protocols of the
type above is agreed upon, when it comes to security properties, there are differ-
ent choices and variations in the literature. Our formalization of strong special
soundness is from [7]. Strong HVZK seems to be new, but is natural since we
will find many protocols that posses it.

COLLISION-RESISTANT HASH FUNCTIONS. A family of n-input hash functions
(where n > 1 is a constant) is a tuple # = (KG,H,Dy,...,D,,R). The key-
generation algorithm KG takes input 1*¥ and returns a key K describing a partic-
ular function Hg : D1 (K) % ...Dp(K) — R(K). As this indicates, D1,...,Dy, R
are functions that given K return sets. A cr-adversary, on input K returns
distinct tuples (z1,...,2n), (Y1,-..,Yn) such that z;,y; € D;(K) for all 1 <
i < n. The advantage Advy (k) of such an adversary B is defined for all
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k € N as the probability that H(K, z1,...,2,) = H(K,y1,...,y,) in the ex-
periment where KG(1%) is first executed to get K and then B(K) is executed
to get ((x1,...,Tn), (Y1,---,yn)). We say that H is collision resistant if the cr-
advantage of any PT adversary B is negligible.

3 3X-Hash Theory

This section covers the theory of ¥-hash functions. We present and justify the
Y 2H transform that turns a X-protocol SP € ¥ (sss)NX(StHVZK) into a collision-
resistant hash function #H-SP. Then we find X-protocols which we can prove
have the required properties and derive specific 3-hash functions. Finally we
relate ¥ and chameleon hash functions. In Section [d] we discuss the practical
and performance aspects of our X-hash functions.

THE TRANSFORM. We show how to build a collision-resistant hash function from
any Y-protocol SP = (K,P,V,CmSet, ChSet, RpSet) € X(sss) N L(StHVZK)
that satisfies strong special soundness and strong HVZK. Let StSim be a strong
HVZK simulator for SP. We define the 2-input family of hash functions H =
(KG, H, ChSet, CmSet, RpSet) by KG = K and H,x(c,z) = StSim(pk,c,z),
where K(1) is the algorithm that on input 1% lets (pk, sk) «s K(1¥) and returns
pk. In other words, the key is the prover’s public key. (The secret key is dis-
carded.) The inputs to the hash function are regarded as the challenge and
response in the Y-protocol. The output is the corresponding commitment. The
existence of a StHVZK simulator is exploited to deterministically compute this
output. We refer to a family of functions defined in this way as a >-hash. We write
H = ¥2H(SP) to indicate that H has been derived as above from Y-protocol
SP. The following theorem says that a ¥-hash family is collision-resistant.

Theorem 1. Let SP = (K, P,V,CmSet, ChSet, RpSet) € ¥(sss) N L(StHVZK)
be a Y-protocol. Let H = (KG,H, ChSet, RpSet,CmSet) = E2H(SP) be the
family of hash functions associated to SP as above. For every cr adversary B

against H there exists an sss-adversary A against SP such that for all k we have
Advy p(k) < Advip 4°(k), and the running time of B is that of A.

The proof of this theorem, given in [6], is simple, but we note some subtleties,
which is the way it relies on the (strong) HVZK and completeness of the
Y-protocol in addition to the strong special soundness. To construct X-hash func-
tions we now seek Y-protocols which we can show are in ¥ (sss) N (StHVZK).

OVERVIEW OF CONSTRUCTIONS. We begin, as illustrative examples, with the
Schnorr [37] and GQ [20] X-protocols, which we can easily show to have the
desired properties. The discrete log based Y-hash #-Sch obtained in the first
case is that of [10] and its re-derivation as a ¥-hash sheds new light on its design
and also shows how the ¥-hash paradigm unifies and explains existing work. The
RSA based ¥-hash H-GQ obtained in the second case is new. More interesting
is the Fiat-Shamir |[17] 3-protocol. It doesn’t satisfy strong special soundness,
but we modify it to a X-protocol SES that we prove is in X(sss) N L(StHVZK)
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Algorithm K(1%) Prover Verifier Hpk : ZpxZp — G
(G)pg) s G(1*) yesZp; Y —g" Y, Hpk(c,2) = X"
T «—$ Zp - C s Zp

—x,

Xe—g® ske—z z—y+z-cmodp %2,d— (X% =Y)
pk — ((G),p,9,X)
Return (pk, sk)

Fig. 3. Sch X-protocol and the derived 3-hash family, where G is a prime-order group
generator

under the standard factoring assumption. With non-standard factoring-related
assumptions (that it is hard to extract modular square roots of products of small
primes) we get a faster 3-hash H-SMS from a modification of the Micali-Shamir
Y-protocol |29]. In [6] we show how to get another discrete-log based X-hash from
Okamoto’s protocol [32] and a pairing based one from the #$ protocol |3, 21].
We proceed to the details.

Sch. We fix a prime-order group generator, by which we mean a PT algorithm
G that on input 1¥ returns the description (G) of a group G of prime order
p € {2k=1 .. 281} together with p and a generator g of G. The key-generation
process and protocol underlying the Scfi Y-protocol of [37] are then as shown
in Figure[Bl The algorithm that on input pk = ((G),p, g, X) picks C,z s Z,
and returns X¢g¢?||c||z is a HVZK simulator for Sch, so Sch € Y(StHVZK)
and the derived X-hash #H-Sch is as shown in Figure Bl The key observation
for strong special soundness is that if X%1¢g“ = X%2¢% and (C1,21) # (Ca,Z2)
then it must be that ¢; # Cy. To sss-adversary A, this leads us to associate
the discrete log finder D that on input (G),p,g,X runs A on the same in-
put to get (Y, Cy,%1,Co,%2) and returns (zz — Z1)(C1 — C2)~! mod p. Then for

all k we have Advyy 4(k) < Adv‘é{D(k)7 where the latter is defined as the

probability that 2’ = x in the experiment where we let ((G),p,g) «s G(1¥)
and z «s Z, and then let 2’ «s D((G), p, g, g*) . This shows that Scf has strong
special soundness as long as the discrete log problem is hard relative to G. By
Theorem [ #-Sch is collision-resistant under the same assumption.

GQ. We fix a prime-exponent RSA generator with associated challenge length
L(-), by which we mean a PT algorithm Gs, that on input 1% returns an RSA
modulus N € {2F~1, ... 2F —1} and an RSA encryption exponent e > 2% that
is a prime. The key-generation process and protocol underlying ¥-protocol GQ of
[20] are then as shown in Figure [ The algorithm that on input pk = (N, e, [, X)
picks ¢ «s{0,1};z s Z% and returns Y| c|z, where Y = z°22 mod N, is
a HVZK simulator for GQ, so GQ € X (StHVZK) and the derived ¥-hash
H-GQ is as shown in Figuredl Again observe that if X©z¢ = X©7§ and
(C1,21) # (Co,22) then C; # Co. To adversary A attacking the strong spe-
cial soundness, this leads us to associate the inverter I that on input N,e, X
runs A on input N, e, !, X where | = L(|logy(N)] + 1) to get (Y, C1,Z1,C2,Z2)
and returns (z9z; 1)’ X® mod N where a, b satisfy ae + b(C; — C2) = 1 and are
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Algorithm K(1%) Prover Verifier

(N,e) «s rsa(]-k) y <8 Zy;

I<—$Z7\] YHyemOdN Y>

X — 2" mod N ¢ ces{o0,...,2" —1}

l— L(k);sk —x 2z<a’ ymodN Z,d«(Y=X" 2 modN)

pk—(N,e,l, X)  H,:{0,....2' =1} xZy — Z%
Return (sk, pk) Hpr(C,2) = X°2° mod N

Fig.4. GQ X-protocol and the derived 3-hash family, where Gisa is a prime exponent
RSA generator with associated challenge length L

found via the extended gcd algorithm. (This is where we use the fact that
e is prime.) Then for all k& we have Advig) 4(k) < Advg? ;(k), where the
latter is defined as the probability that ' = x in the experiment where we
let (N, e) < Gusa(1¥) and 2 < Z%, and then let 2’ «—s I(N, e, 2° mod N) . This
shows that GQ has strong special soundness if RSA is one-way relative to Gisa.
By Theorem [l H-GQ is collision-resistant under the same assumption.

FS AND SFS. We fix a modulus generator, namely a PT algorithm Gpnoq that
on input 1* returns a modulus N € {2¥=1 ... 2F — 1} and distinct primes p, q
such that N = pg. We also fix a challenge length L(-). If ¢ is a I-bit string and
u € (Z%)" then we let u® = [Ju[i]°! where the product is over 1 < i < [ and c[i]
denotes the i-th bit of ¢. The key-generation algorithm and protocol underlying
the FS Y-protocol are then as shown in Figure Bl However this protocol does
not satisfy strong special soundness because if Y||C||z is an accepting transcript
relative to pk = (N, !, u) then so is Y||c||z’ where 2 = N — z. We now show
how to modify S so that it has strong special soundness. First, some notation.
For w € Zy we let [w]y equal w if w < N/2 and N — w otherwise. Let 7t =
Zyn{1,...,N/2}. The modified protocol SES (Strong S) is shown in Figure [l
Here CmSet, ChSet are as in %S but RpSet((N,[,u)) is now equal to Z}; rather
than Z% as before. In [6] we show how to associate to any PT sss-adversary
A a PT factoring adversary B such that for all k& € N we have Adviys 4 <
2. Advfgaiod) g(k), where the latter is defined as the probability that r € {p, ¢}
in the experiment where we let (N, p,q) < Gmod(1¥) and r +s B(N). (Briefly,
if Y||C1||z1 and Y||C2||z2 are accepting transcripts then if ¢; # Co we obtain the
square root of some component of the public key and if ¢; = Co but 27 # Zo
then 71, Zg are non-trivial square roots of the same square and we can factor N.)
This shows that S7S has strong special soundness under the standard hardness
of factoring assumption. Now, the algorithm that on input pk = (N,[,u) lets
cs{0,1}; z+sZf; Y < u°-z2mod N and returns Y|c||z is a HVZK
simulator for S7S. Accordingly S%S € X (StHVZK) and we derive from SFS
the Y-hash family #-S%S shown in Figure Bl Theorem [l implies that #H-SS is
collision resistant under the standard factoring assumption.

MS AND SMS. The Micali-Shamir protocol [29] is a variant of %S in which
verification time is reduced by choosing the coordinates of u to be small primes.
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Algorithm K(1%) Prover Verifier
(N7p7q) S ngd(lk); y<_$ Zi\j’

L Lk); Yoy Y,
Fori=1,...,1do ¢ ces{o,1}

sli} s Zx; ufi] «—s[i]? z—y-s° Z,d—(Y=u" 2%
sk +— s; pk — (N,l,u)
Return pk, sk

Algorithm K(1%) Prover Verifier

[ — L(k) y <8 Zn;

(N.p, g, 1) s Gop(1") Y —y? Y,
Fori=1,...,1do ¢ ces{o1}

s[i] «<s SQR(ufi] !, p,q) z«— ly-sly Z,d—(Y=u" 2%
pk — (N,l,u); sk — s
Return pk, sk
Hpe 0 {0, 1} x Z — Z}

Hok(c,z) = u® - z°

Fig. 5. 7S, SFS, MS and SMS protocols and the Y-hash derived from SFS, SHMS.
The upper left key-generation algorithm is that of S and S%S, while the lower left
one is that of MS and SMS. The upper protocol is that of £S and MS while the lower
protocol is that of SFS and SMS. Here Gmod is a modulus generator and Gsp is a small
prime modulus generator. The computations are in Zj, meaning modulo N.

As with 7§ it does not satisfy sss, but we can modify it to do so and thereby
obtain a collision-resistant hash function H-SMS that is faster than H-SFS at
the cost of a stronger assumption for security. To detail all this, let Gsp be a small
prime modulus generator with challenge length L(-), by which we mean a PT
algorithm that on input 1* returns a modulus N € {2*~1 ... 2% — 1}, distinct
primes p, g such that N = pqg, and an L(k)-vector u each of whose coordinates
is a prime in QR(N) = {22 mod N : z € Z}}. For efficiency we would choose
these primes to be as small as possible. (For example uli] is the i-th prime in
QR(N).) An spr-adversary B against Gsp, L takes input N and u € (Z%)**)
and returns (z,S) where z € Z% and S is a non-empty subset of {0,1}!. Its
spr-advantage is defined for all k by

—$ ky .
AdvsgpSrP’LvB(k) =Pr|2° =[[;equli] (mod N): Ei\f’g)’ 23)5,(N’g§'f(1 )
The SRPP (Square Root of Prime Products) assumption [29] says that the spr-
advantage of any PT B is negligible. Now, Figure [§] shows our modified version
SMS of the Micali-Shamir protocol. It is in X2H(StHVZK) for the same reason
as STS and hence the derived hash function is again as shown, where SQR(-, p, q)
takes input w € QR(N) and returns at random one of the four square roots of
w modulo N = pq, computed using the primes p, q. Strong special soundness of
SMS is proven in |6] under the SRPP assumption. Theorem [I] now implies that
H-SMS is collision-resistant under the SRPP assumption.
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>, = CHAMELEON. We move from examples of 3-hash functions to a general
property of the class, namely that any Y-hash function is chameleon. This is
captured by the following.

Theorem 2. Let SP = (K, P,V, CmSet, ChSet, RpSet) € L(StHVZK)NX(sss)N
Y (sc) be a Y-protocol. Then the Y-hash family H-SP = Y2H(SP) = (KG,H,
ChSet, CmSet, RpSet) is chameleon.

Refer to [6] for the proof of the above and the relevant definitions. As a conse-
quence, we obtain the following new chameleon hash functions: H-GQ, H-STFS,
H-SMS, H-OKa, H-HS. (H-Sch was already known to be chameleon [25].) This
yields numerous new and more efficient instantiations of on-line/off-line signa-
tures [38], chameleon signatures |25] and designated-verifier signatures [23, 40].

Even more interestingly, we prove the converse. The following theorem says
that any chameleon hash family is a ¥-hash family, meaning the result of apply-
ing our X2H transform to some X-protocol.

Theorem 3. Let H = (KG, H, ChSet, CmSet, RpSet) be a family of chameleon
hash functions. Then there is a ¥-protocol SP = (K, P,V, CmSet, ChSet, RpSet)
€ Y(StHVZK) N X(sss) N L(sc) such that H = L2H(SP) is the Y-hash family
corresponding to SP.

The proof is in [6]. Applying this to known chameleon-hash functions like #-Da
[14, 125] and #H-ST [38] yields new X-protocols and hence new identification
schemes and, via |13, [16], new commitment schemes.

4 Y-Hash Practice and Performance

In this section we cover practical issues related to 3-hash functions, including
performance, performance comparison with existing constructions and imple-
mentation results.

EXTENDING THE DOMAIN. A Y-hash family # as defined above is actually a
(keyed) compression function since the domain is relatively small. In practice
however we need to hash messages of long and variable length. This would not
at first appear to be much of a problem since we should be able to do MD
iteration |15, 28]. In fact this is essentially true but one has to be careful about
a few things. What one would naturally like to do is use the second argument to
Hpk as the chaining variable. But this requires that outputs of the compression
function can be regarded as chaining values, meaning CmSet(pk) be a subset
of RpSet(pk). Sometimes this is true, as for H-GQ, which in this way lends
itself easily and naturally to MD iteration. But in the case of SFS and SMS
we have CmSet((N,l,u)) = Z§ S Z}, = RpSet((N,l,u)). In [6] we show how
to resolve these problems by appropriate “embeddings” that effectively allow
the second input of the compression function to be used as a chaining variable
at the cost of 1 bit in throughput and in particular allows us to run any of
our X-hash functions in MD mode. We won’t detail the general transform here,
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>-hash w KB/s space
H-SFS 0 30.85 n/a
H-SFS 4 67.41 2048
H-SFS 8 118.1 16384
H-SMS 0 914.3 n/a

Table 1. Implementation results. Here w is the “width” parameter determining pre-
computation and the space is the number of group elements that need to be stored.

but it is instructive to describe the modified compression function. The public
key has the form (N,l,u,v) where N,[,u are as before and v € QR(N), and
Hp : {0,1} x Z% — Z} is defined by

Hok(C,2) = u® - 22 - /@ mod N, (1)

where fn(z) =0 if z € Z}; and 1 otherwise. It can be shown that this modified
function is also a ¥-hash, meaning the result of applying ¥2H to a suitably mod-
ified version of the original ¥-protocol that retains the sss, SSHVZK and sc prop-
erties of the original. But now CmSet((N,[,u,v)) = Z% = RpSet((N,l,u,v)) so
MD-iteration is possible.

METRICS. We measure performance of a hash function in terms of rate, which we
define as the average number of bits hashed per group operations. (By “average”
we mean when the data is random.) In this measure, an exponentiation a — A®
costs 1.5n group operations and a two-fold multi-exponentiation a,b — A®B®
costs 1.75n group operations where n is the length of a and also of b. We will use
these estimates extensively below. We can consider two modes of operation of a
given Y-hash function H-SP, namely compression and MD. In the first case the
data to be hashed by Hpy is the full input ¢, z, while in the second case it is only c.
(The second input is the chaining variable which is not part of the data.) The rate
in MD mode is lower than in compression mode for most hash functions. (S5 is an
interesting exception.) Compression mode is relevant when the function is being
used as a chameleon hash, since the data can then be compressed with a stan-
dard (merely collision-resistant) hash function such as SHA-1 before applying the
Y-hash [25, Lemma 1]. MD mode is relevant when one wants to avoid conventional
hash functions and get the full provable guarantees of the ¥-hash by using it alone.
Our performance evaluations will consider MD mode.

PERFORMANCE OF X-hash FUNCTIONS. H-Sch and #H-GQ can be computed
with one two-fold multi-exponentiation so that they use 1.75 group operations
per bit of data (in MD mode). We now turn to H-S%5. Since we are considering
MD mode performance we refer to the MD-compatible version of the function
from Equation (). (But in fact performance is hardly affected by the modifica-
tion.) On the average about half the bits of ¢ are 1 so #H-S%S comes in at about
0.5 modular multiplications per bit. This explains the claim of Figure[ in re-
gard to H-SFS without pre-computation. Now we look at how pre-computation
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speeds it up, using a block size of | = 512 (the same as MD5 and SHA-1) for
illustration. The method is obvious. Pick a “width” w that divides [ and let
t = l/w. Letting pk = (N, [, u,v) denote the public key, pre-compute and store
the table T' with entries

Tli, 2] = ;o ul(i = Dw +j]* mod N (1 <i<t, z€{0,...2% —1})

The size of the table is 2% = (2% /w group elements. Now computing H-SFS
takes t + 2 = 2 4 [ /w multiplications since

Hpk(ca Z) = (HE:lT[ia xz]) 72 va(Z) mod N,

where ; is the integer with binary representation c[(i—1)w+1]...c[iw] (1 < i <
t). The number of group operations per bit is thus [2 + [/w]/l &~ 1/w, meaning
the rate is w. Figure [Il showed the storage and this rate for w = 4 and w = 8.

Analytical assessment of the performance of H-SMS is difficult, but we have
implemented both it and (for comparison) H-SFS. The implementation used a
1024 bit modulus and (for MD mode) a 512 bit block size. Table [l shows that
H-SMS is about 30 times faster than the basic (no pre-computation) version
of H-SFS. The gap drops to a factor of 15 and 7.5 when compared with the
w = 4 and w = 8 pre-computation levels of H-S¥S, respectively. Note that
H-SMS here is without pre-computation. (The latter does not seem to help
it much.) These implementation results are on a Dual Pentium IV, 3.2 GHz
machine, running Linux 2.6 kernel and using the gmp library [18].

COMPARISONS. We now assess performance of previous schemes, justifying
claims in Section[Il Damgard |14] shows how to construct collision-resistant
hash functions from claw-free permutations |19]. Of various factoring-based in-
stantiations of his construction, the one of [19, [25], which we denote #-Da,
seems to be the most efficient. The key is a modulus N product of two primes,
one congruent to 3 mod 8 and the other to 7 mod 8, and the hash function
Hy : {0, 1} x Z§ — Z% is defined by Hx(m,r) = 4™ - r* mod N where s = 2.
Since multiplying by 4 is cheap, we view it as free and the cost is then one mul-
tiplication per bit, meaning #-S¥S is twice as fast. But pre-computation does
not help #H-Da since r is not fixed, and the gap in rates increases as we allow
pre-computation for H-SFS as shown in Figure [Il

The key of Shamir and Tauman’s [38] hash function is a modulus N and an
a € Z3. With a 1024 bit modulus the chaining variable needs to be 1024 bits as
well, so that with a 512 bit block size the function would take a 512 + 1024 bit
input, regard it as an integer s, and return a® mod N. The computation takes 1.5
multiplications per bit of the full input, which is 1.5- (1024 4 512)/512 = 4.5 per
bit of data, meaning the rate is 1/4.5 ~ 0.22 as claimed in Figure[ll Since a is
fixed, one can use the standard pre-computation methods for exponentiation. For
any v dividing 1024 + 512 = 1536, the computation takes 1536 /v multiplications
with a table of 2¥ - 1536/v group elements. Note that per data bit the rate is
512/(1536/v) = v/3. To compare to H-SFS we need to choose parameters so
that the storage for the two is about the same, meaning 2% (512/w) ~ 2¥(1536/v).
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This yields v = 1 for w =4 and v = 6 for w = 8. This explains the rates shown
in Figure[Il

5 Improvements to VSH

The performance of a hash function on short inputs is important in practice. (For
example, a significant fraction of Internet traffic consists of short packets.) We
present a variant VSH™ of VSH that is up to 5 times faster in this context while
remaining proven-secure under the same assumption as VSH. The improvement
stems from VSH* unlike VSH, having a collision-resistant compression function.

BACKGROUND. The key of Contini, Lenstra and Steinfeld’s VSH function [11]
is a modulus N product of two primes. The VSH compression function vshy :
{0, 1} x Z% — Z% is defined by

vshy(c,z) =22 - Hézlpf[i] mod N,

where p; is the i-th prime and c[i] is the i-th bit of c. The hash function VSH is
obtained by MD-iteration of vsh with initial vector 1. A curious feature of VSH
is that the compression function is not collision-resistant. Indeed, vshy (¢, z) =
vshy (¢, N — z) for any ¢ € {0,1}! and z € Z},. Nonetheless, it is shown in [11]
that the hash function VSH is collision-resistant based on the VSSR assumption.
The latter states that given N, [ it is hard to find x € Z}; and integers ey, ..., ey,
not all even, such that 22 = p{* -... - p/" (mod N). The proof makes crucial use
of the fact that the initial vector is set to 1.

VSH*. We alter the compression function of VSH so that it becomes (provably)
collision-resistant and then define VSH* by MD iteration with the initial vector
being part of the data to be hashed. The first application of the compression
function thus consumes much more (1024 bits more for a 1024 bit modulus, for
example) of the input, resulting in significantly improved rate for the important
practical case of hashing short messages. For example, the implementation results
of Table 2] show speed increases of a factor of 5 over VSH when hashing 1024 bit
messages. Performance for long messages is the same as for VSH. VSH* and its
compression function vsh* are provably collision-resistant under the same VSSR
assumption as VSH.

The inspiration comes from #H-SMS which we notice is very similar to vsh
but, unlike the latter, is collision-resistant. The difference is that in H-SMS the
primes u[l], ..., u[l],v —referring to the MD-compatible version of the function
from Equation ([[l)— are quadratic residues. But this turns out to be important
for the completeness of the Y-protocol rather than for collision-resistance. This
leads to the compression function vshy : {0, 1}! x Z% — Z% defined by

vshiy (¢, z) = (Hé:l pf[i]> ™ . 7% mod N,

where p; is the i-th prime and c[i] is the i-th bit of C. As a check notice that
vsh’y (C, 7) is unlikely to equal vsh’y (C, N —7) because fn(z) # fn (N —2Z), mean-
ing the attack showing vsh is not collision-resistant does not apply. Of course
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Table 2. The size of the modulus used here is 1024. The block and the input size are
given in bits.

Hash Function block size input size Iterations Avg. time

VSH 128 8 x 128 9 140us
VSH* 128 8 x 128 1 25us

this is not the only possible attack, but the proof of strong special soundness
of SMS [6] can be adapted to show that vsh™ is collision-resistant under the
VSSR assumption. Finally VSH* is obtained by MD iteration of vsh* but with
the initial vector being the first k — 1 bits of the input. For MD-strengthening,
the standard padding method of SHA-1 is used.

The implementation results given in Table [2] were again obtained on a Dual
Pentium IV, 3.2 GHz machine running Linux kernel 2.6 and using the gmp library
[18]. We set the block size to 128 for both functions and considered hashing a
1024 bit input. In this case (even taking into account the increase in length
due to MD strengthening) VSH* needs 1 application of its compression function.
On the other hand VSH (with their own form of strengthening) needs 9. The
implementation shows that VSH* is 5.6 times faster. We need to add that our
implementations (unlike those of |11]) are not optimized, but our goal was more
to assess the comparative than the absolute performance of these hash functions,
and this is achieved because both are tested on the same platform.
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Abstract. This paper studies the application of slide attacks to hash
functions. Slide attacks have mostly been used for block cipher crypt-
analysis. But, as shown in the current paper, they also form a potential
threat for hash functions, namely for sponge-function like structures. As
it turns out, certain constructions for hash-function-based MACs can be
vulnerable to forgery and even to key recovery attacks. In other cases,
we can at least distinguish a given hash function from a random oracle.

To illustrate our results, we describe attacks against the GRINDAHL-
256 and GRINDAHL-512 hash functions. To the best of our knowledge,
this is the first cryptanalytic result on GRINDAHL-512. Furthermore, we
point out a slide-based distinguisher attack on a slightly modified version
of RADIOGATUN. We finally discuss simple countermeasures as a defense
against slide attacks.

Keywords: slide attacks, hash function, GRINDAHL, RADIOGATUN,
MAC, sponge function.

1 Introduction

A hash function H : {0,1}* — {0,1}™ is used to compute an n-bit fingerprint
from an arbitrarily-sized input. Established security requirements for crypto-
graphic hash functions are collision resistance, preimage and 2nd preimage re-
sistance — but ideally, cryptographers expect a good hash function to somehow
behave like a random oracle.

Current practical hash functions, such as SHA-1 or SHA-2 |25, 26], are iter-
ated hash functions, using a compression function with a fixed-length input, say
h:{0,1}"*! — {0,1}", and the Merkle-Damgard (MD) transformation |14, 24]
for the full hash function H with arbitrary input sizes. The core idea is to split
the message M into I-bit blocks My, ..., M,, € {0,1}' (with some padding, to
ensure all the blocks are of size I-bit), to define an initial value Xy, and to apply
the recurrence X; = h(X;_1, M;). The final chaining variable X; is used as the
hash output. The main benefit of the MD transformation is that it preserves
collision resistance: if the compression function is collision resistant, then so is
the hash function. Recent results, however, highlight some intrinsic limitations of
the MD approach. This includes being vulnerable to multicollision attacks [16],
long second-preimages attacks [19], and herding [18]. Even though the practical
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© International Association for Cryptologic Research 2008
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relevance of these attacks is unclear, they highlight some security issues, which
designers of new hash functions should avoid.

In general, and due to certain structural weaknesses, MD-based hash functions
do not behave like a random oracles. Consider, e.g., a secret key K, a message
M and define a Message Authentication Code MAC(K, M) = H(K||M). If we
model H as a random oracle, this construction meets the expected security
requirements for a MAC. But for an MD-based hash function H, one can easily
forge authentication codes: given MAC(K, M) = H(K||M), compute a valid
MAC(K,M||Y) = H(K||M||Y) without knowing the secret key K. Coron et
al. [11] recently discussed a formal model to prove hash functions being free
from such structural weaknesses (but still weak against multicollision attacks).

Our contribution. Newly proposed hash function designs should not suf-
fer from length extension. So for a new and well-designed hash function, the
MAC(K,M) = H(K||M) should be a secure MAC. We will show that this is
not the case for some recently proposed hash functions. In contrast to the case
of MD-based hash functions, where one can forge messages but cannot recover
K, our attacks allow, in general, the adversary to find K (much faster than by
exhaustively searching for it).

Our attacks are an application of slide attacks. These are a classical tool for
block ciphers cryptanalysis, but have so far not been used for hash function
cryptanalysis.

The Targets for Our Attacks. A natural idea for thwarting the MD limi-
tations is to increase the size of the internal chaining variables in the iterated
process, see, e.g., [23]. Using a similar patch, sponge functions [3] followed the
idea to employ a huge internal state (to hold a huge chaining variable) and to
claim a capacity c, typically ¢ > n. This defends against attackers even if these
can perform > 2"/2 operations (but are still restricted to < 2¢/2 units of work).
Here n is considered a typical hash function output size (sponge functions may
also provide for arbitrary output sizes, rather than for a fixed n).

Several recent hash functions follow this approach, including GRINDAHL [22]
and RADIOGATUN [2]. As far as we know, there are no cryptanalytic attack on
either RADIOGATUN or the 512-bit version of GRINDAHL while some collision
attacks for the 256-bit version of GRINDAHL have already been published |20, [27].

In the current paper, we study the applicability of slide attacks for sponge
functions. Our results indicate that slide attacks can be a serious threat for hash
functions fitting into the sponge framework. On the other hand, if the hash func-
tion designer is aware of slide attacks, we believe it is easy to defend against such
attacks. We give concrete examples by providing attacks against GRINDAHL [22]
and two slightly tweaked versions of RADIOGATUN [2]. Our attack applies for
both published flavours of Grindahl, the 256-bit version and the 512-bit version.
As far as we know, this is the first cryptanalytic result for the 512-bit version.

Outline: in Section [2] we recall the slide attacks basics, study the case of hash
functions and focus on the case of sponge functions. Then, in Section B we give an
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example by applying our results to the GRINDAHL hash function and discuss the
vulnerability of RADIOGATUN to slide attacks in Section El Finally, we describe
cheap and simple defenses against slide attacks and conclude in Section Bl

2 Slide Attacks

Block ciphers are often designed as a keyed permutation which is applied many
rounds. It is a common belief that increasing the number of rounds makes the
cipher stronger, but this is just true for statistical attacks such as differential or
linear cryptanalysis. Some attacks can be applied even for block cipher variants
with an arbitrary number of rounds. This is true for certain related key attacks,
and for slide attacks. The usual defense is to strengthen the key schedule and the
keyed permutation itself. Related key attacks have been introduced by Biham |[5]
and independently by Knudsen [21]. Slide attacks |§] utilize the self-similarity of
the cipher, typically caused by a periodic key schedule. An r round block cipher
with the same keyed permutation F? in each round can be attacked by slide
attacks if F? is a weak permutation, i.e. the key used in F* can be found with a
slid plaintext-ciphertext pair.

2.1 Slide Attacks on Block Ciphers

Slide attacks on block ciphers have been applied to some ciphers with a weak
key schedule (see [6, 18,19, 12, (15,17, 128, 129]). The original slide attack |&] works
as follows. An n-bit block cipher F with r rounds is split into b identical rounds
of the same keyed permutation F? for i = {1,...,b}. In the simplest case we
have b = r where the key schedule produces the same key in each roundd. Thus
we write the cipher as E = Flo F2o0-.-0 F® = Fo Fo---o F. A plaintext P;
is then encrypted as

PjiX(l)iX@)Ew--iC’j

where X () represents the intermediate encryption value after application of F*
and X = C} is the corresponding ciphertext. To mount a slide attack one has
to find a slid pair of plaintexts (P;, Py), such that

Pe=F(P;) and Cj=F(C;) (1)

hold, see also Figure [I}

Slide attacks can only be applied to a small class of ciphers with weak permu-
tations periodic key schedules. A permutation is weak if, given the two equations
in (), it is easy to extract a non negligible part of the secret key. With on/2
known plaintext /ciphertext pairs (P;, C;) we expect at least one pair satisfying
P, = F'(P;) among these texts by the birthday paradox. This gives us a slid

! Note that F* might include more than one rounds of the cipher. If the key schedule
produces identical keys with period p then F"* includes p rounds of the original cipher.
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Fig. 1. A slide attack on block ciphers

pair. Thus, the classical slide attack allows to recover the unknown key of an
n-bit block cipher using O(2"/2?) known plaintexts.

Advanced sliding techniques like complementation slide and sliding with a
twist were introduced by Biryukov and Wagner [9]. These techniques allow to
attack ciphers with a more complex key schedule. The basic concept of comple-
mentation slide is to slide two encryptions against each other where the inputs
to the rounds may have a difference which is canceled out by a difference in the
keys, while an encryption is slid against a decryption using a sliding with a twist
technique. The realigning slide attack [28] allows to slide encryptions with unslid
rounds in the middle of the slide. Biham et al. [6] improved the slide attack to
detect a large amount of slid pairs very efficiently by using the relation between
the cycle structure of the entire cipher and that of the keyed permutation.

2.2 Slide Attacks on Hash Functions

Slide attacks in a hash function setting have attracted very few consideration
in the literature. To our knowledge, the only paper considers an attack on the
internal block cipher from SHA-1 [31]. However, yet no direct way to transform
it into a practical attack on the hash function has been found.

Slide attacks for block ciphers are different in some aspects from those applied
on hash functions. By definition, block cipher computations depend on a secret
key, and slide attacks are typically employed to distinguish a block cipher from
a random permutation — and often for a key recovery attack to follow.

In the hash function case, there is no secret key to recover, just the message to
be hashed, and the adversary is allowed to know this message — or even to choose
it. Typical attacks on hash functions are about finding collisions or preimages —
and it is hard to see how slide attacks could be employed in that context. But even
for hash functions, a slide property that (or which) can be detected with some
significant probability will allow us to differentiate the scheme from a random
oracle. Indeed, with such a property, one can show a non random behavior of the
hash function. This is already an issue, since hash functions are often utilized
to simulate a random oracle as they are considered to be the closest practical
primitive to this theoretical object. Going further, when secret data is used as a
part of the input of the hash function, one can try to recover some information
from it. The natural primitive where hash functions handle secret data are of
course the Message Authentication Codes (MAC), that permit to authenticate a
message M with a symmetric secret key K. For example, constructions such as
HMAC [1] are implemented in a lot of different applications and make only two
calls to a hash function. HMAC has the advantage to only require the internal
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function to be weakly collision resistant and also to provide secure MACs with
MD-based hash functions. Note that a HMAC-based patch is one of the new
domain extension algorithm proposed by Coron et al. [11] to thwart the simple
MD-based MACs attacks. Those attacks are no more than a slide attack on the
MD domain extension algorithm.

Generally, a good hash function H should provide a good MAC with the fol-
lowing computations: MAC(K, M) = H(K||M) or MAC(K, M) = H(K||M||K).
Just like for block ciphers, if the hash function considered is not protected, one
may be able to recover some non negligible part of the secret key K with a slide
property that can be detected with a good probability. One has to note a work
from Sasaki et al. |32] that attacks prefix, suffix and hybrid approaches for MAC
constructions by using inner collisions for MD4, and a work from Preneel and Van
Oorschot [30] that studies the envelope approache instantiated with MD5.

2.3 Slide Attacks on “Extended” Sponge Constructions

We analyze in this section how one can apply slide attacks to sponge-based hash
functions, a newly introduced framework for building hash functions |2, 13]. More
precisely, we use the “extended” sponge functions, a more general framework.

The “extended” sponge framework. Assume that H is an iterative hash
function with an internal state of ¢ words of p-bit each and a final output size
of n bits. Let M = M*'||M?||---||M" be the m x p-bit blocks of the message
to hash with M'! # 0™*P (the message is padded before split into blocks). Let
M be the message block hashed at each round i and X the internal state after
proceeding M?, with X° = IV. We then have X' = F(S(X*~!, M?)), where
F' is the round function and S defines how the message is incorporated in the
internal state. Once all the [ message blocks have been processed, r blank rounds
(rounds with no message input) are applied X* = F(X*~!) and A := X" is the
final internal state. Finally, we derivate n output bits by using the final output
function T'(X'*"). Such a hash function can be written as

r times

P A~ < A
0 a1 1—1 il 1 I+r—1y ~ 7N
H(M) = x° FSCOMN | FEXTIM) P RO SRR T

where T4 represents the hash output. One has to note that for efficiency reasons
and since the internal state will be big in practice, F' is usually a quite light and
fast round permutation.

This framework is really general and especially more general than the origi-
nal sponge function one. More precisely, in the original model, S introduces the
message blocks by XORing them to particular positions of the internal state.
However, in our situation, we can also consider a function S that replaces some
bits of the internal state by the message bits. We call the former XOR sponge
and the latter overwrite sponge. Moreover, in the original model, the final out-
put function 7' continues to apply some blank rounds and extract some bits
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from the internal state at the end of each application, until n bits have been
received. In our framework we can also consider the case where the output
bits come from a direct truncation of the final internal state A, and we call it
truncated sponge.

There are two security issues, related to the general design of sponge functions.
One issue is invertibility: one can run the function F' into both directions. The
second issue is self-similarity: all the blank rounds behave identically, and even
a normal round can behave as a blank round if we have X*~! = §(X~1 M?)
(the effect of adding the message block is void). In the case of a XOR sponge we
need M* = 0 and in the case of an overwrite sponge we require that M, is equal
to the overwritten part of the internal state.

We will exploit self-similarity for our slide attacks. The idea is that if one mes-
sage My = M'||...||[M! is the prefix of message My = M?!||...||M!||M!'*!, the
extended state after processing the first I blocks is the same. Now, if X!*1 =
S(X!, M1, processing the next message block M1 for the longer message is
the same as the first blank round when hashing the shorter message — the extended
states remain identical. We call these two messages a slid pair : the two final in-
ternal states are just one permutation away B := X ]HT“ = F(X!TT). The slide
attack is shown in Table[Il Once we were able to generate a slid pair, we need
to detect it. This fully depends on the output function 7. When T is defined
as in the original sponge framework, it is very easy to detect a slid pair : most
of the output bits will be equal, just shifted by one round. If T is a truncation,
we need to do a case by case analysis depending on the strength of the round
function F' and the number of bits thrown away. Yet finding and detecting a slid
pair already allows us to differentiate the hash function from a random oracle.

We can try to go further, by attacking a MAC with prefix key, i.e. MAC(K, M).
Note that such a construction makes sense as using HMAC based on a sponge hash
function will turn out to be very inefficient. This is due to the fact that hashing
very short messages (required in HMAC by the second hash function call) is quite

Table 1. A slide attack on hash functions

X7 XY
FS(X0, M%) | MO I R(S((X2, M)
FS(XUMY) ] e M L R(S((X, MY)
X! X!
F(xY ! M RS, M)
: X+
F(X;h ! l F(X
XHr=A :
T(A) ! l F(XIT)
Ta Xttt =p
! T(B)

Tr
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slow because of the blank rounds. Therefore, Bertoni et al. [4] proposed to use
prefix-MAC instead of HMAC.

Consider a secret key K. For simplicity and without loss of generality, we
assume some K to be a uniformly distributed (k x m x p)-bit random value
(i.e. k message words long), for some public integer constant k. We will write
K= (K ...,K™) € ({0,1}"*P)*. The adversary is allowed to choose message
challenges C;, while the oracle replies MAC(K, C;) = H(K]||C;). Ideally, finding
K in such a scenario would require the adversary to exhaustively search over
the set of all possible K € {0,1}**™>P_ thus taking 2¢*™*P~! units of time
on average. Forging a valid MAC depends on the size of the hash output and
the size of the key, with a generic attack it requires min{2**™>P=1 271 ynits of
time. A pair of challenges (C;, C;), with C; = C}|C?||---||C} and C; = Cj||C!
is called a slid pair for K if their final internal state are slid by one application
of the blank round function as:

X]’?+l+r+1 _ F(Xik+l+r)

Provided that one can generate slid pairs and detect them, one can also try
to retrieve the internal state X" thanks to this information. Again, a case
by case analysis is required here. When X f““ is known, one can invert all the
blank rounds and get X[, Note that with this information, an attacker can
directly forge valid MACs for any message that contains M as prefix (exactly like
the extension attacks against MD-based hash functions). If the round function
with the message is also invertible, we can continue to invert all the challenge
rounds and get XF. This will allow us to recover some non trivial information
on the secret key K.

A general outline of the attack is as follows:

1. Find and detect slid pairs of messages
2. Recover the internal state
3. Uncover some part of the secret key or forge valid MACs

The padding is very important here : for the XOR sponge functions, an
appropriate padding can avoid slide attacks. Indeed, in that case, we require
M! = 0™*P to get a slid pair. This gives an explanation why the condition
M' # 0P is needed for the indifferentiability proofs of XOR sponge functions.
However, for the truncated sponge function, a padding is ineffective to avoid
slide attacks.

3 Applications

3.1 The GRINDAHL Design

GRINDAHL is a new hash function introduced by Knudsen et al. in [22], that
fits our extended sponge framework. More precisely, it is an overwrite sponge
function. There are two concrete instantiations of the GRINDAHL hash function
family: a 256-bit and a 512-bit hash function proposed in the original GRINDAHL
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paper [22]. The parameters of these instantiations in our framework are defined
as follows:

Grindahl-256 [22]. Grindahl-256 is a 256-bit hash function with NV, = 4 and
N, = 12. The rotation amounts are (py, ..., p3) = (1,2,4,10).

Grindahl-512 [22]. Grindahl-512 is a 512-bit hash function with NV, = 8 and
N, = 12. The rotation amounts are (po, ..., p7r) = (1,2,...,8).

Note that the internal state of GRINDAHL can also be viewed as a matrix.
Therefore, we define N, and N, to be the number of rows and columns of p-bit
word respectively: we have N, x N, = c¢. For each instance of GRINDAHL we
have p = 8. The message chunk entering at each round can then be viewed as
one column, thus m = N,..

For GRINDAHL the padding consists of 10- and length-padding:

1. 10-padding appends a “17-bit to the message, followed by as many “0”-bits
as needed to complete the last message block.

2. Length-padding then appends the number of message blocks (not bits!) for
the entire padded message as a 64-bit value.

One effect of the 10-padding is that the last message block before the Length-
padding can be any value, except for the all-zero block. (Or equivalently, any
nonzero block B can be split up into an incomplete block R plus 10-padding:
B = R+ P Note that R is 0bit long if B = 1000...0.)

A message M = M1'||...||M! of 32-bit blocks M" in the case of GRINDAHL-
256, and an incomplete block M!, will be padded to Pad(M) = M?!||...||M! +
PO MUY | M2, where Py is the 10-padding. This padded message has
the following properties:

1. The last-but-two message block is not zero: M* 4+ P10 £ (32,

2. The final two message blocks contain the 64-bit integer I: (M!*1||M!*2) =
[. (From the GRINDAHL sample implementation, we conclude that the 32
least significant bits of the 64-bit value are stored in M'*+2, while the high-
significant bits go into M!*1))

Similarly for GRINDAHL-512, a message M = M!||...||M! of 64-bit blocks
M?, where M! is also incomplete, is padded to Pad(M) = M?!|...||M" +
P07 ||M has the following properties after padding:

1. The last-but-one message block is not zero: M! + P10 £ 64,
2. The last message block contains the 64-bit integer I: M+ = [.

Most hash functions for variably-sized inputs iterate an underlying compression
function for fixed-size inputs. GRINDAHL is no exception. At the end, the output
will be the first n/(p x N;-) columns of of the final internal state. I.e., GRINDAHL
is a truncated sponge. Internally, GRINDAHL uses a state of (N, x N.) words
of pbit each. The compression function takes one m-word message block and
an (N, x N.)-word internal state as its input and generates new internal state
(again of the size (N, x N.) words, of course), as its output.
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Regarding this compression function, GRINDAHL follows a general three-step
design strategy. Assume a m-word message block, which we write as M* and
a (N, X N.)-word internal state, which we write as a N, tuple of N,-words:
(X1, XNe) e ({0,1}P*Nr)Ne | The incorporation step which concatenates a
message block to the internal state is straightforward:

S - {0, l}pXNT % {071};0><NT><NC N {071};0><N7,+p><NT><NC

S(M (XY, XNy = (MF, XY, XN,

)

The (p x N, + p x N, x N,.)-bit output of the incorporating S is the extended
state (X, ..., XN¢). The second step is a permutation over the extended state:

F {0’ 1}17><N¢«Jr;n><N7~><NC N {07 1}p><NT+p><NT><NC7

F(XO,. .. XNy = (YO ... Y Ne),
F is a permutation based on RIJNDAEL [13] primitives:

F(XO,...,X"Ne)
= MixColumns o ShiftRows o SubBytes o AddConstant(X°, ..., XNe).

MixColumns. Is a linear matrix multiplication of each state matrix column
with a constant vector. This transformation is defined as in the RIJNDAEL spec-
ifications for the 256-bit version of GRINDAHL.

ShiftRows. This transformation cyclically shifts bytes a number of positions
along each row. Thus, the i-th row is rotated by p; positions to the right.

SubBytes. The only non-linear part of the permutation, exactly defined as the
SubBytes function of RIJNDAEL.

AddConstant. This function is a simple XORing of the state matrix with a
constant matrix M of the same size, where all bytes are zero except for one.

See [22] for a detailed description of GRINDAHL. The third operation is as
straightforward as the first one — the first p x N,-bits of the (p X N, +p x N,. x N,)-
bit extended state are truncated away, to get a new p x N, X N.-bit internal
state (Y1,... Y Ne):

R: {0, 1}PXNrtpxNexNe _, £ 1}pXNexNe R(y0, | yNe) = (Y1, ... Y Ne),

9

See Figure [ for a visual illustration of this design strategy. Note that the final
truncation in one iteration and the initial concatenation of the b-bit message
block in the next iteration together are tantamount to simply overwriting the
corresponding column of the extended internal state. The final truncation is
specified as

T: {07 1}:D><N7~+p><NT><Nc — {0’ 1}71’ T(Yo7 e YNC) _ (Yl, s Yn/(pXNT‘)).

Let a be the internal state matrix with N, columns and N, rows, while &
represents the extended internal state with N. 4+ 1 columns and N, rows. For
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message block internal state

concat

permute

truncate

new internal state

Fig. 2. The general design of the GRINDAHL compression function

a padded message M = M1||...||M¢ the GRINDAHL hash function does for
0<i<d:

a «— R(P(S(M*",a)))

For the last message input M? GRINDAHL performs & « P(S(M% a)). The
truncation R is omitted after the last message input and finally 8 blank rounds
with no message input are performed. These rounds only consists of the P op-
eration on &. The final output remains after performing the output truncation
T, which leaves the n-bit output.

3.2 Slide Attacks on GRINDAHL-512

Find slid pairs of messages. Building the challenge that generates a slid pair
works as follows. We choose a message M; = MP?||M{||...|[|MI7Y|| M}, where
M is a non complete block which will be padded. The MAC therefore processes

Pad(K||My) = KI[MP||M{||... |[M; || My + P || PY

where P! is the 10-padding to M{ and Pl is the one-block of the message
length. The value of P can be chosen by the attacker while modifying the mes-
sage length. For each M we build the message My = M?||M{|| ... || M1~ || M} +

P/ ||R, where R is a random incomplete block. The MAC proceeds
Pad(K||Ms) = K||MP||M{]]...||M{~H||M] + P || R+ P || Py
and in some cases we have
Pad(K||My) = K|[MP||M{ ] ||M{~ M + P || PEI Py

The messages M7 and M only differ in one additional block at the end. A pair
(My, M3) will be a slid pair with probability 27%4. Detecting a slid pair is quite
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MC”; SR™

Z>33333333>

o 1 2 3 4 5 6 7 8 8 10 M 12 o 1 2 3 4 5 6 7 8 8 10 M 12

Fig. 3. Detecting a slid pair of messages for GRINDAHL-512. Cells in dark gray mark
known bytes while cells in light gray mark unknown bytes. The inverse MixColumns
(MC™') and the inverse ShiftRows (SR™!) are the only two operations which are
important for our analysis: AddConstant and SubBytes functions leave a known (re-
spectively unknown) bytes known respectively unknown). Therefore we prevent the
other operations.

simple. Let T4 = A°,..., A" and Tp = BY,..., B” be the query output (the
truncated final internal states A and B). Then the condition B = P(A) holds
for a slid pair only. We could not directly apply another blank round to A since
we only know T4 and not A. However, T4 and Tpg leave enough information
for detecting a slid pair. We can invert T one blank round and compare the
resulting bytes with the bytes known from T4. Thus, we can compare 34 bytes
of T4 with the known bytes obtained from inverting Tp. In this way we can
detect a slide pair since one occurs among 2% pairs. Using the computation de-
scribed above we can filter 28-3% = 2272 false pairs. Figure Bl shows the backward
computation of one blank round.

Recover the internal state. A challenge (M;, M3) which produces a slid
pair (Ta,Tp) can be used to recover the final internal state A (corresponding
to the computation of M;) just before the final truncation. Since the columns
A8 to A'? are unknown, we have to recover 40 bytes. As shown in Figure [3]
we can directly recover 30 bytes from A by computing Tp one blank round
backward, exactly as when we tried to detect slid pairs: we can fully invert the
MixColumns transformation for the eight first columns (where all the bytes are
known), then it is also very easy to invert ShiftRows, SubBytes and AddConstant
transformations. So, when looking at Figure B it is clear that the attacker can
directly get 30 unknown bytes from A. The remaining 10 unknown bytes can
be recovered in a different way. For each possibility among those bytes (2819 =
280 possibilities), we invert all the blank rounds and check if the last added
word (the first encountered when computing backward) is P{. Indeed, when
inverting the real internal state A, we surely come to the insertion of P and
this can be easily detected since we know this message block and since the
message insertion overwrite the first column of the internal state. Now we are
dealing with 289764 = 216 possibilities only and we have to be careful, since
some bytes become undetermined, if we continue the backward computation. The
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undetermined bytes are those which are replaced by the inserted message word
during the message input step (due to the overwriting). However, we don’t need
them to discriminate among the 26 lasting possibilities and we can compute one
more round backward to check if we finally obtain the message word M} + P, 10"

inserted. This leaves us the complete internal state A.

Uncover some parts of the secret key or forge valid M ACs. By knowing
the whole internal state A it is straightforward to invert the blank rounds. With
this information, we can directly generate new valid MACs for messages which
contain M; as prefix: we just have to continue the computation of the hash
function by ourselves.

We can also try to invert the rounds where known message words are inserted.
Some parts of the internal state are undetermined because of the truncation when
adding message words as mentioned in the previous section. We can guess those
undetermined columns by only keeping those which lead to the good inserted
message words in the first column. This is equal to what we did above to recover
the final internal state. By trying all the possible values of the truncated column,
we can continue going backward and check which one leads to the known correct
values of the message blocks inserted a few rounds before. Some trials will lead
to wrong message blocks inserted and can be discarded. The one leading to the
good values have a good chance to be the real erased bytes. Thus, we can go
backward for all the known message words and recover the erased columns until
we have to stop this procedure when we reach the unknown secret key word.
The last unknown column which can be recovered is the column before inserting
M?2. Now, with all those informations we can recover 4 bytes from 8 of the
last unknown message block we encounter (the first when computing backward),
which is part of the secret key. The rest of the secret can be then computed
exhaustively (at a lower cost than brute force without slide attacks) or we can
use a trické. Indeed, we know that the initial internal state is equal to zero
and one can accelerate the secret recovery with a meet-in-the-middle attack: we
compute forward from the known initial internal state and we compute backward
as we described before.

3.3 Slide Attacks on GRINDAHL-256

Applying the slide attack on GRINDAHL-256 is a little bit more difficult than on
the 512 bit version, since the message block size is of 32 bit an the padding adds
two additional blocks to the message. This makes it harder to control the message
words and to find a slid pair. We describe the slide attack on GRINDAHL-256 in
Appendix [Al

4 Slide Attacks on Modified Versions of RADIOGATUN

We are able to use the presented technique to attack slightly modified versions
of RADIOGATUN |[2]. There are two possible modifications. Either we change the

2 If the size of the key is not too big, we don’t even require to do any exhausive search.
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padding rule such that the last message block can also be an all zero input block.
Or we change the message input step such that the input block enters the state
via a replacement of the current state column. Le., we turn RADIOGATUN from
an XOR sponge into an overwrite sponge. This modification is inspired by the
message input step of GRINDAHL.

Consider the first case. The padding rule requires the final message block
always to be non-zero, e.g., by applying the usual 10-padding. For an application
where the message length always happens to be a multiple of the block size,
this padding may appear to be moot. So consider an implementation without
padding. Now the final message block might be all-zero. This gives an easy
way to generate slid pairs (M;, M;) of messages — just take any M; and set
M; := (M;]|0) (M;, concatenated by an all-zero message block). In this case,
slide attacks are straightforward. Given for example a MAC such as

H(K||M;) =2z} 22, 7% ..., ZF and

K2

H(K||M;||M&||M*) = 73 ..., ZF ZF 7282,

where Z] represents the r-th output stream, one can easily forge the MAC
Z2,...,ZF for the message M;||M>*".

For the second case (turning RADIOGATUN into an overwrite sponge), consider
a pair of messages M; = M}[|...[|M¢ and M; = M||[M{*", with M; being a
prefix of M; and M; being one block longer. Both final blocks Mg and M ]‘Hl
being non-zero are slid with a probability of 27P*™. It is easy to detect slid pairs
by comparing k — 1 of the output blocks. If the pair (M;, M) is slid, then we
obtain:

H(K||M;) =2z}, 22 ,7Z3,...,ZF and
H(K||M;||Mh) = 22,28, 2F, 28!

This shows that our slide attack can be used to distinguish some hash functions,
e.g. sponge-based one, from a random oracle if the designer do not take care to
avoid sliding properties of their hash functions.

Slide-like distinguishing attacks are also applicable for other schemes, i.e. a
modified version of PANAMA even leaves more non-trivial information of the
internal state than our attack on modified RADIOGATUN.

5 Possible Countermeasures and Conclusion

It only takes a negligible effort to defend hash functions from against slide at-
tacks. Hash function designers, like block cipher designers, must be aware of
possible slide attacks and be on guard for too much self-similarity in their con-
structions. For sponge-based hash functions, a simple patch would be to just
add a nonzero constant just before running the blank rounds and extracting the
hash value. Another option would be to marginally change the blank rounds.
E.g., Grindahl could be changed such that the blank rounds use different ro-
tation amounts (while maintaining the old rotation amounts for all the other
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rounds). Well-chosen padding rules also help. In the case of xor sponges, a good
padding even seems to suffice as a defense against slide attacks.

We have studied the applicability of slide attacks for sponge functions. These
are a classical tool for block cipher cryptanalysis, but have not been used for
hash function cryptanalysis so far. Our results indicate that slide attacks can be
a serious threat for sponge-based hash functions. If the hash function designer is
aware of slide attacks, we believe that it is easy to defend against slide attacks.
In our slide attacks on GRINDAHL and modified version of RADIOGATUN we
demonstrated the power of these attacks. Our attacks apply for both published
flavours of GRINDAHL, the 256-bit version and the 512-bit version. As far as we
know, this is the first cryptanalytic result for the 512-bit version.
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A A Slide Attack on GRINDAHL-256

A.1 Find Slid Pairs of Messages

Building the challenge that generates a slid pair works as follows. We choose a mes-
sage My = MY||M}||...||M7*||M!, where M! is a non complete block which will be
padded. The MAC therefore processes the hash input

Pad(K||My) = K||M?[[M{|]...[| M~ H||M] + PO || PEY|PE2,
where P;1% is the 10-padding to M! and PEY||P{? is the two-block of the message
length. Before building the second message, we want the condition

On 75 PlLl _ PlLZ

to always hold for M. Then, for each M; we build the message Mz = M?||M{||
MZ2||...||MI7Y|ME+P % ||R, where R is an incomplete block which, after 10-padding,
is the same as P;"*. As P, is nonzero, such an R exists. In this case, the hash input is

Pad(K|[Ma) = K[|M|[M .. [ M7 (M} + P || R+ P[P P
= KIMYIML MM + PO PP (PR P

This holds because of the conditions fulfilled by P{! and P2 In other words, M
and M> only differ in an additional block at the end. Such a pair (M;, M2) is slid with
a probability of 2732, Detecting a slid pair is as simple as in the case of GRINDAHL-
512. Here also the condition B = P(A) holds for a slid pair only. T4 leaves enough
information to compute column B* by performing one blank round on Ta. In this
way the output (T4,T8) of a challenge (M, Ms) can be checked for a value of B*
what we will expect for a slid pair. We can further check by using other columns than
B*, even if for them only a subspace of the potential solutions are determined by Ta.
On the average, we need 23! pairs until we find a slid one. Thus, we need to make
about 232 function calls to obtain and detect a slid pair. Figure @ shows the backward
computation of one blank round.

A.2 Recover the Internal State

A challenge (M1, Ms) which produces a slid pair (T'4,7B) can be used to recover the
final internal state A (corresponding to the computation of M) just before the final
truncation. Since the columns A® to A'? are unknown we have to recover 20 bytes.
We can directly recover 10 bytes from A by computing T one blank round backward,
exactly as when we tried to detect slid pairs: we can fully invert the MixColumns
transformation for the eight first columns (where all the bytes are known), then it is
also very easy to invert ShiftRows, SubBytes and AddConstant transformations. So,
when looking at Figure Ml it is clear than the attacker can directly get 10 unknown
bytes from A. The remaining 10 unknown bytes can be recovered in a different way.
For each possibility among those bytes (28'10 = 280 possibilities), we invert all the
blank rounds and check if the last added word (the first encountered when computing
backward) is P{?. Indeed, when inverting the real internal state A, we surely come
to the insertion of the block P{? and this can be easily detected since we know this
message block and since the message insertion overwrite the first column of the internal
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-1 -
MC™; SR
SEO>>BO>>>

012345678 9101112 012345678 9101112

Fig. 4. Detecting a slide pair of messages for GRINDAHL-256. Cells in dark gray mark
known bytes while cells in light gray mark unknown bytes. The inverse MixColumns
(MC™') and the inverse ShiftRows (SR™!) are the only two operations which are
important for our analysis: AddConstant and SubBytes functions leave a known (re-
spectively unknown) bytes known respectively unknown). Therefore we prevent the
other operations.

state. We can continue to compute backward with the word P! even if some parts
of the internal state at this point becomes undetermined due to the truncation when
inserting the message words and thus we only have 28732 = 216 possibilities. Finally,
we can continue to the message word M} + P;'Y" which leads to a recovery of the full
internal state A.

A.3 Using Only Short Messages

Note that the above attack required 0" # PL! = PL2 | i.e., the most significant and the
least significant word of the length field of (K ||M1) must the same — and nonzero. Thus,
the smallest possible choice for Pt = PL? is PE' = PL? = 1, implying a message
length (for (K||M), i.e., including the key) of 14 232 blocks. If dealing with such long
messages is an issue, we can modify the attack so use short messages. The modified
attack goes as follows.

We choose a message My = MP||M{||...||MI7 | M} + P;**" | where the final block

M is incomplete. The MAC processes the hash input
Pad(K||My) = K||M?||M{ | ... || My~ || M || P | P2,

with a length-field P{'||P{?. Note that P{? holds the 32 least significant bits, while
P! holds the 32 most significant bits. We assume short messages, thus P&t = 0™.
This time, we want the MAC to process the hash input

Pad(K||M2)
= K|\ MY MY MM+ PO PEY|S 4 B0 || PR | PE?
= K||M?||M{||... || My Y| My + PO || PR PR | P || P

Thus, M; and M; only differ in two additional blocks at the end. Accordingly, we
choose ,
Mz = M?||My || || My My + PO P

1S.
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As PE2 is nonzero, an incomplete block S with S + P19 = PL? does exist.

Now we define M; and M> as a slid-by-two pair, if, when processing the shorter
message M, the first two empty rounds behave exactly the last two nonempty rounds
when processing Ma. This happens with a probability of (2732)2, and on the average,
we need 2% pairs to find slid-by-two pair.

A pair of messages is slid-by-two, if and only if the two corresponding states A and
B satisfy B = P(P(A)). Detecting slid-by-two pairs from T'(A) and T(B) and then
recovering the internal state A is slightly more complicated, compared to “ordinarily”
slid-by-one pairs, but still feasible.

A.4 Uncover Some Parts of the Secret Key or Forge Valid MACs

By knowing the whole internal state A it is straightforward to invert the blank rounds.
With this information, we can directly generate new valid MACs for messages which
contain M; as prefix: we just have to continue the computation of the hash function
by ourselves.

We can also try to invert the rounds where known message words are inserted. Some
parts of the internal state are undetermined because of the truncation when adding
message words. We do not known what was in the first column before erasing it with
a message word, except for the first undetermined column which is equal to PL? as
described above. But we can guess those undetermined columns by only keeping those
which lead to the good inserted message words in the first column. This is equal to
what we did above to recover the final internal state. By trying all the possibles values
the truncated column, we can continue going backward and check which one leads to
the known correct values of the message blocks inserted a few rounds before. Some
tries will lead to wrong message blocks inserted and can be discarded. The one leading
to the good values have a good chance to be the real erased bytes. Thus, we can go
backward for all the known message words and recover the erased columns until we
have to stop this procedure when we reach the unknown secret key word. The last
unknown column which can be recovered is the column before inserting M3 . Now, with
all those informations we can recover 1 bytes from 4 of the last unknown message
block we encounter (the first when computing backward), which is part of the secret
key. The rest of the secret can be then computed exhaustively (at a lower cost than
brute force without slide attacks) or we can use a trick. Indeed, we know that the
initial internal state is equal to zero and one can accelerate the secret recovery with a
meet-in-the-middle attack: we compute forward from the known initial internal state
and we compute backward as we described before.

3 If the size of the key is not too big, we don’t even require to do any exhausive search.
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Abstract. Although it is well known that all basic private-key cryp-
tographic primitives can be built from one-way functions, finding weak
assumptions from which practical implementations of such primitives ex-
ist remains a challenging task. Towards this goal, this paper introduces
the notion of a constant-query weak PRF, a function with a secret key
which is computationally indistinguishable from a truly random function
when evaluated at a constant number s of known random inputs, where
s can be as small as two.

We provide iterated constructions of (arbitrary-input-length) PRFs
from constant-query weak PRF's that even improve the efficiency of pre-
vious constructions based on the stronger assumption of a weak PRF
(where polynomially many evaluations are allowed).

One of our constructions directly provides a new mode of operation
using a constant-query weak PRF for IND-CPA symmetric encryption
which is essentially as efficient as conventional PRF-based counter-mode
encryption. Furthermore, our constructions yield efficient modes of op-
eration for keying hash functions (such as MD5 and SHA-1) to obtain
iterated PRFs (and hence MACs) which rely solely on the assumption
that the underlying compression function is a constant-query weak PRF,
which is the weakest assumption ever considered in this context.

1 Introduction

1.1 Minimizing Assumptions: Constant-Query Weak PRFs

Most cryptographic security proofs are reductions: Under the assumption that a
primitive P exists, the existence of a second primitive P’ is shown by means of a
concrete construction that uses an implementation of P (usually in a black-box
manner) to implement P’. For example, P’ could be a pseudorandom function
(PRF), i.e. a function with a secret key which is computationally indistinguish-
able from a truly random function under arbitrary (adaptive) access. These
functions are central primitives as they provide a direct solution to the problems
of provably secure symmetric encryption and message authentication.
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Ideally, one would like the underlying primitive P to be as weak as possible, as
in practice it is more likely that an efficient and secure candidate is successfully
designed. Also, it is a safe practice to assume that already existing cryptographic
functions (such as block ciphers or compression functions of hash functions) only
fulfill weaker properties than what they have been originally designed for. Some-
times, however, reductions to weak assumptions turn out to be inefficient and
involve large security losses (cf. [14] for a typical example), and hence design-
ers of cryptographic systems are frequently confronted with a trade-off between
the strength of the underlying assumption and the complexity of the resulting
construction.

With the aim of proposing new weak assumptions for the purpose of
building symmetric-key primitives, this paper introduces the notion of constant-
query weak pseudorandom functions: Informally, for some constant s, a func-
tion F : {0,1}" x {0,1}™ — {0,1}" with k < s-n is an s-query weak PRF
(s-WPRF) if F(K,-) (under a secret key K) is indistinguishable from a ran-
dom function when evaluated at s independent known random inputs This no-
tion weakens significantly the regular concept of a weak pseudorandom function
(WPRF) [19], where indistinguishability for polynomially many random inputs
is required. We point out that a WPRF is by itself already much weaker than
a PRF, as it possibly exhibits several non-random properties (such as having
weak inputs or being commutative, i.e. F(k, F(k',z)) = F(k', F(k,z))). On top
of this, an s-WPRF allows for even more structure: For instance, any s + 1 dis-
tinet inputs 1, . .., 541 and the corresponding outputs F(k,x1),..., F(k, xs41)
under a secret key k may satisfy an easily verifiable relation with no impact on
the pseudorandomness of the function.

In this work, we address the problem of using s-WPRF's to construct PRFs.
Since s-WPRFs imply the existence of one-way functions, a straightforward con-
struction can be obtained using the results of |13, [14]. However, the inefficiency
and the security loss of the resulting reduction make this approach unsuitable
for any practical use, even if the underlying s-WPRF is both highly efficient and
secure. For this reason, this paper deals with the question of finding efficient
constructions of PRFs from s-WPRF's: Surprisingly, we are able to provide con-
structions which are more efficient than existing reductions of PRFs to WPRF's,
while only requiring the underlying function to be an s-WPRF, for s as low as
two. Furthermore, our constructions are iterated and can process inputs of ar-
bitrary input length. This structure makes them well suited to be derived from
properly keyed hash functions with very weak compression functions.

The next two sections are devoted to discussing previous work in the contexts
of building PRFs from WPRF's and of iterated PRFs and MACs, respectively,
and to relating it to our results.

! The assumption that s-WPRF's exist implies the existence of one-way functions, since
the mapping (k,r) — F(k,r) is easily verified to be one-way as long as k < s - n.
For k > s - n, such functions can be constructed unconditionally, e.g. using s-wise
independent functions. (However, optimal unconditional constructions with x = s-n
are not known for all parameters m).
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1.2 Construction of PRFs from Weak PRF's

The first construction of a PRF from a WPRF is due to Naor and Reingold [19],
and a further construction was later proposed by Maurer and Sjédin [17]. Both
assumd? a length-preserving underlying function F : {0,1}" x {0,1}"™ — {0,1}"
(which can be obtained e.g. from a block cipher) and realize a keyed function
mapping ¢-bit strings to n-bit strings (for a fixed input length 7).

THE NAOR-REINGOLD CONSTRUCTION [19]. The construction NR, takes an ¢-
bit input (with ¢ being a power of two) and its secret key consists of 2¢ n-
bit strings k1,0, k1,1,---,ke0, ke,1. The computation on input z = (x1,...,x¢)
proceeds as follows: First, we define yloog RR ki, for all i = 1,...,¢. Then,
for all j = log¥,...,1 we compute yi(]) = F(y%ﬂ%y%“h foralli=1,...,2771
and finally output yil). In other words, the elements of the key corresponding to
the individual input bits are chosen as the values of the £ leaves of a complete
binary tree which is evaluated in a bottom-up fashion by computing the value of
each inner vertex as F(y;, y, ), where y; and y, are the values of its children, and
finally outputting the value of the root. Hence, one evaluation of the construction
needs é + ﬁ 4+ 4 f = £—1 calls to the underlying function F'. A more involved
construction (which we call NRs () by the same authors uses a key consisting
of s n-bit values and improves the total number of calls to roughly ¢/logs per
evaluation, but only accepts £ and log s to have the form 27 + 2 for some j > 0.
(For both constructions, other input lengths can be achieved through appropriate
paddings.)

THE IC-CONSTRUCTION [17]. The construction IC; takes a (k + 2n)-bit key
consisting of three values k1 € {0,1}* and r, 7" € {0,1}". (The value ' can even
be made public.) It first precomputes the values k; := F(k;_1,r’) for all i =
2,...,4. Furthermore, on an ¢-bit input = = (x1,...,x¢), it sets yo := r, and
for all j = 1,...,¢, computes y; := F(kj,yj—1) if z; = 1, and y; := y;—1
else. Finally, it outputs y,. The construction ICy requires w(z) calls to F' when
evaluated on input z, where w(x) < £ is the hamming weight of x. If memory
restrictions do not allow storage of the keys ko, ..., k¢, their values have to be
computed at each evaluation and thus the construction requires (¢ — 1) 4+ w(x)
calls to F' per evaluation, which can be as high as 2¢ — 1.

A central remark is that in order for all the aforementioned constructions to
be secure PRFs for adversaries issuing g queries, the underlying WPRF must
also be secure when evaluated at g random inputs. (The concrete security bounds
for these constructions are discussed in the full version.) Moreover, in this paper
we will focus on iterated constructions of PRFs and MACs where candidates for
WPRF's may arise from (keyed) compression functions of hash functions, which
have the form F : {0,1}* x {0,1}" — {0,1}* (where e.g. x = 160 and n = 512
for SHA-1). The above constructions can all be extended in a straightforward

2 In fact, the construction of |[19] relies on an intermediate primitive, called a synthe-
sizer, but a WPRF F : {0,1}" x {0,1}" — {0,1}" is in fact a synthesizer.
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wayﬁ to handle such functions as well, but for the same input length ¢ the
number of calls would increase considerably if n > & (roughly, by a factor of [ 7]
with respect to the case n = k, which is e.g. 4 for SHA-1). This holds even
if we just want k-bit outputs. Hence, this calls for a construction for which
the condition n > x does not have a negative impact on the efficiency of the
construction.

1.3 Assumptions in Iterated MACs and PRFs

Bellare et al. [2] proposed two efficient message authentication codes called
HMAC and NMAC, obtained by appropriately keying an iterated] hash func-
tions H : {0,1}" x {0,1}* — {0,1}" (where the first input is the initialization
value) as HMAC(kq ||k, x) == HIV, ko||H(IV,k1||z)) (for a fixed known IV
and |k1], |k2| both equal to the block length of H) and as NMAC(k1 | k2, z) :=
H(ko, H(k1,x)), respectivelyﬁ (Note that HMAC only requires black-box usage
of H.) Even though alternative designs of MACs exist (such as CBC-MAC [5] and
UMAC [8] to name a few), these constructions have enjoyed widespread usage
due to the large availability of hash function implementations (both in hardware
and in software). From the theoretical standpoint, security of HMAC/NMAC has
been first proved |2] under the assumption that the compression function of H is a
PRF (when keyed through the chaining value), and that H is weakly collision re-
sistant, i.e. it is hard to find two distinct messages z, 2’ with H(K,z) = H(K,z')
for a secret key K (given oracle access to H(K,-)). Bellare [1] subsequently
proved HMAC/NMAC to be an arbitrary-input-length PRF under the sole as-
sumption of the compression function being a PRF. We point out that the cas-
cade construction by Bellare et al. |[3] can also be seen as a way to key a hash
function with a single key to obtain a PRF under the same assumption, at the
expense of using a prefix-free encoding of the inputs. More recently, Fischlin [12]
presented security proofs for HMAC/NMAC (when used as a MAC rather than
as a PRF) relying on non-malleability properties of the underlying compression
function. A further recent line of research [15, 22] has been concerned with in-
creasing the efficiency of the HMAC/NMAC constructions by imposing slightly
stronger requirements on the underlying compression function (i.e. pseudoran-
domness under mild types of related-key attacks).

The bottom line is that in order to deploy one of these constructions in prac-
tice, it is relevant to assess the level of confidence one is willing to put in the given
compression function, but in view of continuous cryptanalytic achievements this
is far from being a simple task. This issue motivates us to take steps in the

3 One can simply base the above constructions on the function F’ : (k1]|... ||ke,7) —
F(kv,7)||...||F(ke,7) (possibly chopping some bits) where ¢ = [n/k] (the function
F' can be shown to be a WPRF). Note that more involved range-extension techniques
(such as those from [11,117,20]) do not work here, as they require a length-preserving
function beforehand.

% i.e. based on the Merkle-Damgard construction [10, [1§], cf. also Section

5 Practical implementations usually consider single-keyed versions which, for simplic-
ity, are not discussed here.
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opposite direction: We raise the question of constructing iterated MACs (and
PRFs) with very low requirements on the given compression function, while
guaranteeing limited impact on the performance when compared with construc-
tions with stronger underlying security assumptions. In particular, we consider
constructions which only require the underlying compression function to be an s-
WPREF (for s as small as two).

1.4 Contributions and Outline of This Paper

This paper initiates the study of constant-query WPRFSs, and in particular in-
vestigates the problem of constructing efficient PRFs from these primitives.

— In Section [l we present our first construction (called the RC-construction)
of an arbitrary-input-length PRF from any s-WPRF F : {0,1}" x {0,1}" —
{0,1}" (for some constant s > 2). As a special case of our construction, one
obtains a fixed-input-length PRF which, for input length ¢, requires ~ 102 s
calls to F' per evaluation, hence improving on earlier constructions despite
the weaker underlying assumption of an s-WPRF.

— Careful instantiation of the RC-construction yields efficient counter-mode
symmetric encryption relying on the sole assumption of an s-WPRF (for
some s > 2), while requiring (on average) only 1+ _'  calls to F per x-bit
block of encrypted data and minimal storage overhead. Furthermore, the RC-
construction directly yields constructions of efficient PRGs from s-WPRFs.

— Section M presents a further construction, called the nested RC-construction,
which improves the throughput of the RC-construction for long messages
making a novel use of pairwise independence, while still solely relying on the
underlying function being an s-WPRF.

— Finally, Section [l addresses the problem of deriving our constructions by
keying iterated hash functions (such as SHA-1 or MD5) whose compression
function is an s-WPRF: If minimal (and natural) regularity properties are
additionally guaranteed by the compression function, the keying can be done
in an entirely black-box way. Furthermore, this is the weakest assumption
on the compression function for which modes of operations leading to secure
PRFs and MACs have ever been considered.

The basic tools needed in the rest of the paper are reviewed in Section

2 Preliminaries

2.1 Notational Conventions

Throughout this paper, for a set U, we denote as U™, U*, and UT the sets of
sequences s = (u1,usz,...,us) of elements of U of length |s| = n, of arbitrary
length with the empty sequence €, and of arbitrary length |s| without the empty
sequence ¢, respectively. (For the case U = {0, 1} we usually talk of strings.) The
notation s||s’ stands for the concatenation of sequences s and s, and u” is the
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sequence (u,u,...,u) consisting of r repetitions of the symbol v € U. Given a
two-argument function F : U x V — Y we denote by F(u,-) the function ¥V —
Y obtained by fixing the first input to u. Finally, A®(r) denotes the (oracle)
algorithm A which runs on input r with access to the oracle O. Algorithms are
in general randomized, and throughout this paper we fix some RAM model of
computation for these algorithms. In particular, an algorithm A is said to have
running time t if the sum of its description length and the worst-case number of
steps it takes (counting oracle queries as single steps), taken over all randomness
values, all inputs, and all compatible oracles, is at most t.

2.2 Cryptographic Functions

PSEUDORANDOM FUNCTIONS (PRFS). For someset X' (generally X = {0,1}¢ or
X = {0,1}*) we consider keyed functions of the form F': {0,1}*x {0,1}* x X —
{0,1}™, where the first and the second parameters are called the public and the
private part of the keyﬁ respectively. The third parameter is the input of F.. We
define the PRF' advantage of D in distinguishing F' from random as the quantity

9

AdvPRF(D) = ’p[DF(K,R,-)(R) —1] - P[DRX,n(R) =1]

where K and R are independent and uniformly chosen from {0,1}* and {0, 1},
respectively, whereas Ry ,, is a random function mapping elements of X" to n-bit
strings, i.e. an oracle which associates with each x € X a uniformly-distributed
independent n-bit string. (Whenever X is finite, this is equivalent to a ran-
domly chosen function X — {0,1}".) For notational convenience we introduce
the shorthand AdvIP;RF(Lq) to indicate the best advantage taken over all dis-
tinguishers with running time ¢ and making at most g queries. Informally, F' is
a PRF if AdVERF(t,q) is “negligible” for all ¢t and ¢ polynomial in some (un-
derstood) security parameter|] We often consider the case X = {0,1}*: Such a
PRF is called an arbitrary-input-length PRF (AIL-PRF), and for this case we
define AdvIP;RF(uq, ¢) as the maximal advantage taken over all distinguishers
with running time ¢ making at most ¢ queries each of length at most /.

MESSAGE AUTHENTICATION CODES (MACS). A keyed function F : {0,1}" x
{0,1}# x {0,1}* — {0,1}™ is a MAC if it is “unpredictable” under a secret key.
Formally, for an adversary A, we define its MAC advantage as

AdvPAC(A) = P[ATER)(R) = (2,y) A F(K, R, x) = y Az new],

where K and R are random independent k- and p-bit strings, respectively,
and “xr new” means that x was not queried by A to the given oracle. We de-
fine Adv%AC (t,q,0) to be the best advantage of an adversary with running time ¢

5 We take this unconventional point of view as the constructions of this paper will
allow part of the key to be publicly revealed with no harm to their security, and
there are settings where this is a useful feature.

" If one considers both parts of the key as a single secret key, this implies that F is a
PRF according to the usual definition considered in the literature.
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issuing at most ¢ — 1 queries to F(K, R,-), each of length at most ¢ (and the
message x output has also length at most £). It is a well-known fact that a secure
AIL-PRF is also a good MAC, namely Adv¥A(¢, ¢, ¢) < AdvERF (', q,0) + o
where t ~ t'.

WEAK PSEUDORANDOM FuNcTIONS (WPRFS). This notion weakens a PRF
to only withstand attacks where the function is queried on independent random
known inputs. (Sometimes, this is called a known-plaintext attack (KPA) in the
literature.) Formally, for some function g, we let S9 be the oracle that returns
an ordered pair (r, g(r)) for a fresh random r each time it is invoked. Then, for
a keyed function F': {0,1}" x {0,1}™ — {0, 1}" we define the WPRF advantage
of the distinguisher D in distinguishing F' from random as

SE(K,) SRm,n

AV (D) = [PIDS" ™ = 1) = PO < 1],

where R, ,, is a random function mapping m-bit strings to n-bit strings and K
is a random k-bit secret keyﬁ Additionally Adv\l/;VPRF(Lq) stands for the best
advantage taken over all distinguishers with running time ¢ making at most ¢
queries. For a constant s, we call a function F : {0,1}" x {0,1}™ — {0,1}"
with kK < s-n an s-weak pseudorandom function (s-WPRF) if Adv\l{;\/PRF (t,s) is
negligible for all polynomial running times ¢, and we simply call it a weak pseu-
dorandom function (WPRF) if Adv\}VPRF(t, q) is negligible for all polynomially

bounded t and q.

CASCADE AND ITERATED HAsH Functions. For F' : {0,1}" x {0,1}" —
{0,1}%, it is convenient to define its cascade F* : {0,1}* x ({0,1}")" — {0,1}"
as the function which, on input k& € {0,1}* and (z1,...,zy) € ({0,1}")"
(with 21,...,z5x € {0,1}") first computes yo := k and y; = F(y;—1,m;) for
all ¢ = 1,..., A, and subsequently outputs y,. In this work we also consider
iterated hash functions |10, 18] H : {0,1}* — {0,1}" with underlying compres-
sion function F : {0,1}" x {0,1}" — {0,1}" (n is generally called the block
length) and initialization value IV € {0,1}" which are defined such that ev-
ery input x € {0,1}* is first padded as (z1,...,z5) € ({0,1}")" and subse-
quently the value F*(IV, (z1,...,2y)) is output. In general, the last block xy
contains some padding bits as well as the length of the message (the so-called
MD-strengthening) to preserve collision resistance of the compression function.
Examples of such functions are those from the MD and the SHA families.

UNIVERSAL HASHING. Let H : {0,1}" x {0,1}* — {0,1}", and let § : N — R™.
We say that H is §-almost universal (6-AU) if

pi (z,a') = PIH(K, ) = H(K,a')] < §(max{le], [2'|})

for all distinct z, 2" € {0,1}*, where K is a randomly chosen k-bit key. We stress
that we extend the standard notion [9, [21] to deal with arbitrary input lengths

8 In contrast to the definitions of PRFs and MACSs, here we only consider a fully-secret
key.
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by letting 6 be a function of the message length. The following lemma extends
to the arbitrary-input-length case the well-known fact that 6-AU hash functions
can be used to extend the domain of PRFs. (We omit its proof which follows the
lines of the fixed-input-length case.)

Lemma 1. Let H : {0,1}* x {0,1}* — {0,1}"™ be 6-AU, and let F : {0,1}" x
{0,1}Px{0,1}™ — {0,1}" be a keyed function. Define HF : {0,1}*% x{0,1}x
{0,1}* — {0,1}™ such that HF (k|K',r,x) := F(k',r, H(k,z)). Then we have

AdviTE(tq,0) < AdVERE(t q) + 1 - ¢? - 6(0),

where t' = t+q -ty (L), with tg () being the time needed to evaluate H on inputs
of length at most €.

3 The Randomized Cascade Construction

3.1 Description and Security of the Construction

In this section, we present the first iterated construction of this paper. It is
reminiscent of the cascade construction of Bellare et al. [3], but only requires the
underlying function F : {0,1}"x {0,1}" — {0,1}" to be an s-WPRF with s > 2
being a parameter of the construction. As in [3], the construction relies on the
concept of a prefix-free encoding, which we briefly introduce.

PREFIX-FREE ENCODINGS. For a set X, the efficiently computable function
ENC: X — {1,...,s}T (i.e. outputting a non-empty sequence of elements of
{1,...,8}) is a prefiz-free encoding scheme if for all distinct z,z’ € X the se-
quence ENC(z) is not a prefix of the sequence ENC(z’). (In particular, ENC must
be injective.) If X = {0,1}*, a prefix-free encoding scheme is e.g. obtained by
encoding canonically the input as a sequence in {1,...,s — 1}*, and then ap-
pending the symbol s to the sequence. Other variants exist, but it is generally
desirable that ENC operates on-line, i.e. the encoding is progressively output
while the input bits are provided, without the need to know the entire input
before starting the encoding process. If X = {0, 1}* for some fixed ¢, then prefix-
freeness is achieved “for free” by encoding all inputs as sequences in {1,..., s}*
of equal length [, © 7.

log, s

CONSTRUCTION. The randomized cascade construction with parameter s and
input set X (where usually either X = {0,1}* or X = {0,1}* for a fixed /)
for the function F' and prefix-free encoding scheme ENC, denoted RCi X ENC>
is a mapping {0,1}" x {0,1}*" x X — {0,1}": It takes a key consisting of a
k-bit private part k and an sn-bit long public part, which is interpreted as the
concatenation of s n-bit strings r1,...,7rs. On input x € X, the k-bit output is
computed through the following two steps:

1. Compute ENC(z) = (mq,...,my) € {1,...,s}T;
2. Output F*(k, (Tmys -+ Tmy))-
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Fig. 1. The construction RCZF,ENC

As an example, the construction is depicted in Figure[lfor the special case s = 2.
For notational convenience, we use the shorthands RCZ enc for X ={0,1}* (and
omit the prefix-free encoding when it is generally understood from the context),
as well as RCi , for X = {0,1}* (where the canonical encoding described above
is used). We also generically refer to the construction as the RC-construction.

EFrFICIENCY COMPARISONS. A fair comparison between the RC-construction
and previous results can be undertaken for the fixed-input-length construc-
tion RC, ¢ only. In the length-preserving case (k = n), the construction RC, ; is
comparable to (for the case s = 2) the NR- and the IC-constructions in terms
of calls to F, and outperforms them for s > 2. Furthermore, we obtain the
same space-time trade-off of the NR; ,-construction, but we allow for all possible
values of s. Our construction also limits the effects of possibly very long input
paddings in the NR- and NR-constructions. The efficiency improvement of our
construction is however more evident in the case where n > k, as even if s = 2,
the number of calls to F' of (the extended versions of) all other constructions is
larger at least by a factor ["] (the factor is e.g. 4 when instantiating F with
the compression function of SHA-1). Finally, because of the iterated structure,
efficient sequential evaluation of RC, ¢ requires (beside sufficient storage for the
key material) k bits only to store the “chaining value”.

SECURITY. In order to give precise security bounds for the RC-construction, it is
convenient to think of the prefix-free encoding ENC in terms of a
(possibly infinite) directed tree 7 = (V, &) with vertex set V consisting of all

sequences (my, ..., m;) which are a prefix of ENC(x) for some input x (in particu-
lar, including the encodings themselves and the empty sequence €). Furthermore,
for each (ma,...,m;) € V there exists a directed edge to (m1,...,m;j,m;j41) for
all mji1 € {1,...,s} such that (mi,...,m;41) € V. Hence, it is easy to see

that e is the root of the directed tree and its leaves are exactly the encodings of
the inputs. We provide two examples of such trees in Figure

Every sequence of queries to the RC-construction defines a subtree of 7" con-
sisting of the paths from the root to the encodings of the queries: For notational
convenience, we define the shorthand L(z1,...,z4), for ¢ inputs x1, ..., x4, to be
the amount of inner vertices (i.e. vertices which are not leaves) of the sub-tree
induced by the evaluations of z1,...,24. It is easy to verify that for RC, , we
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have L(w1,...,24) <14 q([ 5,1 —1). Also, for the case where the inputs are
strings with arbitrary length, we define (always with respect to the understood
encoding) L(q, ) == maxy, o :|a;|<e L(T1,...,7q).

Consequently, one can see an interaction with the RC-construction as a process
where the tree 7 = (V,€) defined by ENC is traversed and k-bit values are
assigned to all visited vertices: While the root € is assigned a random k-bit
value, the value of each visited vertex (mq,...,m; ) is set to F(z,7y,,), with z
being the value of the parent vertex (mq,...,m;_1). A query with input z is
answered with the value at the corresponding leaf ENC(z). By the definition
of an s-WPRF, it is easy to see that evaluating F' under some given (pseudo-
Jrandom secret key at s independent random inputs produces s pseudorandom
outputsE and hence intuitively the above process sets the values of all visited
vertices to pseudorandom values (and in particular this holds for the leaves).
However, to formalize this intuition, we have to show that it is indeed possible
to recycle the same values rq, ..., rs for each invocation of F.

The following theorem formally captures the main security statement for
the RC-construction (for a general input set X).

Theorem 1. Let s > 2, let X be a set, and let ENC : X — {1,...,s}T be a
prefiz-free encoding scheme. Furthermore, let F': {0,1}%x{0,1}™ — {0,1}*. For
all L and all distinguishers D with running time t and with L(z1,22,...) < L

for all possible query sequences x1,xs,... € X, there exists a distinguisher D' =
D'(D) such that

Adv;gg“m(p) < L [Adv¥PRF(D') 4 52 . 2*(n+1)} 7

where D' makes exactly s queries and has running time t' =t + O(L - tg), with
tp being the time needed to evaluate F.

In Appendix[Alwe provide a precise description of the distinguisher D’, and refer
the reader to the full version of this paper for the complete proof.

We remark that the term s22~("*+1) is negligible, as s is assumed to be con-
stant. Combined with the above observations on L, the theorem directly yields
the following security bounds for the specialized variants of the RC-construction:

AdvEE(t,0.0) < L(g, 0)- [AdvPR (¢, 5) + 2 271

Advgggz (tq) < [1 +4q (Loési‘ - 1)] . [Adv}{;\/PRF(t”7 5) 4 82 - 2—(n+1)] )

with ¢ =t + O(L(q,£) - tr) and t”" =t + O((1 + q([¢/logs| — 1)) - tF).

The most important observation is that all variants of the RC-construction
require F' to be only an s~-WPRF. A minor positive aspect of the randomized
cascade construction (if compared with other constructions) is the absence of
any g-dependent birthday-like term in the above inequalities. Furthermore, if

9 Except in the case where two of the random inputs r1, . .., rs collide, which happens
with small probability only.
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Fig. 2. Example trees associated with prefix-free encodings. Left: Encoding mapping
inputs a, b, ¢, d, and e to sequences (1,1), (1,2), (2,1), (2,2,1), and (2,2,2), respec-
tively. Right: Encoding CTRENC used for efficient counter-mode evaluation.

we assume that F' is indeed secure against ¢ queries, the security of the RCj ¢-
construction is comparable to the one of the |C-construction if we assume (in
fact, very optimistically) that the best WPRF-distinguishing advantage grows
linearly in the number of queries, i.e. Advy ' (t,q) = O(q- Adve Y (t,5)).

LARGER OUTPUT SIZES. It is easy to increase the output size of the RC-
construction (if needed) with the addition of a minor number of invocations
of F per evaluation, which is independent of the input length: To obtain a con-
struction RC' {0,1}* x {0,1}™ x X — {0,1}?* with output size ¢ - k, we
fix ¢ distinct strings ai,...,as € X such that L(aq,...,aes) is minimal. Then,
given key with private part k and public part r1,...,7s, on input x € X', to com-
pute RCF(k,mH ... |Irs, ) we first compute k' := RCF(k,r||...||rs,z) and fi-
nally output RC* (&, 71| ... |rs,a1)|| - . . [[RCT (K, 71| - . . ||7s, ag). Security of this
construction can be inferred by the fact that evaluating it at input = accounts to

evaluating at inputs (z,a1), ..., (x,as) a variant of the RC-construction with in-
put set X x {ai,...,a,} and prefix-free encoding ENC'(z, a) := ENC(z)||ENC(a).

3.2 Efficient Encryption and PRGs from the RC-Construction

This section addresses two important applications of the RC-construction. For
lack of space, we omit the proofs of the technical claims (which are mostly
corollaries of Theorem [[] or are based on standard techniques).

SYMMETRIC ENCRYPTION FROM THE RC-CONSTRUCTION. Given a PRF F' :
{0,1}% x {0,1}™ — {0,1}" (in practice usually realized by a block cipher) one
obtains an efficient stateful IND-CPAL] encryption scheme for arbitrary-length
messages by using F' in so-called counter-mode, i.e. given a secret key k, we keep
a counter ctr (initially 0), and the plaintext  (padded such that |z| is a multiple
of n) is encrypted as [ctr,z @ (F (k, ctr)||F(k,ctr+ 1)|| ... | F'(k, ctr + |z|/n — 1))]

19 Informally, a (stateful or randomized) encryption scheme (E, D) is IND-CPA se-
cure 4, [16] if for a secret key K no polynomial-time adversary can distinguish the
encryptions F(K,xo) and E(K,z1) for any two equally long messages xo,x1 of its
choice even if it can obtain adaptively chosen encryptions E (K, ) for arbitrary z’s.
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(and ctr is increased by |z|/n), where integers are canonically mapped to m-
bit strings. Note in particular that we need one call to F' for each n-bit block
of encrypted data. Variants of randomized stateless counter-mode encryption
(where one chooses a fresh random counter at every encryption instead of keeping
a state) based on any WPRF F : {0,1}" x {0,1}" — {0,1}"™ were presented
in |11, [17]. As with a full PRF, these schemes only require one call per n-bit
block of encrypted data, but the underlying WPRF must be secure against as
many queries as the amount of encrypted message blocks.

One can substantially weaken the assumption to an s~-WPRF by using the RC-
construction in stateful counter mode (with any encoding scheme). However, a
dramatic increase of efficiency is achieved using a prefix-free encoding scheme
CTRENC: N — {1,...,s} ™ tailored at this mode of operation, defined as

CTRENC(3) := 1°4V*=1||(2 + (imod s — 1)).

The tree arising from this encoding scheme is illustrated in Figure 2t In particu-
lar, it is clear that the sequence of values RCZCTRENC(O), RnyCTRENC(l)7 ... can
be computed very efficiently in an iterated way using only x4 sn bits of memory
and needing approximately 1+ Sil calls to F' per k-bit block of encrypted data.
Furthermore, the values 71, ..., rs can be chosen publicly by one communicating
party (provided an authenticated channel is available), hence reducing the cost
of key establishment to the generation of the k-bit private part of the key. Se-
curity against (adaptive) chosen-ciphertext attacks based on any s-WPRF can
be then obtained by standard techniques appending a MAC of the ciphertext [1]
(e.g. using any of the PRF constructions presented in this paper).

PSEUDORANDOM GENERATORS FROM s-WPRF'S. Recall that a pseudorandom
generator (PRG) is a length-expanding function G : {0,1}® — {0,1}™ such that
G(K) is computationally indistinguishable from a random m-bit string under
a random K. Surprisingly, constructing a good PRG from a WPRF (or an s-
WPRF) turns out not to be a straightforward task: In contrast to PRFs, a
WPRF F does not generally allow to find few “good” inputs z1,...,z; such
that the mapping k — F(k,z1)| ... | F(k,z¢) is a PRG. However, one can use
this approach employing the RC-construction as the underlying PRF: For any ¢
fized inputs 1, ...,z (t > 2) the mapping G : {0,1}*"t% — {0,1}*"** such
that G¥'(ry,...,rs, k) equals

rill - s IRCE (R 7ol s, @)l - - IRCS (kg |- I, )
is a PRG if F is an s-WPRF. (The order of the strings in the concatenation is
irrelevant.) Note that an important advantage is that the strings r1,...,rs can
be output as well. For example, given a 2-WPRF F : {0,1}" x {0,1}" — {0,1}",
the mapping G : {0,133 — {0,1}5" such that GF(k, To,71) is set to

rol[E(E (K, o), 7o) [ E'(F' (K, m0), 1) [ F'(F (K, 71), mo) | F(F (K, 1), ra)[lre (1)

is a length-doubling PRG which requires 6 calls to F. In particular, 3 calls are
necessary in order to input only one both halves of the output. This improves a
construction given in [17], which needed 3 and 4 calls, respectively.
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An alternative approach to building a PRF from an s-WPRF F would consist
of first constructing a length-doubling PRG G from F', and subsequently using
the well-known GGM-construction [13] to build a PRF with a x-bit key and ¢-bit
inputs by outputting, on input = (z1,...,z¢_1,2,) € {0,1}* and key k, the
k-bit value Gy, (Gz, (- Gy (k) --+)), where G;(k) for i = 0,1 gives the first
and the second half of the output of G, respectively. However, it is not hard to
see that all constructions following this approach turn out to be less efficient
than using the RC-construction directly (e.g. using the PRG of Equation [ one
needs 3 calls of F' per input bit).

4 The Nested Randomized Cascade Construction

Even though the RC-construction can be practically efficient in special instan-
tiation scenarios discussed earlier, its throughput is a major bottleneck in the
case where the construction is used as a PRF (or a MAC) which is invoked at
arbitrary inputs with variable lengths. Furthermore, the prefix-free encoding can
be a limiting factor in the arbitrary-input-length case. This section presents a
construction with better efficiency for long messages (i.e. longer than x bits) and
with no prefix-freeness requirements. Its core ingredient is a novel use of pairwise
independence.

PAIRWISE-INDEPENDENT MAPPINGS. Recall that a mapping™] M : {0,1}" x
{0,1}™ — {0,1}" is pairwise independent if the values M (K, z) and M (K, z')
are independent and uniformly distributed for all distinct x, 2’ € {0,1}™ under a
random k-bit key K. Most pairwise-independent mappings satisfy the following
property, which will be central in our construction.

Definition 1. A pairwise-independent mapping M : {0,1}%x{0,1}™ — {0,1}"
is key programmable if there exists a (possibly randomized) algorithm SAMPLE
which on input (x,2',y,y") (where possibly x = ', y = y') returns a uniformly
chosen element from the set {k|M(k,z) =y, M(k,z') =y'}.

If M is key programmable, the following two random experiments are equivalent
to sampling a random k-bit key K: (i) For some m-bit string z, sample Y as a
uniform random n-bit string and K := SAMPLE(z,z,Y,Y); and (ii) For n-bit
strings x # x’, sample Y,Y’ as independent random n-bit strings and K :=
SAMPLE(z,z',Y,Y"). Both the last two sampling strategies are used to ensure
that M(K,z) = Y (and possibly M(K,z') = Y’) for values VY’ € {0,1}"
which, although uniform and independent, are provided externally.

We provide two examples of key-programmable pairwise-independent map-
pings.
Ezample 1. Let M be such that given k1, ko € {0,1}" and the input « € {0,1}",
the output M (k1 ||ke, z) equals k1 ® (k2 @), where @ and © are addition and mul-
tiplication of n-bit strings interpreted as elements of the extension field GF'(2").

11 We use the word mapping, rather than hash function, to stress the fact that m =n
may also hold.



174 U. Maurer and S. Tessaro

The unique k1 ||k2 such that M (kq||ke,z) =y and M (k1||k2,2") = ' (with x #
x') can efficiently be found solving the corresponding system of two equalities.
Is only a single constraint M (k;||k2,x) = y given, one chooses a random n-bit
string ko and sets k1 := (k2 © z) @ y.

Ezample 2. An alternative is the mapping M’ whose (nm + n)-bit key consists
of an (m X n)-binary matrix A and of a n-dimensional binary column vector b,
and on input x the output is Ax+ b, where x is interpreted as an m-dimensional
column vector, and addition and multiplications are modulo 2. The function M’
needs a larger key than M described above, but avoids finite-field multiplications.

CONSTRUCTION. The main idea of the nested RC-construction (called NRC, for
short) is to combine an iterated phase where blocks are processed at a higher rate
(but which satisfies a property weaker than pseudorandomness) with a second
phase where the RC; .-construction (for fixed input length x and a parameter s)
is invoked on the output of the first phase (with independent key material).

More precisely, let M : {0,1}* x {0,1}™ — {0,1}" be a key-programmable
pairwise-independent mapping and let F : {0,1}* x {0,1}" — {0,1}" be the
given compression function. The construction PI%, : {0,1}%T% x {0,1}* —
{0,1}" takes a key k||k/, where k € {0,1}* and ¥ € {0,1}*". On input = €
{0,1}*, it paddd z as (x1,...,x5), where z1,...,2x € {0,1}™, and outputs
F*(k,(M(K,z1),...,M(K' x)))).

Moreover, given the additional parameter s, we define the nested construc-
tion NRC}; , : {0, 1}2%F%" x {0,1}*" x {0,1}* — {0,1}* such that

NRCh, (R llkol K 71l .. |lrs, @) := RCE (v, mull ... ||7s, Pl (K|l K, @)).

It is easy to verify that in order to process a message x, the construction needs
totally Pmlﬂi‘ + [, ] calls to the underlying function F.

m log s

It is tempting to increase the throughput of the construction by choosing a
mapping M with m much larger than n. However, all known constructions of
pairwise-independent hash functions (in particular key-programmable ones) re-
quire keys twice as long as the input (rather than the output), and hence such an
approach would entail a much longer key. In fact, we believe the length-preserving
mapping M presented above to be a viable practically efficient solution: This
special case of the construction is depicted in Figure Bl

SECURITY. The following theorem precisely quantifies the security of the NRC-
construction. We give only a compact statement, as well as an overview of the
proof. The complete proof and the concrete reduction arising from it are given
in the full version.

12 According to the canonical padding which pads a string = to have length being a
multiple of m by appending a 1 and sufficiently many 0’s: The resulting padded

string consists hence of le:l—‘ m-bit blocks.
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m ‘ ‘m [k/logs]

Fig. 3. The construction NRC}; , for the special case M (ka||k, ) = (ka ® x) & ks

Theorem 2. Let M : {0,1}* x {0,1}™ — {0,1}" be a key-programmable
pairwise-independent mapping, and F : {0,1}"x{0,1}™ — {0,1}*. For all s > 2
and for all t, q, and ¢ we have

AdviRey (ba.0) < (144 (M, 1-1))  (AdvFPRF (e, 5) + 2 2700
+ [ g2 (Adv‘}"PRF(t“ﬂ) + 2*”) +¢2 . 2= (sFD)

where t' =t + O(q( ! + logs) " tr) and t" =0 (2 - tp), with tp being the time
needed for an evaluation of F.

The core of the proof consists of showing that whenever F' is a WPRF for two-
query adversaries, the Pl-construction is -AU for a suitable function § to be
computed below. In the following, given two inputs x,z’ with corresponding
padded strings (z1,...,2) and (z},...,z),) (where without loss of generality
A < X), let A* be maximal with the property that z; = 2/,...,zx» = 2. (in
particular, \* := 0if 1 # z), and define the quantity A(z,z') as A+ N = *—1if
(21,...,25) is not a prefix of (x},...,2),), and as A+ 1 otherwise. In particular,
note that A(z,2’) <A+ N < 2max{\, X'} < 2[“H1T if [z, [2/] < 0.

The following lemma provides a precise upper bound on the collision proba-
bility of the Pl-construction in terms of the WPRF distinguishing advantage of
a distinguisher D, .+ (which in particular only depends on z and z’) for F. We
refer the reader to the full version of this paper for its proof.

Lemma 2. For all distinct inputs x,2’ € {0,1}*, there exists a two-query dis-
tinguisher Dy 5+ such that

PEOL(@,2) < A(w,a') - (AdVEPRT (D, 0) +277) 4277,

where Dy o has running time O (A(z,z') - tp).

In particular, given some £, let t"" = O (ff -tp) be the maximal running time of
the distinguisher D, .+ taken over all x,2’ with |z|, |2/| < £. We define 6(¢) :=
2[6HT (AdvEPRF(t7,2) + 27) + 27%. The function PI}; is 6-universal by
Lemma 2] and this implies Theorem [] using Lemma [I] and Theorem [l
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5 Black-Box Keying of Iterated Hash Functions

The iterated structure of the RC- and the NRC-constructions makes compression
functions ideal candidates for instantiating the underlying s-WPRF. In general,
however, we may be constrained to only have black-box access to an implemen-
tation of an iterated hash function H : {0,1}* — {0,1}" (cf. Section ) with
direct access neither to the initialization value I'V nor to the underlying com-
pression function F : {0,1}" x {0,1}" — {0,1}". To overcome this obstacle,
we encode (as in HMAC) an n-bit key as the first block of the input to the
hash function H. More precisely, given the prefix-free encoding scheme ENC :
{0,1}* — {1,..., s}, we consider the construction HRCiENC which takes a key
with private part k € {0,1}" and public part rq,...,rs € {0,1}", and on input x
with ENC(x) = (myq, ..., m)) outputs the value

HRC enc (Kol - I, ) := H(Kl|r || - - 7,

and analogously we define HRC, , for inputs of fixed-length ¢ (using the canonical
encoding to the base s). Furthermore, with M : {0,1}* x{0,1}" — {0,1}" being
a key-programmable pairwise-independent mapping, we consider the construc-
tion HNRCAH/LS which takes a key with private part ki, ko € {0,1}", &’ € {0,1}*
and public parts 71, ..., rs. On input input z (padded as (x1,...,x))) it outputs

HNRCY, (k1 |lk2 ||k ra| . |7, @) o=
HRCY, (ky, 71 .. \Irs, H(k2| M (K, 21| ... [|M (K, 22))).

In order to lift the security statements of the RC- and the NRC-constructions to
both the HRC- and HNRC-constructions, the assumption that F' is an s-WPRF
is not sufficient: First, it is necessary that the x-bit output F(I'V, K) is computa-
tionally indistinguishable from a uniformly-distributed random string of length
(under a secret random K); This guarantees that the chaining value obtained
after the first evaluation of F' is pseudorandom and can be used as the “key”
for the RC- or the Pl-construction. A further problem is due to the fact that
we generally cannot enforce the last n-bit block processed by F' to be random
because of the padding introduced by H, and this issue should not destroy the
pseudorandomness of the outputs. To our rescue, however, comes the fact that
each such block is processed keying F' with a fresh pseudorandom value: It is
hence enough to additionally guarantee that for an arbitrary fized n-bit string x
and a random secret k-bit string K, the string F(K, ) is computationally in-
distinguishable from a random x-bit string.

We stress that both these extra properties are very weak requirements: In
fact, a good compression function should satisfy them even unconditionally. It
is sufficient, for example, that F(IV,-) and F(-,z) (for all z € {0,1}") are
all (nearly-)regular functions. (We refer the reader to [6] for a discussion on
regularity-properties of hash functions.). With these two additional assumptions
on the compression function F' of H, the security bounds of the RC and the NRC-
construction can be lifted to their black-box counterparts. For lack of space, we
omit the proofs, which are very similar to the ones of the original constructions.
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6 Conclusions and Open Problems

We have shown that efficient arbitrary-input-length PRFs (and consequently
MACs and encryption schemes) can be constructed under very weak assump-
tions, i.e. weak PRFs where security holds only for a limited number of queries.
Our results provide new insights into the property of weak pseudorandomness.

A natural open question is whether there exist constructions of PRFs from
WPRFs which take explicit advantage of more secure WPRFs (i.e. tolerating
many queries) to achieve more efficient constructions than what we propose
and what was considered in the literature (e.g. processing linearly-many bits
per invocation even for short inputs). We conjecture, however, that this is not
possible. A further direction arising from our work consists of finding further
examples of cryptographic primitives where restricting adversaries in terms of
queries leads to interesting phenomena such as those observed in this paper for
weak pseudorandomness.
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A Description of D’ in the Proof of Theorem [I]

We define L + 1 hybrid experiments Ho, Hi,...,Hr where D is given random in-
puts r1,...,rs and interacts which a (randomized) oracle X — {0, 1}" that keeps track
of all vertices of the subtree of 7 induced by the queries of D. In particular, it assigns
to all internal vertices v of this subtree increasing integer values [(v) according to the
order in which they are visited for the first time, with I(e) := 0. Furthermore, it asso-
ciates k-bit values z(v) with all visited vertices: Initially only z(e) is defined and set
to a random value. In H; an oracle query x € X (with ENC(z) = (m1,...,m)))
by D is answered by looking for the highest A* such that z(mi,...,mx«) is de-
fined and for all j = A* + 1,..., A assigning to z(mi,...,m;) a fresh random value
if I(m1,...,mj—1) <iand F(z(mi,...,mj-1),Tm;) otherwise. Finally, z(m1,...,m)
is returned to D as the oracle’s output. Clearly, Ho behaves as the experiment where
D interacts with the RC-construction, whereas Hj answers all queries of D randomly.

For all i = 0,...,L —1 one then constructs a distinguisher D; for ST and SBnom
which first issues s queries to the given oracle, obtaining s pairs (r1,y1),..., (s, ¥s)
and subsequently simulates the interaction of D with H;, except that z(mu,...,m;) is
set to ym; whenever [(m1,...,m;-1) = i. Finally, the distinguisher D'(D) chooses a
random ¢ € {0,...,L — 1} and runs D;.

We refer the reader to the full version for the concrete analysis of the distinguishing
advantage of D’.
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Abstract. In an oblivious transfer (OT) protocol, a Sender with mes-
sages M, ..., Mn and a Receiver with indices 01, ..., 0k € [1, N] interact
in such a way that at the end the Receiver obtains My, ..., M,, with-
out learning anything about the other messages and the Sender does not
learn anything about o1,...,0%. In an adaptive protocol, the Receiver
may obtain Mo, , before deciding on ;. Efficient adaptive OT protocols
are interesting as a building block for secure multiparty computation and
for enabling oblivious searches on medical and patent databases.
Historically, adaptive OT protocols were analyzed with respect to a
“half-simulation” definition which Naor and Pinkas showed to be flawed.
In 2007, Camenisch, Neven, and shelat, and subsequent other works,
demonstrated efficient adaptive protocols in the full-simulation model.
These protocols, however, all use standard rewinding techniques in their
proofs of security and thus are not universally composable. Recently,
Peikert, Vaikuntanathan and Waters presented universally composable
(UC) non-adaptive OT protocols for the 1-out-of-2 variant, in the static
corruption model using certain trusted setup assumptions. However, it is
not clear how to preserve UC security while extending these protocols to
the adaptive k-out-of-N setting. Further, any such attempt would seem
to require O(N) computation per transfer for a database of size N. In
this work, we present an efficient and UC-secure adaptive k-out-of-N
OT protocol in the same model as Peikert et al., where after an initial
commitment to the database, the cost of each transfer is constant. Our
construction is secure under bilinear assumptions in the standard model.

1 Introduction

Oblivious transfer (OT) was introduced by Rabin [31] and generalized by Even,
Goldreich and Lempel [19] and Brassard, Crépeau and Robert [§]. It is a two-

party protocol, where a Sender with messages M1, ..., My and a Receiver with
indices o1, ...,0% € [1, N] interact in such a way that at the end the Receiver
obtains My, ..., M,, without learning anything about the other messages and
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the Sender does not learn anything about o1, ..., 0. Naor and Pinkas were the
first to consider an adaptive setting, OT4,,, where the Receiver may obtain
M,,_, before deciding on o; [28]. Efficient OT schemes are very important. OT;l
is a key building block for secure multi-party computation |21}, 25, [34]. Ochvxl
is a useful and interesting tool in its own right, enabling oblivious databases for
applications such as medical record storage and patent searches [29)].

Developing efficient adaptive protocols appears to be a more difficult and in-
volved process than the non-adaptive protocols. Indeed, even finding the right
security definition has proven challenging. Historically, many OT constructions
were analyzed under a “half-simulation” definition, where the Sender and Re-
ceiver’s security are described by a combination of simulation and game-based
definitions. Naor and Pinkas [28] showed that schemes analyzed under this def-
inition may admit practical attacks on the Receiver’s privacy. To address this,
Camenisch, Neven and shelat [10] and subsequently Green and Hohenberger [22]
proposed efficient and fully-simulatable Ochvxl protocols under bilinear assump-
tions. Each of these protocols achieve the optimal total communication cost of
O(N + k) with reasonable constants. Unfortunately, their security proofs use ad-
versarial rewinding, and thus do not imply security under concurrent execution.

Recently, Lindell [26] showed how to achieve efficient and fully-simulatable
non-adaptive OT? under the DDH, Nth residuosity and quadratic residuosity
assumptions, as well as the assumption that homomorphic encryption exists.
Simultaneously, Peikert, Vaikuntanathan and Waters [30] proposed several non-
adaptive, but universally composable OT? protocols based on DDH, quadratic
residuosity and lattice assumptions. While both of these works add to our col-
lective knowledge for non-adaptive OT, they do not shed much light on how to
achieve efficient adaptive protocols. Indeed, Lindell points out that the adaptive
case is considerably harder [26)].

The general framework used in |26, 30] (where the Receiver chooses the en-
cryption keys) seems inherently at odds with allowing efficient adaptive schemes.
Each transfer requires O(N) work for the Sender, whereas this can be constant
in our protocols. Even more alarming, it isn’t clear how (without killing the effi-
ciency and perhaps the UC security of [30]) a Sender could convince the Receiver
that he is not changing the database values with each request. This problem of
ensuring a consistent database gets even worse when multiple Receivers are con-
sidered, as we do in Section Bl

Our Results. In this work, we take a different approach to constructing OT
protocols, which allows them to be simultaneously efficient, adaptive, universally
composable and globally consistent. We summarize what is known about OT;CVX 1
protocols in Figure[Il Let us describe some highlights.

1. Universal Composability: The Universal Composability framework [13] al-
lows for the design of concurrent and composable cryptographic protocols,
which are important properties in any practical deployment of an oblivious
database. Canetti and Fischlin showed that OT cannot be UC-realized with-
out trusted setup assumptions such as the existence of a Common Reference
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Protocol Rounds Communication Assumption

Half Simulation:
NP99 [28] lk log N +1/2 - Sum Consistent Synthesizers + ¢-round OT?
CTO5 [18] O(k) +1/2 O(N) Decisional DH (in ROM)

Full Simulation:
CNSO07 [10] 4k +1/2 O(N) y-Power Decisional DH + ¢-Strong DH
CNSO07 [10] O(k)+1/2 O(N) Unique blind signature (in ROM)
GHO7 [22] k+1/2 O(N) Decisional Bilinear DH (in ROM)

uc (}'cgs—hybrid):
This work (&) k+1/2 O(N) SXDH + DLIN + g-Hidden LRSW

Fig. 1. Survey of efficient, adaptive k-out-of-N Oblivious Transfer protocols

String (CRS) [|15]. This is formally referred to as the Fers-hybrid model,
and is assumed by the constructions of Peikert et al. [30] as well as those in
this work. As in [30], we work in a static corruption model.

2. Efficiency: Our protocol is practical. For a database of N objects, the initial-
ization phase requires O(N) communication cost, and each transfer phase
requires only constant cost, for reasonable constants. In contrast, simply
repeating a OTY scheme (such as [30]) k times would require O(N) com-
munication cost for each transfer plus the additional work required for the
Sender to convince the Receiver that he isn’t changing the database values
dynamically. Moreover, the message space of our protocol is a group element
(so at least 160 bits), whereas the quadratic residuosity and lattice-based
schemes of [30] have one-bit message spaces. We note, however, that the
DDH-based scheme of [30] allows for multiple bit messages.

3. Model and Assumptions: We focus on protocols secure in the standard model.
Our construction can be implemented assuming SXDH |2, 5,[24,132], Decision
Linear [5], and ¢-Hidden LRSW (a non-interactive variant of the LRSW
assumption [27], for which we give a generic group proof in the full version of
this work [23].) We note that our decisional assumptions, SXDH and Decision
Linear, are much more simple than the g-Power Decisional Diffie-Hellman
assumption used in the (non-UC) adaptive OT of Camenisch et al. [10].
In the full version, we also provide a second construction that is secure in
symmetric groups (i.e., where SXDH does not hold) under an alternative set
of hardness assumptions. See Figure [] for more.

Intuition behind the Construction. Oblivious Transfer protocols can be
roughly divided into two categories. Let’s restrict our attention to non-adaptive
OTY for the moment. In approach (1), which is used by [19, 26, 30, 31], the
Receiver transmits a collection of specially-formed encryption keys to the Sender,
who encrypts each message and returns the N ciphertexts to the Receiver. The
protocol is secure provided that the encryption keys are formed such that a
Receiver is able to decrypt at most one of the resulting ciphertexts. In approach
(2), which is used by [10, 18, 22] and this work, the Sender encrypts the message
collection under keys of her own choosing, and— in some interactive protocol
with the Receiver— helps to decrypt one ciphertext.

While both approaches can be used to implement adaptive OT in theory, the
first approach requires that the Sender generate a new set of ciphertexts at each
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transfer stage (for each receiver), requiring at least O(N - k) cost. Even worse,
the Sender might be able to maliciously change the database between transfers
and present different versions of the database to different receivers.

The latter approach is much better suited for the adaptive case. A single
database can be committed to and then each decryption can be performed in
constant computational and communication cost, for a total O(N + k) cost.
This approach is taken by the fully-simulatable protocols of |[10], which both use
rewinding in their simulations to (1) simulate proofs and (2) extract knowledge!}

An appealing naive approach to realizing UC-secure adaptive OT would be
to modify the efficient standard-model protocol of Camenisch et al. [10] by sim-
ply replacing rewinding-based proofs with the non-interactive proof techniques
of Groth and Sahai |24]. Unfortunately, this is non-trivial for two reasons. First,
the Groth-Sahai techniques provide broad support for non-interactive, witness in-
distinguishable proofs of algebraic assertions in bilinear groups, but only provide
non-interactive, zero-knowledge proofs for a restricted class of algebraic assertions.
Unfortunately, the proof statements required by [10] fall outside of this class, and
it does not seem easy to rectify this problem. Secondly, the protocol of [10] requires
some form of extraction (e.g., extracting the chosen index from the adversarial
Receiver or extracting the secret encryption keys from the adversarial Sender) for
proofs containing elements of Z,; unfortunately, Groth-Sahai proofs of knowledge
are f-extractable (but not fully extractable), where only some one-way function of
the witness, f(w), can be extracted (e.g., g*) and not the witness w itself. Dealing
with this limitation would necessitate substantial changes to the CNS protocol.

Instead, our construction starts from scratch. While we follow the “assisted
decryption” framework of the CNS protocol, we are able to do so without the
need for strong g-based decisional assumptions. We instead base the security of
the ciphertexts in our scheme on the Decision Linear assumption [5]. Finally,
since the Groth-Sahai proofs have not yet been shown to be either simulation-
sound or UC in general, we develop techniques that permit UC simulation (even
in the advanced case where multiple receivers interact with a single sender).

2 Definitions

Notation. By OT# (resp., OT1. ), we denote a non-adaptive (resp., adaptive)

k-out-of-IN oblivious transfer protocol. Let ~ denote computational indistin-
guishability, as defined in [13].

Adaptive k-out-of-N Oblivious Transfer. OTj,; protocols consist of two
phases: Initialization and Transfer. In the Initialization phase, the Sender com-
mits to the input database M, ..., My. Subsequently, the Sender and Receiver

! Along the same lines, the half-simulation protocols of |20, 28] use a form of oblivious
pseudorandom function evaluation (OPRF) to encrypt and obliviously decrypt the
message database. Unfortunately, the evaluation protocols described in those works
appear vulnerable to selective-failure attacks, and the modifications necessary to
achieve UC security (or full simulation) seem substantial.
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engage in up to k Transfers. During the i*" Transfer, the Receiver adaptively
selects a message index o; € [1, N] and engages in a protocol such that it obtains
M,, (or L if the protocol fails) and nothing else, while the Sender learns nothing
about o;. The simulation-based nature of the security definition we use ensures
that protocol failures must occur independently of the message index o; chosen
by the Receiver (capturing the strong selective-failure blindness property [10].)

Universally Composable Security. As in [30], we work in the standard UC
framework with static corruptions, where all parties are modeled as p.p.t. inter-
active Turing machines. Security of protocols is defined by comparing the proto-
col execution to an ideal process for carrying out the desired task. More formally,
there is an environment Z whose task is to distinguish between two worlds: ideal
and real. In the ideal world, “dummy parties” (some of whom may be corrupted
by the ideal adversary S) interact with an ideal functionality F. In the real world,
parties (some of whom may be corrupted by the real world adversary A) interact
with each other according to some protocol m. We refer to Canetti |13, [14] for a
fuller description, as well as a definition of the ideal world ensemble IDEALf s =
and the real world ensemble EXEC; 4 z. We use the established notion of a
protocol 7 securely realizing an ideal functionality F as:

Definition 1. Let F be a functionality. A protocol m UC-realizes F if for any
adversary A, there exists a simulator S such that for all environments Z,

IDEALs s z ~ EXECy 4 2.

Canetti and Fischlin showed that OT cannot be UC-realized without a trusted
setup assumption [15]. Thus, as in [16,130], we assume the existence of an honestly-
generated Common Reference String (crs), and work in the so-called Fegrs-hybrid
model. The functionality is parameterized by a distribution D and a set P of re-
cipients. For our purposes, P will include the OT Sender and Receiver only. Here
the environment learns about the reference string from the adversary, and thus
the simulator can set up a string with “trapdoor information”, etc.

Figure [2] describes the Fcrs functionality and Figure Bl describes the fgﬁ !
functionality.

We briefly mention that there are techniques for designing and analyzing
multiple OT protocols which use a single reference string; i.e., a multi-session
extension. One might worry that if multiple protocols now share some joint
state, then they can no longer be analyzed separately and then composed later.
Fortunately, this is addressed by universal composition with joint state (JUC) |17]
and could be done in our case. A second issue with sharing the reference string
is that we make no guarantee about the security of protocols which use the
same reference string in ways other than those specified by the OT protocol,
and here we explicitly assume that the crs is only available to certain parties.
This is at odds with the notion that the crs is a “global” entity, however, there
are strong impossibility results for UC-realizing OT in a setting where the crs is
available to everyone (including the environment) and can no longer be crafted
by the simulator. There are models, such as the augmented CRS functionality
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Functionality _7—'51‘%1;

Upon receiving input (sid,crs) from party P, first verify that p € P;
else ignore the input. If there is no value r recorded, then choose and
record r < D. Finally send output (sid, crs,r) to P.

Fig. 2. Ideal functionality for the common reference string |14]

Functionality FJ !

}'gf ! proceeds as follows, parameterized with integers N, £ and running

with an oblivious transfer Sender S, a receiver R and an adversary S.

— Upon receiving a message (sid,sender,my,...,my) from S, where
each m; € {0, 1}, store (m1,...,mn).

— Upon receiving a message (sid, receiver,o) from R, check if a
(sid, sender, ...) message was previously received. If no such mes-
sage was received, send nothing to R. Otherwise, send (sid, request)
to S and receive the tuple (sid,b € {0,1}) in response. Pass (sid, b)
to the adversary, and: If b = 0, send (sid, L) to R. If b = 1, send
(sid, ms) to R.

Fig. 3. Functionality for adaptive Oblivious Transfer, based on the OT? definition
from [16]

Facrs [12], which overcome these impossibility results, but we do not explore
these advanced UC issues with respect to our OT construction in this work.

3 Preliminaries

Bilinear Groups. Let BMsetup be an algorithm that, on input 1%, outputs the
parameters for a bilinear mapping as v = (p,G1,G2,Gr,e,9 € G1,5 € Ga),
where g generates G; and g generates Go, the groups Gi, Gz, G each have
prime order p, and e : G; X Go — Gr.

Symmetric External Diffie-Hellman Assumption (SXDH) [2,15, 24, 132]:
Let BMsetup(1®) — v = (p,G1,G2,Gr,e,g,§). The SXDH assumption states
that the Decisional Diffie-Hellman problem is hard within both G; and Go.

Groups where SXDH holds is one of the three settings for Groth-Sahai proofs [24].

Decision Linear Assumption (DLIN) [5]: Let BMsetup(1%) — (p, G1, Ga,
Gr, e, g, ). For all p.p.t. adversaries Adv, the following probability is strictly
less than 1/2 4+ 1/poly(k):

Prla,b,¢,d & Zy; f — g% f — 3% h — g% h— g,
20 < hu+b;zl i G17d<_ {071} : AdV(’Y,g,g, fa f~a h7ilaga7fb7zd) = d]
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Note that this is a weaker asymmetric version of the original DLIN assumption
of Boneh, Boyen and Shacham [5], which was set in symmetric groups.

¢-Hidden LRSW Assumption: Let BMsetup(1%) — v = (p, G1, G2, G, e,
g, g). For all p.p.t. adversaries Adv, the following probability is strictly less than

1/poly(k):

Prls, t & 2,38 — §°, T — §'3Vi € [1...ql,wi, yi & Ly, by — g%, by — 5V
A — Adv(’-% gy Tv {b17 bi+113t7 bfl ) bflt7 911 ) Bl}: cee {bq7 bZ+ZQSt7 bzq ) bZQt7 gzq7 Bq}) :
A= (a1,a2,a3,a4,as,a6) A& & {z1,..., 2} Nx € Z, Na1 € GiIA
ar=aiT " Nas=al Aag = a¥' Aas = ¢° A e(a1,§) = e(g, aq)].
Related formulations of the above assumption in an oracle-setting, where the
x; values are chosen dynamically by Adv, are the LRSW assumption which was
introduced by Lysyanskaya et al. [27] and the Strong LRSW assumption of Ate-
niese et al. [1]. We eliminate the oracle and instead give ¢ random tuples, which
are also slightly changed. In the full version of this work [23], we show that the
above assumption admits a proof in Shoup’s generic group model [33].

3.1 Groth-Sahai Proofs

The Groth-Sahai proof system [24] permits a variety of efficient non-interactive
proofs of the satisfiability of one or more pairing product equations. For variables
{X}..m € G1,{V}1..n € Gy and constants {A}1. ., € G1,{B}1..m € Go,a;; €
Zyp, and tp € Gr, these equations have the form:

H e(Ai, Vi) H e(X;, B;) H H e(X;, yj)“i,j =tr
i=1 i=1 i=1j=1

Groth and Sahai show how to construct Witness Indistinguishable proof-of-
knowledge of a satisfying witness to such an equation, in prime-order groups
where the SXDH or Decision Linear assumptions hold. The proof system they
describe can be composed over multiple equations involving the same variables.
They point out that in some special cases, their techniques can be strengthened
to provide Zero Knowledge. Unlike the interactive proofs used in [10, 22], the
Groth-Sahai proofs do not use adversarial rewinding in their security analysis.

Groth-Sahai Commitments [24]. At the core of the Groth-Sahai system is
a homomorphic commitment scheme to elements of G; or GQE The public pa-
rameters for the commitment scheme can be generated in two ways. Method
(1) leads to a perfectly-binding commitment scheme, while method (2) leads to
a perfectly-hiding scheme. Note that the two parameter distributions are com-
putationally indistinguishable under the SXDH assumption. When the GS com-
mitment parameters are configured according to method (1), they are equivalent

2 As noted in [3, 24] commitment scheme can also be used to commit to elements of
Zyp, though we use this only in the context of simulating proofs.
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to an Elgamal encryption of a group element, and can be decrypted by a party
that knows a trapdoor to the commitment parameters. When commitments are
configured according to method (2), a “simulation” trapdoor can be used on
random commitments to open them to any value g* (or §*) for known z.

The Proof System. We now describe the proof system at a high level, adopting
some notation and exposition from [3]. For this description we will conceal many
of the underlying details, though the reader can refer to [3,124] for a more detailed
explanation. The proof system contains the following (possibly probabilistic)
polynomial time algorithms:

GSSetup(y). On input v € BMsetup(1*), outputs a string GS containing pa-
rameters for the proof system. This string embeds binding parameters for
the G-S commitment scheme.

GSProve (GS, S,W). On input a statement S describing the equation, and a
satisfying witness W € ({X}1. m,{V}1..n), outputs a proof 7. To formu-
late this proof, a commitment C; is generated for each element in W. The
proof embeds openings to the commitments in such a way that a prover can
ascertain that S is verifiably satisfied, and yet the elements of W remain
hidden.

GSVerify(GS, ). Verifies the proof 7 (using the commitments and opening val-
ues) and outputs ACCEPT if 7 is valid, REJECT otherwise. (For compactness
of notation, we will specify that 7= embeds the statement .5).

Above we describe the proof system in normal operation. In our security proofs
we will additionally use:

GSExtractSetup(y). Outputs GS (distributed identically to the output of
GSSetup(7y)) and an extraction trapdoor tde,: containing a trapdoor for the
commitment scheme. This trapdoor permits an extraction of a valid witness
from the commitments embedded within a proof.

GSExtract(GS, tdeqzt, 7). Given a proof m and the extraction trapdoor, extracts
X; or Y; from each commitment C’h and outputs the witness W = ({X'}1. u,
{Y}1.. ) that satisfies the equations.

GSSimulateSetup(vy). Outputs parameters GS’ that are computationally indis-
tinguishable from the output of GSSetup(7), as well as a simulation trapdoor
tdsim which consists of a simulation trapdoor for the commitment scheme.

GSSimProve(GS’, tdsim, S). Given simulation parameters GS’ and trapdoor
tdsim, outputs a proof m of statement S that such that GSVerify(GS’, w) =
AccepT. Note that this algorithm operates on certain restricted classes of
statements (see below).

GS proofs can be defined over multiple pairing product equations. In this case,
satisfiability implies knowledge of a witness for the full set of equations. In our
constructions, we will denote a GS proof statement using the notation of Ca-
menisch and Stadler |[11]. For instance, NIW Igs{(a1,a2) : e(ai,az)e(g,h™) =
1 A e(ag,g2)e(dy ', az) = 1} represents a non-interactive Witness Indistinguish-
able proof of knowledge, formed under parameters G5, of a witness W = (a1, aa)
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that simultaneously satisfies both listed equations. All values not in enclosed
within the initial ()’s are assumed to be known to the verifier.

Witness Indistinguishability and Zero Knowledge. In general, Groth-
Sahai proofs satisfy a strong definition of Witness Indistinguishability in groups
where the SXDH assumption holds (complete security definitions can be found
in the full version of this work [23]). However, for certain restricted classes of
statements, the proof system can also be used to construct non-interactive Zero
Knowledge (NIZK) proofs. For certain trivial statements, this is simply a matter
of using a WI proof for which a witness can easily be found. E.g., in the special
case where t7 = 1 for a pairing product equation, a simulator can always com-
pute a satisfying witness by selecting each X; or V; to be ¢° or §° respectively.

More practically, Groth and Sahai observe that some non-trivial statements
can be proven in Zero Knowledge by applying the simulation trapdoor for the
Groth-Sahai commitment scheme. This trapdoor allows the simulator to open a
random commitment to any ¢g* or g* (for known z), and can be applied such
that the same commitment is opened differently for each equation within the
statement. In some cases, we may need to re-write a statement in order to
construct a ZK proof. For example, consider a proof of the statement e(a,d) =
e(g,h) made on variable a and constants d, g, h. By adding a second variable b
and a further equation, we obtain an equivalent statement which can be proven
using the following zero knowledge proof:

NIZKgs{(a,b) : e(a,d)e(b,h™ ) =1 A e(b,g)e(g™",g) =1}

Note that the equivalence holds by the property that b = g is the only valid
solution to the revised equation. However, using the simulation trapdoor we can
open the appropriate commitments such that a = b = ¢° in the first equation,
while in the second equation b = g. We will use similar techniques to simulate
the Zero-Knowledge proofs in our constructions.

3.2 Additional Tools

Modified CL Signatures. Our constructions use a variant of the Camenisch-
Lysanskyaya signature scheme [9], altered to operate on messages in G;. Whereas
CL signatures rely on the interactive LRSW assumption to achieve security
against adaptive chosen-message attacks, in the context of our construction we
will require only a non-interactive g-Hidden LRSW assumption to achieve a
weaker property (unforgeability given a set of signatures on random messages).

CLKeyGen(7, g, g). On input v = (p,G1,Ga,Gr,e,...) and generators (g, g),
select s, t & Z, and set S « §°, T « g'. Output vk = (v,9,3,5,T), and
sk = (vk, s,t).

CLSign,;(m). On input a message m € Gy, select w & Zy, and output the
signature sig = (g%, m%, g**m¥st, m¥t g*) € G} x Go.

CLVerify ;. (sig,m). On input the value m € G; and sig = (a1, az, a3, as,ds),
verify that e(g,ds) = e(a1,g) A e(m,as) = e(az, ) A eaz, T) = e(as, g) A
e(a37g) = e(a1a4, S)
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Note that the verification algorithm can be represented as a set of pairing product
equations, and thus it is possible to prove knowledge of a pair (m, sig) using the

GS proof system. To prove knowledge of m, sig, first select y & Z,,, compute
sig/ = (a},ah,dl,ay,al) = (a¥,ay,ay,ay,a?) and release the pair af,a} along
with the following witness indistinguishable proof:

7= NIWIgs{(m,ah, a5, a}):
e(m,as)e(ay,g~1) =1 Ae(ay, T)e(ay, 571 =1 Ae(ah, §le(ay ', S) = e(a), S)}
The verifier checks both the proof and the fact that e(a}, §) = e(g, @s).

Selective-message Secure Boneh-Boyen Signatures. Our constructions
also make use of a weak signature scheme built from the Boneh-Boyen selective-
ID IBE scheme [4] (§4).

BBKeyGen(v,91,g1). On input v = (p,G1,G2,Gr,e,...) and bases (g1,1),
select a, z & Ly, g — g%/a, g — g}/o‘, g2 «— g%, g2 — g*, h & G1. Output
vk = (7, 9,9, 91, g2, h, §2), and sk = (vk, g5).

BBSign,,(m). On input a message m € Gq, select r & Z, and output the
signature sig = ((mh)"gs,3",9") € G} x Ga.

BBVerify .. (sig, m). On input m € G and sig = (s1, §2, $3), verify that
e(s1,9) / e(mh, 52) = e(g1, g2) and e(g, 52) = e(s3, 7).

We can prove knowledge of a pair (m,sig) as follows. Select y & Z, and set
sig’ = (s], 85, s4) = (s1(mh)Y,523Y, s39¥). Output 55, s; and the WI proof:

= NIWIgs{(m,s)):e(s),d)e(m, 55 ") = e(h,5y)e(g1, d2)}
The verifier checks the proof and the fact that e(g, §5) = e(s5, g).

Double-Trapdoor BBS Encryption. Our OT constructions employ an en-
cryption scheme with a “double-trapdoor” (so that both the simulator in charge
of the crs and the sender in charge of the pk can extract the messages of the
ciphertext.) It is crucial that the holder of either secret key can verify the consis-
tency of the ciphertext with respect to the other secret key (i.e., that decryption
using the other key would reveal the same plaintext.) We use a variant of Boneh-
Boyen-Shacham encryption 5], which has a public consistency check.

Let BMsetup(1¥) — v = (p,G1,G2,Gr,e,g,g). Publish global parameters
~,h, h such that e(g,h) = e(g,h), and for i € [1,2] select sk; — (z;,y; €Er Zyp)
and pk; = (us, vy, Ui, 05) — (h'/®i WMV, hi/ei, ﬁl/yi). To encrypt a message m €
G1 under pk, /pk,, first select random values r, s € Z,, and output the ciphertext
(ul,v5, ub, v5, h"*m). To decrypt a message (c1,...,cs) under sk1 = (z1,31),
output ¢5/(ci* - ¢4'). To decrypt under sko = (x2,y2), output ¢s/(c5? - c§*). Note
that the structure of a ciphertext can be verified using the bilinear map, by
checking that e(cy, is) = e(cs, t1) A e(ca,Ua) = e(cy, 1) In the full version |23
we show that scheme above is semantically-secure under the DLIN assumption.
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Protocol OTA

OTA is parameterized by the algorithms (OTGenCRS, OTlnitialize,
OTRequest, OTRespond, OTComplete).
When 8 is activated with (sid, sender, (Mj,..., My € {0,1}%)):
1. S queries Fors with (sid,S,R) and receives (sid,crs). R then
queries Fors with (sid, S, R) and receives (sid, crs)[4
2. S computes (7, sk) < OTlnitialize(crs, M1, ..., My), sends (sid, T')
to R and stores (sid, T, sk).
When R is activated with (sid, receiver, o), and R has previously re-
ceived (sid,T") and (sid, crs):
1. R runs (@, Qpriv) < OTRequest(crs, T, o), sends (sid, Q) to S and
stores (sid, Qpriv)-
2. S gets (sid, Q) from R, runs R «— OTRespond(crs, T, sk, @), and
sends (sid, R) to R.
3. R receives (sid, R) from S, and outputs
(sid, OT Complete(crs, T, R, Qpriv))-

¢ Fors computes computes crs < OTGenCRS(17).

Fig. 4. A high-level outline of the OTf,; protocol, with details of each algorithm
described in Section @l We make no explicit mention of the value k, the total transfers
permitted by the Sender, because our protocol does not depend on it. The Sender may
choose to stop answering the Receiver’s queries at any point, in which case OTRespond
outputs “reject” and OTComplete accepts this as the message 1.

4 A UC-Secure Adaptive OT Construction

Our adaptive oblivious transfer protocol, 0T, , follows the framework described
in Figure @l We now describe one instantiation of the algorithms (OTGenCRS,
OTlnitialize, OTRequest, OTRespond, OT Complete). In the full version [23], we
provide a second instantiation, under different assumptions.

OTGenCRS(1%). Given security parameter s, generate parameters for a bilin-
ear mapping v = (p, G1,G2,Gr,e,g,7) «— BMsetup(1¥). Compute GSg «—
GSSetup(y) and GSi « GSSetup(y). Choose a,b, ¢ & Zy, and set (g1, g2,
h7 g1, ?]27 h) - (gaﬂgbugcagavgbagc)' OUtput crs = (77 GSS; GSRv 91, 92, h7
J1, g2, h). (In the full version |23], we describe how this common reference
string can be replaced by a common random string.)

OTlnitialize(crs, mq, ..., my). This algorithm is executed by the Sender. On
input a collection of N messages and the crs, it outputs a commitment to
the database, T, for publication to the Receiver, as well as a Sender secret
key, sk. We treat messages as elements of G, since there exist efficient
mappings between strings in {0, 1}* and elements in G; (e.g., [1, 6]).

1. Parse crs to obtain GSs, g1, 92, h, g1, G2, h and ~.
2. Choose random values z1, z2 € Zp.
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. Set (uy,up) « (RY=1 hY%2), (g, 0p) « (RY/®1, hY/72).
. Set (vkq, sk1) «— CLKeyGen(v,u1, 1), (vka, sks) «— CLKeyGen(y, us, ts)

and (vks, sks) < BBKeyGen(y, u1,d1).

. Set pk « (u1,ug, U1, Uz, vk1, vka, vk3).
. For j =1,..., N encrypt each message m; as:

(a) Select random r,s,t € Zj,.

(b) Compute sig; « CLSigng,, (u}), sigy « CLSigng,, (u3), and sigg «
BBSigny,, (ujus).

(C) Set Cj - (u{, u3, 91, 93, mj'hr+s7 Sig1, Sigy, Sig3)'

Set T « (pk,C4,...,Cn) and sk «— (1, 22). Output (T, sk).

Each ciphertext C; above can be thought of as a signcryption where it is
the randomness for each ciphertext that is signed, rather than the plaintext
itself. Each plaintext m; is encrypted under S’s public key w1, u2, as well as a
“key” g1, g2 drawn from crs. This “double-trapdoor” encryption is necessary
for the security proof of the OT scheme.

To verify the format of each ciphertext C; = (c1,...,cs5, sigy, Sigy, Sigs)

in 7', anyone can check that CLVerify,, (c1,sig;), CLVerify, (c2,sigy), and
BBVerify ., (c1c2,sig3) each succeed, and that e(c1, §1) =e(cs, 1) Ae(ca, G2) =
e(cq, Us).

OTRequest(crs, T, o). This algorithm is executed by a Receiver. On input T
generated by the Sender, along with an item index o, generates a query
for transmission to the Sender.

1.

w0

6.

Parse T as (pk,C4,...,Cx), and ensure that it is correctly formed (see
above). If T is not correctly formed, abort the protocol. (This is only
necessary on the first transfer.)

. Parse crs to obtain (G Sk, fL)7 and parse pk as (u1, ug, U1, o, vk1, vk, vks).

Parse the o' ciphertext C, as (c1, ..., c5, Sig; , Sigy, Sig3)-
Select random vq,v2 € Zp.
Set dl — (Cl . ulfl),dz — (CQ . USZ), tl — hvl, t2 «— hv2,

. Use the Groth-Sahai techniques and reference string GSgr to compute

a Witness Indistinguishable proof 7 that the values dy, d2 pertaining to
the ciphertext C, (which the Receiver wishes to have the Sender help
him open) have the correct structure:

= NIWIgsp{(c1,ca, t1,t2,sig;,sigy,sigs) :
e(cr, h)e(ty, @) = e(di, h) A elca, h)e(ty,iia) = e(dy, h) A
CLVerify,;,, (c1,sigy) =1 A CLVerify, ;. (c2,sigy) = 1 A

BBVerify ., (c1c2,sigs) = 1}

Set request @ « (dy,ds,m), and private state Qpriv «— (Q,0,v1,v2).
Output (Qanriv)~

To explain what is happening in the statement of step (fl), first observe
that the signature proofs of knowledge ensure that the values c¢1, co and the
product (c1c2) each correspond to a valid signature held by the Receiver. The
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remaining equations ensure that the values di,ds correspond to “blinded”
versions of the elements ¢y, co. These checks guarantee that the witness used
by the Receiver, and thus the decryption request being made, corresponds
to one of the N ciphertexts published by the Sender.

OTRespond(crs, T, sk, Q). This algorithm is executed by the Sender. If the
Sender does not wish to answer any more requests for the Receiver, then
the Sender outputs the message “reject”. Otherwise, the Sender processes
the Receiver’s request @ as:

1. Parse crs to obtain (GSg, g, fL)7 and parse T as (pk,C1,...,Cn), and sk
s (z1,x2).

Parse pk (from T) as (uy,uz, U1, Ue, vk1, vka, vks3).

Parse Q as (d1,da, w) and verify proof 7 using GSg. Abort if check fails.

Set a1 «— di', az — d3?, and s < ay - as.

Use the Groth-Sahai techniques and reference string GSg to formulate a

zero-knowledge prooiﬁ that the decryption value s is properly computed:

G

6= NIZKgs.{(a1,a2) : e(ar, @ )e(d; , h) =1

A elag,tig)e(dyt,h) =1 A e(ajag, h)e(s™, h) =1}

The third equation ensures that s = aj - ag, while the first two, since the
values (u1,dy, ug, da, h) are known to both parties, ensure that a; = di*
and az = d52.

6. Output R < (s,0).

OTComplete(crs, T, R, Qpriv). This algorithm is executed by the Receiver. On
input R generated by the Sender in response to a request @, along with
state Qpriv, outputs a message m or L. If R is the message “reject”, then
the Receiver outputs L. Otherwise, the Receiver does:

1. Parse crs to obtain (GSg,h). Parse T as (pk,C1,...,Cn), R as (s,0),
and Qpriv as (Q,0,v1,v2).

2. Verify proof ¢ using GSg. If verification fails, output L.

3. Parse C, to obtain the first five elements (c1,...,c5) and output m =
cs/(s-h™"t - h="2). Map this element to a value in {0, 1}* [1].

4.1 Efficiency Analysis

When the protocol in Figure [4] is implemented using the algorithms described
above, we obtain a (k+1/2)-round protocol with communications cost O(N + k),
where k£ < N. More concretely, the crs is comprised of 7 elements in G; and 7
elements of G4, the Sender’s public key contains 5 elements in Gy and 6 elements
in Gy. Each of the IV ciphertexts in T requires 15 elements in G; and 3 elements
in Go. Moreover, each item transfer involves transmission of 68 elements of Gy

3 We present a simplified version of this proof above. However, to permit simulation, we
must add a third variable @3 = h and re-write the proof as NIZK ass{(a1,az2,as) :
e(ar,i)e(dyt as) = 1 A e(az,@ie)e(d;,a3) = 1 A elaraz,ds)e(s™ ', as) =
1 A e(ur,a@s) = e(ur,h)}. See the full version for details.
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and 38 elements of Go from Receiver to Sender, and then 20 elements of Gy
and 18 elements of Gy from Sender to Receiver. The message space of our OT
protocol is elements in Gi, which will be sufficient for transferring a symmetric
encryption key to unlock a file of arbitrary size.

4.2 Security Analysis

Theorem 1. Instantiated with the above algorithms, OTA securely realizes the
Sfunctionality ng“ in the Fors-hybrid model under the SXDH, DLIN, and q-
Hidden LRSW assumptions.

Due to space considerations, we provide only a sketch of Theorem [ below (the
complete proof can be found in the full version of this work [23]). When either
the Sender or the Receiver is corrupted, we wish to describe a simulator S such
that it can interact with the ideal functionality fgjfl (which we’ll denote simply

as F) and the environment Z appropriately; i.e., IDEALf s = ~ EXECota,4,z.

Simulating the case where only S is corrupted. We first consider the case
where the real-world adversary A corrupts the Sender, and thus S must interact
with F as the ideal Sender and with (an internal copy of) A as a real-world
Receiver. Here S does the following:

1. Ask A to begin an OT protocol, and set the crs for these two parties by
running v = (p,G1,G2,Gr,e,9 € G1,§ € Ga) «— BMsetup(1®), GSs «
GSSetup(y), GSr «— GSSetup(7y), selecting random elements a1,as € Zy,
and setting g7* = g3 = h (and a corresponding relationship for ghggﬁ).
Set crs = (v,GSs,GSR, 1,92, h, §1, G2, h). When the parties query Feors,
return (sid, crs).

2. Obtain the database commitment T' from A. Verify that T' is well-formed,
abort if not. Otherwise, Vi € [1, N] use a1, a2 to decrypt each ciphertext
Ci=(c1,...,¢5,...) asm; = c5/(c5'cy?). Map each element m; € G; to a
string in {0, 1} [1]. Send (sid,S,m1,...,my) to F.

3. Upon receiving (sid, request) from F, return OTRequest(crs, T, 1) to .A. This
response includes two random values di,ds and a non-interactive witness
indistinguishable proof © with respect to GSg € crs that di, ds are “blinded”
values corresponding to ciphertext Cy. This proof can be performed honestly
and without rewinding.

4. If A issues a “reject” message or responds with anything other than a value
in Gy and a valid NIZK proof, then S tells F to fail the request by sending
message (sid, 0). Otherwise, S sends the message (sid, 1) to F.

The indistinguishability argument here follows from the indistinguishability
of the crs (which is identically distributed to a real crs), the perfect extrac-
tion of the messages in step (2)E and the Witness Indistinguishability of the

4 Note that a ciphertext that passes the validity check can be represented as C' =
(ui,u3, 97,95, h"*m,...) for some r, s € Z,, and when (g1, g2, h) have the relation-
ship described above, decryption using a1, a2 always produces m.
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GS proof 7 issued during each request phase, which guarantees that A (the
corrupt Sender) cannot distinguish a request to decrypt C; from a request to
decrypt any other valid ciphertext. Thus, S can adequately mimic its response
pattern.

Simulating the case where only R is corrupted. Next, we consider the
case where the real world adversary A corrupts the Receiver, and thus & must
interact with F as the ideal Receiver and with (and internal copy of) A as
real-world Receiver. This case requires that the ¢ = N for the ¢-Hidden LRSW
assumption. Here S does the following:

1. Ask A to begin an OT protocol, and set the crs for these two parties by run-
ning Y= (p7 GLGQ; GT7 e, g€ le?] € GQ) — BMsetup(l“), (G357tdsim) —
GSSimulateSetup(vy) and (GSRr,tdest) < GSExtractSetup(y). Select random
elements for g1, g2, h, g1, go, h. Set crs — (v,GSs,GSr, 91,92, h, 01,302, h).
When the parties query Fors, return (sid, crs).

2. S must commit to a database of messages for A without knowing the mes-
sages myq,...,my. Thus, § simply commits to random junk messages, and
sends the corresponding T to A.

3. When A makes a transfer request, S uses tde,; to extract the witness W cor-
responding to A’s decryption request from the NIWT proof. (This extraction
is done via opening perfectly-binding commitments which are included in
the WI proof and does not require any rewinding.) This witness includes the
first two elements (c1, c2) of the ciphertext that A is requesting to decrypt,
and from these it is possible to determine the index ¢’ of the ciphertext that
A has requested to open.

4. S now sends (sid, R,0’) to F to obtain the real m, message.

5. Finally, S returns a response to A which opens C, to m, and then uses
tdsim to simulate an NIZK proof that this opening is correct. The NIZK
proof here is designed in such a way that simulation is always possible and
no rewinding is necessary.

The indistinguishability argument here follows from the indistinguishability
of the crs (from a real crs), the indistinguishability of the “fake” database T,
the ability to extract witnesses from the NIWI proofs, and the zero-knowledge
property of “fake” NIZK proofs. In particular, note that the N-Hidden LRSW as-
sumption ensures that any decryption request made by the receiver corresponds
to a valid ciphertext from the database T (if A produces a proof = embedding
invalid ciphertext values, we can use A to solve N-Hidden LRSW or the co-CDH
problem [7], which is implied by N-Hidden LRSW)H Unlike the protocol of [10]

5 Note that we are using both an existentially unforgeable signature scheme, as well
as a selective-ID IBE scheme that has been “retasked” as signature scheme. The
latter leads to a signature that is only secure for a polynomial-sized, fixed message
space. In the full version, we show that this limitation is acceptable given that we
are signing the product of other messages which have been signed using the stronger
signature scheme. Since there are at most a polynomial number of such products,
the construction is secure.
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we are able to base the semantic security of the ciphertexts on a standard de-
cisional assumption (the Decision Linear assumption). This is possible because
the full ciphertext can be constructed using only the DLIN input (see the note
on Ciphertext security below). Notice that S is never both simulating and ex-
tracting via the same (subsection of the) common reference string; indeed, we
do not require that the proofs be simulation-sound.

Simulating the remaining cases. When both the Receiver and Sender are
corrupted, S knows the inputs to S and R and can simulate a protocol execution
by generating the real messages exchanged between the two parties. In the case
where neither party is corrupted, then: when S receives messages of the form
(sid, b;) indicating that transfers have occurred, S generates a simulated tran-
script between the honest S and R. In this case, S runs the protocol as specified,
using as S’s input a random database (11, ...,y ), and (for each transfer), R’s
input ¢’ = 1. If in the #*" transfer b; = 0 then S’s responds with an invalid R
(the empty string). Else, S returns a valid response as in the protocol.

Ciphertext security. We briefly elaborate on the security of the ciphertexts in
our scheme. To prove security when Receiver is corrupted, we must show that a
ciphertext vector encrypting random messages is indistinguishable from a vector
encrypting the real message database. We argue that this is the case under the
Decision Linear assumption. Let D = (g,d, f, f, h, h, g%, f°, z4) be a candidate
Decision Linear tuple. We consider a simulation that behaves as follows:

1. Set uy = g,us = f,uy = g,ue = f Select random y1,y2 € Zp, and set
g1 = ul', g2 = u¥® (and similarly for gi,g2). Fix crs « (v, GS%, GSk, g1,
92, ha §17 §27 h’)

2. Generate (vk1, sk1), (vka, ska), (vks, sk3) as in normal operation. Set pk =
(’U,l7 Ug, ’l~1,1, 'INLQ, 'Ukl, 'ng7 ng).

3. For i =1 to N, choose fresh random s, 1, ts € Z, and set ¢; = g**g*", ¢y =

oot Set C:

_ Y1 Y2 sps(ti+t H H :
C; = (61762701 y G2 7Zdh (6 z)mj75|g175|g2,5|g3)

where sig;, sig,, sig; are generated normally using the proper secret keys.

4. Set T «— (pk,cl, cee 7C’N).

5. The simulation answers requests from the malicious Receiver by extracting
from its proof and simulating correct responses (as described above.)

Note that in the above, if zg = h%*? then the above simulation perfectly encrypts
(ma, ..., my). However, when z4 is a random element of Gy, then the ciphertexts
correspond to encryptions of random elements in G;. Now, suppose for the sake
of contradiction, that there exists an environment Z who can distinguish case
one from case two with non-negligible probability €. Then, it is easy to see that
we can use Z to decide Decision Linear.
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5 On Multiple Receivers

OT is traditionally described as a two-party protocol between a Sender and Re-
ceiver. We presented our main construction in this setting. However, since we
are motivated by the application of OT to database systems, we would also like
to support applications where multiple users share a single database. Naively
this can be accomplished by requiring the database to run separate OT proto-
col instances with each user. However, this approach can be quite inefficient,
and moreover does not ensure consistency in the database viewed by individ-
ual Receivers. Consider a strengthening of the security definition of fgfl (in
Figure [3) to include the additional requirement that all Receivers “view” the
same database, i.e., the database owner cannot selectively alter the messages in
the database when interacting with different receivers — on query o from any
receiver, he must return a value in {m,, L }. In the full version of this work [23]
we discuss extensions to our protocol designed to achieve this property.
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Abstract. Numerous methods have been proposed to conduct crypto-
graphically secure elections. Most of these protocols focus on 1-out-of-n
voting schemes. Few protocols have been devised for preferential voting
systems, in which voters provide a list of rankings of the candidates, and
many of those treat ballots as if they were ballots in a 1-out-of-n voting
scheme. We propose a linked-list-based scheme that provides improved
privacy over current schemes, hiding voter preferences that should not
be revealed. For large lists of candidates we achieve improved asymptotic
performance.
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1 Introduction

Electronic voting is by far the most mature area of secure computation, with
a vast literature (c.f. |[17]). Most electronic voting protocols may be viewed as
attempts to emulate the following physical metaphor: Voters cast ballots into a
large box, at the conclusion of which the box is shaken and opened.

Much work has gone into efficiently and securely approximating this physical
paradigm. However, this type of balloting represents merely one way of specifying
and aggregating preferences. Numerous ways of aggregating preferences have
been proposed, and indeed, are used in major political elections. We consider
one such system, known as instant runoff voting.

1.1 Instant Runoff Voting

Ballots in a single transferable vote (STV) system are submitted as a list of

ordinal preferences. The voters’ first choices are counted, and any candidate

receiving a certain quota of votes is declared a winner. One such example is the

Hare-Clark quota, used in Australian elections:
number of eligible votes 1

number of open seats + 1 '
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Votes in excess of the quota are proportionally “returned” to the voters, and
applied to the next viable choice on their list. If not enough candidates reach
their quota in this fashion, the candidate with the fewest number of votes is
eliminated, and the process continues until all of the open seats are filled.

Although Arrow’s theorem guarantees that there will be some cases for which
Hare-Clark voting induces some pathology, it is attractive in practice for its ability
to avoid “wasted” votes. One has comparatively less incentive (though some still
exists) for strategically not supporting ones favorite candidate because the candi-
date is either assured to win or very likely to lose. Beyond its aesthetic appeal, the
fact that it is in actual use for an important election motivates our attention.

We focus on the special case of Hare-Clark in which there is one open seat,
and thus a candidate needs to win a majority of the votes in order to win the
election. This is a special case known as Instant Runoff Voting (IRV), which is
used in certain local jurisdictions in the United States, including elections in San
Francisco |18] and Cambridge, Massachusetts [16]. In this scheme, if a candidate
has a majority of votes, then he is elected. Otherwise, the candidate with the
fewest votes is eliminated; counters look at the next choices of each ballot that
had a vote for the recent loser. We note that for this special case, there is no need
to redistribute excess winning votes; however, it remains necessary to eliminate
candidates and redistribute these votes.

1.2 Difficulties with the Physical Paradigm

In simple voting an ideal physical ballot box with paper ballots is the “gold stan-
dard” against which electronic protocols are judged; indeed, there have been per-
haps over-nostalgic calls for its use in practice. However, with instant runoff voting,
merely severing the identification between voters and their preference list gives in-
sufficient privacy. Particularly in the case where there is a large number of candi-
dates, a full preference order may conceivably be used to identify a voter and thus
leak information far beyond that revealed by the final vote counts, with obvious
implications for privacy and coercibility. We note that this problem is not specific
to a protocol implementation, but to the nature of what is to be revealed.

As a result, in actual physical elections, one has the choice of either revealing
extra information or placing a great deal of trust in the discretion and trustwor-
thiness of the election officials.

The secure multi-party computation paradigm [3, [14] is arguably a superior
gold standard than any physical ballot box. One endeavors to simulate trusted
election officials, who compute the correct results, but then only reveal that
which is supposed to be revealed.

Thus, an intriguing aspect of this type of voting is that a cryptographic pro-
tocol may potentially offer a solution that is qualitatively superior to current
best practices.

1.3 Related Work

Electronic voting has been a model problem of secure multi-party computation
since it was proposed by Chaum [7]. Many protocols have been proposed for
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single-vote, first-past-the-post-style elections, leveraging homomorphic encryp-
tion or mix-network technologies; see, for example, 2,14, 8,19,112, 122,23, 124, |26]).

Without leaving the realm of simple elections, variations are possible in the
security and privacy guarantees of the voting protocol. For example, receipt-
free and incoercible voting schemes aim to prevent voter intimidation and vote
selling by preventing the voter from being able to prove how they voted; see, for
example, [3, 20, [24]. One may view this property as a closer approximation to
the physical paradigm, in which the voter cannot prove which ballot is theirs. It
should be noted that incoercibility does not follow from the generic multi-party
solutions (though incoercibility can be generalized to this setting [6]).

Hevia and Kiwi [15] consider the problem of revealing the winner of the elec-
tion, but keeping secret the vote tally. As with the problem we consider, the
“ideal” physical implementation of voting does not guarantee as strong privacy
conditions.

The techniques of “standard” electronic voting also yield solutions to simple
preference voting, in which a voter may cast either zero or one votes for each
candidate. For example, one can implement a k-candidate preference voting elec-
tion by k simple 2-candidate elections in which the ith election is used to count
votes for the ith candidate.

Protocols for preferential voting schemes, such as IRV, adopt a similar ap-
proach. Aditya et al. consider elections for the Australian Senate and House
of Representatives [1]. They examine the efficiency of balloting using a naive
balloting representation and straight mix-network and homomorphic encryption
schemes. For an election with k£ candidates, their scheme using homomorphic
encryptions requires posting a ballot of size O(k!) bits. Their basic mix-network
based scheme requires a voter to post a number between 1 and k!, corresponding
to each set of preferences. In their most efficient scheme, they leverage Australia’s
voting machine structure, and adapt it to the vector-ballot approach introduced
by Kiayias and Yung [21] to handle elections with write-in ballots. Each vote is
a 3-vector. The first position contains a homomorphically-encrypted vote, cor-
responding to one of twenty preset choices. The other two positions are used
to represent “write-in” votes (in which voters list their preferences rather than
choosing from a preset list). The write-in votes are submitted in blocks with
some preset preferential votes to a shrink-and-mix network, while blocks with
no write-in votes are tabulated.

1.4 Our Contribution

We contribute a new protocol for instant runoff voting that has superior asymp-
totic performance when there are a large number of candidates and superior
privacy guarantees.

The protocols of Aditya et al. may be applied to the case we consider, as it
is a special case of their own. We thus compare our protocol to this solution,
noting that the comparison is somewhat unfair due to their greater generality.

Although the work required of the voter in the protocol of [1] was small in
other respects, the message length scales super-exponentially in the number of
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candidates. In our solution, the work per ballot construction is roughly quadratic
in the number of candidates.

An arguably more important improvement is in our privacy guarantees. The
protocol of |1] essentially attempts to mirror the privacy properties of existing
systems. Thus, it is acceptable in their framework to reveal individual preference
lists once the direct linkage with voters has been eliminated. Hence, this protocol
necessarily suffers from the weaknesses of the physical solution with respect to
privacy and coercion.

In our protocol, we first reveal the counts of the first-choice preferences each
candidate obtained. Whenever a candidate is eliminated and their votes recast
(using the next viable preference on the preference list), the new counts are also
revealed. However, only these intermediate results are revealed.

One could, of course, strive for even stronger privacy guarantees, such as
revealing only the winner(s), or only revealing the order of elimination. One
might argue that our protocol necessarily reveals statistics, such as the second-
choice preference statistics of those voters whose first choice candidate is the
first to be eliminated.

However, revealing such intermediate counts seems to be reasonable and in-
deed often necessary from a procedural point of view. For most elections, the
electorate wishes to know the final counts, not merely the winner. It would likely
be considered unreasonable to declare that a candidate is eliminated without
giving the actual vote count that was the basis of their elimination.

Furthermore, one can imagine using our protocols on a precinct by precinct
basis, with intermediate counts reported to a conventional voting authority that
decides who next to eliminate. Such regional counts can be useful in detecting
vote fraud. Thus, it may be essential that the tallies from each round be re-
vealed, and that elimination decisions can be made externally and in principle
independently of a the results within an individual precinct.

1.5 Techniques Used

We make original use of standard electronic voting techniques, particularly the
use of re-encryption mix networks (c.f. |7]) and group cryptography (c.f. [10])
and efficient proofs on committed values (c.f. [§]). On a very high level, vot-
ers generate linked lists of encrypted votes that specify their preferences. The
encryptions are done with respect to a key that is held in aggregate by the elec-
tion committee, who can decrypt elements using group cryptography. The head
of the list corresponds to the highest ranked viable candidate. By using group
decryption to decrypt these heads, the first round vote counts may be computed.

When a candidate is eliminated, we must efficiently search out the next el-
ement in the list. However, we must be very careful about leaking extraneous
information. For example, it cannot be revealed what was the original ranking
of the current head of a list. Nor can we reveal for any list the history of which
elements are moved to the head (or we will reveal the list). For this reason, we
keep all but the (current) head elements in a separate table of elements that is
constantly remixed. This separation complicates the problem of finding the next
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element of a list. We use a system of random ID tags to allow us to use group
decryption to find the next elements in the set.

An important technical problem we must deal with is that it would reveal too
much to follow a link from an eliminated top-choice vote only to find another elim-
inated candidate. We must therefore perform surgery on our linked lists, deleting
eliminated candidates from interiors of lists so we will never arrive at them.

To perform all of these list manipulations, we use three mix networks in dif-
ferent ways. Pieces of the ballots are proved consistent before being distributed
among the mix networks. The consistency proofs are done using standard proofs
of equality on committed values. We use standard witness-hiding techniques
and heuristically replace the honest-verifiers with hash function using Gennaro’s
variant [13] of the Fiat-Shamir heuristic [11] (designed to avoid vote duplication
attacks).

Summarizing, we present a scheme that uses a linked-list structure to represent
a ballot, treats all ballots equally using three mix-networks, and also improves
privacy by hiding preferences.

RoAD MAP: In Section 2, we present the basic cryptographic elements of the
protocol: mix-networks, group decryption, and plaintext equality proofs. We
discuss the ballot design and voting procedure in Section Bl We briefly discuss
efficiency and security in Section @l We discuss other possible research directions
in Section Bl

2 Preliminaries

We use a number of basic cryptographic primitives, which we review for self-
containment of the exposition.

RE-ENCRYPTION MIX-NETWORKS: Mix-networks (or mixnets), which are used
to create communication channels that are difficult to trace, consist of a series
of servers that take a series of texts Mjy,..., M, and output a permutation
w(My),...,m(M,) of these texts. In re-encryption mixnets, each mix server takes
in a series of encrypted messages and applies a re-randomization to each cipher
text. In the case of an El Gamal cipher text this re-encryption corresponds
to a selecting a random group element and applying a small number of group
operations. Neff [22] describes a protocol for the shuffling of sequences of El
Gamal pairs. We use a variant of Neff’s protocol in which blocks of encryptions
are mixed - the block are re-encrypted in random order, but the (plaintext)
values within each block are preserved in their original order.

SECRET SHARING AND GROUP DECRYPTION: We proceed with secret sharing
as in [9]. To generate a private El Gamal key to distribute to counters, we use
the (t,n) threshold protocol of Shamir [25]. Namely, for the secret exponent s,
we announce shares s1, . .. s, for the counters, such that for any set I" of ¢ shares,
we can recover the secret.

Using group cryptography, the authorities can simulate a single entity that
alone has access to the decryption key. Decryptions of encrypted values by the
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group is comparatively straightforward and efficient. In our analysis, we will
treat such decryptions as basic operations.

PLAINTEXT EQUALITY PROOFS AND PROOFS OF KNOWLEDGE: Given El Gamal
encryptions of My and Ma, (a1, 51) = (¢", M1h") and (e, B2) = (¢°, M2h®), we
can execute an efficient plaintext equality proof protocol, that proves that M;
and Ms are the same. Also, given an encryption of M and a known value of r, we
must be able to produce (with proof) an encryption of M’ = M + r. For most
homomorphic encryption systems, one can compute the encryption of M + r
from an encryption of M.

It is also crucial that we can perform o proofs of knowledge of encrypted
values (i.e., proofs in which the prover sends an honest verifier a message, the
honest verifier sends a random challenge to the prover, and the prover sends a
reply). In practice, we “compress” such proofs using Gennaro’s variant of the
Fiat-Shamir heuristic in which the verifier’s challenge is computed as a hash of
the first message and the prover’s identity (so as to avoid replaying other player’s
proofs). This heuristic results in a single message “certificate” that the player
knows the values being committed to. We heuristically analyze our protocol as
if the actual proofs were invoked.

The use of proofs of knowledge is crucial to both the correctness and privacy
of our protocol. Intuitively, proving knowledge of a committed value prevents
malleability attacks in which one commits to values that one doesn’t know, but
which are somehow related to other committed values.

3 Voting Scheme

3.1 Preliminary Setup

The protocol uses three mix networks. The pool of first place votes is sent to
mix network 1, subsequent choices of each voter are sent to mix network 2,
and elimination links are sent to mix network 3. At the start of each election,
the authorities announce the public key used for all encryptions. Shares of the
corresponding private key are distributed to the counters using the secret-sharing
scheme described in the previous section.

We also assume the existence of a public “bulletin board” that is used as a
staging area for the mix networks. As we describe below, the encrypted values
sent through the mix networks are subject to various constraints that must be
verified. The encrypted values and their consistency proofs are posted to the
bulletin board and checked before being routed through the mix networks.

3.2 Counter Initialization

The voting authorities collectively set up an El Gamal based public-key group en-
cryption scheme. The public key is made public and is used for the re-encryption
mixer. The private key is held in a distributed fashion by the group.
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3.3 Ballot Design: Constructing the Linked List

On a high level, a ballot is composed of a set of preference elements, each of
which consists of preference data and additional keys used to link the preference
element. In the following discussion, i will denote the preference in the list. We
will have multiple elimination rounds, index by j, each requiring separate links.

To establish a link, each preference element has a set of incoming keys (thought
of as a large random number) in; ;, used to establish a connection with the
preceding element in the list, and a set of outgoing keys, out; ;, used to establish
links with following elements. To establish that z;; follows x; in the linked list
we set out; ; = iny ;. We similarly set up random tags lose; ; that will aid in the
removal of x; if it corresponds to a candidate being eliminated.

For an election with &k candidates, a (proper) voter does the following to
construct a ballot (see Figure [l in the appendix):

1. Determine the order of preferences, x1, ..., z, where each x; is a name (or
number) representing each candidate.
2. Fori=1,...;)k+1land j=1,...,k
— Select the keys in; j for i =1,...,k+ 1 and j = 1,...,k independently
at random (in fact, we require a further step, to ensure that keys are
distinct; see Section B.6]). .
— If i # k41, let out; j = in;4q,;. This operation creates the links between
choices.
— Otherwise, select outy1 ; independently at random. This operation ends
the list at the terminal choice.
— Select the keys lose; ; independently at random.
3. Post (Z1,1ny ;, outy ;, @17j), encryptions of (z1,in; ;,outy ;), for j=1,...,k
to mix network 1. -
4. Fori=2,...,k+1and j =1,...,k, post the tuple (Ei,i?li)j,gﬁimlosei,j)
to mix network 2. -
5. For ¢ = 1,...,k+1and j = 1,...,k, post the tuple (Z;,lose; ;) to mix
network 3.

To complete the ballot, the voter posts plaintext equality proofs [19] made non-
interactive by Gennaro’s modification to the Fiat-Shamir heuristic [13] to verify
that the linked list is composed properly, namely that in; 41 ; = out; ;. To verify
that the removal links point to the proper candidate to be removed, the voter
must also prove that x; and lose; ; are equal across mix networks. Similarly,
the voter posts proofs of knowledge of the encrypted values. All such proofs are
posted to the public bulletin board, and may be verified by all interested parties.

Remark. For our analysis, it is useful to enforce other constraints on the ballot.
For example, there is no real point in having a duplicated a name on ones list,
and we may optionally wish to restrict the names to a specific list of candidates.
The former may be accomplished using proofs of inequality. The latter may be
accomplished used standard mix-net proofs - one writes down a list of encrypted
names and proves that it is a permutation of the allowed list.
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Figure [I shows an example of each component: a portion of a vote and a
removal tag, for an election with 3 candidates. A concrete example and diagram
showing a full voter’s posting are included in the next subsection.

lose;;

in,-'j EnC(Ci) OUt;,'

Enc(c)

|OS€,-,‘,4

Fig. 1. A visualization of the components of a voter’s ballot. A choice posted to mix
networks 1 or 2 is on the left. A removal tag posted to mix network 3 is on the right.
See figure 2] in the appendix, for an example of a complete ballot posted by a voter.

3.4 An Example

Consider an election with three candidates: A. Smith, B. Jones, and C. Johnson,
in which a voter wants to post a vote of (Johnson, Smith, Jones) in that order.
His ballot will be constructed as follows (we give a graphical example of a three
candidate ballot in Figure 2]):

r1, C. Johnson
— Encrypt z;.
— Forj=1,2,3
e Select in; ; independently (indeed, select all keys in. ; at random).
e Set outy ; = ino ; after iny ; has been selected.
e Select lose; ; independently.
Encrypt in; j, outy ;, and losey ;.

Create copies of Z; and lo/s\el,j by re-randomizing the encryption. As a
tuple, these copies are the removal tag that gets posted to mix network
3.
— Post the tuple (71, i?ll,j,al\tl,j, lo/s\eLj) to mix network 1.
T2, A. Smith and z3, B. Jones
— Proceed as with z;. Compute the tuples (%\2731273'70/&27]‘,1;8\627]') and
(/x\g, i/I\lg,)j,O/lR;),J7 10/5\63)]‘) as above.
— Post those tuples to mix network 2. - -
— Post the (re-encrypted) removal tags (T2, loses ;) and (T3, loses ;) to mix
network 3.
x4, the terminal choice
— Encrypt z4.
— For j=1,2,3
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e Select ing ; randomly and encrypt.
e Select outy ; randomly and encrypt.
e Select losey ; randomly and encrypt.

— Post (53\4, in47j, outy j, 108647]‘) to mix network 2.

In order to prove that a vote is valid, the voter must prove the following using
plaintext equality proofs:

— Given ingvj and outLj, show that ingvj = outlvj (i.e., that in27j and outlvj
encrypt the same value)

— Given i/r\lgd‘ and out27j, show that in37j = out27j.

— Given in47j and out37j, show that in47j = out37j.

Similarly, show that

— 271 In network 1 = 1 in network 3.

— x; in network 2 = x; in network 3 (for ¢ > 1).

— losey ; in network 1 = lose; ; in network 3.

— lose; ; in network 2 = lose; ; in network 3 (for i > 1).

3.5 Counting and Elimination

COUNTING: After polls close, counters begin tallying votes:

1. The counters verify the posted proofs of plaintext equality, and accept those
votes whose proofs pass.

2. The mix networks shuffle the pools of votes. The removal tags are mixed in
round 1 only.

3. The counters leave the output of mix network 2, the voters’ subsequent
choices, encrypted.

4. The counters decrypt the first slots, representing the choice of candidate, of
the first-place votes (from mix network 1) and of the removal tags.

5. Counters discard terminal choices or votes for eliminated candidates that
show up in the primary vote pool.

6. Actual counting is trivial. The counters read the decrypted names of the
first-place votes. A candidate is declared the winner if he has enough votes.
Otherwise, a candidate is eliminated.

ELIMINATION: When a candidate L is eliminated, the counters act accordingly:

1. They announce the candidate L to be eliminated in round r, and locate the
removal tags corresponding to L in mix network 3. Recall that this network
contains pairs consisting of encrypted names and encrypted lose values. The
counters can collectively decrypt all of the names, and then for all entries
corresponding to L, decrypt the corresponding lose values. These values may
then be efficiently matched to their corresponding entries in mix net 2, as
discussed below. - R

2. For each choice c in the pools of votes, the counters decrypt lose. , and ing .
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For each removal tag, the counters decrypt @L,m and search for loser, , in
the pools of votes.

When a matching lose key is found, the counters check that the choice slot
encrypts L, to ensure that they are eliminating the proper vote.

Link forwarding is now performed; see Figure[3l The counters decrypt out Lr
and search for an incoming key in.,. The counters use a plaintext equality
test to ensure that the correct link is being followed.

The counters set i?lc,j = i?lL,j, for j = r,..., k. This redirects the links from
the eliminated choice to a choice that is still competing in the election.

If a vote for L was in the primary choice pool, the counters promote the
choice found by following the link.

At the end of round r, the counters discard in.,, out.,, and lose., are
discarded for each candidate c¢. All keys corresponding to round r are now
discarded, and counters will use keys corresponding to round r 4 1 for the
next elimination.

Counters remix the votes using mix networks 1 and 2.

Remark. Eliminating a candidate and forwarding links illustrates the need for
a terminal choice. If a voter’s last choice is eliminated, the previous choice will
now link to the terminal choice, instead of having hanging links. The terminal
choice serves as an “anchor” that will always be among the pool of candidates.

3.6 Ensuring Distinctness and Unrelatedness of Keys

Recall that a link is created by generating a random tag that appears in multiple
places in the mix net. The correctness of the protocol requires that the tags
be distinct and the privacy of the protocol depends on the the inability of an

1 L — P P
| Enc(e) [ | » | Enclcy) [ | » | Enclc) | | > Enc(cs) [ |
| | L L_ | L_ | L_ |
T » » »
[ | ! [ | [ | [ |
A 4 A ! 2 2 4 A 4
|
|
To mix E To mix
net1 ! net 2
PESPENpENN R PR dacacaaaa — [N g L g g g gy [N PRGNS Mg S M U S S S
To mix
net3
[ ] [ [ ]
Enc(ci) Enc(c,) Enc(cs)

Fig. 2. A sample ballot for an election with three candidates
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lose,., .
| :

out,;

lose, ;

(a) Counters find a removal tag for candidate L and decrypt lose, . They follow lose, . and

out,;

lose; ; lose;;

(b) Counters decrypt out, ; and find an instance of in,;in the pool of votes

lose; »; lose;;

(c) Counters replace in;; with in, , removing the vote for L from the linked list

outy;

(d) The choice before L is now
linked to the choice ¢; All keys
for the current round and the
all keys associated with L are
discarded

lose;,

Fig. 3. An example of link forwarding. Encrypted items are in gray, decrypted items
are in white, and discarded items are in black.

adversarial coalition to create nontrivial relations between their tags and those
of good voters.

The latter problem is implicitly dealt with in the full privacy analysis, and
follows from the fact that all of the tags come with proofs of knowledge (here
we assume the idealized version of the protocol, where the proofs of knowledge
are carried out). The values of the tags chosen by the adversarial players must
be decided upon, and known to the adversarial players (via the extractor for
the proof), given only the encryptions of these tags and zero-knowledge proofs
based on these encryptions. If any nontrivial polynomial-time relation R held
(with probability greater than chance) between the values chosen by the good
voters and the values known to the adversaries, this could be used to obtain a
distinguisher that breaks the underlying probabilistic encryption scheme.

However, nothing stops colluding voters (or even a single voter) from making
two tags equal when they should not be. We solve this problem by using a
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standard coin-flipping in the well protocol. The interactive form of this protocol
is as follows:
1. The tag creator generates a random tag T, and encrypts it, generating C.
2. A randomizer generates a random r.
3. The tag creator generates an encryption C’ of 77 = T + r. Note that for
most homomorphic encryption systems, C’ can be generated from C and r.

In this ideal interactive scenario, the value of T” is random. Following Gennaro,
we heuristically choose r as a hash of C, the identity of the tag creator, and a
representation of the “place” of this tag in the protocol as a whole (we simply
ask that this representation never appear twice in the same election).

Of course, if a tag is prescribed to be equal to an earlier generated value, we
simply create the commitment with this earlier value (and prove equality).

It can be shown that if T' and C are chosen correctly (a random value and a
random encryption), then the distribution of 7" is indistinguishable from random.
This is not true if T is chosen adversarially. However, by a standard argument, T’
cannot be chosen to collide with any other tag value, except with negligible prob-
ability, if one replaces the hash function with a random oracle. We heuristically
assume the same holds true for a suitable cryptographic hash function.

We note that the tags are homomorphically encrypted for use in the mix-net;
one can achieve greater efficiency (at some loss of clarity) by putting a randomiza-
tion step in at this point. Even further efficiency can be obtained by limiting the
range of r, say to 192 bits even if the range of the tags is much larger.

4 Analysis

4.1 The Framework and Limits of Our Analysis

Aside from the analysis of efficiency, we cannot formally analyze our protocol in
its recommended usage, which makes use of variants of the Fiat-Shamir heuristic.
We instead, following a long tradition, analyze the “idealized” protocol, in which
the parties engage in true proofs of knowledge and coin-flipping protocols with
a trusted external party.

We also assume that while some of the counters may be corrupt, sufficiently
many are honest so that the mix-net and group decryption protocols are secure
and serially composable.

We also assume that the (essentially external) decisions as to which candidate
is eliminated in any phase are independent of the “internals” of the protocol (i.e.,
based on the encrypted , though they may of course depend on the tallies of who
has how many votes. We note that any sensible decision procedure will not look
any deeper than the precincts vote sub-totals. This limitation may be relaxed,
particularly if k£ is small - essentially giving the adversary full choice over the
elimination sequence requires a k! increase in the computational hardness of
breaking the probabilistic encryptions and subverting the mix-net, coin-flipping
and group decryption protocols

1 'We suspect that with some care, the k! factor may be reduced to kOW, However, a
slightly more intricate analysis is required.
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Thus, we view and analyze our protocol, and the attacks on it, as follows.

1. The voters, both good and malicious, prepare their encrypted lists, and per-
form the requisite proofs and coin-flipping protocols with an honest party.
The malicious voters may see the encryptions generated by the good voters,
and the transcripts of these protocols, but must engage in the proofs and
coin flipping protocols anew (this is why we use Gennaro’s trick to prevent
the reuse of the Fiat-Shamir proofs). It is in the creation of these encrypted
ballots that we allow the adversary the most freedom of operation.

2. For each phase of the counting process, the counters engage in various secure
computations (mix net operations and group decryptions) on the encrypted
values. As we assume that the adversary is unable to corrupt these protocols
(sufficiently), we assume that

— The operations proceed correctly.
— The adversary is able to see the inputs and output of these operations,
but not the actual operation of the protocol.
These two assumptions are justified based on the correctness and simulata-
bility of the underlying sub-protocols. Given the inputs and outputs, anyone
can simulate the set of messages comprising the execution of the secure
computation.

After some of these secure computations, tallies of votes for each surviving can-
didate are generated. We call these tallies ideal snapshots. We call the output of
the secure computations protocol snapshots.

Thus, we can view the attack on the protocol as comprising the (mis)generation
of ballots followed by the observation of a series of protocol snapshots. We compare
such an attack with an ideal attack, which works as follows:

1. The voters, adversarial or not, create ordered lists of candidates.

2. Initially, or after a candidate has been eliminated, the tallies of current first
choice votes for candidate are revealed, corresponding to the ideal snapshot
defined above.

To analyze correctness, we observe that our protocol (at least in its idealized
form) ensures that the ballots correspond to well-defined lists of candidates, and
that the resulting “ideal snapshots” are what they should be given given this list.
To analyze privacy, we go on to show that given the information that may be
extracted from the adversarial voters and the ideal snapshots, one may generate
simulated protocol snapshots that are computationally indistinguishable from
the actual protocol snapshots.

4.2 Efficiency

In a correct vote, each choice consists of a name slot and O(k) keys. The com-
plete construction of the linked list requires O(k?) key values. Because El Gamal
encryption and the plaintext equality proof take a constant number of exponen-
tiations, a quadratic number of exponentiations is needed to cast a vote. Each
ballot will also require O(k?) encryptions. The centers must perform shuffles
on O(nk?) encrypted values per elimination round. Group decryptions must be
performed on O(nk) encrypted values per elimination round.
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4.3 Correctness

To show that this protocol is correct, we show that accepted ballots correspond
to independent, well-formed lists of names, and that the protocol performs the
correct operations on these lists.

Lemma [I] summarizes the result of the zero-knowledge proofs of knowledge
and coin-flipping protocols.

Lemma 1. Suppose we have a collection of submitted ballots that have passed
the zero-knowledge proofs of knowledge given in the Section [33. Then, assum-
ing that all the ballot creators run in probabilistic polynomial time and that the
probabilistic encryptions are secure, the following will hold almost always:

1. All accepted ballots can be mapped to a well-formed list of names and well
formed tag values; all such values may be extracted from the entity submitting
the ballot (and hence performing the proofs of knowledge).

2. All tag values that are specified by the protocol to be equal will be equal; any
two tag values that are not specified to be equal will not be equal.

One important consequence of the proofs of knowledge is that vote duplication
or other forms of mauling are impossible. Suppose that the good voters have vote
lists {L} and generate the (essentially) random tags {¢} used for the linked lists.
We consider two types of adversary. The ideal model adversary, A’, chooses vote
lists { L} and tags {t'}, without seeing {L} and {¢}. The real model adversary, A*
sees a transcript consisting of the actual ballots generated by the good voters, and
is allowed to generate ballots for itself. However, it must perform the specified
proofs of equality and knowledge on these ballots; let {L*} and {t*} be the lists
and tags obtained by the extractor for these proofs (by Lemmalll these lists are
well defined with all but negligible probability). Lemma[2] asserts that A* cannot
use its extra information to any better effect than A’.

Lemma 2. For any probabilistic polynomial time adversary, A*, there is a prob-
abilistic polynomial time adversary A" such that ({L}, {t}, {L'}, {t'}) is compu-
tationally indistinguishable from ({L}, {t}, {L*}, {t*}).

Proof. (Sketch) We use a standard hybrid argument. Given A*, we create a hy-
brid adversary, A;, that runs A* given the encryptions, but with simulated proofs
instead of actual proofs. The output of this adversary must be computationally
indistinguishable from that of A*, or we have a violation of the zero-knowledge
property. We define A’ as the adversary that generates random encrypted val-
ues and runs A;. The output of A’ must be computationally indistinguishable
from that of Aj, or there would be a violation of the semantic security of the
encryption.

We pause to reflect on the meaning of Lemma [l and Lemma B for the types of
attacks that can be staged during the ballot reconstruction phase. The adversary
must create ballots that correspond to well formed lists and tags, such that the
set of tags have no spurious duplications. The lists and tag values had might as
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well be chosen independently of the honest voters. In short, the adversary acts
no differently than an adversary that chooses its lists and tags and engages in
the protocol.

It remains to consider the remainder of the protocol. Recall, we assume that
the adversary is assumed not to be able to corrupt enough counters to interfere
with the mix-net and group decryption operations.

We observe that the details of the ballots (other than the fact that they
are valid) are essentially irrelevant to the rest of the protocol. The proofs are
essentially dropped once they are verified, leaving only the choice of encryptions.
Recall that a re-encrypting mix-net replaces the encryption of some value z with
a random encryption of z. Thus, the precise encryptions chosen by the adversary
almost immediately become irrelevant, as summarized in Lemma Bl

Lemma 3. The result of the first re-encrypting miz-net operation depends only
on the values of the lists and tags encrypted in the ballots, not on the ballots
themselves.

Thus, the only effective difference between a general adversary that chooses its
ballots and a comparatively ideal adversary that chooses its list of candidates
and then participates in the protocol is that the general adversary can specify its
tags arbitrarily (but not to collide spuriously). By a straightforward but tedious
argument, one can show the following:

Lemma 4. Given a set of well-formed ballots, corresponding to a set of lists of
candidates, with no spurious tag collisions, and sequence of candidate elimina-
tions, the vote counts produced at each round will be the same as that produced
by the ideal vote-counting algorithm on these lists of candidates.

Hence, the (partial) freedom to choose the tag values is irrelevant to the inter-
mediate counts of the protocol.
The above Lemmas imply the correctness of our (idealized) protocol.

Privacy. The methodology of the previous section can be extended to simulta-
neously establish privacy as well. Consider the view of the adversary attempting
to corrupt the election. At the time it selects its ballots, it has only seen proba-
bilistic encryptions of the good voters’ lists and tags, and zero-knowledge proofs
on these values. As with the proof of Lemma 2l we can simulate this view with
simulated proofs on random committed values. It remains to simulate the views
of the later parts of the protocols. As before, we use the extraction property of
the proofs to extract the lists {L’} and tags {t'} specified by the adversary. By
the previous section (particularly Lemma [3]), once the ballots have been con-
structed and tested, these values are the only aspects that are relevant to future
steps of the protocol.

We consider the view of the adversary in the ideal and actual settings. In
the ideal setting, the adversary sees {L’} and {t'} and then sees the sequence
of intermediate vote counts (one initial, and one for each elimination phase).
In reality, the adversary sees a sequence of “snapshots” consisting of encrypted
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values output by the mix net, of which some subset are revealed at each stage,
as specified by the protocol and which candidates are eliminated. Additionally,
there is the adversaries view of the actual secure computations we are invoking,
but these are assumed to be simulatable. Lemma [ states that one can simulate
the snapshots given the information available in the ideal model.

Lemma 5. Given the vote lists {L'} and tags {t'} given by the adversary, and
the sequence of vote totals generated in each elimination phase, and the identities
of each eliminated candidate, one can in probabilistic polynomial time generate
simulations of the output of each secure computation operation that are compu-
tationally indistinguishable from the outputs of the protocol.

The proof is a tedious but straightforward hybrid argument.

5 Discussion

RECEIPT FREENESS: One of the more obvious deficiencies of this protocol is its
lack of receipt-freeness. It seems likely that, at the cost of modestly greater com-
plexity, one can make a receipt-free version of this protocol using standard tech-
niques (though we do not claim such a result). The natural approach would be
for voters to interact with a voting entity to securely compute a ballot; the voter
inputs its preferences, but has no more knowledge of the proofs and encryptions
than if another voter had cast a ballot with the same preference list. While gen-
eral secure computation is impractical, the operations required for constructing a
ballot, namely creating randomized encryptions for the candidate names, random
tags and proofs of equality of these tags, are quite amenable to this approach.

PRACTICALITIES: It should be pointed out that we have ignored an entire space
of trust and security issues, assuming for example that voters have completely
trustworthy implementations of their part of the protocol. We view this work as
an early step towards efficient preference-based voting.

EXTENSION TO MULTIPLE WINNERS: This protocol only covers the case of an
election with a single victor. If the election is for multiple seats, winners get
“eliminated.” They keep a quota’s worth of first-choice votes, with the surplus
getting redistributed with a fractional weight. From this protocol, a STV proto-
col, which modifies this protocol by preserving preference hiding and using the
same ideas for link forwarding, but taking the fractional redistribution of votes
into account, may arise.

HANDLING MULTIPLE LOSERS AND WRITE-IN VOTES: It may be foreseeable that a
number of candidates with relatively small tallies of votes will not be able to garner
enough votes to win the election. In this protocol, the votes have to be reshuffled
after each elimination, or authorities may reveal significant link information. We
would like to modify this protocol so that multiple losing candidates can be re-
moved efficiently. This would also allow for the inclusion of write-in candidates.
Write-in candidates with a significant number of votes will stay in the vote pool,
while the occasional sporadic write-in vote will be eliminated promptly.



214 J. Keller and J. Kilian

INCOMPLETE VOTING: A voter may not need to fill out a complete ballot, instead
opting for ranking ¢t-out-of-k candidates. In San Francisco elections, for example,
voters select only three out of k candidates when voting. This scheme is adaptable
to such an incomplete vote, so long as voters post one key per candidate. Each vote
listing ¢ candidates will take O(tk) bits. Schemes that encode a full list of choices
in one ballot will now require at least log(k!) 4 1 bits. If ¢ is sufficiently small, then
this system also improves on the space efficiency of previous schemes. On the other
hand, the privacy of some ballots will be compromised, as terminal choices will
appear in the primary pool of votes; counters may be able to reconstruct ballots
consisting of only eliminated candidates. One potential solution to this is to have
a voter post dummy choices to fill out the ballot.
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Abstract. Encryption schemes that support computation on encrypted
data are useful in constructing efficient and intuitively simple cryp-
tographic protocols. However, the approach was previously limited to
stand-alone and/or honest-but-curious security. In this work, we apply
recent results on “non-malleable homomorphic encryption” to construct
new protocols with Universally Composable security against active cor-
ruption, for certain interesting tasks. Also, we use our techniques to
develop non-malleable homomorphic encryption that can handle homo-
morphic operations involving more than one ciphertext.

1 Introduction

Computation on encrypted data is one of the most intriguing problems in cryptog-
raphy today. There is a long history of works investigating this problem in various
general settings |1, 12,13, 5, 11, [12, 113, [17, 122, 23], as well as in relation to specific
computational tasks (e.g., searching on encrypted inputs [4, I8, 110, 13, 114, [15, [18,
19, 24]). As demonstrated by these works, being able to compute on encrypted
inputs leads to simple intuitive protocols for many cryptographic tasks.

However, compared to some of the core areas in cryptography like encryption,
authentication and secure multi-party computation, the state of the art for com-
putation on encrypted inputs remains quite limited. The majority of encryption
schemes that allow computations on encrypted data are only known to achieve
security against chosen-plaintext attacks. As such, protocols that manipulate
encrypted data often have to employ complicated machinery of zero-knowledge
proofs and/or distributed key management to provide protection against mali-
cious participants. Similarly, issues like composability of protocols have hardly
been explored for this problem.

In this work we take a closer look at the composability and non-malleability
aspects of computation on encrypted data. Our goal is to construct protocols
that are secure in the demanding setting of Universally Composable (UC) secu-
rity |7]. The main challenge is in forbidding a malicious party from manipulating
encrypted data in unwanted ways. The traditional solution to this problem is
to use zero-knowledge proofs to enforce honest behavior. However, general zero-
knowledge proofs are not possible in the UC framework.
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Instead, our approach is to restrict malicious parties’ capabilities via strong
non-malleable guarantees on the encryption scheme itself. This approach has the
additional benefit that shifting some of the security burden to the encryption
scheme allows us to construct conceptually simple protocols that still achieve
strong security against malicious parties.

Requiring “non-malleability” for an encryption scheme may seem counter-
productive to the goal of computing on its encrypted data. Indeed, a scheme
must necessarily be malleable in some way for its encrypted data to be manip-
ulated. However, a security notion called Homomorphic-CCA (HCCA) security
has recently been defined in [20], meaningfully combining homomorphic com-
putational features and non-malleability. Briefly, a scheme that achieves HCCA
security is homomorphic with respect to certain operations, but explicitly forbids
all other manipulations to the underlying plaintext.

The HCCA security requirement is strong enough to be meaningful in the
UC framework, but unlike general-purpose UC zero-knowledge proofs, can be
achieved in the plain model. Indeed, such a scheme has been constructed in
[20], under a standard assumption. However, that construction only supports a
very limited class of homomorphic operations. In particular, it does not support
operations which combine multiple encrypted inputs, which are relevant in the
context of computation on encrypted data. Our contribution in this work is to
show that when used with appropriately encoded data, the relatively unexpres-
sive scheme from [20] can be used to robustly implement more sophisticated
computations on data encrypted in multiple ciphertexts.

1.1 Overview of Our Results

Background: Non-Malleable Homomorphic Encryptions. Computation on en-
crypted data necessitates having an encryption scheme that supports some ho-
momorphic operations. However, when considering security against malicious
parties, a non-malleability requirement is also generally needed.

A key component in our constructions is a public-key encryption scheme that
meaningfully combines both non-malleability and homomorphic operations. Such
schemes were introduced in |20]. We review the relevant security definitions for
these schemes in Section [2l For the purposes of this overview, the reader may
consider a “non-malleable (unary) homomorphic encryption scheme” to be one
in which the only ways to construct a valid ciphertext are: (1) encrypting a
known message, or (2) applying a homomorphic operation to some Enc(m) to
obtain Enc(T'(m)), for any function T in a set of allowed transformations. The
set of allowed transformations is a fixed parameter of the encryption scheme,
and it is infeasible for an adversary to generate a ciphertext whose value de-
pends on other ciphertexts in any other way. Furthermore, ciphertexts derived
via the homomorphic operation are completely indistinguishable (even to the
recipient) from ciphertexts generated by the standard encryption operation. In
[20], a construction was given for a family of encryption schemes that support
these requirements for a range of allowed transformation operations related to
cyclic group operations. Our results do not rely on any additional properties of
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that construction, but uses the primitive in a black-box manner, and as such, can
be instantiated with the construction in |20] or any future construction satisfying
the appropriate security requirements.

The common technique in our constructions is to exploit the power of this en-
cryption scheme as follows: We encode the input data with some special random-
ized “integrity” information into a vector of several ciphertexts. The integrity
information is intended to correlate the vector of ciphertexts together into one
“bundle.” The homomorphic property of the scheme ensures that the integrity
information and data can be manipulated in certain ways. For instance, in both
of our main results, the integrity information can be “re-randomized” using the
scheme’s homomorphic operations.

When using a homomorphic non-malleable encryption scheme in a protocol,
already by the non-malleability property of the encryption scheme, ciphertexts
can only be derived from others using a certain limited class of operations. By
employing an appropriate integrity encoding, we further enforce that among
the small set of allowed operations, the only ones which preserve/maintain the
integrity information are the legitimate operations prescribed by the protocol.
In other words, the integrity encoding provides a means to give and verify an
implicit zero-knowledge proof that the protocol is being honestly implemented.

Opinion Polling. Our first result is an “opinion poll” protocol that elegantly
illustrates the power of the combination of non-malleability, unlinkability and
homomorphism in a single encryption scheme. The protocol is motivated by the
following scenario: A pollster wishes to collect information from many respon-
dents. However, the respondents are concerned about the anonymity of their
responses. Indeed, it is in the interest of the pollster to set things up so that
the respondents are guaranteed anonymity, especially if the subject of the poll
is sensitive personal information.

To help collect responses anonymously, the pollster can enlist the help of an
external tabulator. The respondents require that the external tabulator too does
not see their responses, and that if the tabulator is honest, then responses are
anonymized for the pollster (i.e., so that he cannot link responses to respon-
dents). The pollster, on the other hand, does not want to trust the tabulator at
all: if the tabulator tries to modify any responses, the pollster should be able to
detect this so that the poll can be invalidated.

A relevant view of this problem is as an instance of a model that we call
crypto-computing on third-party inputs — a model that extends the “crypto-
computing” model from [23]. In this new model, the inputs to the computation
are owned by a set of parties other than the client (who receives the output —
the pollster in our case) and the server (who does the actual computation on
encrypted data — the tabulator in our case). This separation of roles introduces
new security requirements: (1) Privacy for the input parties: the client should
not learn anything other than the intended output value. The server should not
learn anything either. (The input providers are not necessarily interested in the
correctness of the computation.) (2) Robustness: a malicious server cannot make
the client accept an output that is inconsistent with the parties’ inputs.
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The opinion poll scenario is similar to the classic setting for mix-nets [9],
where a group of servers accepts a list of ciphertexts and outputs a random
permutation of their decrypted values. However, in many mix-net protocols it
can be quite complicated to enforce the correctness of outputs against a malicious
(i.e., actively corrupt) server (in our case, the tabulator in particular). Often
zero-knowledge proofs [16], or distributed decryption via verifiable secret sharing
are used to enforce the integrity of operations performed on the ciphertexts. In
contrast, our use of non-malleable homomorphic encryption leads to a simple
and elegant UC-secure protocol.

The main idea in our protocol is to use an encryption scheme whose only
homomorphic operation is Enc(a, 8) — Enc(a, t83), where ¢, «, § are elements of
some cyclic group. In other words, plaintexts consist of a pair of group elements.
Anyone can multiply (apply the group operation to) the second plaintext compo-
nent with a known value ¢, but the first component is completely non-malleable,
and the two components remain “tied together.” Now, to implement the opinion
poll protocol, the pollster generates a (multiplicative) secret sharing ri,...,7,
of a random secret group element R, then sends to the ith respondent a share
r;. Each respondent sends Enc(m;, ;) to the tabulator, where m; is his response
to the poll. Now the tabulator can blindly re-randomize the shares (multiply the
ith share by a random s;, such that [, s; = 1), shuffle the resulting ciphertexts,
and send them to the pollster. The pollster will ensure that the shares encode
the secret R and accept the results.

Informally, security is argued as follows. The pollster only sees a random
permutation of the responses, and since the multiplicative sharing of R is re-
randomized, there is no way to link any responses to the r; shares he originally
dealt to the respondents. The tabulator sees only encrypted data, and in par-
ticular has no information about the secret R or any individual shares r;. The
only way the tabulator could successfully (with non-negligible probability) gen-
erate ciphertexts whose second components are a multiplicative share of R is
by making exactly one of his ciphertexts be derived from each respondent’s ci-
phertext. By the non-malleability of the encryption scheme, each response m;
is inextricably “tied to” the corresponding share r; and cannot be modified, so
each respondent’s response should be represented exactly once in the tabulator’s
output. Finally, observe that the responses of malicious respondents must be in-
dependent of honest parties’ responses — by “copying” an honest respondent’s
ciphertext to the tabulator, a malicious respondent also “copies” the correspond-
ing r;. The resulting shares would be inconsistent with overwhelming probability.

We also show a similar protocol where the computation performed is a boolean-
OR of the respondents’ boolean inputs (where the tabulator also provides an in-
put). Again, the non-triviality in these constructions is not in the complexity of the
computation performed, but in ensuring (using only the properties of the encryp-
tion scheme, and in particular no zero-knowledge proofs) that a malicious server
cannot do anything unwanted without detection.

Binary Homomorphic Encryption. Our second contribution is an extension of
the non-malleable homomorphic encryption scheme of [20]. The scheme of |20]
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is homomorphic in an inherently unary way; it prohibits operations that com-
bine multiple ciphertexts together in a homomorphic way. However, many
existing applications of (plain) homomorphic encryption schemes rely on com-
bining multiple ciphertexts together. Unfortunately, in [20], it was shown that
it is impossible to achieve the natural extension of the security definitions to
the setting where the homomorphic operations act on multiple ciphertexts.
The complication arose from the tension between the non-malleability require-
ment and the wunlinkability requirement (namely, that a ciphertext not leak
whether it was derived as a normal encryption or via one of the homomorphic
operations).

In this work, we show that a meaningful relaxation of these definitions can be
achieved. Instead of settling for absolute unlinkability, we consider a relaxation
similar to that used in [23], in which ciphertexts grow in size after applying
the operations. Thus, a ciphertext will reveal no more than (an upper bound
on) the number of homomorphic operations that have been applied to derive it.
However, unlike in 23], our goal is to achieve non-malleability and robustness
against malicious adversaries.

We construct an encryption scheme that supports the binary group operation
in a cyclic group; i.e., anyone can transform Enc*(a) and Enc*(8) into Enc*(af3),
but the scheme is otherwise non-malleable. Lacking a “standard” security defi-
nition for such an encryption scheme, we prove that our construction is a UC-
secure realization of a natural ideal functionality, whose details are motivated
by extending the UC functionality considered in |20].

The main idea in our construction is to encode a message m as a vector
Enc(my),...,Enc(ms), where the m;’s are a random multiplicative sharing of m
in the group. and Enc is a non-malleable homomorphic encryption scheme that
supports (unary) group operations (from |20]). To “multiply” two such encrypted
encodings, we can simply concatenate the two vectors of ciphertexts together,
and rerandomize the new set of shares (multiply each component by s;, where
[I; si =1, as in the opinion poll protocol) to bind the sets together.

The above approach captures the main intuition, but our actual construction
uses a slightly different approach to ensure UC security. In the scheme described
above, anyone can split the vector Enc(my), ..., Enc(my) into two smaller vectors
that encode two (random) elements whose product is m. We interpret this as a
violation of our desired properties, since it is a way to make two encodings whose
values are related to a longer encoding. To get around this problem of “breaking
apart” these ciphertexts, we encode m as Enc(as, 31), ..., Enc(ax, Br), where the
a;’s and f3;’s form two independently random secret sharings of m. Rerandom-
izing these encodings is possible when we use a scheme that is homomorphic
with respect to the operations («, 3) — (ta, s83). Now these encodings cannot
be split up in such a way that the first components and second components
are shares of the same value. Note that it is crucial here that because of the
non-malleability properties of the scheme, the («;, 8;) pairs cannot themselves
be “broken apart.”
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2 Preliminaries

Homomorphic Encryption Syntaxr and Security. Our constructions use homo-
morphic encryption schemes that have unary homomorphic operations on the
plaintext messages. That is, we suppose there is a procedure CTrans, which
takes a ciphertext and a (description) of a function T' on plaintexts, such that
Decsi (CTrans(¢,T)) = T'(Decsk(€)) is satisfied.

Prabhakaran and Rosulek [20] introduced security definitions for homomor-
phic encryptions that combine non-malleability as well as robust homomorphic
features. Schemes satisfying these definitions are vital for achieving UC security
in our constructions. We present a high-level overview of their security definitions
below; we refer the reader to Appendix [A] for the complete formal definitions.

Informally, a homomorphic encryption scheme achieves Homomorphic-CCA
(HCCA) security with respect to a set of functions 7 if the scheme is non-
malleable except for the possibility of changing an encryption of m into an
encryption of T'(m), for T € T (i.e., no other operations are possible in the
scheme). We also consider the complementary requirement: Informally, a homo-
morphic scheme is unlinkable with respect to 7 if it is indeed possible to change
encryptions of m into encryptions of T'(m) for T € T as a feature (using the
CTrans operation), in such a way that ciphertexts do not reveal whether they
were generated via Enc or via CTrans.

Formalizing the intuitive HCCA requirement in a general way is non-trivial. It
is achieved in [20] by requiring that there be an additional procedure RigEncp
(used only in the analysis) which outputs a special “rigged” ciphertext ¢ and
some auxiliary information S, such that  is indistinguishable from a normal ci-
phertext. The rigged ciphertext does not necessarily encode a message; however,
there is a corresponding procedure RigExtractg, which, when given another ci-
phertext ¢/ and the auxiliary information S, determines whether ¢’ was obtained
by applying a transformation to ¢, and if so, outputs that transformation. The
formal HCCA security experiment enforces the indistinguishability of rigged and
normal ciphertexts, as well as the correctness of RigExtract’s output. Intuitively,
if RigExtract only outputs transformations in 7, then ciphertexts can only de-
pend on the values of other ciphertexts according to transformations in 7.

The unlinkability requirement is formalized via a more straight-forward se-
curity experiment. At a high level, the experiment enforces that for all adver-
sarially generated ciphertexts ¢ such that Decgg (¢) # L, the two distributions
Encpi (T (Decsk(¢))) and CTrans({,T) are indistinguishable, even in the pres-
ence of a decryption oracle.

Concrete constructions. Prabhakaran and Rosulek |20] give a construction achiev-
ing the desired properties for various kinds of homomorphic operations, under the
Decisional Diffie-Hellman assumption.

Let G be a cyclic group, and let G™ denote the product group, where we
extend the group operation in G component-wise. For o € G", define the function
T, : G — G™ as the “multiplication by ¢” operation: T,(«) = o«. Finally, for
any H C G", define Ty = {7, | 0 € H}.
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Theorem 1 ([20]). For any n > 1 and any subgroup H of G", there is an en-
cryption scheme with message space G™ that is simultaneously HCCA-secure and
unlinkable, with Ty as the set of allowed operations, provided that the Decisional
Diffie-Hellman (DDH) assumption holds in G and any subgroup of ZTGI'

Our two main results use instantiations of the above construction with n = 2,
and H = {1} x G and H = G?, respectively.

3 Opinion Polling

We describe an intuitively simple yet robust protocol for the opinion polling
application described in Section [T, using HCCA encryption as a component.

Formally, we give a secure protocol for the UC ideal functionality Fpou, de-
scribed in Figure[Il For the opinion polling application, we associate the pollster
with party Peient, the tabulator with Psener, and the respondents with the input
parties Pi, ..., P,. Note that in Fyol, Felient learns only a random permutation
of the parties’ inputs, while Psger learns nothing about their inputs (except the
knowledge of who has submitted inputs). Also, Pserer and each input party can
cause the process to abort without Pejient accepting any output.

On input [SETUP, Pelient; Peerver, P, - . ., Pn] from party Peiient:

— Send [SETUP, Pjient, Prerver] to each party P;.
— Send [SETUP, Pejient, P1, - - ., Pn] t0 Prerver-

On input [INPUT, z;] from input party P;:
— Send [INPUTFROM, P;] t0 Pierver, and remember ;.

On input “OK” from Peerver:

— If Pierver is corrupt, expect to receive from Pierver & permutation o on {1,...,n}.
If Pierver is honest, choose o at random.

— If not all Pi,..., P, parties have supplied an input, or if some z; = L, then
send L to Pient.

— Otherwise, give (Z5(1),---;To(n)) tO Pelient-

On input “CANCEL” from a corrupt Pserver, send L to Pejient.

Fig. 1. UC ideal functionality Fpol

The Protocol. We present our protocol for Fyo following the high-level overview
given in Section [[LTl We then prove that the protocol is a UC-secure realization
of Fpoit, provided that at least one of {Pejient, Peerver | are honest.

Let & = (KeyGen, Enc, Dec, CTrans) be an unlinkable HCCA-secure scheme,
whose message space is G2 for a cyclic group G, and whose allowed (unary)
transformations are (a, ) — («,t8) for all t € G. We suppose the CTrans
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operation accepts arguments as CTrans(C,t), where t € G specifies the transfor-
mation (a, 8) — (a,tB). We abbreviate the CTrans(C,t) operation as “t x C”.
Thus ¢ * Encpk (o, 8) is indistinguishable from Encpg (v, t3), in the sense of the
unlinkability definition.

The protocol proceeds as follows:

1. Prjent generates a key pair (SK, PK) < KeyGen and chooses random elements
T1,...,mn < G, remembering R = [], r;. She then sends (PK,r;, Pserver) to
each party P;, and sends (Pgient, P1, - - -, Pn) t0 Peerver-

2. Input party P; holds input x;. He receives (PK,7;, Peerver) from Pejient, then
sends Encpg (2;,7;) t0 Peerver through a secure channel.

3. Peerver collects ciphertext C; from each input party P;, then chooses a random
permutation ¢ on [n] and random sy, ...,s, < G subject to [[,s; = 1. He
computes C] = s,(;) * Cy(;y and sends (C1,...,C;,) to Peient

4. Prjent decrypts each C/ as (a}, 7)) < Decgk (C}). If any decryptions fail, or if

[1; 7; # R, she aborts. Otherwise, she outputs (21, ..., 2;,)=(Zs(1), - - - To(n))-

Theorem 2. If £ is unlinkable and HCCA-secure with message space G2, and
allowed transformations as described above, where |G| is superpolynomial in
the security parameter, then our protocol is a secure realization (with respect
to static corruptions) of Fpon, against adversaries who corrupt at most one of

{Pserveh Pclient}-

Proof. Given a real-world adversary A, we construct a simulator S. We break
the proof down into 3 cases according to which parties A corrupts:

Case 1: If A corrupts neither Pigner NOT Peient, then suppose by symmetry
that A corrupts some input parties Pi,..., Py. Then the main task for S is to
extract the inputs of each corrupt P; and send them to Fyey. S simply does the
following:

— On receiving [SETUP, Pejients Peervers P1, - - - , P from Fpqy, generate (PK, SK)
— KeyGen. Choose random ryq,...,7, < G and simulate that Pjent sent
(PK,r;, Perver) to each corrupt input party P;.

— If not all corrupt parties P; send a ciphertext C; to Pserer, then abort. Oth-
erwise, set (x;,7}) < Decgi (C}).

— If any of the above decryption fails, or if [ [, 7} # [, ri, then send [INPUT, L]
to Fpol on behalf of each corrupt input party P;.

— Otherwise send [INPUT, x;] to Fpon on behalf of each corrupt input party P;.

It is straight-forward to see that in the cases where S sends [INPUT, L], then by
the honest behavior of Pierver and Pkjient, the protocol would have mandated that
PLjient refuse the output.

Case 2: If A corrupts Prient and (without loss of generality) input parties
Py, ..., P, then S does the following:

— When corrupt Pejient sends (PK, 7y, Peerer) to each honest input party P,
send [SETUP, Pejient; Peervers P, - - -y Pn] 10 Fpoil 00 behalf of Peient.
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— When a corrupt input party P; sends a ciphertext C; to honest Peeper, send
[INPUT, 1] to Fpon on behalf of P;.

— When Fpq) gives the final output to S, remove as many 1’s from the output
list as there are corrupt input parties. Call the remaining outputs xgy1,
..., Tn. Honestly simulate the remainder of the protocol on behalf of the
honest input parties, using z; as the input for honest party P;.

Since Pejent is corrupt, S can legally obtain the set of honest input parties’
inputs. The only difference therefore between the view of A in the real world
and our simulation is that the honest parties are simulated with inputs that
may be permuted. However, since Pseper 1S honest, Pejient’s view in the protocol
is independent of any permutation on the honest parties’ inputs.

Case 3: If A corrupts Pseer and input parties Pi,..., Py, then S does the
following:

— When Fyon gives [SETUP, Peient, Pi, ..., Py] to S, generate (PK,SK) «
KeyGen. Pick random r1,...,r, «— G and simulate that Pgjen sent (PK,r;,
Pierver) to each corrupt P;.

— When Fpon gives [INPUTFROM, P;] to S for an honest party (¢ > k), generate
(Ci, S;) « RigEncpy and simulate that P; sent C; t0 Peerver- Remember S;.

— When Peewer sends Pgient a list of ciphertexts (C1,...,C!), do the following
for each i:

o If Decgi (Cl) # L, then set (z;,7}) — Decsi (CY).

e Else, if RigExtractg (C?,S;) # L for some j, set r} :=r; - RigExtractgy

(Czla SJ)

o If both these operations fail, send CANCEL to Fpo on behalf of Peerver.
If [[,7; # II,r: or for some j > k, there is more than one ¢ such that
RigExtractg; (C7,S;) # L, then send CANCEL to Fpon on behalf of Perver.
Otherwise, let o be any permutation on [n] that maps each j > k to the
unique ¢ such that RigExtractgy (CY,S;) # L. Send [INPUT, 2, (2)] to Fpon on
behalf of corrupt P; (i < k), and then send OK to Fpon on behalf of Pierver,
with o as the permutation that Fyo expects.

In this case, the primary task of S is to determine whether the corrupt Pserver
gives a valid list of ciphertexts to Pgjient- Applying the HCCA definition in a se-
quence of hybrid interactions, we see that the behavior of the real world interac-
tion versus this simulation interaction is preserved when appropriately replacing
Enc/Dec with RigEnc/RigExtract.

Note that the adversary’s view is independent of 7441, ..., 7. If Decgx (C)) #
L, then the corresponding 7 value computed by the simulator is also indepen-
dent of r441,...,7n. Thus the only way [[,7 = [[,r; can be satisfied with
non-negligible probability is if for each honest party P;, exactly one 7 satisfies
RigExtractg (C?,S;) # L. In this case, there will be exactly as many x;’s as cor-
rupt players, and the simulator can legitimately send these to Fyo as instructed
(with the appropriate permutation).

Boolean OR on Encrypted Data. Using a similar technique, we can obtain a UC-
secure protocol for a boolean-OR functionality. This functionality is identical
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t0 Fpoll €xcept that Pierver also gets to provide an input (say we identify Prerver
with Fy), and instead of giving (z,(0), - -, To(n)), it gives \/, x; as the output to
Pclient-

We can achieve this new functionality with a similar protocol — this time,
using an encryption scheme that is unlinkable HCCA-secure with respect to all
group operations in G2. P.jent sends shares r; to the input parties as before. The
input parties send Encpg (2, 7;) t0 Peerver, where z; = 1 if P;’s input is 0, and x;
is randomly chosen in G otherwise. Then, Piener rerandomizes the r; shares as
before, and also randomizes the x;’s in the following way: Pserver multiplies each
x; by s; such that [ [, s; = 1 if Peerver’s input is 0, and [ [, s; is random otherwise
(Pserver can randomize both sets of shares simultaneously using the homomorphic
operation). Pient receives the processed ciphertexts and ensures that [], 7 = 1.
Then if [[, 2} = 1, it outputs 0, else it outputs 1.

We note that this approach to evaluating a boolean OR, (where the induced
distribution is a fixed element if the result is 0, and is random if the result is 1)
has previously appeared elsewhere, e.g., |5, l6].

Relation to Voting. Our opinion polling protocol falls short of a solution for the
classic election scenario in several aspects. First, in our scheme, respondents can
cause the entire protocol to abort. Second, the respondents have no stake in the
correctness of the results; if the pollster publishes the entire set of responses,
there is no way for respondents to verify its correctness. Respondents may sub-
mit their vote accompanied by a randomly chosen nonce — this would allow a
respondent to verify that his own response was included, but not that the entire
set of responses is valid. Adding a publicly published nonce also allows trivial
vote-selling. We finally note that an election protocol (in which all participants
receive guaranteed correct results) is not possible in the plain UC model, given
the impossibility results of [21].

4 Non-malleable Homomorphic Encryption for Binary
Operations

In [20], it was shown that no homomorphic encryption can be completely un-
linkable and also allow a group operation over the message space as a binary
homomorphic operation — that is, an operation that multiplies two encrypted
group elements. Still, the impossibility result left open the possibility of achiev-
ing a relaxation of these requirements. We consider a relaxation similar to [23];
namely, we allow the ciphertext to leak the number of operations applied to it
(i.e., the depth of the circuit applied), but ideally no additional information.

Informally, we associate a length parameter with each ciphertext. If a length-
¢ and a length-¢' ciphertext are combined, then the result is a length ¢ + ¢’
ciphertext.

Security Definition. Our formal definition is in the form of an ideal functionality
in the UC framework. It is a generalization of the “homomorphic message post-
ing” functionality presented in [20], to the case where multiple messages can be
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The functionality keeps track of a database of records of the form (handle, ¢,m).
Let GetHandle(args) be a subroutine which sends [HANDLE-REQ, args| to the ad-
versary and expects in return a string handle. If handle is previously recorded in
the database, abort; otherwise, return handle.

Setup: On receiving a command [SETUP] from a party P: If a previous SETUP
command has been processed, abort. Else, send [ID-REQ, P] to the adversary, and
expect in response a string id. Broadcast [ID-ANNOUNCE, P, id] to all other parties.

Dummy handles: On receiving a command [DUMMY, £, handle] from a corrupt party
only, internally record (handle, ¢, 1) and broadcast [HANDLE-ANNOUNCE, handle] to
all parties.

Posting messages: On receiving a command [POST, £, mo, handley, . . ., handle] from
a party sender: If any handle; is not recorded internally, or mo ¢ G, ignore the
request. Otherwise, suppose (handle;, ¢;, msg;) is recorded for each i. If £ < 3. 4;,
ignore the request. Let D = {i|m; = L} C [k], the indices of the dummy handles.
Set m* = mg * HieD m;, the product of known plaintexts involved.

—If D = 0 (no dummy handles involved): If P is corrupt, set handle® «
GetHandle(sender, £,m™); otherwise let handle® «— GetHandle(sender, ¢). Inter-
nally record (handle®, ¢, m*) and broadcast [HANDLE-ANNOUNCE, handle] to all
parties.

= If£ >3, ¢ (not entirely derived from dummy handles): If P is corrupt, set
handle’ « GetHandle(sender, £', m*), else set handle’ « GetHandle(sender, ¢).
Internally record (handle’, ¢',m™).

Set handle* < GetHandle(sender, ¢, {handle’} U {handle; | i € D}). Internally
record (handle*, ¢, 1) and send [HANDLE-ANNOUNCE, handle*] to all parties.

— Otherwise (dummy handles only), Set handle* —
GetHandle(sender, £,mq, {handle; | ¢ € D}). Internally record (handle®, ¢, L)
and send [HANDLE-ANNOUNCE, handle*] to all parties.

Message reading: On receiving a command [GET, handle] from party P (who gave
the first SETUP command): If (handle, £, msg) is recorded internally, send msg to P;
else send L.

Fig. 2. UC ideal functionality Fg, parametrized by a cyclic group G

combined. The functionality, called Fg, is given in full detail in Figure[2l Below
we explain and motivate the details of the definition.

The Fg functionality allows users to post messages to each other, as on a bul-
letin board. The messages are stored in the functionality’s memory, and are not
given out except to the designated recipient. Instead, messages can be referred
to using abstract handles, which reveal no information about the message.

Following our desired intuition, users can only generate new messages in two
ways (for uniformity, all handled in the same part of the functionality’s code).
A user can simply post a message by supplying a group element m (this is
the case where k = 0 in the user’s POST command). Alternatively, a user can
provide a list of existing handles along with a group element m. If all these
handles correspond to honestly-generated posts, then this has the same effect as
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if the user posted the product of all the corresponding messages (though note
that the user does not have to know what these messages are to do this). We
model the fact that handles reveal nothing about the message by letting the
adversary choose the actual handle string, without knowledge of the message.
The designated recipient can obtain the message by providing a handle to the
functionality. Note that there is no way (even for corrupt parties) to generate a
handle derived from existing handles in a non-approved way.

However, (as in |20]) adversaries can also post dummy handles, which contain
no message. When a user posts a derived message using such a handle, the
resulting handle also contains no message. However, the adversary is also told
that the handle was used in a derived POST command. The adversary also gets
access to an “intermediate” handle corresponding to all the non-DUMMY handles
that were combined in the POST request. Still, the adversary learns nothing
about the messages corresponding to these handles. This weakness is slight and
natural, since the adversary could output a ciphertext encrypted under some
key unknown to the other participants. The ciphertext would be meaningless to
the other parties, but the adversary could also be able to detect when someone
has derived another message using it.

One may of course consider interactive protocols for Fg. However, we restrict
attention to non-interactive protocols obtained via encryption schemes — where
KeyGen implements the SETUP command, Enc and CTrans implement the POST
command, and Dec implements the GET command, all in the natural ways.

The Construction. Let £ = (KeyGen, Enc, Dec, CTrans) be an unlinkable HCCA-
secure scheme, whose message space is G2 for a cyclic group G, and whose allowed
(unary) transformations are all group operations in G2. We suppose the CTrans
operation accepts arguments as CTrans(C, (r,s)), where r,s € G specify the
transformation («, 8) — (ra, s3). We abbreviate the CTrans(C, (r, s)) operation
as “(r,s)*C”. Thus (r, s)*Encpg (a, () is indistinguishable from Encpk (ra, sf),
in the sense of the unlinkability definition.
The new scheme &£* is given by the following algorithms:

Key generation (KeyGen®). Same as KeyGen.
Encryption (Enc*). To encrypt an element m € G in a length-¢ ciphertext,
output

C = (EncPK(al,ﬂl), ey EnCPK(Oég,ﬂg)>

where «;, §; are randomly chosen in G subject to the constraint Hi o =
Hi 51’ =m.

Decryption (Dec®). To decrypt a ciphertext C = (Ci,...,Cy), decrypt each
C; to get (o, B;). If any decryption returns L, or if [[, a; # []; Bi, output
L. Else output []; .

Transformation operation (CTrans®). To “multiply” two given ciphertexts
C=(Cy,...,Cp) and C" = (C4,...,Cy), output a random permutation of:

((7"1, s1) % Cry.evy (e, 80) % Coy (rog1, Se41) * O ooy (Togary Sogr) * C’é,)
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where 74, 5; are randomly chosen in G subject to [[, 7 = [[, s =1
To “multiply” a single given ciphertext C = (C1,...,Cy) by a given known
group element R € G (without increasing the ciphertext length), output:

((7“1,81) * O,y (T, 8e) * Ce)

where r;, s; are randomly chosen in G subject to [[,7; =[],si =R

We note that the syntax of CTrans™ can be naturally extended to support mul-
tiplying several ciphertexts and/or a known group element at once, simply by
composing the operations described above.

Theorem 3. If £ is unlinkable and HCCA-secure with respect to G2, where |G|
is superpolynomial in the security parameter, then £* (as described above) is a
secure realization of Fg, with respect to static corruptions.

Proof. Let& = (KeyGen, Enc, Dec, CTrans) be the unlinkable HCCA-secure scheme
used as the main component in our construction, and let RigEnc and RigExtract be
the procedures guaranteed by HCCA security.

We proceed by constructing an ideal-world simulator for any arbitrary real-
world adversary A. The simulator S is constructed by considering a sequence of
hybrid functionalities that culminate in Fg. These hybrids differ from Fg only
in how much they reveal in their HANDLE-REQ requests to the adversary.

Correctness. Note that Fg only makes two kinds of HANDLE-REQ requests: those
containing a lone message, and those containing a list of handles.

Let F1 be the functionality that behaves exactly as Fg, except that every time
it sends a HANDLE-REQ to the simulator, it also includes the entire party’s input
that triggered the HANDLE-REQ. Define §; to be the simulator that internally
runs the adversary A, and does the following:

— When F; gives (ID-REQ, P) to Si, it generates a key pair (PK,SK) «—
KeyGen and responds with PK. It simulates to A that party P broadcast
PK.

— When F; gives a HANDLE-REQ to S1, it generates the handle appropriately
— with either Encp or CTrans™ on an existing handle, depending on the
party’s original command which is included in the HANDLE-REQ. It simulates
to A that the appropriate party output the handle.

— When A broadcasts a length-£ ciphertext C, S; tries to decrypt it with
Decgy. If it decrypts (say, to m), then Sy sends a (POST, £,m) command to
F1 and later gives C' as the handle; else it sends (DuMMY, ¢, C').

S exactly simulates the honest parties’ behavior in the real world interaction.
By the correctness properties of £*, the outputs of the honest ideal-world parties
match that of the real world, except with negligible probability; thus, REAL% 4

IDEALJZT1 S, for all environments Z.

Unlinkability. Let Fo be exactly like Fi, except for the following change: For
requests of the form [HANDLE-REQ, sender, £, m], F does not send the handles
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that caused this request. That is, whereas F; would tell the simulator that
the handle is being requested for a POST command combining some non-dummy
handles, F» would instead act like sender had sent [POST, £, m| (that this is closer
to what Fg does; internally behaving identically for such requests). Let So = Sy,
since F is only sending one fewer type of HANDLE-REQ to the simulator.

By a standard hybrid argument, we can see that IDEALJZ:TS1 ~ IDEAL]Z:":SQ
for all environments Z. The hybrids are over the number of POST requests af-
fected by this change. Consecutive hybrids differ by whether a single handle was
generated by Enc* or by CTrans™. The only handles that are affected here are
non-DUMMY handles, and thus ciphertexts which decrypt successfully under SK.
Thus distinguishing between consecutive hybrids can be reduced to succeeding
in the unlinkability experiment (by further hybridizing over the individual Enc
ciphertext components).

HCCA. If the owner P of the functionality is corrupt, then Sy is already a
suitable simulator for Fg, and we can stop at this point.

Otherwise, the difference between Fg and F3 is that Fg does not reveal the
message in certain HANDLE-REQ requests. Namely, those in which the simulator
receives [HANDLE-REQ, sender, /].

Let S3 be exactly like Sa, except for the following changes: Each time S
would generate a ciphertext component via Encpg («, 3), Ss instead generates
it with RigEncpy. It keeps track of the auxiliary information S and records
(S, , B) internally. Also, whenever Sy would decrypt a ciphertext component
using Decgg, S3 instead decrypts it via:

{(T'a7 sB) if any (S, e, B) is recorded such that (r,s) < RigExtractgg(C, S)
D(C) = .
Decsi (C)  otherwise

By a straight-forward hybrid argument (where distinguishing between con-
secutive hybrids reduces to distinguishing in one execution of the HCCA exper-
iment), we have that IDEALJZT’j‘Sz S IDEALJ;‘:SS for all environments Z.

Suppose the internal records (S, a, ) are labeled as (S;,a;,3;) for j > 1.
Now for each HANDLE-REQ request ¢ sent to S, we define J, to be the set of
indices j such that (S;, o, 8;) was generated as a result of servicing request g.

Each «, § is chosen randomly in G, subject to a constraint on some of their
products, as prescribed by Enc* and CTrans*. However, the ciphertexts given to
the adversary are generated by RigEncp -, and thus independent of these random
choices. In fact, the entire adversary’s view is (essentially) independent of the
random choices of a, 3, subject to Hje]q o/ B; being fixed (we pessimistically
assume that A knows this fixed value for each ¢). Put another way, [T, ; (a;/5;)
is uniformly distributed for a multiset J’ if and only if for all ¢, all elements of
Jg have the same multiplicity in J'.

We now examine when a ciphertext given by the adversary is successfully
decrypted by the simulator (and thus given to the functionality as a POST instead
of as a DuMMY handle).

Given a ciphertext (sequence of HCCA ciphertexts) C = (C4,...,Cy), Ss first
decrypts each C; to obtain (a;,08;) = D(C;). The overall decryption
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succeeds if [],(oi/B;) = 1. Let J' be the multiset of indices j such that L #
RigExtractg (Ci, S;), with multiplicity for each ¢ where this holds. The decryp-
tion constraint above is uniformly distributed (and thus equality holds only
with negligible probability) unless all elements of J; have the same multiplic-
ity in J’. However, when all elements of J, have the same multiplicity in J’,
we may cancel all the o;/f3; terms in the constraint. What remains are terms
of the form «;/8;, where (a;,8;) «— Decsk(C;), and terms of r;/s;, where
(ri, s;) < RigExtractg (C;, S;). The ciphertext then decrypts successfully if and
only if the constraint holds with respect to these remaining terms.

Thus, we can consider a simulator S5 which behaves just like S3, except that
when A outputs a ciphertext C = (C4,...,Cy), it processes it as follows:

— If some C; is such that D(C;) = L, the ciphertext is invalid; send [DuMMY, C]
to the functionality.

— Define J’ as above. If for some ¢, the elements of J; do not all have the
same multiplicity in J’, the ciphertext is invalid; send [DuMMY, C] to the
functionality.

— Let I be the set of indices such that L # (a;, ;) < Decsk(Cy). If T[,c;
(a;/Bi) # 1, then the ciphertext is invalid; send [DUMMY,C] to the
functionality.

— Let (r;,s;) < RigExtractg (C;, S;) for each @ & I, If [, (ri/si) # 1, then
the ciphertext is invalid; send [DUMMY, C] to the functionality.

— Otherwise, send [POST, £, mg, {handle; | j € J'}] to the functionality, where

mo = [[;e; i Hig[ .

Except with negligible probability, S, interacts identically with the function-
ality as S3. However, note that Sy does not actually look at the «j, 3; values
that are recorded for each call to RigEnc. Thus Sy can be successfully imple-
mented even if the functionality does not reveal m in messages of the form
[HANDLE-REQ, sender, £, m]. Therefore Sy is a suitable simulator for Fg itself,
and IDEALJ;‘:SS_ ~ IDlaAL’Z'F'f“’S4 for all environments Z.
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A Security Definitions for Non-Malleable Homomorphic
Encryption

The formal definitions in this section are summarized from [20] for reference:

HCCA Security. The main security definition, called Homomorphic-CCA (HCCA ) secu-
rity, formalizes the intuition that a homomorphic encryption scheme is “non-malleable
except for a certain set of operations.” The complete security experiment is given in Fig-
ure[3] and we give an overview and motivation below.

Definition 1. A  homomorphic  encryption  scheme is Homomorphic-CCA
(HCCA) secure with respect to T if there are PPT algorithms RigEnc and
RigExtract, where the range of RigExtract is 7 U{L}, and such that for all PPT adver-
saries A, the advantage of A in the IND-HCCA experiment (Figure[3) is negligible.

When b = 0 in the experiment, the adversary simply receives an encryption of his
chosen plaintext msg®, and gets access to an unrestricted decryption oracle. However,
when b = 1 in the experiment, instead of an encryption of msg*, the adversary receives
a “rigged” ciphertext generated by RigEnc, without knowledge of msg”. Such a rigged
ciphertext need not encode any actual message, so if the adversary asks for it (or any of
its derivatives via the homomorphic operations) to be decrypted, the decryption oracle’s
response must be compensated in some way, or else it would be easy to distinguish the
b = 0 from b = 1 scenarios. For this purpose, the RigEnc procedure also produces some
(secret) extra state information, which makes it possible to identify (via the RigExtract
procedure) all ciphertexts derived from that particular rigged ciphertext, as well as how
they were derived. So in the b = 1 scenario, the decryption oracle first uses RigExtract
to check whether the given ciphertext was derived via a homomorphic operation of the
scheme, and if so, compensates in its response. For example, if the query ciphertext was
derived by applying the T' transformation, then the decryption oracle should respond
with T(msg*), to mimic the b = 0 case.

It is easily seen that if it is feasible for an adversary to modify an encryption of
Enc(msg) into a related encryption Enc(T(msg)), but RigExtract never outputs 7', then
there is a way for an adversary to distinguish between b = 0 and b = 1 in the ex-
periment. Thus by restricting the range of the RigExtract procedure in the security
definition, we limit the feasible malleability of the scheme.

Finally, because RigExtract uses the private key, as well as secret auxiliary infor-
mation from RigEnc, we should provide an oracle for these procedures. We do so in a
“guarded” way that keeps the auxiliary shared information hidden from the adversary
in the experiment.

Unlinkability. The second security definition, called unlinkability, formalizes of the nat-
ural requirement that a ciphertext hides not only its plaintext, but also its “history”
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Setup: Pick (PK,SK) « KeyGen and give PK to A.
Phase I: A gets access to the Decgk (+) oracle and the following two “guarded”
RigEnc and RigExtract oracles:

GRigEncp i () = ¢, where (¢, Si) < RigEncpg, when called for the ith time
GRigExtractg (¢, 1) = RigExtractg, ((, S:)

Challenge: A outputs a plaintext msg”. We privately flip a coin b «— {0,1}. If
b = 0, we compute ¢* «— Encpg(msg*). If b = 1, we compute (¢*,S") «
RigEncp . In both cases, we give (¥ to A.

Phase II: A gets access to the same GRigEnc and GRigExtract oracles as in Phase
I, as well as a “rigged” version of the decryption oracle RigDec. When b = 0,
RigDec is simply the normal decryption oracle Decsk (-). When b = 1, RigDec
is implemented as follows:

T(msg*)  if L # T « RigExtractg (¢, S*)
Decsk(¢) otherwise '

RigDecg(¢) = {

Output: A outputs a bit ¥’. The advantage of A is Pr[b’ = b] — 1.
Fig. 3. IND-HCCA security experiment, parametrized by 7°

Setup: Pick (PK,SK) <« KeyGen and give PK to A.

Phase I: A is given access to the decryption oracle Decsk (+).

Challenge: Flip a coin b — {0, 1}. A outputs a ciphertext ¢ and a transformation
T € T.1f Decsk (¢) = L, do nothing. Else give ¢* to .A where

C* - EnCpK(T(DECSK(C))) ifb: 0
CTrans(¢, T) ifb=1"

Phase II: A is given access to the decryption oracle Decsk (+).
Output: A outputs a bit b'. The advantage of A is Pr[t’ =b] — 1.

Fig. 4. Unlinkability security experiment, parametrized by 7°

— i.e., whether it was generated as a normal Enc, or by applying the homomorphic
operations to some other ciphertext.

We note that the definition is more than just a correctness property, as it involves the
behavior of the scheme’s algorithms on maliciously-crafted ciphertexts. The security
experiment also includes a decryption oracle, making it applicable even to adversaries
with chosen-ciphertext attack capabilities.

Definition 2. A homomorphic encryption scheme is unlinkably homomorphic with
respect to T if for all PPT adversaries A, the advantage of A in the unlinkability
experiment (Figure[)) is negligible.
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Abstract. We consider the following problem: Given a commitment to
a value o, prove in zero-knowledge that o belongs to some discrete set
@. The set @ can perhaps be a list of cities or clubs; often @ can be a
numerical range such as [1,22°]. This problem arises in e-cash systems,
anonymous credential systems, and various other practical uses of zero-
knowledge protocols.

When using commitment schemes relying on RSA-like assumptions,
there are solutions to this problem which require only a constant num-
ber of RSA-group elements to be exchanged between the prover and
verifier [, 15, [16]. However, for many commitment schemes based on
bilinear group assumptions, these techniques do not work, and the best
known protocols require O(k) group elements to be exchanged where k
is a security parameter.

Inthispaper, we present two new approaches to building set-membership
proofs. The first is based on bilinear group assumptions. When applied to
the case where @ is arange of integers, our protocols require O( log k o £ log k )
group elements to be exchanged. Not only is this result asymptotically bet-
ter, but the constants are small enough to provide significant improvements
even for small ranges. Indeed, for adiscrete logarithm based setting, our new
protocolisan order of magnitude more efficient than previously known ones.

We also discuss alternative implementations of our membership proof
based on the strong RSA assumption. Depending on the application, e.g.,
when @ is a published set of values such a frequent flyer clubs, cities, or
other ad hoc collections, these alternative also outperform prior solutions.

Keywords: Range proofs, set membership proofs, proofs of knowledge,
bi-linear maps.

1 Introduction

In this paper we consider zero-knowledge protocols which allow a prover to
convince a verifier that a digitally committed value is a member of a given
public set. A special case of this problem is when to show that the committed
value lies in a specified integer range.

The first problem, which we denote the set membership proof, occurs for
instance in the context of anonymous credentials. Consider a user who is issued
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a credential containing a number of attributes such as address. Further assume
the user needs to prove that she lives in a European capital. Thus, we are given
a list of all such cities and the user has to show that she possesses a credential
containing one of those cities as address (without of course, leaking the city the
user lives in). Or, consider a user who has a subscription to a journal (e.g., the
news and the sports section). Further assume that some general sections are
to all subscribers of a list of sections. Thus, using our protocol, the user can
efficiently show that she is a subscriber to one of the required kinds.

The second problem, which we denote the range proof, also occurs often in
anonymous credential and e-cash scenarios. For example, a user with passport
credential might wish to prove that her age is within some range, e.g. greater
than 18, or say between 13 and 18 in the case of a teen-community website. This
problem is a special case of the set membership proof. Since the elements of the
set occur in consecutive order, special techniques can be applied.

1.1 Our Results

Given a set & = {¢1,¢2,...,6n} and a commitment] C, a typical approach to
the set membership problem is to use a zero-knowledge proof of the form

“C'is a commitment to the element ¢; OR it is a commitment to ¢2 OR
it is a commitment to ¢3 --- OR it is a commitment to ¢,.”

Even though there exist efficient algebraic X' (Sigma) protocols for handling a
single such OR clause, such a proof still has length which is proportional to n.
One might argue that such proofs necessarily have length proportional to n since
the task of describing the set @ itself requires space n.

However, in many practical situations, the set @ is often specified in advance
by the verifying party. In other words, @ can be considered a common input to
both Prover and Verifier, and thus we might ask whether it is possible to prove
a commitment is a commitment to an element of @ without having to explicitly
list @ in the proof.

To the best of our knowledge, we are the first to propose such a scheme
for general, unstructured sets. Our approach is incredibly simple. We provide
a way to “encode” the set @ in a way that allows for O(1)-sized proofs that a
committed element belongs to @. Specifically, we let the verifier specify @ by
providing “digital signatures” on the elements of @ under a new verification key
vk. Now if we consider this set of digital signatures as a common input, the proof
becomes a statement of the form:

1 One might wonder what it means to say “the element committed to in C” when the
commitment scheme is not a perfectly-binding one. In such a case, technically, the
proof is only computationally sound—often called an argument instead of a proof. In
other words, we assume that a computationally-bounded prover knows only one way
to open the commitment C' and cannot deduce other ways. Indeed, such protocols
are technically called arguments instead of proofs. Since prior work refers to the
problem as a “proof,” we continue to use that term.
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“The prover knows a signature under vk for the element committed to
in C.

We provide two types of protocols that are instantiations of this idea. The first
one is based on a bilinear-group signature scheme which enables an efficient way
to make this proof. The second way is based on the Strong RSA assumption
and uses the idea of cryptographic accumulators. In both cases, the actual proof
of the statement requires O(1) group elements to be exchanged between prover
and verifier.

The special case of Range proofs. A popular special case of the set membership
problem occurs when the set @ consists of a range [a,a+ 1,a+ 2, ..., b—which
we denote [a,b]. This problem has been well-studied because it occurs so often
in practice. Indeed, under the Strong RSA assumption, there are very efficient
proofs for this problem as we discuss in the prior work section below. However,
in cases when the range is small or the same range is used in many protocol
instantiations, our protocol will be more efficient (by a factor of about 8-10,
depending on the group employed).

If one is not willing to rely on the Strong RSA assumption, the folklore method
to the problem of range proofs is to have the Prover commit to all k£ bits of his
secret, prove that these commitments all encode either a 0 or a 1 and prove that
the commitments indeed commit to all the bits of s. The verifier is then convinced
that the secret lies in [0,25T! — 1] since there were only k& commitments. The
method can be generalized to any range. The size of such a proof is thus O(k)
group elements.

Using the simple idea of the set membership proof, we are able to reduce this
size both asymptotically and in practice for many often-occurring ranges. Our
simple idea is as follows: Instead of committing to the individual bits of the
committed value, we write the secret value in base-u (for some optimally chosen
u) and commit to these u-ary digits. If we only provide ¢ such commitments
and prove that the secret can be written in u-ary notation, then we implicitly
prove that the secret is in the range [0,u’]. A generalization of this technique
can be used to prove that the secret is in [a, b] for arbitrary integers a and b. The
key technique is to use the set-membership protocol in order to prove that each
committed digit is indeed a digit in base-u. Writing the secret in base-u (instead
of base 2) is indeed an obvious step. However, with prior methods, doing so does
not reduce the proof size. With prior methods, proving that a committed digit
is a w-ary digit requires a u-wise OR proof of size O(u); since this u-wise OR
proof must be done £ times independently, prior methods require communication
O(u - £).

The key insight in our scheme is to design a scheme which can reuse part of
one u-ary digit proof in all £ proof instances. Specifically, the verifier can send one
list of u signatures representing u-ary digits, and the prover can use this same list
to prove that all ¢ digits are indeed u-ary digits. Thus, the total communication
complexity of our approach is O(u + ¢). With well-selected values for u and ¢,
we show that this approach yields a proof of size O( log k_{g ¢ log ,,) which is both
asymptotically and practically better than the only other known method.
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Note that if the range is small or the same range is used for many protocols,
then it is more efficient to employ the set membership protocol directly.

1.2 Prior and Related Work

Assume for concreteness the Pedersen commitment scheme over a prime order
group. Let g, h be elements of a group G of prime order g. Let C = g°h” be
the commitment that the prover has sent to the verifier, where s is the secret of
which the prover want to show that it lies in a specific range and r is a randomly
chosen element from Z,.

There are a number of known ways that a prover can convince a verifier that
the secret committed in C lies in a given range assuming the hardness of the
Strong (or sometimes called flexible) RSA problem. Let us review them here.

The most frequent method used in practice is the following. First, the verifier
picks a safe prime product n = (2p + 1)(2q + 1) and two random quadratic
residues g, h modulo n, and proves to the prover that g € (h) is true. Next, the
verifier computes ¢ = gshT/ mod n, sends this value to the prover and then runs
the following protocol with him:

PK{(s,r,7'") :c=g°h" (modn) A C=g°h" A se|[-A, A}

The protocol is basically a generalized Schnorr proof (in a group of unknown
order), where the verifier in addition to accepting the basic proof also verifies
whether the answer corresponding to the secret s lies in [—A/2, A/2]. If it does so,
then the verifier can conclude that the secret must lie in the range [— A, A] (this
becomes apparent when one considers the knowledge extractor for the protocol).
The drawback of this proof is that it in fact works only if the secret lies in the
smaller range [— A2~ ++) A9~ ('+5")] with &’ being the number of bits of the
challenge sent by the verifier and k" determining the statistical zero-knowledge
property, i.e., the secret must be &’ + k” bits smaller. Therefore the protocol
cannot be used for situations where one has to show that a secret lies exactly in
a given range.

Boudot |5] provided an efficient proof that did not have this drawback. He used
the observation that any positive number can be composed as the sum of four
squares. Thus, to show that a secret s lies in [A, B], one just needs to show that
the values s; = s — A and so = B — s are positive. So basically, what the prover
has to do is to give commitments to s; and sz and to the numbers s 1), ..., 5(1,4)
and s(2,1), - - -, 8(2,4), the sum of whose squares are equal to s1 and s respectively.
Of course, if these commitments were, e.g., Pedersen commitments in a group of
prime order ¢, them all we could conclude is that s; and sy are the sum of four
square modulo ¢, which is not very helpful. Luckily, Okamoto and Fujisaki [13]
have shown that when the commitments and the proof is done in a group where
the order is not known to the prover, then these relations hold over the integers
and thus one can really assert that s; and so are positive.

Thus, we get the following protocol: First the prover computes the following
commitments c(; jy = g°@)h"» mod n for some randomly chosen r(; ;y, sends
these to the verifier and then engages in the following proof with him :
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PK{(s,r,1, sgl), e 554), sgl), o 554), ' r*)
1y = §EDHTAD AL A g g = gi AV RTaD A
C21) = §°EDHED AL A gy = gEEVRTEDA

¢/gt = ) Y e VDT A gP o= 1) " )"0 A

¢ = gsh’”/ (mod n) A C=g°h"}

We see that this protocol requires the prover to compute 22 modular expo-
nentiations (including the computations of the commitments) and the verifier
to compute 12 modular exponentiations. The communication complexity is in
about 35 group elements. Groth [15] optimizes this protocol by exploiting the
fact that special integers can be written as the sum of 3 squares instead of 4
squares. The major drawback of these approaches is that the Rabin and Shal-
lit algorithm typically used to find the 4 (or 3) squares which sum to the secret
takes time O(k*) where k is the size of the interval. Lipmaa |16] provides another
algorithm to find this squares that improves somewhat on the Rabin-Shallit one.
However, in practice, these algorithms running times quickly make this approach
preventive.

Independently to our work, Teranishi and Sako [20] presented a k-Times
Anonymous Authentication in which they present a range proof using Boneh-
Boyen signature scheme [4], that can be obtained from our generalized set mem-
bership. However their range proof does not compete with ours as our verifier
publishes significantly less signatures.

Schoenmakers [18, [19] studied and discussed several recursive relations which
can be used to reduce the number of basic Schnorr proofs when committing to
the individual bits of the secret. In particular, he writes the upper bound L of the
positive range [0, L) as either the product or the sum of two numbers. By doing
this scheme recursively he decreased the amount of work needed. However the
overall communication load in his protocols is still O(k), where 2¥=1 < L 2k,
We note that some of his techniques for reducing certain ranges to other more
convenient ranges can be used with any range proof technique.

Micali, Kilian, and Rabin [17] considered a more general problem in which
a polynomial-time prover wants to commit to a finite set @ of strings so that,
later on, he can, for any string x, reveal with a proof whether x € @ or x & @
without leaking any knowledge beyond the membership assertions. In particular,
the proofs do not even reveal the size of ®—much less the actual elements. Thus,
these protocols are not directly comparable to ours.

1.3 Organization

In section 2, we recall zero-knowledge proofs, X-protocols and define proofs of
set membership and range proofs. In section [B] we describe our new signature-
based set membership together with its corresponding proof. In section @ we
explain how to apply our new signature-based set membership for efficient range
proof. We also emphasis on the communication complexity and show how our
new range proof is asymptotically better. To have a better insight of our state
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of the art, we provide a concrete example together with some comparison of
previous work. In section Bl we recall cryptographic accumulators together with
their proofs, and we describe our new accumulator-based set membership.

2 Definitions

Zero-knowledge proofs and X-protocols. We use definitions from |2, [11]. A
pair of interacting algorithms (P, V) is a proof of knowledge (PK) for a relation
R = {(o,3)} C {0,1}* x {0,1}* with knowledge error x € [0,1] if (1) for
all (a,8) € R, V(«) accepts a conversation with P(3) with probability 1; and
(2) there exists an expected polynomial-time algorithm E, called the knowledge
extractor, such that if a cheating prover P* has probability ¢ of convincing V
to accept a, then E, when given rewindable black-box access to P*, outputs a
witness § for o with probability € — .

A proof system (P, V) is honest-verifier zero-knowledge if there exists a p.p.t.
algorithm Sim, called the simulator, such that for any (a, ) € R, the outputs
of V(«a) after interacting with P(3) and that of Sim(«) are computationally
indistinguishable.

Note that standard techniques can be used to transform an honest-verifier zero-
knowledge proof system into a general zero-knowledge one |11]. This is especially
true of special X-protocols that will be presented later in the paper. Thus, for the
remainder of the paper, our proofs will be honest-verifier zero-knowledge. (This
also allows us to make more accurate comparisons with the other proof techniques
since they are usually also presented as honest-verifier protocols).

A X-protocol is a proof system (P, V) where the conversation is of the form
(a,c, z), where a and z are computed by P, and c is a challenge chosen at ran-
dom by V. The verifier accepts if ¢(«, a, ¢, z) = 1 for some efficiently computable
predicate ¢. Given two accepting conversations (a,c, z) and (a, ', 2’) for ¢ # ¢/,
one can efficiently compute a witness 3. Moreover, there exists a polynomial-
time simulator Sim that on input « and a random string ¢ outputs an accepting
conversation (a, ¢, z) for « that is perfectly indistinguishable from a real conver-
sation between P(3) and V(«).

We use notation introduced by Camenisch and Stadler |9] for the various zero-
knowledge proofs of knowledge of discrete logarithms and proofs of the validity
of statements about discrete logarithms. For instance,

PE{(c,3,7) 1y =g"h" A 9=g"0" A (u<a<v)}

denotes a “zero-knowledge Proof of Knowledge of integers a, 8, and ~y such that
y = g°h” and v = g*b? holds, where v < a < u,” where y,g,h,y,g, and b are
elements of some groups G = (g) = (h) and & = (g) = (h). The convention is
Greek letters denote quantities the knowledge of which is being proved, while all
other parameters are known to the verifier. Using this notation, a proof-protocol
can be described by just pointing out its aim while hiding all details. We note
that all of the protocols we present in this notation can be easily instantiated as
J-protocols.



240 J. Camenisch, R. Chaabouni, and a. shelat

Definition 1 (Proof of Set Membership). Let C = (Gen, Com, Open) be the
generation, the commit and the open algorithm of a string commitment scheme.
For an instance ¢, a proof of set membership with respect to commitment scheme
C and set ® is a proof of knowledge for the following statement:

PK{(0,p) : ¢+ Com(o; p) Ao € D}

Remark: The proof system is defined with respect to any commitment scheme.
Thus, in particular, if Com is a perfectly-hiding scheme, then the language I's
consists of all commitments (assuming that S is non-empty). Thus for soundness,
it is important that the protocol is a proof of knowledge.

Definition 2 (Range Proof). A range proof with respect to a commitment
scheme C' is a special case of a proof of set membership in which the set ® is a
continuous sequence of integers ¢ = [a,b] for a,b € N.

3 Signature-Based Set Membership

Here we present a new set membership protocol that is inspired by the oblivious
transfer protocol presented by Camenisch, Neven, and shelat []]. The basic idea
is that the verifier first sends the prover a signature of every element in the
set @. Thus, the prover receives a signature on the particular element o to
which C'is a commitment. The prover then “blinds” this received signature and
performs a proof of knowledge that she possesses a signature on the committed
element. Notice that the communication complexity of this proof depends on
the cardinality of ®—in particular because the verifier’s first message contains a
signature of every element in @. The rest of the protocol, however, requires only
a constant number of group elements to be sent. The novelty of this approach
is that the first verifier message can be re-used in other proofs of membership;
indeed, we use this property to achieve our results for range proofs.

Computational Assumptions. Our protocols in this section require bilinear
groups and associated hardness assumptions. Let PG be a pairing group genera-
tor that on input 1*¥ outputs descriptions of multiplicative groups G; and Gt of
prime order p where |p| = k. Let G} = G1 \ {1} and let g € Gi. The generated
groups are such that there exists an admissible bilinear map e : G; x G; — Gr,
meaning that (1) for all a,b € Z, it holds that e(g%, g°) = e(g, 9)®; (2) e(g, 9) #
1; and (3) the bilinear map is efficiently computable.

Definition 3 (Strong Diffie-Hellman Assumption [4]). We say that the
q-SDH assumption associated to a pairing generator PG holds if for all p.p.t.
adversaries A, the probability that A(g,g®,...,g*") where (G1,Gt) «— PG(1*),
g «— G} and x — Z,, outputs a pair (c, gl/("”c)) where ¢ € Z,, is negligible in k.

A recent work by Cheon [10] shows a “weakness” in the ¢-SDH assumption.
However, this “weakness” is not so relevant when ¢ is a very small number like
50 as it is in our paper.
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Boneh-Boyen Signatures. Our scheme relies on the elegant Boneh-Boyen
short signature scheme [4] which we briefly summarize. The signer’s secret key is
x <« Zyp, the corresponding public key is y = ¢”. The signature on a message m
is o« g'/(@*+m); verification is done by checking that e(o,y-¢™) = e(g, g). This
scheme is similar to the Dodis and Yampolskiy verifiable random function [12].

Security under weak chosen-message attack is defined through the following
game. The adversary begins by outputting ¢ messages my, . .., myg. The challenger
generates a fresh key pair and gives the public key to the adversary, together
with signatures o1,...,00 on my,...,my. The adversary wins if it succeeds in
outputting a valid signature o on a message m & {my,...,my}. The scheme is
said to be unforgeable under a chosen-message attack if no p.p.t. adversary A
has non-negligible probability of winning this game. Our scheme relies on the
following property of the Boneh-Boyen short signature [4] which we paraphrase
below:

Lemma 1 ([4](Lemma 3.2)). Suppose the g-Strong Diffie Hellman assump-
tion holds in (G1,Gr). Then the basic Boneh-Boyen signature scheme is q-secure
against an existential forgery under a weak chosen message attack.

A Note on Protocol Clarity. In order to make our protocols more readable in this
version, we do not specifically mention standard checks such as verifying that a
received number is a prime, verifying that an element is a proper generator and
in the correct group, and, specifically related to our protocols, whether all of the
received verifier values are signatures, etc. Again, many of these checks only apply
when compiling from honest-verifier zero-knowledge to full zero-knowledge; as
we mentioned above, we only consider the honest case.

Common Input: g,h, a commitment C, and a set &

Prover Input: o,r such that C = ¢g°h" and o € &.

P v{4i} V  Verifier picks x €r Z, and
sends y «— ¢g* and A; — gT}r1 for every i € &.
P V.,V Prover picks v €gr Z; and sends V — A7.
Prover and Verifier run PK{(o,7,v) : C =g¢°h" AN V = gwi"}
P @D |V Prover picks s,t,m €g Z, and
sends a «— e(V, g) " %e(g,9)" and D « g°h™.
PL. ¢ V' Verifier sends a random challenge ¢ €r Zp.
P Zo:zvzr Vo Prover sends zo «— § — 0¢, 2 +— t —wve, and zp «— m — rc.
Verifier checks that D — C°h* g*° and
that a = e(V,y)" - e(V,g) "> - (g, 9)™

Fig. 1. Set membership protocol for set @
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Theorem 1. If the |®|-Strong Diffie-Hellman assumption associated with a pair-
ing generator PG holds, then protocol in Fig. [l is a zero-knowledge argument of
set membership for a set @.

Proof. The completeness of the protocol follows by inspection. The soundness
follows from the extraction property of the proof of knowledge and the unforge-
ability of the random function. In particular, the extraction property implies that
for any prover P* that convinces V with probability €, there exists an extractor
which interacts with P* and outputs a witness (o, 7, v) with probability poly(e).
Moreover, if we assume that the extractor input consists of two transcripts, i.e.,

/ / / /
{yv {AZ}7 Via,D,c,c, 2o, 255 2v, 245 21 Zr}7

the witness can be obtained by computing:

U:zg—zé,; . zr—zé; . 2y — 2
d—c d—c d—c
The extractor succeeds when (¢’ — ¢) is invertible in Z,,. If o ¢ &, then P* can
be (almost) directly be used to mount a weak chosen-message attack against the
Boneh-Boyen signature scheme with probability poly(e) of succeeding. Thus, €
must be negligible.
Finally, to prove honest-verifier zero-knowledge, we construct a simulator Sim

that will simulate all interactions with any honest verifier V*, see Fig.

Sim retrieves y, {A;} from V™.

Sim chooses 0 €Er @, v €Er Z)p and sends V «— Ay to V™.

Sim chooses s,t,m €r Z, and sends a «— e(V,g) ®e(g,g)" and D « g°h™ to V*.
Sim receives ¢ from V*

Finally Sim computes and sends z, <+ s — 0¢, 2, < t — ve, and 2z, «— m — rc to
V.

AR

Fig. 2. Simulator for the set membership protocol

Since G is a prime-order group, then the blinding is perfect in the first
two steps; thus the zero-knowledge property follows from the zero-knowledge
property of the X-protocol (Steps 3 to 5).

4 Range Proofs

We now turn our attention to the range proofs.

First note that the protocol for set membership can be directly applied to the
problem of range proofs. This will not be efficient for ranges spanning more than
a few hundred elements. However, if the particular range is fixed over many
protocols as it might often be (as is for instance the case when one needs to
prove that one is between 13 and 18 years old), then the verifier can publish the
signatures once and for all. Thus, the proofs become just the second phase which
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amounts to one pairing and two exponentiation for the prover and the verifier.
This will be about a factor of 8-10 times more efficient than employing Boudot’s
method.

For the remainder assume, however, that the range is large or that the cost
of publishing/sending the signatures on the set elements cannot be amortized.

Instead, our approach is to write the secret ¢ in u-ary notation, i.e., 0 =
Zj o; - u/. We may now easily prove that o € [0,u*) by simply providing (and
proving) commitments to the u-ary digits of o. This problem, however, can be
solved by repeating the basic set-membership protocol from above on the set
[0,u — 1]. Moreover, the first verifier message, which requires the most commu-
nication, can be re-used for each of the ¢ digits. Assuming that o € [0, B), the
goal is thus to minimize the communication load under the constraint u¢ B.

4.1 Range Proofs From Our Signature-Based Set-Membership
Protocol

We first present how to prove that our secret o lies in [0,u’) (see Figure [3).
Write o in the base u to obtain ¢ elements as such: o = Zj (Ujuj).

Common Input: g¢,h,u,?, and a commitment C
Prover Input: o,r such that C = ¢°h" and o € [O,ué).

p. widd V' Verifier picks z €g Z, and
sends y — ¢° and A; — gril for every i € Zy,.
P ik » V' Prover picks v; €r Z, and

sends V; — Ag) for every j € Zy, s.t. 0 =, (o5u?)

, v
Prover and Verifier run PK{(c;,r,v;) : C = h"[]; (g“' )7 A Vj=g®toi}

P {a;}D » V' Prover picks s;,t;,m; €r Z, for every j € Z; and
sends a; < e(Vj,g)"%e(g,9)" and D — []; (gujsﬂ) h™i.
P . c V' Verifier sends a random challenge ¢ €r Zp.

{20, }:{zv, }r2r y
P J J » V' Prover sends z,; « 8; — 0jC, 2y, < t; — vjc for every j € Zy,

and z, = m — re.
Verifier checks that D = C°h*" Hj (g"'jz%) and
that a; = e(V;,)° - e(V;,9) 3 - e(g,9)™*3 for every j € Z

Fig. 3. Range proof protocol for range [0, u")

Lemma 2. If the (log k)-Strong Diffie Hellman assumption associated to a pair-
ing generator PG(1%) holds, there exists a zero-knowledge range argument for the
range [0,u’) where u® < {0,1}F~1.
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Proof. (Sketch)

Completeness follows from inspection. As before, the soundness follows from
the unforgeability of the Boneh-Boyen signature and the extraction property of
the proof of knowledge protocol. The honest-verifier zero-knowledge property
follows from the perfect blinding of the signatures in the first phase, and the
corresponding honest-verifier zero-knowledge property of the X-protocol.

Remark: The prover will have to compute 5¢ exponentiations.

4.2 Communication Complexity

The first message consisting of u signatures and a verification key sent by the
verifier to the prover, is not counted as part of the protocol ((u 4+ 1) - |Gq]).
The prover then sends ¢ blinded values back. Thus, the first phase requires
Inity(u,£) = £-|Gy| communication. The second phase of the protocol involves
a proof of knowledge. The prover sends £+ 1 first-messages of a X-protocol. The
verifier sends a single challenge, and the prover responds with 2¢ + 1 elements.
Thus the overall communication load according to the parameters u and £ is:

Com(u,l) = - (|G1| + |Gz +2-|Zp|) + (G| + 2 |Zp]) 1)
Finding the optimal u and ¢ thus involves solving
min ciu+ ol +c3 st.u® B

Notice that the bit-committing protocol corresponds to a setting where u = 2
and ¢ = k which leads to a total communication complexity O(k). Since our
protocol allows us to choose more suitable u, we first show that the asymptotic
complexity of our approach is smaller than the prior protocols.

Asymptotic Analysis. For the asymptotic analysis, we may ignore the con-
stants c1,c2 and c3. Moreover, we can take B ~ p/2 as this is sufficient for
showing that a committed value is “positive,” i.e., in the range [0, (p — 1/2)].
Since p/2 = 2%, the constraint becomes u’  2F~1.

By taking logs and dividing, we have that ¢ ~ 10’;“. Setting u = , ¥, then we

log k
get that ¢
k k
=0 =0
“ <logk>’ <logk—loglogk>

resulting in a total communication complexity of

k
COm(ua E) - O <10g k — log logk)

which is asymptotically smaller than O(k).



Efficient Protocols for Set Membership and Range Proofs 245

Concrete Optimization. Not only is our solution asymptotically better, but
it also performs well for realistic concrete parameters. In order to perform the
optimization for concrete parameters we substitute the constraint that v’ ~ B
into the equation u 4+ £ above. To minimize, we set the derivative with respect
to u to 0 and attempt to solve the equation:

colog B
C1 — 2 =0
ulog® u
which simplifies to
log B
ulog u = 2087 (2)
C1

where 2 ~ 10 when standard bilinear groups are used [14]. This equation can-

not be solved analytically. However, given B,c; and c2, we can use numerical
methods to find a good u as described in [3].

4.3 Handling Arbitrary Ranges [a, b]

The above protocol works for the range [0,u*). In order to handle an arbitrary
range [a, b], we use an improvement of a folklore reduction described by Schoen-
makers in [18] and [19]. Suppose that u‘~! < b < u*. To show the o € [a,b], it
suffices to show that

o€ [a,a+u'] AND o € [b—u’, b

Proving that our secret lies in both subsets can be derived from our general

proof that o € [0, u’) as illustrated in the figure:

oeb—u'b) = o—b+uc|0,u)
o€ la,a+u') <= o —ac0u).
Note that the u signatures and the verification key need to be sent only once for

both subsets. Since both a,b are public, the only modification necessary is the
verifier’s check, which should now be:

? c — bz Zo. ? c —Aypz, Zo
D=ceg Pt nr [[(g%9), D=Cg*h [ (g%).
j J

Thus, essentially 3¢ extra elements are sent in the protocol, and the prover will
have to compute in overall 7¢ exponentiations.
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This scheme can be further optimized when A+u‘~! < B with an OR-compo-
sition. Indeed, the decomposition becomes:

[A,B) = [B—u""1, B)U[A,A+u'h).

The needed modifications are similar to the previous case; the efficiency arises
from the fact that we are now working with Z,_;. The length of the range set
can also be optimized. Indeed if B — A = u’ then the proof reduces to proving
that o — A € [0, ub).

Combining this analysis with Lemma [ yields the following theorem.

Theorem 2. If the logk-Strong Diffie Hellman assumption associated to a pair-
ing generator PG(1%) holds, there erists a zero-knowledge range argument for
the range [a,b] where 0 < a < b < {0,1}*~1 whose communication complexity is

0(2).

log k—loglog k

4.4 Concrete Example and Discussion

Let us discuss our protocol and compare it with other available solutions. The
bottom line is the performance of the different methods depend on the applica-
tion at hand as well as for the assumptions one is willing to make. Assume for a
while, all assumptions are fine. Then, for very small intervals (a couple of bits),
the standard bit-by-bit method and Schoenmaker’s method will probably be the
most efficient one. For very large intervals, the method by Boudot will probably
be the one of choice as it is mostly independent of the size of the interval. More
precisely, it is independent for the verifier but not for the prover as the prover
needs to run the Rabin-Shallit algorithm to represent numbers as the sum of
four squares and this algorithm has complexity O(n*) where n is the bit-length
of the number to be decomposed.

Having said that, our methods will typically be the most efficient one when
the signatures can be made part of the system parameters, which is probably
the case in many scenarios. Of course, at some point it will no longer possible
to publish signature of all elements in the range and thats where one will have
to restrict these signatures and employ the protocol in this section. When this
becomes necessary, one will in practice to make a choice whether it is more
efficient to use our algorithm or Boudot’s one, the other two will definitely be
less efficient.

If one is not restricted by the assumptions one is willing to make, the case
is not so clear cut. Let us give a concrete example to shed some light on this.
If we pick B = 599644800 (which will represent people born before 1989, with
their birth date encoded using the Unix Epoch system), we can find the optimal
values of u and ¢ by either computing them numerically or by following [3].
Both methods will lead us to v = 57 and ¢ = 5, which minimize the overall
communication load:

Comy(57,5) = 6 - |G| + 5 |Gr| + 12+ |Z,| (3)
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Let us illustrate this optimization case with a concrete example. We will
assume that an airline company wants to provide special offers to its young
clients from a third party. However the exact age of clients should not be divulged
to the third party. This offer targets those who are born between 1981 and 1989
(not included). Following the previous example, the birth date will be a secret
number between [347184000, 599644800). Here the best option will be to use the
OR-composition as A + u‘~! < B (we know from the previous example that
u =57 and ¢ = 5). Using parameters from Galbraith, Paterson, and Smart [14],
we estimate that the size of Gq is 256 bits, the size of G is 3072 bits and the
size of Z,, is upper-bounded by 256 bits. This leads to an overall communication
load of:

Comy(u =57,0="5) =€+ |G| + (20— 2) - |G| + 4€ - |Z,| = 30976 bits (4)

In order to have a better appreciation of this result, let us compare it to previous
protocols:

Scheme Communication Complexity
Our new range proof 30976 bits
Boudot’s method 48946 bits
Standard bit-by-bit method 96768 bits
Schoenmaker’s method 50176 bits

Fig. 4. Communication load comparison for range proof [347184000, 599644800)

Let us also discuss the computational complexities. For the verifier, the figure
are about similar to the communication complexities as basically the verifier
needs to do some computation with the elements received. For the prover it is
about the same with the exception that for Boudot’s method where the prover
needs to run the Rabin-Shallit algorithms. Experiments show that the later
algorithm dominates by far the other operations the prover needs to do.

Now, when one does not want to resort to the (strong) RSA assumption, our
methods is the only one that provides an efficient proof except when the interval
is only a couple of bits.

5 Alternative Set Membership Proofs

The protocol in the previous section employed a set-membership proof as a
building block. The set-membership proof protocol we presented in Section [3 has
the verifier to produce signatures on the set elements, send them to the prover
and then has the prover to show that he knows a signature (by the verifier) and
the element he holds. Concretely, we employed the weak signature scheme by
Boneh and Boyen in that section. We now discuss alternative solutions to the set
membership protocol, i.e., essentially so that the whole protocol could be based
on different assumptions. Due to space restriction we do not give all the details
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here but only in the full version of this paper. However, the solution presented
previously is the most efficient one, the alternatives discussed in this section are
of similar efficiency.

5.1 Using Alternative Signature Schemes

The protocol that we presented in Section [3] required the prover to be able to
prove the knowledge of a signature on a value that he has committed to, where we
used Pedersen commitment scheme. Apart for the weak Boneh-Boyen signature
scheme, there are other signature schemes that could be employed. In terms
of assumptions, one notable alternative would be the one by Camenisch and
Lysyanskaya [7] that is based on the strong RSA assumption. It is not hard to
adapt the protocol given in Section [3 to that signature scheme, in particular, as
Camenisch and Lysyanskaya give protocols to prove knowledge of a committed
value in their paper [7].

5.2 Alternative Protocol Using Cryptographic Accumulators

The reasons why we employed a signature scheme in our set-membership pro-
tocol is that the prover needed to show that he committed to a value for which
he knows an authenticator without revealing that value or authenticator. Now
it turns out that one can achieve exactly the same goal with cryptographic ac-
cumulators with similar complexities.

Recall cryptographic accumulators. A cryptographic accumulator is an algo-
rithm that allows one to compress a list of elements into a single accumulator
value. For each element there exists a witness attesting to the fact that the
element is indeed contained in the accumulator value. For some cryptographic
accumulator, there exists efficient proof protocols that allow a prover holding
the element and the witness to prove to a verifier in zero knowledge that he
indeed is privy to an element that is contained in the accumulator. Camenisch
and Lysyanskaya have given an implementation of such an accumulator and a
protocol that a committed value is indeed contained in the accumulator based
on the strong RSA assumption|d].

Now the idea to build an efficient set-membership proof with dynamic accu-
mulator is very similar to the signature based one: The verifier add each element
in the set into the accumulator and sends the accumulator value to the prover
together with the witness for each element. The prover then proves to the veri-
fier that the value he has committed to is indeed contained in the accumulator
produced by the verifier using the witness obtained for the verifier. This protocol
is depicted in Appendix [Al for the SRSA-based accumulator.
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A Accumulator Based Membership Proof

A.1 Cryptographic Accumulators and Proofs for Them

Definition 4. [(] A secure accumulator for a family of inputs {Xi} is a family of
families of functions G = {Fi} with the following properties:

Efficient generation: There is an efficient probabilistic algorithm G that on input 1%
produces a random element f of Fi.. Moreover, along with f, G also outputs some
auziliary information about f, denoted ty.

Efficient evaluation: f € Fy is a polynomial-size circuit that, on input (u,x) € Us X Xk,
outputs a value v € Uy, where Uy is an efficiently-samplable input domain for
the function f; and Xy is the intended input domain whose elements are to be
accumulated.

Quasi-commutative: For all k, for all f € Fi, for all w € Uy, for all 1,22 € Xy,
f(flu,z1),22) = f(f(u,z2),21). If X = {z1,...,2m} C Xk, then by f(u,X) we
denote f(f(...(u,21),...),Tm).

Witnesses: Let v € Uy and x € Xy. A value w € Uy is called a witness for x in v under
fifv=f(w,z).

Security: Let U}y x Xy denote the domains for which the computational procedure for
function [ € Fy is defined (thus Uy C Up, Xp C Xj). For all probabilistic
polynomial-time adversaries Ay,

Pr(f « G(1*);u — Uy; (w,w, X) — Ap(f, Uy, u) :
X C Xp;w GU};J: c Xz ¢ X; f(w,z) = f(u, X)] = neg(k)

Note that only the legitimate accumulated values, (x1,...,%Tm), must belong to Xi;
the forged value x can belong to a possibly larger set Xy,

Implementation Based on the Strong RSA Assumption. Here we recall
the Camenisch-Lysyanskaya accumulator [6].

— Fy is the family of functions that correspond to exponentiating modulo safe-prime
products drawn from the integers of length k. Choosing f € Fi amounts to choos-
ing a random modulus n = pq of length k, where p = 2p’ + 1, ¢ = 2¢' + 1, and
p,p’,q,q" are all prime. We will denote f corresponding to modulus n and domain
Xa,B by fn,a,B. We denote f, 4,5 by fn or by f when it does not cause confusion.

— Xa,p is the {e € primes : ¢ # p',¢ N A < e < B}, where A and B can be
chosen with arbitrary polynomial dependence on the security parameter k, as long
as 2 < Aand B < A% X p is (any subset of) of the set of integer from [2, A2 1]
such that Xa,p C X} 5.
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Common Input: g, h, a commitment C, and a set §
Prover Input: s;,r such that C = ¢*h" and s; € §.

P  ™8ew V' Verifier picks a safe prime product n = (2p + 1)(2q + 1) and
a random quadratic residues u, g, h modulo n,
picks random u; € {0, l}k' such that e; = $;2% + u; are prime.
computes v «— u?Il% mod n;rw; — v*/% mod n,
sends n, u, v, g, h, and §ew — {(s1,€1,01).....(Sn, €n, W)}
convinces the prover that g € (h)
(we will discuss the details separately below).
P WRE Y Prover picks r1,72,73 € {0,...,n2"},
where ¢ is a security parameter and
sends 2 « to;u™ mod n, R «— g"'h™ mod n
and € «— g% h" mod n

Prover and Verifier run
PK{(aaB?f}/?67€7p7p17p27p37¢7§71/) : C:gahp A
¢ =(g2)7g"h** (modn) A PR =g"h* (modn) A
b= Qﬁe(i)‘s (modn) A 1=Rg°H* (mod n)
A pe -2t 251

Fig. 5. Set membership protocol for set §

— For f = fn, the auxiliary information ¢y is the factorization of n.
— For f=fo, Uy ={u€ QR, :u# 1} and U} =Z;, .
— For f = fn, f(u,z) = v® mod n.

Note that f(f(u,z1),2z2) = f(u, {z1,22}) = u"**2 mod n

A.2 Membership Proof with Cryptographic Accumulators

We are now ready to employ the accumulator for the membership proof which can be
used as an alternative building block for our range proof presented in Section Fl

One complication that we have to deal with here is that the accumulator allows
one to accumulator prime number only whereas our set is arbitrary bits strings. We
thus need to encode a mapping. This can be done as follows. Let {s1,...,sn} be our
set, where we assume that the s; are integers. We let e; = $:2F + u; where u; <
2F" < 2% is selected so that e; is prime as k and k' are security parameters (we discuss
them below). With this encoding, the verifier can accumulate all the e;’s and send
the accumulator value, the e;, and the corresponding witnesses to the prover. Now the
prover has to prove that e; that corresponds to the s; in his commitment is contained
in the accumulators. The resulting protocol is given in Figure [A.Il where we adapt the
accumulator proof given by Camenisch and Lysyanskaya [6] to our setting. That is, we
have to additionally prove that the correspondence between the e; and the committed
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s; holds. For this to work, the prover need that show he knows some u; such that
ei = $:2% 4+ u; holds. Here it is of course important that this u; be at most 257! bits.
This can be enforced efficiently provided that in reality u; is a couple of bits smaller,
i.e., k’ bits, where in practice the difference should be about 300 bits for this to work.
More precisely, we employ the first range proof discussed in Section

Remarks: 1) We need to discuss how the verifier can convince the prover that g € (h)
holds. One way to achieve this, is that the prover runs with the verifier the protocol
PK{(a) : g = b (mod n)} using binary challenges. Another, more efficient, way is
described by Bangerter et al.[1].

2) We note also, that for many applications, the parameters n, u, v, g, h, and
Sew — {(s1,€1,101).....(Sn,€n,Wy)} can be computed and published once and for all
(possibly a trusted third party). In this case the computational complexity of our
protocols becomes independent of the number of members in the set.
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Abstract. This paper proposes preimage attacks on hash function
HAVAL whose output length is 256 bits. This paper has three main
contributions; a preimage attack on 3-pass HAVAL at the complexity
of 22%°  a preimage attack on 4-pass HAVAL at the complexity of 224!,
and a preimage attack on 5-pass HAVAL reduced to 151 steps at the
complexity of 224!, Moreover, we optimize the computational order for
brute-force attack on full 5-pass HAVAL and its complexity is 22°489. As
far as we know, the proposed attack on 3-pass HAVAL is the best attack
and there is no preimage attack so far on 4-pass and 5-pass HAVAL.
Note that the complexity of the previous best attack on 3-pass HAVAL
is 2230, Technically, our attacks find pseudo-preimages of HAVAL by
combining the meet-in-the-middle and local-collision approaches, then
convert pseudo-preimages to a preimage by using a generic algorithm.

Keywords: HAVAL, splice-and-cut, meet-in-the-middle, local collision,
hash function, one-way, preimage.

1 Introduction

Cryptographic hash functions are important primitives to build secure schemes.
A hash function takes arbitrarily long bit string and outputs a hash value with
a fixed length. A hash function is required to satisfy the security properties such
as collision resistance, 2nd preimage resistance, and preimage resistance. When
the length of the hash value is n bits, a collision, a 2nd preimage, and a preimage
should not be computed faster than 27/2, 2, and 2" operations, respectively.

HAVAL [18] is one of the dedicated hash functions and has relatively long
history. HAVAL is based on Merkle-Damgard construction, and its compression
function is similar to MD5 [10]. The basic operation of HAVAL is done in 32 bits
that is the same as MD5. Therefore, 32-bit values are called words. However, the
interface of the HAVAL compression function is doubled compared to MD5, that
is, the number of chaining variables and the message length of the compression
function are 8 words and 32 words respectively. The nonlinear function of HAVAL
takes seven words as input and outputs a word. So, one step of HAVAL only
changes one word out of 8 words of the internal state. To satisfy several security
requirements, HAVAL has three variants called z-pass HAVAL (z = 3,4,5).
x-pass HAVAL consists of 32x steps.

Due to the simple structure, there are several cryptoanalytic results on HAVAL
as shown in the next paragraph. However, regarding the preimage attack, there is
only one result on 3-pass HAVAL [2]. In this paper, we propose preimage attacks

J. Pieprzyk (Ed.): ASIACRYPT 2008, LNCS 5350, pp. 253271} 2008.
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Table 1. Comparison of preimage attacks on HAVAL

Attack Number of Attack type  Previous Our attack
target steps work [2] strategy 1* strategy 2
3-pass 96 (Full) Pseudo-preimage  2%%* 2192
Preimage 2230 2253 2225
4-pass 128 (Full) Pseudo-preimage - 9224
Preimage _ 9254.43 9241
5-pass 151 Pseudo-preimage - 9224
(Steps 0-150) Preimage - Not evaluated 2%
160 (Full) Pseudo-preimage - 2253-81%
Preimage - 225489 —

x This attack is a kind of brute force attack, but the computation is optimized.

on HAVAL: the best attack on 3-pass HAVAL so far, the first attack on 4-pass
HAVAL and 5-pass HAVAL.

Known previous results except for the preimage attack are as follows: collision
attacks on 3-pass HAVAL are discussed in Ref. [I2ITTIT3]T4], and those on 4-pass
HAVAL are discussed in Ref. [I5JI7]. Note that a real collision has been generated
up to 4-pass HAVAL. Theoretically, a collision of 5-pass HAVAL can be generated
in 2123 compression function evaluations [I7] that is faster than the birthday
paradox for 256-bit output. (Hereafter, we omit the unit of complexity whenever
it is obvious and it is the number of “compression function evaluation.”) Non-
randomness of 4-pass and 5-pass of HAVAL in the encryption mode is analyzed
by Ref. [0/I6]. The security of the HMAC-HAVAL is analyzed by Ref. [5]. A 2nd
preimage attack on 3-pass HAVAL and its application to HMAC-3-pass HAVAL
are proposed by Ref. [7]. However, this 2nd preimage attack is different from the
one usually considered. In Ref. [§] a useful statement to clarify the difference
of these two types of 2nd preimage attacks is shown. The attack of Ref. [7] can
generate a 2nd preimage at the complexity of one compression function with a
probability of 271 for a given random message, and it requires the complexity
of 2128 with a probability of 1 — 27114, Therefore, the average complexity is very
close to 2128, Consequently, no result that produces a 2nd preimage of any given
message is known. Moreover, no result is known on preimage attack on HAVAL,
except for the recent result on 3-pass HAVAL [2].

1.1 Related Work Regarding Preimage Attack

In 2008, a preimage attack on MD4 was proposed by Leurent [8]. The attack
first generates pseudo-preimages based on the Dobbertin’s pioneering work [4],
and converts a pseudo-preimage attack to a preimage attack by using the generic
approach [9, Fact9.99]Y. Preimage attacks on step-reduced MD5 and full 3-pass

! The following works that compute a preimage from partial-pseudo-preimages also use
this kind of conversion. The method of the conversion from partial-pseudo-preimages
to a preimage is improved by using hash-tree [8] and P?*graph [3].
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HAVAL are proposed by Aumasson et al. [2], whose approach is based on the
meet-in-the-middle technique. Preimage attacks on full MD4 and 63-step MD5
are proposed by [1], whose approach is also based on the meet-in-the-middle
technique. Note, both of [2/I] use the conversion algorithm of [9, Fact9.99].

In the meet-in-the-middle attack of Aumasson et al. [2], a compression func-
tion is divided into the first half and the last half, and both computation results
are compared in the middle. They also use new techniques that make the attack
efficient by using the absorption properties of Boolean functions. On the other
hand, Aoki and Sasaki propose new techniques to apply the meet-in-the-middle
attack to not only the first half and the last half but also any two consecu-
tive parts of a compression function [I]. This paper combines the techniques of
Ref. [T2], and attacks more passes of HAVAL.

1.2 Owur Contributions

In this paper, we propose preimage attacks on 3-, 4-, and 5-pass HAVAL whose
output length is 256 bits. First, we consider a strategy to find preimages of 3-, 4-,
and 5-pass HAVAL faster than the brute force attack by a few bits (strategy 1).
Second, we consider another strategy that can find a preimages of 3-, 4-, and
5-pass HAVAL much more efficiently by combining techniques of [I] and [2]
(strategy 2). As a result of applying strategy 2 to each pass of HAVAL, we find
the best preimage attack so far on 3-pass HAVAL by using the techniques of [I],
the first preimage attack on 4-pass HAVAL by combining techniques of [I] and
[2], and the first preimage attack on step-reduced 5-pass HAVAL by combining
techniques of [1] and [2] and further improving a technique of [2]. We summarize
the results of the previous work and ours in Table [Il

Organization of this paper is as follows. Section [2] introduces the specification
of HAVAL and techniques of existing attacks. Section [3 gives two strategies of the
preimage attack that can be applied to HAVAL and other hash functions whose
message expansion is similar to HAVAL. Regarding the technique in Ref. [2] as
an application of a local collision, we can compute preimages of a hash function
that has more rounds. Section [ describes attacks on HAVAL following the strat-
egy 1. Section [ describes attacks on HAVAL following the strategy 2. Finally,
we conclude this paper in Section [6l

2 Previous Works: Specification and Techniques for
Preimage Attacks

2.1 Description of HAVAL

HAVAL is a hash function proposed by Zheng et al. in 1992, which compresses
a message up to (264 — 1) bits into either 128, 160, 192, 224, or 256 bits. Since
this paper only analyzes 256-bit version, we only describe the specification for
256 bits. HAVAL iteratively computes a step function to compute a hash value.
The number of steps is chosen from either 96, 128, or 160, where correspond-
ing HAVAL algorithms are called 3-pass HAVAL, 4-pass HAVAL, and 5-pass
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Qs | Qs | Qs ] Qs 0.] Q] 9]0,

Fig. 1. Step function of HAVAL

Table 2. HAVAL message expansion

012345678 910111213141516171819202122232425262728293031
51426181128 716 0232022 110 4 830 321 9172429 619121513 2253127
19 9 4202817 82229142512243016263115 7 3 1 0182713 621102311 5 2
24 4 014 2 7282326 63020182519 322113121 82712 9 129 51517101613
27 321261711202919 012 713 83110 5 9143018 62824 2231622 4 12515

HAVAL, respectively. HAVAL has the Merkle-Damgard structure, which uses
256-bit (8-word) chaining variables and a 1024-bit (32-word) message block to
compute a compression function.

An input message M is processed to be a multiple of 1024 bits by the padding
procedure. A single bit ‘1’ is appended followed by ‘0’s until the length be-
comes 944 modulo 1024. At the last, 3-bit field representing a version number
of HAVAL, 3-bit field representing the number of the pass used, 10-bit field rep-
resenting the output length, and 64-bit field representing an unpadded message
length are appended.

Padded message M* is separated into 1024-bit message blocks (My, My, ...,
M,,—1). Let CF : {0,1}25¢ x {0,1}102* — {0,1}2% be the compression function
of HAVAL. A hash value is computed as follows.

1. Hy — IV,
2. Hi+1 <—C’F(H“MZ) forizO,L...,n—l,

where H; is a 256-bit value and IV is the initial value defined in the specification.
Finally, H,, is output as a hash value of M.

Compression Function. The compression function H;y; «— CF(H;, M;) is
computed as follows.

1. M; is divided into 32-bit message words m; (j =0,1,...,31).
2. Po — Hi.



Preimage Attacks on 3, 4, and 5-Pass HAVAL 257

0<j7<31: fj(zs,25,...,%0) = 124 ® 225 @ T3T6 O Tox1 D To
32<5<63: fj(zs,25,...,T0) = T1T223 D T2TaT5 D T122 D 124D
T2%6 D T3%5 D xaxs5 D Tox2 D Xo
64 <7<95: f;(z6,T5,...,T0) = T17223 D T1T4 P T2xs5 D 3T D ToT3 D To
96 < 7 <127: fj(we,5,...,T0) = T1T2T3 B T2T4T5 ® T3TaT6D
T124 © T226 O T3T4 O T3T5D
T3%6 @ Tax5 O TaZe O ToTs O To
128 < j <159 : fij(x6,X5,...,%0) = T1T4 B T2T5 B T3T6 ® ToT1T223 D ToTs D To

T,xp represents bitwise AND operation.

Fig. 2. Boolean Functions of HAVAL

Table 3. Wordwise rotation of HAVAL

Te Ty Tg4 T3 T2 T1 Lo Te s T4 T3 T2 T1 To Te s T4 T3 T2 T1 X0

R A A A A A A A R A A A
?3,1 T1 To T3 Ts Te T2 T4 P41 T2 Te T1 Ta Ts T3 To Ps5,1 T3 T4 T1 To T T2 T
$3,2 T4 T2 T1 To T5 T3 T Pa2 T3 Ts T2 To T1 T Ta P52 Te T2 T1 Lo T3 T4 Ts
P33 6 T1 T2 T3 Ta Ts To P4,3 T1 T4 T3 T6 To T2 Ts P53 T2 Te Lo Ta T3 T1 T
- - P44 T6 Ta To Ts T2 T1 T3 P54 T1 Ts T3 T2 To Ta Te
- - - - P55 T2 Ts To Te Ta T3 T1

3. pjr1 — Rj(pj,mn(j)) for j =0,1,... k, where k = 32z — 1 for z-pass.
4. Output H;+1(= pr+ H;), where “4+” denotes a 32-bit word-wize addition. In
this paper, we similarly use “—” to denote a 32-bit word-wize subtraction.

R; is the step function for Step j. Let @; be a 32-bit value that satisfies

pj = (Qj—7llQj-6llQj—5l1Qj-allQj—3l|Qj—2[|Q;-1[|Q;). R; for a-pass HAVAL
(x € {3,4,5}) is defined as follows:

{ T =fj0¢s;(Qj—6,Qj—5,Qj—4,Q5-3,Qj—2,Qj-1,Q;)
Rj(pja mﬂ'(])) = (Qj—7 11) + (T 7) + Max(45) + Kx,j

where f; is a bitwise Boolean function defined in Fig. 2 ¢;; is a word-wize
permutation defined in Table B 7; is a message expansion function defined in
Table [2] n is n-bit right rotation, and K, ; is a constant defined in the speci-
fication. We show a graph of the step function in Fig.[Il Note that R;1(~7 My (j))
can be computed in almost the same complexity as that of R;.

2.2 Converting Pseudo-preimages to a Preimage

For a given hash value y, a pseudo-preimage is a pair of (x, M) such that
CF(xz,M) =y, where x may not equal to IV and CF is a compression function
of a Merkle-Damgéard hash function. There is a generic algorithm that converts
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a pseudo-preimage attack to a preimage attack [, Fact9.99]. Let the complexity
of a pseudo-preimage attack be 2¥. The procedure of this attack when the hash
value is n-bit long is as follows.

1. Generate 2("~%)/2 pseudo-preimages at the complexity of 2% . 2(n—=k)/2,

2. Generate 2("1t5)/2 messages that start from the IV, and compute their hash
values.

One of these hash values is expected to be matched. The complexity of this
attack is 2k . 2(n=k)/2 4 o(ntk)/2 — 9l+(n+k)/2,

This algorithm has been used in previous preimage attacks [SI2/].

2.3 Preimage Attacks on 3-Pass HAVAL

Aumasson et al. proposed two attacks that find a preimage of 3-pass HAVAL at
the complexity of 2230, and the attacks require 16 x 24 words of memory [2].
Both attacks take an approach of the meet-in-the-middle attack. In this paper,
we are particularly interested in the Attack A of their paper [2, Algorithm 4].

In the Attack A of [2, Algorithm 4], the authors focused attention on the
location of the message words ms and mg, where ms appears at Step 5, 32, and
94 and mg appears at Step 6, 55, and 89 as shown in Table 2R, First, chaining
variables pg to pg, where pg is IV and p;41 is the 256-bit output of the i-th step,
are fixed so that the change of mg in Step 6 is guaranteed to be absorbed by
changing () _1, which is the seventh word of the I'V. Similarly, chaining variables
pos and pgg are fixed so that the change of ms in Step 94 is guaranteed to be
absorbed by changing QQ95, which is the seventh word of pgs. Due to this effort,
computation for Step 0 to 47 becomes independent of mg, and computation for
Step 95 to 48 becomes independent of ms. The authors of [2] and we call these
independent words neutral words.

Finally, the authors apply the meet-in-the-middle attack to find a pseudo-
preimage of a given hash value H, = (H°|H||H¢|HY||H¢||HS||HI||H"). The
rough sketch of the procedure is as follows. Refer to [2] for details.

Algorithm
1. Fix mg,z ¢ {5,6} and py,y € {0,...,6,95,96} so that changes of mg in
Step 6 and of ms in Step 94 are absorbed and pg 4+ pgg = H,, is satisfied
except for Q1 + Qo5 = HY.
2. For all 64 bits of (ms, Q-1), compute p;y1 « R;(pj, my(j) for j=0,1,...,47,
and store them in a table.
3. For all 64 bits of (me,Qos), compute p; R;l(ijr],mﬂ—(]‘)) for j = 95,
94, ...,48. Then, check if resulting p4s are matched with pygs in the table.
4. For all matched pairs, check if Q_1 + Qo5 = HY is satisfied.

In the above procedure, the meet-in-the-middle attack saves the complexity of
64 bits but step 4 of the procedure succeeds with a probability of 2732, Thus,
this attack is faster than the brute force attack by the factor of 232.

2 We number the first step as 0.
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2.4 Preimage Attacks on MD4 and MD5

Preimage attacks on MD4 and MD5 are proposed by Aoki and Sasaki [T]. They
proposed a new technique called the splice-and-cut technique.

Splice-and-Cut: Splice the last and the first step and divide the attack target into
two chunks of steps so that each chunk includes at least one message word that
1s independent of the other chunk. Then, pseudo-preimages are computed by the
meet-in-the-middle approach.

Different from Aumasson et al. [2], Aoki and Sasaki focused attention on the
property that chaining variables in the first and last steps can be considered to
be consecutive by the equation pg = H,, — piast- This idea enables them to start
the meet-in-the-middle attack from any step.

Aoki and Sasaki also proposes another technique named partial matching.
This technique enables attackers to skip several steps when they search for good
chunks in the attack target. Assume that one of divided chunks provides the value
of p;, where p; = (Qi—7[|Qi—6|Qi—5]|Qi-1/|Qi-3]|Qi—2[|Qi-1]|Qi) and the other
chunk provides the value of p;,_4, where p;,_4 = (Q;—11||Qi—10||Qi—9||Qi—s]|Qi—7]|
Qi—6]|Qi—5]|Qi—4). p; and p;_4 cannot be directly compared, however, a part of
these values, that is, Q;_7, Qi—¢, @i—s5, and Q;_4 can be compared immediately.
In such a case, we can ignore the value of m;_1), My i—2), Mx(i—3), and My (;_yg)
when we perform the meet-in-the-middle attack.

3 General Strategies of Our Preimage Attack

3.1 Strategy 1: Speed Up the Brute-Force Attack

This is a technique that enables us to quickly search for a message which con-
nects a given initial value I'V and a given hash value H,,. The idea is to reuse
an intermediate value of computation of a message when we compute different
messages. Assume m, and my form a local collision in the first round, that is,
any change of m, can be offset by changing m;, and these messages appear at
Steps s1, S2, (81 < s2) in the second round. In this case, the computation result
until Step s can be reused with all m, and corresponding my.

Moreover, since IV and H, are fixed, the values of chaining variables in
the last round can also be reused. Let steps at which m, and m; are used be
83,84, (83 < 84). In this case, the computation result from Step s4 to the last
can be reused.

Notice, this technique can also be achieved by inserting local collision in the
last round.

3.2 Strategy 2: Finding Pseudo-preimages by the
Meet-in-the-Middle Attack

Combining the splice-and-cut and local-collision. The technique proposed
by Aumasson et al. [2] is for finding a pseudo-preimage by applying the meet-in-
the-middle attack that starts from the first step and the last step. On the other
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m,— 1 step
neutral word
ms 8 step
Ps T T T T T T 1
Pes m,—
(Po=HyPee) " p, uninvolved
2 I message
P T T T WA T T 7 8 Step
P T T W T T 77 m
>
3 N N N uninvolved
e message
Ps 8 step
Mg
my—s
neutral word
Fig. 3. A local collision formed by the neu- Fig.4. A long collision pass
tral words used by Aumasson et al. [2] used in the splice-and-cut

technique

hand, the splice-and-cut and partial-matching techniques proposed by Aoki and
Sasaki [I] are for finding a pseudo-preimage by applying the meet-in-the-middle
attack that starts from an intermediate step. We found that these two techniques
can be combined together, and more steps might be attacked.

Aumasson et al. use the fact that mg is used near the first step, ms is used near
the last step, and corresponding chaining variables appear in the same equation
for the computing hash value. We found that their technique can be used at not
only the first and last several steps but also intermediate steps.

Observation: The key idea of the attack is searching for message words that can
form a local collision. In fact, their selection of message words can be considered
as a local collision that starts with Step 94 and ends with Step 6.

The graphical explanation is shown in Fig.[8l Cells denote 32-bit chaining vari-
ables and highlighted cells denote chaining variables whose values are changed
according to the selection of values of neutral words (ms, mg). The left diagram
explains the attack procedure of Aumasson et al., and the right diagram de-
scribes it in a different step order to show (ms,mg) forms a local collision. Note,
in the splice-and-cut technique, the first and last steps are considered to be con-
secutive by the equation py = H,, — pgg, which can be ignored when we analyze
the dependency of message words.

As you can see in Fig.[B] the technique of Aumasson et al. [2] can be inserted in
any part of an attack target. Therefore, this can be combined with the splice-and-
cut technique. For convenience, we call this technique local-collision technique,
and we summarize the property of the local-collision technique.

New technique 1. Local-Collision: When we search for chunks in an attack target,
neutral words forming a local collision can be ignored. This occurs when neutral
words appear (L + 1) steps away and other chaining variables can be guaranteed
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Step 0 1 o (n—1)
Round 1 a | b
Attack strategy on a one-round hash function
Step 0 1 oo (n—1)
Round 1 a | b
Round 2 b | a
Attack strategy on a two-round hash function
Step 0 1 o (n—1)
Round 1 a | (
Round 2 a) | b
Round 3 b | a
Attack strategy on a three-round hash function
Step 0 1 oo (n—1)
Round 1 a | (
Round 2 a) | b
Round 3 b | (a
Round 4 b) | a

Attack strategy on a four-round hash function

Fig. 5. Attack strategies on a hash function with up to 4 rounds

not to be affected by the local collision, where L represents the number of chaining
variables (e.g. L =4 for MD5, L = 8 for HAVAL).

Extension to use long collision paths. The local-collision technique de-
scribed above can be extended to use a long collision path as shown in Fig. [l

In HAVAL, the influence of changing m ;) can be offset by changing mr(;1sn),
n > 1. In this case, my(i1gr), 1 < k < n can be any message word. We call
My (i+8k) uninvolved messages. As long as the meet-in-the-middle attack with a lo-
cal collision such as the attack approach of Aumasson et al. is taken, neutral words
can also be used as uninvolved messages. On the other hand, in our approach ex-
plained in Section 5.3 we use “meet-in-the-middle attack” which uses two tables
but does not get the gain of the time-to-memory conversion. Thus, neutral words
require to increase the complexity of about n/(number of all steps), since we need
to fix all variables within local collision steps before we perform the “meet-in-the-
middle attack”. We also note that the changes of a 32-bit chaining variable corre-
sponding to neutral words must be absorbed in the Boolean functions so that other
chaining variables are not changed. Achieving this tends to be difficult if several
message words appear twice or messages used as padding string appear in a local
collision path.

Number of rounds that can be attacked. The meet-in-the-middle attack
works very efficiently if the message expansion consists of a permutation of mes-
sage word order in each round like MD5 or HAVAL. In this section, we formalize
how many rounds can be attacked. Attack strategies are also drawn in Fig. Bl
We explain how to attack a hash function that has only one-round. Let us
divide the attack target into the first half and the last half steps. In a round,
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each message appears only once. Therefore, any pair of message words used in
the first and second chunks are independent each other, hence they can be used
as the neutral words. Finally, we perform the meet-in-the-middle attack between
the first chunk including m, and the second chunk including my.

To attack a two-round hash function, we use the property that chaining vari-
ables in the first and last steps can be considered to be consecutive. Let a pair
of message words (mg, mp) appear in the first round in this order. In the second
round, if my is used in an earlier step than m,, the attack target can be divided
into two chunks so that one chunk includes a neutral word m, and the other
chunk includes m;. Therefore, a pseudo-preimage attack can be achieved by the
splice-and-cut technique.

A three-round hash function can be attacked by combining the splice-and-cut
technique and one of the partial-matching or local collision techniques. Assume
(mq,myp) is a pair of message words that can be skipped by using the partial-
matching or local-collision technique. In Fig. [l skipped steps are indicated by
parentheses. If the same strategy for the two-round attack can be applied in the
rest of steps, a pseudo-preimage attack can be achieved.

To attack a four-round hash function, we need to use all techniques. At the
beginning of two chunks, we skip several steps by the local-collision technique,
and at the end of two chunks, we skip several steps by the partial-matching
technique. Both skipped steps need to include both neutral words.

4 Preimage Attacks on HAVAL Following the Strategy 1

We apply the general strategy 1 explained in Section [ to all passes of HAVAL.
The memory requirement of the attack is negligible.

First, we consider a preimage attack on 3-pass HAVAL. According to the
message expansion of HAVAL shown in Table 2] if we make a local collision from
Steps 9 to 17, computation results for 77 steps out of 96 steps can be reused
among different messages. The message word distribution for this attack is shown
in Table [l

Table 4. Message word distribution for fast brute-force attack on 3-pass HAVAL

3 5 6 819 1011121314 1516 17|18 19 20 21 --- 29 30 31
3 5 6 81® 1011121314 1516 (7|18 1920 21 --- 29 30 31
reused local collision reused

Step |32 33 34 35 36 37 38 39 40 41 42 43 44 45 46 47 48 49 50|51 52 53 --- 61 62 63
index 5 1426 18 1128 7 16 0 232022 1 10 4 8 30 3 21|@® (724 --- 2531 27
reused

Step|64 65 66 67 68 69|70 71 72 73 74 7576 77 78 79 80 81 82 83 84 85 --- 93 94 95
index(19 @ 4 2028 (3|8 22291425122430162631157 3 1 0 --- 11 5 2
reused

Step|0 1 2 4 7
index 0 1 2 4 7
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The attack procedure is as follows:

Attack procedure

1. Fix mag, m3p, and mg; to satisfy the padding for a 1-block message.

2. Temporarily determine mg and my7, and determine chaining variables and
messages m;, i ¢ {9,17,29,30,31} so that Steps 9-17 form a local collisior.
Randomly determine other message words that are not specified yet.

4. Compute R;(p;,mx(;) for j = 0,1,...,50 and compute R;l(pj+17m,r(j))
for j = 95,94, ...,70, where pgs = H,, — IV. Store the values of p5; and prg
in a table, where pro = (Qs3||Q64/| Qo5 Qo6 Qo7]|Qes|| Qoo @70)-

5. For all 32 bits of mg, compute m17 so that the value of QQ1g does not change.
Then, compute R;(p;, my ;) for j =51,52,...,62 and check whether com-
puted Qg3 is in the table or not. If it is in the table, compute Qg3, - .., @79
and check all values are matched. Otherwise, choose other mg and repeat
this process.

w

The complexity of the above procedure is 229(= 232 }2) and success probability

of step[Blis 27224(= 27256.232) Therefore, by repeating the procedure 2224 times
by changing the values of m;, 18 < i < 28, a message that connects a given IV
and H,, will be found at the complexity of 22°3(= 229 . 2224),

On 4-pass HAVAL, the attack procedure is similar to 3-pass HAVAL. Applying
local collision in the last round between Steps 102-110, the complexity of the
attack is 2256 128-(19F5947) 925443 (o 5-pass HAVAL, applying local collision

128
in the first round between Steps 19-27, the complexity of the attack is 22°6

160—(56+23+7)  9254.89
160 ~ :

5 Preimage Attacks on HAVAL Following the Strategy 2

Our general strategy 1 can work for all passes of HAVAL, however, the efficiency
is not so high. This section further reduces the complexity of preimage attacks
by using the general strategy 2, which uses the meet-in-the-middle approach.

5.1 A Preimage Attack on 3-Pass HAVAL

We propose a preimage attack on 3-pass HAVAL, which finds a pseudo-preimage
of 3-pass HAVAL at the complexity of 2!'°2, and is converted to a preimage
attack of the complexity of 2225, Thus, the resulting preimage is 2-block long.
This attack uses the splice-and-cut and partial-matching techniques as shown in
Table

The attack procedure for a hash value H,, = (H¢||H|H¢|H||H|H'||HI||
H") is as follows.

3 How to determine the chaining variables and messages to obtain a local collision
is explained in Section A local collision for this attack can be obtained in the
similar method.
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Table 5. Message word distribution for 3-pass HAVAL

Step|0 1|2 3 4 5 6 7 8 9 10111213 --- 21222324 25 26 27 28 29 30 31
index© O|2 3 4® 6 7 8 9100 1213--- 212223 24 25262728 29 30 31
skip first chunk

Step|32 33 34 35 36 37 38 39|40 41 42 43 44 45 --- 53 54 55 56 57 58 59 60 61 62 63
indext(® 14 26 18 (3 28 7 16| 232022 D 10--- 2429 6 19121513 2 2531 27
first chunk second chunk

Step|64 65 66 67 68 69 70 71 72 73 74 75 --- 83 84 85 86 87 88 89 90 91 92|93 94 95
index19 9 4 202817 8 2229142512--- 3 O @ 182713 6 211023|0 ® 2
second chunk skip

Attack procedure
1. Fix mog, m3g, and mg; to satisfy the padding for a 2-block message.
2. Fix m; (i ¢ {0,1,5,11}) and p4o to randomly chosen values.
3. For all (mg, my), do: pjy1 < Rj(pj, my(;) for j =40,41,...,92.
4. Make a table of (mg, m1, po3, (H®—Qosz, H—Qg2, H°—Qg1))s which are com-
puted in the last step, where pgs = (Qss|Qs7]|Qss||Q@s9[|Qo0[|Qo1[|Qo2[|Qo3)-
5. For all (ms,m11),
(a) do the following: p; «— R;l(pj+17m,r(j)) for j =39,38,...,2,
where, py = (Q-5[Q-1[|Q-3[|Q—2[|Q-1[|Qo[|Q1]|Q2).
(b) Check whether Q_5,Q_4, and Q_3 are matched with H°—Qg1, H%—Qgs,
and H® — Qo3 in the table.
(¢) If they are matched, compute pos, pos,Pos, Po, and p; by using the
matched pairs, and check whether H,, = pg + pg¢ are satisfied.
(d) If satisfied, the pair of corresponding message and py is a pseudo-
preimage of H,,.

In the above procedure, the complexity of step 3 is 204- 53 and the complexity
of step Balis 264 - 32. After step [BB 232(= 2128 . 2796) pairs are expected to be
remained. After step [Bd 27128(= 27160 . 232) pair are expected to be remained.
Therefore, by repeating the above procedure 2'2® times, we expect to obtain a
pseudo-preimage, where the complexity is 2192(= 264.2128), Finally, this pseudo-
primage attack is converted to a preimage attack of the complexity of 222% by
the generic approach explained in Section ZZH. Step @ requires 13 x 264 words
of memory and other steps require negligible amount of memory.

5.2 A Preimage Attack on 4-Pass HAVAL

We propose a preimage attack on 4-pass HAVAL, which finds a pseudo-preimage
of 4-pass HAVAL at the complexity of 2224, and is converted to a preimage attack
of the complexity of 224!, Thus, the resulting preimage is 2-block long. This

4 Combination of the attack proposed by Aumasson et al. described in Section 23]
and P3graph proposed in [3] will be the preimage attack with a complexity of 2%2°.
Moreover, following [I, Appendix], the complexity is further improved to 2224 put
the length of the preimage message will be very long.
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Table 6. Message word distribution for 4-pass HAVAL

Step 0 1 2 3 45 6 7 --- 20 21 22 23 24 25 26 27 28 29 30 31
index0 1 23 4®6 7 --- 20 21 22 23 23 25 26 27 28 29 30 31
second chunk local collision (1-cycle)

Step 323334 --- 48 49 50 51 52 53 54 55 56 57 58 59 60 61 62 63
index® 1426--- 30 3 21 9 17 23 29 6 19 12 15 13 2 25 31 27

first chunk
Step 64 65 66 67 68 69 70 71 72 73 74 75 76 77 e 90 91 92 93 94 95
index19 9 4 2028 17 8 2229 14 25 12 23 30 21 10 23 11 ® 2
first chunk skip

Step 96 97 98 --- 112 113 114 115 116 117 118 119 120 121 122 123 124 125 126 127
index23 4 0 --- 22 11 31 21 8 27 12 9 1 29 ® 15 17 10 16 13
second chunk

Table 7. Fixed values for preimage attack on 4-pass HAVAL

step J M) Qj—7 Qj—6 Qj—5 Qj—a Qj—3 Qj—2 Qj—1 Q)
2% @ Qr Ci C C; Ci 1 0 0

25 mas Cl Cz C3 C4 1 0 0 *
26 moe Cz C3 C4 1 0 0 * 0
27 mar7 03 C4 1 0 0 * 0 0
28 mas C4 1 0 0 k 0 0 0
29 ma9 1 0 0 * 0 0 0 C5
30 mso 0 0 * 0 0 0 Cs CG
31 ms31 0 * 0 0 0 C5 Ce C7
32 @5 * 0 0 0 C5 Ca C7 Cg
33 0 0 0 Cs CG C7 Cs @;3

Messages used for the padding string are underlined.
Variables which we try all possible values are circled.

attack uses the splice-and-cut, partial-matching, and local-collision techniques
as shown in Table

In this attack, we need to guarantee that the neutral words form a local-
collision in Steps 24-32. This is achieved by fixing chaining variables so that
the change of a chaining variable corresponding to both neutral words does not
propagate through the Boolean functions. How chaining variables are fixed is
shown in Table [l where, 0, 1, C;, and * denote 0x00000000, Oxffffffff, a
fixed value, and a flexible value which depends on the value of neutral words,
respectively.

The attack procedure for a hash value H, = (H®||H®|H¢|H?||He|H|
HY||H") is as follows.

Attack procedure
1. Randomly choose the values of Cy,...,Cs, and fix the values of chaining
variables denoted by Ci,...,Cs,0, and 1 in Table[1
2. Compute m; (i € {25,26,27,28}) by solving the step function.
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. Fix mgg, m3g, and mg; to satisfy the padding for a 2-block message.
. Compute @30, @31, and Q32 by the step function.

. Randomly determine other message words that are not specified yet.
. For all (m5,Q17), do the following;:

S O W

P — Ry (pjs1,may) for j=23,22,...,0,
p128 < H, — po,
p;i < Ry Npjy1,magy) for j =127,126,...,97.

7. Make a table of (ms, Q17, po7)s which are computed in the last step, where

Po7 = (Qoo||Qo1[|Qo2[| Qo3[ Qo4 | Qos]| Qo | Qo7).

8. For all (m24,Q33),

(a) do the following: p;y1 < Rj(pj, mx(;) for j = 33,34,...,93,
where, pgs = (Qs7||Qss | @sol| Qoo | Qo1 Qo2| Qo3| Q94)-

(b) Check whether Qo4,Qo3, Qo2, @91, and Q9o are matched with those
stored in the table.

(¢) If they are matched, compute pos, pog, and pg7 with the matched pairs,
and check whether they are matched with those stored in the table.

(d) If matched, compute @25, which is denoted by * in Table [T, by the step
function for Step 24 with matched (ma4, Q17) and by the step function
for Step 33 with matched (ms, Qs3).

(e) Check whether both results of Q25 are matched.

(f) If matched, the pair of corresponding message and py is a pseudo-
preimage of H,,.

In the above procedure, the complexity of step[Bis 264+ . and the complexity
of step Ralis 264 - 16218. After step BB, 2732(= 2128 . 27160) pair is expected to be
remained. After step Bd 27128(= 2732 . 2796) pair is expected to be remained.
After step Bd 27169(= 2732 . 27128) pair is expected to be remained. Therefore,
by repeating the above procedure 2'%0 times, we expect to obtain a pseudo-
preimage, where the complexity is 2224(= 264.2160)_ Finally, this pseudo-primage
attack is converted to a preimage attack of the complexity of 224! by the generic
approach explained in Section Step [Mrequires 10 x 254 words of memory and

other steps require negligible amount of memory.

5.3 Notes on Preimage Attack on 5-Pass HAVAL

A preimage attack on 5-pass HAVAL reduced to 151 steps

5-pass HAVAL reduced to 151 steps, which use the first 151 steps of 5-pass
HAVAL, can be attacked by using the almost same approach as the attack on
4-pass HAVAL. In Table[6] Step 127 is a part of the second chunk that includes
ms and is independent of moy. According to the message expansion shown in
Table 2L Steps 128-150 are independent from moy. Therefore, the attack on 4-
pass HAVAL in the last section can also be applied to the first 151 steps of
5-pass HAVAL. The complexity is almost the same, so we can find a pseudo-
preimage at the complexity of 2224, and this attack is converted to a preimage
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Table 8. Message word distribution for 5-pass HAVAL (full)

Step 0 1 2 3 4 5 --- 19 20 21 22 23 24 25 26 27 28 29 30 31
index 0 1 2 3 4 5 --- 19 @0 21 22 23 24 25 @¢ 27 28 29 30 31
second chunk skip

Step 32 33 34 35 36 37 38 39 40 41 42 43 44 45 46 47 48 49 --- 63
index 5 14 ¢¢ 18 11 28 7 16 0 23 20 22 1 10 4 8 30 3 --- 27
skip
Step 64 65 66 67 68 69 70 71 72 73 74 75 76 77 78 79 80 81 --- 95
index 19 9 4 20 28 17 8 22 29 14 25 12 24 30 16 2§ 31 15 --- 2
skip first chunk
Step 96 --- 103 104 105106 107108109110111112113114115116 117 --- 121 ---
index 24 --- 23 260 6 30 g0 18 25 19 3 22 11 31 21 8 27 --- 29 ...
first chunk local collision (3-cycle)
Step 128129130 131132133 134 135136 137 138 139140 141 142143144 145 --- 159
index 27 3 21 2§ 17 11 20 29 19 0 12 7 13 8 31 10 5 9 --- 15
local collision second chunk

attack of the complexity of 224!, and requires 10 x 254 words of memory. Note,

we experimentally confirmed that there is no selection of chunks that can attack
more than 151 steps at the better complexity.

A preimage attack on full 5-pass HAVAL

As mentioned in Section B2 our attack works efficiently on a hash function
with less than or equal to 4 rounds, but does not work on the one with more
than 4 rounds. However, by combining the exhaustive search, we can find a
pseudo-preimage at 22°3-81,

To attack full 5-pass HAVAL, we need to use all the techniques explained:
splice-and-cut, partial-matching, and local-collision techniques. The selection of
the chunks are shown in Table Bl We stress that our computer search program
did not find a pair of chunks that can be attacked with a 9-step local collision.
This problem was solved by using a long collision path introduced in Section 3.2

To guarantee that the neutral words form a local-collision in Steps 107-131,
we fix chaining variables as shown in Table

1. Fix the value of chaining variables as shown in Table [@ and derive the
corresponding messages by using the step function.

2. Fix the value of message words that are not used inside the local collision
steps. Note there is enough message space to find a pseudo-preimage.

3. For all 232 values of Q10g, compute a corresponding value of Q124. Store the
result in a table named Table A.

4. For all 264 values of (mag, Q100), do the following:

pj — Ry Y (pjs1,ma(;y)  for j =106,105,...,68.

Store (mag, @100, Pes) in a table named Table B.
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Table 9. Fixed values for preimage attack on 5-pass HAVAL

Round Step j mg(jy Q-7 Qj—6 Qj—5 Qj—1 Qj—3 Qj—2 Qj—1

4R 107
108
109
110
111
112
113
114
115
116
117
118
119
120
121
122
123
124
125
126
127

5R 128
129
130
131
132

@20

mis

(@28

Qoo Ci
C; GCs
C, Cs
Cs 1

1 0
0 1
1 1
1 *
* 1
1 1
1 1
1 1
1 0
0 1
1 1
1 *
* 1
1 1
1 1
1 1
1 0
0 0
0 0
0 *
* 0
0 0

C, Cs 1
Cs

-
-

O % OO0CORHFHFKERERX¥ HREROKRRERHMEEKESX HKRO
CO%¥ OO KHFRERHMFEIXFRMFEFORKERKRIRERX MKMO
OO ¥ OO0 KR RFRMEEME¥* HEFOKFMRMEEKME %X =KMKO

[e=)

Q
Q
I

0
Cy 0 Cs

0

OO % OO O RMIMIMX H/MHOIM MM M X M M

Cy
0
Cs
Cs

1

QO % OO0OOCOFRKFHRKHEFHKE¥*¥ HFFHEORRHRKRRKR X% H

a

0
Cs
Cs
Cr

Messages that appear twice are stressed with o.
Uninvolved messages are written in parentheses.

5. For all 264 values of (mag, Q132), do the followings:

pi+1 — Ri(pj, max(y))
po <+ H, — pieo,
pi+1 < Rji(pj, ma(j))

Qj
1
*(Q10s)

*

Py
@HHOHHHH
&

N

*
OO@OOO!—H—\HH

)
N
~—

Poogon

for j = 132,133, ..., 159,

for j =0,1,...,25.

Store (mag, Q132, p26) in a table named Table C.

6. For all 296 values of (mag, Q100, M20), do the followings.
(a) Compute a value of Q108 by using (mag, Q100)-

Find a value of corresponding Q124 by looking up Table A.

Find values of corresponding pgs and pog by looking up Tables B and C.

(b)
(¢) Compute a value of corresponding Q132 by using Q124 and mag.
(d)

)

(e) Compute skipped steps, which are Steps 26-67, by using (mag, p2g, M20,

pﬁs)-

(f) If skipped steps are matched, output corresponding messages.

In the above procedure, steps 1 and 2 finish in negligible time. Step 3 takes

the complexity of

about 232

. 120. Step 4 takes the complexity of

64 | 39
2 160>

and
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step 5 takes the complexity of 264- > Steps [Gal to [6dl finishes in negligible time
for each of (mas, @100, M20). Step e seems to take the complexity of 2% . 12
but this can be easily improved to 2% - * by the partial-matching technique.

Furthermore, the equation for computing Step 26 can be written as follows:
Q27 + My (26) + (term independent from 1. (zg)).

Therefore, Step 26 can be computed in negligible cost compared to one step
function, and thus, the complexity becomes 2% - 13640. After Step B the number
of matched message is evaluated as 27160(= 27256.29) Therefore, by repeating
steps 2 to 6 of the above procedure 2'6° times, a pseudo-preimage can be found
at the complexity of 2160 . 296 . 34 ~ 225381 Gteps @ and [l require 20 x 264
words of memory in total and other steps require negligible amount of memory.
To apply the depth first search for steps[@6] Table B or C can be removed and
memory requirement becomes half.

Notes on local collision shown in Table [@ In the local collision shown
in Table @ ms3,m21, and moy appear twice. Therefore, we need to be careful
so that all fixed values in Table [@ can be achieved. mo; is used in Steps 115
and 130. Since a message used in Step 115 is an uninvolved message, we can
determine mo; so that Step 130 is satisfied. We can ignore the influence to Step
115. Regarding ms and maz, since they are used in Steps 129 and 128 whose
outputs can be any value (Cg and Cs), mg and maoy can be fixed so that Steps
111 and 117 are satisfied. This local collision also includes mog, which is involved
to the message padding. Unfortunately, this local collision needs to fix mgg to
a unique value, since all input and output values of Step 121 are fixed. As a
result, this attack cannot satisfy the message padding of 5-pass HAVAL. It is
interesting that the uniquely fixed mog satisfies the message padding rules of
MD5. Since the padding rules of HAVAL require to produce more information
than those of MD5, for example output length and pass number, the fixed mog
does not satisfy the padding for HAVAL but satisfies the padding for MD5.

6 Conclusion

In this paper, we proposed preimage attacks on HAVAL. We considered two
general strategies to find a preimage. The first approach is speeding up the brute-
force attack. By this approach, we can reduce the complexity of preimage attacks
by a few bits. The second approach is the meet-in-the-middle approach. We
found that the techniques proposed by [1] and [2] can be combined to attack hash
functions with more rounds than previous works. As a result, we found a pseudo-
preimage attack and a preimage attack on 3-pass HAVAL whose complexities
are 2192 and 2225, a pseudo-preimage attack and a preimage attack on 4-pass
HAVAL whose complexities are 2224 and 224!, and a pseudo-preimage attack
and a preimage attack on 151-step 5-pass HAVAL whose complexities are also
2224 and 2%%!. Moreover, we optimized the computational order for brute force
attack on 5-pass HAVAL and its complexity is 225489, As far as we know, the
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proposed attack on 3-pass HAVAL is the best attack and proposed attacks on
4-pass HAVAL and 5-pass HAVAL are the first attacks.
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