ConSurf: Using Evolutionary Data to Raise Testable Hypotheses about Protein Function


1 Introduction

Evolutionary data can often supplement our incomplete understanding of structure-function relationships in proteins, DNA and RNA. For example, methods of protein structure prediction that make use of existing structures, either in the form of full protein templates or short fragments, are generally more accurate than current molecular dynamics simulations and other methods that are based on first principles (perhaps due to limited computer capacity). Evolutionary data are also useful for highlighting important positions in the protein (or nucleic acid): slowly evolving, (i.e., evolutionarily conserved) amino acids in proteins are often important (e.g., reference [1]). Why else would they be conserved if not for maintaining the structure and function, be it binding, catalysis, transport, etc. Given the sequence or 3D structure of the query protein as input, a search for similar sequences is conducted and the sequences are aligned. The multiple sequence alignment is subsequently used to calculate the evolutionary rates of each amino acid site, using Bayesian or maximum-likelihood algorithms. Both algorithms take into account the evolutionary relationships between the sequences, reflected in phylogenetic trees, to alleviate problems due to uneven (biased) sampling in sequence space. This is particularly important when the number of sequences is low. The ConSurf-DB, a new release of which is presented here, provides precalculated ConSurf conservation analysis of nearly all available structures in the Protein DataBank (PDB). The usefulness of ConSurf for the study of individual proteins and mutations, as well as a range of large-scale, genome-wide applications, is reviewed.

Abstract: Many mutations disappear from the population because they impair protein function and/or stability. Thus, amino acid positions that are essential for proper function evolve more slowly than others, or in other words, the slow evolutionary rate of a position reflects its importance. ConSurf (http://consurf.tau.ac.il), reviewed in this manuscript, exploits this to reveal key amino acid positions that are important for maintaining the native conformation(s) of the protein and its function, be it binding, catalysis, transport, etc. Given the sequence or 3D structure of the query protein as input, a search for similar sequences is conducted and the sequences are aligned. The multiple sequence alignment is subsequently used to calculate the evolutionary rates of amino acid sites, using Bayesian or maximum-likelihood algorithms. Both algorithms take into account the evolutionary relationships between the sequences, reflected in phylogenetic trees, to alleviate problems due to uneven (biased) sampling in sequence space. This is particularly important when the number of sequences is low. The ConSurf-DB, a new release of which is presented here, provides precalculated ConSurf conservation analysis of nearly all available structures in the Protein DataBank (PDB). The usefulness of ConSurf for the study of individual proteins and mutations, as well as a range of large-scale, genome-wide applications, is reviewed.

Keywords: bioinformatics · databases · genomics · protein models · protein structures
2 Methodology

ConSurf’s estimate of evolutionary conservation is based on sequence alone, but the input can be the sequence or 3D structure of the query protein. When the latter is used as input, ConSurf parses the PDB entry to extract the sequence that corresponds to the structure. A detailed description of the methodology is provided in the “Overview” section of the ConSurf web server (http://consurf.tau.ac.il). Given a sequence, ConSurf searches for closely related sequences. Detection of homologous sequences and their alignment is key for accurate estimation of evolutionary conservation. Because no single procedure guarantees success in all cases, ConSurf offers the user a selection of search methods and databases, and the ability to specify criteria for defining similarity. The defaults reflect our experience. Thus, the user may search for related proteins using CSI-BLAST\(^5\) (default) or PSI-BLAST\(^6\). The user may also manually select the desired sequences from the collected hits, for example to limit the sequences to proteins whose function is identical to the query protein. The hits are clustered, and highly similar sequences are removed using CD-HIT\(^5\). A multiple sequence alignment (MSA) of the related sequences is constructed using MAFFT (default),\(^6\) PRANK,\(^7\) T-COFFEE,\(^8\) MUSCLE,\(^9\) or CLUSTALW.\(^10\) A phylogenetic tree, reflecting the inferred evolutionary history, is built using the MSA and the neighbor-joining algorithm\(^\text{[11]}\) as implemented in the Rate4Site program.\(^\text{[2a]}\) Position-specific conservation scores are computed using the empirical Bayesian\(^\text{[12]}\) or maximum-likelihood (ML)\(^\text{[13]}\) paradigms. The inference of evolutionary conservation relies on a specified probabilistic model, either for amino acid replacements or nucleic acid substitutions. The server offers a selection of several such models, thus allowing the accurate description of the evolutionary dynamics of both coding and non-coding sequences. The continuous conservation scores are divided into a discrete scale of nine grades, each mapped to a color for visualization. The colors are projected on the MSA and the query sequence/structure. When the query is provided as a sequence, ConSurf outlines a list of related proteins of known structure (sharing at least 35% sequence identity with the query and 50% coverage), if available in the PDB. The user may select one of these, and the conservation grades are presented on the structure. Coloring a 3D structure by conservation is particularly powerful, because it enables identification of clusters of highly conserved (or highly variable) residues in the natively folded protein. Such clusters are more significant than are isolated residues.

3 Conservation and Importance

Originally, ConSurf was developed as a quick means to highlight functionally important regions on protein surfaces, using the 3D structure of the protein and MSA of homologues.\(^\text{[20]}\) The correlation between evolutionary conservation and biological importance in biopolymers has been well established in structural biology (e.g., reference \([1]\)). In particular, functional regions (i.e., clusters of amino acids in spatial proximity to each other on the protein surface, which are involved in catalysis and interactions) are often evolutionarily conserved.\(^\text{[25]}\) The most common approach for the detection of functional importance has been based on invariance, i.e., positions that feature the exact same amino (or nucleic) acid throughout the MSA. While invariance is certainly indicative of importance (provided that the list of similar sequences is sufficiently diverse), this strict definition overlooks many important positions. Another popular approach for the
detection of functional importance has been based on the degree of consensus amongst the similar sequences concerning the identity of the dominant amino acid, e.g., 80% consensus (invariance corresponds to a consensus of 100%). A more sophisticated approach to estimate conservation is based on the Shannon entropy as a measure of the information content at each position in the homologues. Both approaches can be informative when a large number of similar sequences are available, if they sample sequence space evenly. But what if they do not? For example, what if ninety of a hundred similar sequences are highly similar to each other and only the other ten diverge? The common solution has been to delete all but one of the close sequences and estimate consensus (or entropy). However, this solution discards information, and the result depends critically on the criteria used to define closeness (e.g., sequence identity). In addition, such an approach tends to ignore the physicochemical similarity between different amino acids, as it focuses mainly on searching for identity rather than similarity.

ConSurf alleviates the problem of uneven sampling in sequence space by making explicit use of the evolutionary relationships between the similar sequences, as reflected in the phylogenetic tree, an approach that was first introduced with the development of the evolutionary trace method. The first ConSurf method, presented a decade ago, was based on a single phylogenetic tree, obtained by the parsimony principle; the tree topology and the ancestral sequences were reconstructed so as to minimize the number of changes during evolution. The more advanced ConSurf releases that followed have been based on more accurate inference of phylogenies and on explicit continuous-time Markov processes to model sequence evolution. In addition, it was realized that conservation can be estimated by explicit modeling of site-specific evolutionary rate, and that the latter can be reliably estimated using the maximum-likelihood and Bayesian paradigms. The statistical robustness of the ConSurf methodology provides not only accurate estimates of the evolutionary rate at each position, but also confidence intervals around these estimates. The server makes it easy to disregard evolutionary rate results that are unreliable (those with excessively large confidence intervals) by coloring them yellow (“caution”).

An example of the usefulness of ConSurf for highlighting function is provided in Figure 1. The influenza virus membrane includes two glycoproteins: hemagglutinin and neuraminidase. The former mediates viral entry into the host cell by binding sialic acid receptors, and the latter is responsible for removing the sialic acid to facilitate virus release. The ConSurf calculations on neuraminidase (PDB ID: 2HU4) demonstrate that the functional regions of this enzyme are indeed highly conserved. This is particularly the case for residues that bind the sialic acid substrate (ConSurf scores of 8 or 9): Arg118, Arg292 and Arg371 bind the carboxylate, Arg152 interacts with the acetamido substituent, and Glu276 forms hydrogen bonds with the 8- and 9-hydroxyl groups of the substrate. PDB ID 2HU4 was used and the figure was generated using the PyMol script output generated by ConSurf.

Figure 1. ConSurf analysis of the influenza neuraminidase protein. A) The 3D structure of the tetramer presented using a surface model. Amino acids are colored by their conservation grades using the color-coding bar, with turquoise-through-maroon indicating variable-through-conserved. The figure reveals the functionally important regions. B) A zoomed-in view of one of the monomers bound to the anti-influenza drug oseltamivir (trade name: Tamiflu), presenting (in red) the conserved patch of highest likelihood found by PatchFinder. C) A close-up view of the binding site. Highly conserved residues (ConSurf scores of 8 or 9) known to be crucial for binding the sialic acid substrate: Arg118, Arg292 and Arg371 bind the carboxylate, Arg152 interacts with the acetamido substituent, and Glu276 forms hydrogen bonds with the 8- and 9-hydroxyl groups of the substrate. PDB ID 2HU4 was used and the figure was generated using the PyMol script output generated by ConSurf.
a displacement of Glu276, occluding the drug-binding pocket and reducing oseltamivir’s binding affinity, rendering it ineffective against the mutant virus. Unfortunately, the mutant enzyme is still functional because there is still enough room for sialic acid binding.[20]

ConSurf analysis of a protein 3D structure makes it easy to see clusters of highly conserved amino acids in close proximity to each other on the surface. Such clusters are likely to be functional (e.g., the substrate-binding pocket in Figure 1B). But what about more quantitative predictions? For example, how likely is a cluster of, say, five positions with a certain average conservation score, to actually be a functional region? And what is the exact boundary of the region, i.e., which positions are included in the cluster? The PatchFinder methodology and web server were designed in order to answer these questions statistically.[21] Given the protein 3D structure and ConSurf scores, the conservation scores are reshuffled many times and assigned to each position randomly. The results are used to formulate a null hypothesis concerning the likelihood of obtaining a cluster (patch) of a given average conservation. Following the maximum-likelihood approach, up to three clusters of spatially close and highly conserved residues, which were assigned the highest likelihood, are reported. For example, Figure 1B shows the patch of highest likelihood obtained for neuraminidase.

ConSurf is commonly used by the structural community to detect and present functional regions. A recent example is a report of a new structure of the cytoplasmic membrane protein TatC.[22] TatC is the central component of the twin-arginine translocation (Tat) pathway, a prokaryotic protein-transport system. Two evolutionarily conserved regions were revealed at opposite ends of the membrane, and it has been suggested that they mediate TatC interaction with other proteins in the pathway.[22]

This is a good example of how ConSurf analysis often succeeds in raising testable hypotheses about protein function.

## 4 Mutation Design

ConSurf calculations may be used to design mutations in biopolymers with several goals in mind. At a very basic level, mutations in a highly conserved cluster could be designed where the goal is to impede a particular function, thereby attributing it to the cluster. In this context, the amino acid frequencies amongst the related proteins may be useful in designing mutations, as they represent the amino acid repertoire that a certain position can tolerate.

ConSurf analysis may also be used to study specificity within a family of homologous proteins. For example, a subfamily may share a unique binding specificity in a certain region. ConSurf analysis of the sequences in the subfamily may reveal a highly conserved region that is not shared by the rest of the family, suggesting that it is associated with the unique binding specificity of the subfamily. Mutations in members of the subfamily may be used to examine this hypothesis. Again, the amino acid profile in the family may guide the mutagenesis study. In this case it is advisable to choose the type of mutation based on the proteins that share the function versus those that do not.

ConSurf could also be used in rational protein design, for example by suggesting amino acid positions for mutations that could alter an existing function, which is far from trivial.[23] An easier task would be to point out highly variable regions, which often are not important for existing functionalities. These could be used for adding new functions without interfering with existing ones, or for the attachment of labels.[1]

## 5 Genetic Mutations and Single-Nucleotide Polymorphism

Geneticists often encounter the need to assess the likelihood of a mutation to be associated with a disease. This is particularly difficult with missense mutations, which change the nature of the amino acid leaving the rest of the protein sequence unaltered. ConSurf may aid in the discrimination between neutral and deleterious mutations. The former are more common in variable positions, while the latter are more frequent in conserved positions.[24] However, many exceptions are known, which is why many other qualities of the amino acid position and its vicinity are often required in order to improve the prediction accuracy.[25] Overall, it is very challenging to discriminate between deleterious mutations and harmless single-nucleotide polymorphisms, even when the 3D structure of the protein is known.[24]

## 6 ConSurf-DB and Systems Biology

ConSurf-DB is a database of precalculated ConSurf conservation profiles covering nearly all protein structures in the PDB.[26] We present here a new release of the database, which now covers 73,278 protein structures. Table 1 provides ConSurf-DB statistics. A detailed description of the updated ConSurf-DB methodology is provided in the “Overview” section in the web server (http://consurfdb.tau.ac.il) and a flowchart is shown in Figure 2. A four-step procedure was used to construct ConSurf-DB:

(i) Generating a non-redundant list of sequences in the PDB: the first step involved scanning the PDB repository to generate a protein sequence list according to the PDB entry and chain ID. Non-redundant structures were extracted from the list using the PISCES web server.[27]

(ii) Finding related sequences and constructing the MSA: a unique procedure was used for building an MSA for each protein, which balanced the need for sequence...
ConSurf: Determining Protein Functional Areas from Evolutionary Data

diversity while avoiding the inclusion of non-related proteins as much as possible. For that we relied as much as possible on the SWISSPROT database,[28] a small curated database of annotated proteins, and referred to the larger and noisier Uniref90 database[29] only when necessary. Initially, a CS-BLAST[3] search against the SWISSPROT database was conducted with the goal of detecting at least 50 unique hits. In cases of failure to meet the threshold, we searched the Uniref90 database using CS-BLAST, and CSI-BLAST with three iterations. The list of collected sequences was subsequently filtered by coverage (minimum 80%) and sequence identity (between 30–95%). The remaining sequences were filtered again using CD-HIT with a 95% sequence identity clustering threshold.[5] The decision of whether to proceed with the search for related sequences, or abort and move to the next step, was based on the number of sequences after filtration. An MSA of the sequences was constructed using MAFFT.[6]

(iii) Conservation calculation: the MSA was used to build a phylogenetic tree using the neighbor-joining algorithm[11] as implemented in the Rate4Site[2a] program. Position-specific conservation scores were computed using the Bayesian paradigm[12] and JTT replacement model.[30]

(iv) Results formatting: continuous conservation scores were divided into a discrete scale of nine grades for visualization, from the most variable positions (grade 1, turquoise), through intermediate conserved positions (grade 5, white), to the most conserved positions (grade 9, maroon). Finally, the conservation colors were mapped onto the protein 3D structure and the MSA for visualization.

ConSurf-DB provides the biologist with precalculated conservation profiles of proteins of interest, allowing instantaneous initial evaluation of the results. ConSurf-DB is linked to other databases and interactive tools. One example is Proteopedia,[31] where the ConSurf-DB colored structure can be visualized interactively in Jmol on the

Table 1. Build statistics for the updated version of ConSurf-DB (August 2012).

<table>
<thead>
<tr>
<th>Description</th>
<th>Number</th>
</tr>
</thead>
<tbody>
<tr>
<td>Total number of chains located within 73,278 protein structures</td>
<td>192,647 chains</td>
</tr>
<tr>
<td>Total number of non-redundant chains processed</td>
<td>54,509 chains</td>
</tr>
<tr>
<td>First step: CS-BLAST on the SWISSPROT database generated</td>
<td>19,834 MSAs</td>
</tr>
<tr>
<td>Second step: CS-BLAST on the UniRef90 database generated</td>
<td>28,536 additional MSAs</td>
</tr>
<tr>
<td>Third step: CSI-BLAST (three iterations) on the UniRef90 database generated</td>
<td>2,418 additional MSAs</td>
</tr>
<tr>
<td>Number of chains left with less than 50 unique sequences (no calculations)</td>
<td>3,721 chains</td>
</tr>
<tr>
<td>Median number of unique sequences collected</td>
<td>142</td>
</tr>
<tr>
<td>Minimum and maximum number of unique homologues were set to</td>
<td>50 and 300</td>
</tr>
</tbody>
</table>

Figure 2. A flowchart of the process used to construct ConSurf-DB. A four-step procedure was used: scanning the PDB, building an MSA, calculating the conservation scores, and formatting the results.
same page as the structure publication title and abstract, identification of ligands and non-standard residues, and other information. Other examples are the PDBsum and MarkUS, a server to navigate sequence-structure-function space.

Convenient as ConSurf-DB is, it is important to remember that it is usually possible to further improve the results for a particular protein of interest by the use of tailor-made procedures for similarity detection, manual selection of related sequences (made easy in the ConSurf web server), as well as other means to reconstruct the alignment or phylogeny.

ConSurf-DB may also be useful for genome-wide and other large-scale studies of proteins where the goal is to deduce general characteristics. In this respect, ConSurf-DB could also be useful within the context of systems biology. It is noteworthy, though, that the ConSurf calculation provides only the relative evolutionary rate at each position with respect to the average within the examined family, as represented in the particular sequence collection used. Because ConSurf gives relative, rather than absolute, conservation scores, it can be used to compare two different protein families only if there is reason to believe that the families evolve at similar rates; one cannot group together all the highly conserved positions in two different protein families. For such purposes, and also to differentiate between purifying, neutral, and adaptive selective patterns, codon-based analyses should be used such as those implemented in the PAML package or the SELECTON web server. The additional information obtained through codon-based methods comes at the expense of a more tedious sequence similarity search and longer running times. Additionally, such analyses are possible only under the assumption that the rate of silent substitutions reflects the rate of neutral evolution and is similar across the studied protein-coding genes.

7 Evaluation of the Quality of 3D Models

The correlation of conservation with solvent-accessibility profiles can be used to evaluate theoretical models of protein 3D structure (protein-folding predictions). The expectation is that the protein core (i.e., buried amino acid positions) would be highly conserved, while the periphery (i.e., exposed positions) would be variable. This idea has been implemented in the ConQuass methodology, which is readily useful for examination of model structures. Systematic examination using various datasets showed that the ConQuass score correlates with the quality of the model structure. In particular, results with a set of 11,686 models of 75 targets from CASP8 (http://predictioncenter.org) showed that when the conservation information is reliable, the method’s performance is comparable and complementary to that of the other single-structure quality assessment methods. The same conclusion emerged from the subsequent double-blind examination of ConQuass within the CASP9 competition (http://predictioncenter.org).

8 Structural Genomics: Infer Function from Structure

Due mostly to the worldwide structural genomics effort, we see the emergence of 3D structures of proteins with unknown function or incomplete function annotation. ConSurf analysis may reveal highly conserved surface clusters of amino acids, which are presumably functionally important. In this respect, ConSurf may provide a first step towards function annotation. To this end, we have established the N-Func database of 757 structures of proteins of unknown function and their predicted functional regions.

9 Challenges

The exponential growth of sequence databases is a blessing but also raises theoretical and practical challenges. Let us start with the theoretical. A large database is advantageous in that it is likely to include many sequences that are truly related to our query protein. The problem is that it is more difficult to find these because of the high false discovery rate. Advanced statistical methods and/or systematic reorganization of sequence databases are required in order to resolve this issue. On the practical level, we will need to develop tools and strategies for dealing with hundreds and thousands of truly related sequences. A key question would be: when the number of truly related sequences exceeds a certain threshold, is it sufficient to estimate conservation based on more simple methods, such as consensus or the Shannon entropy? If not, methods that are based on phylogeny, like ConSurf, will have to be improved both in speed and memory usage.

10 Summary and Outlook

Evolutionary analysis is useful for many purposes. The ConSurf web server has been designed to make it readily accessible to the community. It is particularly useful for proteins, starting from sequence or structure queries, but it is also applicable to the analysis of DNA and RNA. ConSurf can easily reveal highly conserved, presumably functional, surface regions in proteins. However, additional tools are needed in order to suggest what the function is. Analysis of the physicochemical nature of the conserved regions could provide hints (e.g., protein-protein or nucleotide binding regions). It can also be possible to
infer function by matching of the conserved surface regions with databases of annotated functional regions.[33,39]

It is noteworthy that while evolutionary conservation is indicative of importance, not all functionally important surface regions are highly conserved. As mentioned above, antigen-binding sites of antibodies and major histocompatibility complex (MHC) molecules of the immune system, as well as the surfaces of the proteins of many infectious agents (e.g., influenza hemagglutinin) provide good counterexamples. The hypervariability of these regions is crucial to support their functions.[40]

Acknowledgements

We are thankful to Yana Gofman for many helpful comments and discussions, and for critical comments of many ConSurf users. This work was supported by grant number 3-7935 from the Ministry of Science and Technology. G.C. and H. A. were funded in part by the Edmond J. Safra Center for Bioinformatics at Tel Aviv university. I. M. is supported by the Marie Curie Career Integration Grant (FP7-PEOPLE-2011-CIG-293878) and the Israeli Science Foundation grant 1265/12.

References


Received: December 14, 2012
Accepted: March 10, 2013