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Abstract—We present progress towards automated Lecture harvest enough data from approximately transcribed lestur
Transcription (LT) in resource scarce environments. Our devel- tg retrain acoustic models using both a well trained target-
opment has focused on the transcription of lectures in Afrikaans language (Afrikaans) acoustic model as well as an acoustic

from two faculties at North-West University. A bootstrapping
procedure is followed to filter and select well-aligned segments model from another language. It was found that the target-

of speech. These segments are then used to train acoustiddnguage acoustic model performs significantly better fics t
models. Initial work towards language modeling for LT in a task.

resource-scarce environment is also presented; manual lecture Gijven these results, as well as the availability of audi@dat
transcriptions are combined with text mined from other sources collection applications such as Woefzela [4] and smart papn

such as study guides to train language models. Interpolation d t id btaini fficient t tl icaud
results indicate that study guides are a useful resource for WE 0O NOL CONSIAEr obtaining sutlicient target-languagaau

language modeling, whereas general text (obtained from a pub- for acoustic modeling as big an obstacle as it was in the tecen
lisher of Afrikaans books) is less useful in this context. Our past! although the optimal approach to combining general

findings are confirmed by the reduced word error rates (WERs) and speaker-specific audio data in this context remains an
obtained from our off-line speech-recognition system for Lectue interesting topic for investigation.

Transcription.

Index Terms—Lecture Transcription, Afrikaans, Kaldi, Dy- The current main challenge therefore with lecture trapscri

namic Programming, Language Model, Resource-scarce. tion systems in resource-scarce environments is language m
eling: lecturers tend to use domain specific words, spooizane
|. INTRODUCTION speech containing many false starts, hesitations, filleses

The availability of lecture transcriptions is understoad tnon-lexical artifacts such as coughs and laughs, and many
be very rewarding — most obviously for students with hearingther phenomena present in daily human communication [1],
disabilities, but also for the larger student populatiomd8nts [5]. All these affect the accuracy of the speech recognition
with hearing disabilities use these transcriptions as @atp system. This is even more challenging in resource-scarce
ive learning medium, while students without such disabiit environments where very little text data is typically asike
use them to better understand the lecturer or to supplemémtaccurately modeling these artifacts with language rfsde
their class notes [1]. The multilingual environment of coigs In this paper, we present results from our Afrikaans Lec-
such as South Africa offers additional motivation for théure Transcription system. Our acoustic modeling approach
development of lecture transcriptions, since studentsnoftis described in Section III-C2, and is similar to the ap-
attend lectures in languages other than their first languageoach described in [3], relying heavily on the Dynamic
and can therefore obtain significant benefit from transiomgt Programming-based audio harvesting procedure described i
(either in real-time or off-line). [6]. We employ a significantly expanded Afrikaans Lecture

Hence, Kawahara et al. [2] report that some universities uSenscription (ALT) corpus compared to that in [3], however
student volunteers to create notes of classes, since prafies enabling us to work with a larger corpus, experiment more
stenographers are too costly. However, real-time trapson thoroughly with speaker-adaptive training, language rfinge
of lectures is infeasible for humans, and it was found th#t wiand also perform actual lecture transcription.

2 volunteers only 20-30% of the spoken lecture utterancesln Section IlI-F2, we present initial promising results whe
could be transcribed in real-time. Another drawback is thaiterpolating language models trained on text resources on
these volunteers have to be familiar with the field of thedset can typically expect to exist even in resource-scarce envir

to be able to recognize domain-specific technical words. Asx@ents: a small amount of transcribed lecture text and a much
consequence, automated systems for lecture transcrigtien larger collection of text obtained from study guides. THeeif

with limited accuracy and topic coverage, hold great premis
in multilingual universities. 1W0¢fzela is a free;ly available Arjdroid appliqation and_ canused as
Previ K lecture transcriotion for Afrikaans [3 medium for collecting data in typical developing-world eaaments. It
revious work on u Ipu I [3brovides the user with a reliable and cost effective way decting target-

focused on different approaches to alignment, in order kmguage data even in remote locations.



of speaker adaptive training is investigated in SectiofElll has been manually segmented into 5 minute segments, mainly
to increase the speed of the alignment and decoding [3].
Il. BACKGROUND A single first-language Afrikaans speaker produced ortho-

Various lecture transcription systems, such as the MIT Spgraphic transcriptions of the ALT corpus; the transcribesw
ken Lecture Processing project [5], have been implememtedgiven the following instructions:
well-resourced environments. For that system, the deeetop « Transcribe exactly what was said (do not correct for
had collected over 500 hours of recordings, of which over grammar, hesitations, etc)
200 hours had been transcribed. For the purposes of speakar Use punctuation (,.?!) only to indicate sentence structure
adaptation, that corpus contained between 1 to 30 hours of (no quotation marks or brackets)
speech per speaker, and the language models were trained QnWrite out numbers in words instead of using digits 0-9
more than 6 million English words. « Mark foreign words with #

According to Munteanu et al. [7], current lecture transcrip |l speakers are listed in Table | with their associated
tion systems obtain word error rates (WER) between 40§fpjects, gender and amount of training and testing data in
and 45% whilst a minimum WER of 25% is acceptable byinytes. The test set consists of one lecture from each of

users. Even though recognition accuracies as high as 9886 higse lecturers who has multiple lectures in the ALT corpus.
been reported in certain Automatic Speech Recognition (ASR

systems, such high accuracies invariably require extremel TABLE |

s . - ALT SPEAKER INFORMATION WITH TRAINING AND TESTING DATA IN
favorable conditions, such as reading selected matefrais ( MINUTES
a limited context) aloud [1].

Glass et al. [5] found a greater improvement in WER from SPKRID Gender Subject Train Test Total
acoustic modeling than language modeling. However, they mO001 male sci 17 0 17
found that performing acoustic modeling on four 50 minute moo2  male  sci a2 s 79

. . . mO003 male sci 84 375 1215
lectures from qsmglg lecturer, while also performing laage moo4 male sci 31 0 31
model adaptation using two related textbooks and 40 related m005 male sci 44 0 44
lectures, still resulted in a high WER (30.7%). Using 29 hours move m::g > P
of previous Iecture; fqr acoustic modeling decreased the WER moos male sci 37 0 37
noticeably(17%). Similar results where found by Trancoso e m009 male law 26 23 49
al. [8] m010 male law 36 0 36

T . L . N m011 male law 35 355 705

Un;uperwsed training is currently filSO receiving SIgIE_IIfI‘C mo12 male law 625 375 100
attention. Here, term discovery algorithms are used totifyen m013 male law 575 0 57.5
words or phrases of different speakers and genders by figenti mgi‘s‘ mg:g :x ‘2‘; 8 ‘2‘;
ing repetitions_ in the o!ata. Jansen an_d Church [_9] dem_d_asltra f001 female sci 395 23 625
that unsupervised training of acoustic models is possilile w f002 female sci 465 43 895

f003 female SCi 25 0 25
fo04 female law 325 305 63

. A f005 female law 61.5 36 97.5

- APPROACH f006 female  law 405 0 405

Throughout our experiments we made use of two speech
corpora: the NCHLT corpus [4] and the Afrikaans Lecture

Transcription corpus, which was developed to support tite Baseline systems for alignment

strong speaker independent properties.

current research. Four baseline systems were created for the purposes of
alignment and subsequent harvesting of well-transcrilwd p
A. NCHLT corpus tions of the ALT corpus. This was done by employing the

The NCHLT corpus consists of speech from 206 Afrikaariterative DP scoring and filtering technique described ih [6
speakers (approximately equal numbers of males and fejpal&efore we describe the four systems in more detail, we will
with approximately 500 3-5 word utterances of read speech figst elaborate on the experimental setup followed for the
speaker, recorded in a controlled environment. This ansouiignment systems.
to approximately 100 hours of speech data. The vocabularyl) Pronunciation modeling: Pronunciation dictionaries
of this corpus consists of 9375 distinct words, drawn from aere created for all systems by (1) using a dictionary lookup
variety of subjects, as would be appropriate (for exampie) ffor known Afrikaans words (443 words), (2) identifying En-

a Web-search application. glish words with a dictionary lookup (840 words) and (3) @sin
i o the Default & Refine [10] algorithm to automatically generat
B. Afrikaans Lecture Transcription corpus pronunciations for the remaining 6735 words.

The Afrikaans Lecture Transcription (ALT) Corpus consists English words occur fairly frequently in the ALT corpus;
of 20 hours of Afrikaans lecture data from two broad subjethey were automatically identified by a dictionary lookugan
areas; law and science/chemistry. Male lecturers accaunt the pronunciation mapped to similar Afrikaans phones was th
14 hours of speaker data and females 6 hours. All audio datme as in [3]. These mappings are shown in Il. All names and



foreign words (which were marked with # by the transcriber) chunks of accurately transcribed data using the dynamic-
were then manually verified. programming technique.

TABLE II D. Alignment results
ENGLISH TO AFRIKAANS PHONE MAPPINGS

the same ALT data are shown in Table Ill. Here the reference

Eng Afr || Eng Afr . . .

3 @ o) o) phone strings were generated by using the pronunciations
e@ E || n r as described in Section [lI-C1 since it was infeasible to
a al tus tus obtain manual phone transcripts. The improvements in vario
doz dz| u u measures of alignment accuracy (see [6] for motivationsy af

i: [ T f model refinement are shown in Table?lV

O: (0] D \Y

Oi Oi TABLE Il

PHONE-RECOGNITION ACCURACIES OF BASELINE SYSTEMS TESTED ON
ALT

2) Acoustic modeling:The acoustic models for alignment
were trained on 39 dimensional Mel frequency cepstral co- NCHLT LT(5 min) LT(DP scoring) NCHLT(MAP all
efficients (13 static, 13 deltas and 13 double deltas). Off- 19-28%  45.14% 49.70% 16.50%
line cepstral mean and variance normalization was appked p

speaker (that is, the same normalization constants wet@dpp As seen in Table Ill, domain-specific training data is very
to all the speech from one speaker, and these constants WgfReficial for the development of a baseline system. A furthe
computed so that all speakers have the same cepstral meggsificant increase in phone accuracy (nearly 5%) is aekiev

and variances after normalization). The hidden Markov f®dey)y segmenting the ALT(5min) training data using the dynamic
(HMMs), trained with HTK [11], were standard 3-state left tqyrogramming technique.

right tied-state triphone models, with 8 mixtures per statd

semi-tied transforms. A garbage model [6] was then trained TABLE IV

and combined with the initial model. MEASURES OF ALIGNMENT ACCURACY ACHIEVED AFTER MODEL

| . i REFINEMENT ON THE TEST SET
The following acoustic models were trained:

« NCHLT baseline. An acoustic model was trained on the Model Avg DP Score  Log P Time
; ; ; _ ; NCHLT -0.176 5210 4:.05/5:39
NCHLT.corpu.s described in Section IlI-A. This model NCHLT-MAP/all (ALT) 0217 5082 353539
was trained without a garbage model. NCHLT MAP/spk -0.202 51.03  3:35/5:39
o ALT (5-minute segments) We trained acoustic mod- ALT 0.114 -45.60  3:14/5:39

els using the entire manually segmented ALT corpus.
Segments were approximately 5 minutes in duration.
This acoustic model resulted in a phone accuracy Bf Speaker Adaptation
45.14%. Based on our earlier experience with this corpus,Speaker adaptation was performed on multiple speakers
this was good starting accuracy for a baseline systefar which we had data from more than one lecture. One or
we nevertheless decided to make use of DP scoring ritore lectures were used for speaker adaptation (Train eglum
automatically further segment the ALT data into smalleTable 1), and one lecture was held out for testing purposes
— but more reliable — segments, that could be used f@Fest column, Table 1). The NCHLT corpus acoustic model
further training. was also adapted to these speakers to see how important the

- DP filtered ALT. The ALT corpus was automatically use of speaker-specific data is to the overall system used
segmented into 10 second or smaller chunks as dofee alignment. Table V summarizes the phone accuracies for
by [5]. Our process employed the dynamic-programmingjfferent speakers on ALT without MAP adaptation, ALT
phone string alignment procedure used by [3] with @ith MAP adaptation, NCHLT without MAP adaptation and
flat phone matrix. As described in [3], this approackhe NCHLT model with MAP adaptation. These results were
compares the result of a forced alignment with that @fbtained using the same techniques as in [8] where 3 itesatio
a free decode using a variable cost matrix, identifies ti¢ speaker adaptation is performed using the same adaptatio
accurately transcribed sections of audio and use thesga.
results to segment the audio as well as the transcriptions\We see that some speakers achieve only small gains in
Using this technique we segmented the 5 minute Alhone accuracy, and reduced accuracies after adaptagon ar
data into small chunks of accurately transcribed datsven seen in many cases. These disappointing results are
using the NCHLT model. These well-aligned portiongrobably a consequence of the small amount of adaptati@n dat
were then used to train a new improved ALT model.

e« NCHLT MAP . The NCHLT model was then also 2|t would have been preferable to make these measurements od autel

. . .. evelopment set, but because of data scarcity and sincerfessgires do not

MAP adapted using the entire ALT training set an

; . fluence our decision on which model to use for the final daggmemtation,
used to automatically segment the ALT data into smalle measured the model refinement on the test set

The phone accuracies of these 4 baseline systems, tested on



TABLE V

PHONE ACCURACY PER SPEAKER WITH AND WITHOUTMAP recognition performance would not be in the language
ADAPTATION, USING DIFFERENT BASELINE ACOUSTIC MODELS models. These were the smallest corpora 60K and 55K
words respectively.

SPKRID  ALT  ALT + MAP NCHLT  NCHLT + MAP « Study guides for subjects in law (2A-sg-law) and natural
moo2 - 59.69 62.12 21.48 29.01 sciences (2B-sg-scipnly the Afrikaans versions of the
mo03  66.82 67.42 33.95 38.03 . :
moo6  48.84 4959 12.38 12.20 stu_dy guides were used. F_o_r some subjects the s_tudy
m009 50.73 52.21 19.48 18.66 guides were bilingual combining Afrikaans and English
mo1l  59.39 61.92 19.97 18.72 in the same document, but these were not used. After
mo12  55.29 49.02 18.60 15.94 o o
001 39.24 39.43 16.99 15.45 text normalisation, thgse corpora were 1.4 million and 2
002 39.91 39.04 13.53 13.77 million words respectively.

;88‘5‘ ‘z‘g?i g’g-fl’z g'gg 15355%8 « The Puk-Protea-Boekhuis (protea) corpuss used as
AVg 78.0 78.39 1905 18.6 a source for general proof-read text. After normalisation

described below this corpus consisted of 6 million words.
Several steps were taken when pre-processing these text
available to us — thus, the risk of overtraining is significamd cOrPora for building language models. These issues are ad-

MAP adaptation is not able to compensate for the differencdi€ssed in the discussion on text normalisation belowalnit

in recording conditions between the two corpora. experiments with 2-, 3-, 4-, 5-, and 6-grams showed lowest
perplexity in most cases with 3-grams. In a few cases 4-grams

F. Baseline systems for lecture transcription were marginally better, but the benefits were never suffilsien

large to justify the cost of the larger language models. All

The process described in Section 1lI-C is useful in F\ .
. anguage models reported below are therefore trigram word
resource-scarce environment where only a few hours of lec-

ture transcription data is available. The resulting wétreed modelsz which were built using the Modified Kneser-Ney
{noothmg algorithm [13]. In all models, the markers for

portions of our ALT corpus were used to train state of the alsge innina and end of sentences are included as tokens
acoustic models for offline lecture transcription. 9 9 . . '
) o : : To get a basic measure of perplexity and out-of-vocabulary
1) Acoustic modelingThe Kaldi toolkit [12] was used to
rate for each language model, the text from the lecture tran-

train our best acoustic models which were used for transgib ™~ . .
. =~ .scription test data was used for testing. The test set was als
lectures. Standard MFCCs with cepstral mean normahzatlan

were again used, with LDA, MLLT, speaker adaptive trainingr:\/'dm.j intolaw andnatural sqencei;ranscnpﬂons; language-
. odeling results when testing on these two sub-corpora are

(MLLR) and boosted mmi. eported in Table Vi

2) Language modelingThe most basic language model P '
for this task is a simple word trigram model, built from the TABLE VI
transcribed lectures. The transcriptions were separatedtie PPL (PERPLEXITY) AND OOV (OUT-OF-VOCABULARY) RATE FOR
two groups (law and natural sciences), and each sub-corpus BASELINE LANGUAGE MODELS.
was used for a specialized language model (in addition tesgrpus #o-grams  #3-grams  Test set PPL OOV rate

the basic language model covering both topics). Because ofatriaw 28725 5504  law  171.94 7.92%
the small corpus size of these transcriptions, we wanted tdB-tr-sci 25285 5169 law 160.08 16.21%
: i i ; 2A-sg-law 255162 117280 law  404.96 7.01%
mves'ggate whether recognition accuracy could be impitove “sg-sci 121448 31741 o 647 88 9.33%
by using larger language models from a more general source Qfgtea 1261554 446814 law  443.23 6.20%
Afrikaans text. The Puk-Protea-Boekhuis corpus was used folA-tr-law 28725 5524 sci 174.36 15.39%
hi r N ntains Afrikaan xt from lish r 1B-tr-sci 25285 5169 SCi 151.53 7.54%
this pu pose t conta S aans text from publis ed""i‘” 2A-sg-law 255162 117280 SCi 664.32 15.22%
anql contains substan_tl_al quantities of _proofre_ad matemal  5g_sg-sci 421448 231741 sci 673.49 6.84%
various topics. (In addition to prose and instruction doeuts, protea 1261554 446814 SCi 498.24 8.86%

it also includes poetry.) In an effort to improve on the

anticipated out-of-vocabulary words in the universitytiges, As expected, the in-domain transcriptions provide the best
a general set of study guides of the North West University Wasatch for the respective test sets, with relatively low fep
obtained. Since the available lectures chosen to be ti@iescr jties and OOV rates. Interestingly, the cross-domain parpl
were from two different faculties, law and natural sciencegies are comparable to the in-domain perplexities, with
the study guides of these two faculties were used as corpy$ actually achieving a somewhat lower perplexity on the
for the experiments to be described here. law test set (although at a substantially higher OOV rate).
The following three groups of corpora were therefore usegliso, the OOV rates from the study guides aPbteacorpus
1) Transcriptions of lectures, 2) University study guid8p, are encouragingly low, suggesting that corpus combination
General text. The details of these corpora are as follows: may be a profitable strategy. However, the disparate sizes
« Transcriptions of lectures in law (1A-tr-law) and naturalof the corpora indicates that combination through weighted
sciences (1B-tr-sci)Only the transcriptions of the train- interpolation (rather than pooled resources) should be the
ing data was used so that the test data for measuring gietegy of choice; we therefore investigated the chariatites



of various interpolated language models involving these fi  ° - - LT-sdi

sub-corpora. —— LT-Sci+SG
3) Interpolated language modelsTo investigate the po-  60f ---LT-Law H
tential benefits of language-model interpolation, we @eat ——LT-Law+SG

test sets from each of the five sub-corpora mentioned abo 55
Modified Kneser-Ney smoothing was employed to estima
language models based on the training sets extracted fr
the same corpora, and the SRILM toolkit [14] was then us¢ &
to find the optimal interpolation weights for combining tees = 45
language models.

Because these various corpora have widely different chari
teristics, it is not meaningful to compare the perplexitéesl 40
OOQV rates across different test sets. We therefore focub®n
interpolation weights that yield the lowest perplexity fach 35 1
test set, as shown in Table VII.

50

30 I I I
TABLE VI 0 0.2 0.4 0.6 0.8 1

INTERPOLATION WEIGHTS THAT MINIMIZE THE PERPLEXITIES ON FI\E Interpolation weight
SUB-CORPORA

Fig. 1. WER for off-line lecture transcription when trained sci and law

Test Weight: ~ Weight: Weight: ~ Weight:  Weight] sources respectively and evaluated on the comb#médnd law LT test set.
Corpus 1A-tr-law  1B-tr-sci  2A-sg-law  2B-sg-sci  Protea The dotted lines correspond to language models trained ortlyeoLT training
1A-tr-law 0.415 0.137 0.266 0.016 0.16p data, and the solid lines represent interpolated resulth, tive interpolation
1B-tr-sci 0.074 0.606 0.004 0.170 0.14p5 weight on the horizontal axis.

2A-sg-law 0.001 0.000 0.933 0.042 0.024

2B-sg-sci 0.000 0.000 0.024 0.960 0.01p

Protea 0.003 0.002 0.008 0.007 0.979

indeed is beneficial in all cases. As could be expected, the in
As expected, the diagonal entries in Table VII dominat(g:f)mai” Ianguage models perform be;t on both test sets; these
that is, the training set of each corpus makes the |arg(géf@‘erences in word error rates are quite large, confirmimgy t
contribution to the lowest-perplexity language modelsaf t Importance of language modeling for this task. .
corresponding test set. However, for the two LT test sets (th Note that our approach to interpolation requires a fixed
first two rows of the table), the other corpora also contebutocabulary for all settings of the interpolation weight.efé-
substantially to the optimal language models. Intereltjrit fore, all words from both_ training sets are |_ncluded in all
is the study guide from the same domain as the test set whigferpolated models, albeit with only the unigram back-off
makes the largest contribution in each case; this is evialerRfobabilities in some cases. In Figures 1, 2 and 3 we can
that the non-transcription corpora are contributing toséneS€€ that even these unigrams make a useful contribution to
language models in a predictable way. recognition accuracy, since the WERS_Wlth_onI_y the lecture-
4) Recognition results with interpolated corporaBased transcription language models (dotted lines in Figs.1,@2&n
on the analysis in Section II-F2 and Section llI-F3, it wadré notably higher than the corresponding interpolatedetsod
decided to use the transcriptions of lectures (LT) and Urftight-most points of the solid lines).
versity study guides (SG) to train language models to be
used for off-line lecture transcription. Our goal here is to
investigate whether improved recognition performancelman Whereas the use of target-language acoustic data has pre-
achieved with language-model interpolation, and to sifypliviously shown to be beneficial [3], we have additionally
the presentation we focus on the within-topic interpolatocd demonstrated that domain-specific training data signifigan
the study guides and transcriptions. That is, we build twe secontributes to the accuracy of lecture transcription syste
of language models, one for thawv domain and the other for This is true even if the amount of available in-domain data
the sciencesdomain. In each set, we investigate the effed$ severely limited. However, under these constraints, the
of ranging the interpolation weight between 0.0 (at whichdditional value of speaker adaptation is minimal.
value the study guides dominate) to 1.0 (where the model isWe have also shown that additional target-language text,
dominated by the transcriptions). For consistency, wenteglo such as study guides, can lead to a substantial reduction in
results at a LM weight of 14, which is a reasonable value favord error rates. Since such sources are likely to be availab
our configuration, but not optimized for a particular langea in the type of educational environment which is expected to
model. represent the most important use case of this technoloigy, th
As Figures 1, 2 and 3 show, we find in all cases, and f&s a practically important result.
both thelaw and sciencedest sets, that optimal performance The error rates that we have achieved are still some-
is achieved at an interpolation value somewhere betwewhat higher than those that are considered usable in lecture
the extremes, thus showing that language-model intetipolattranscription applications [7]; hence, the need for furthe

IV. CONCLUSION
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- - LT-s0 further research.

—— LT-Sci+SG
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sources respectively and evaluated on ldwe LT test set. The dotted lines
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